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Abstract

The role of model implementation in neuroscientific applications of machine learning

Taiga Abe

In modern neuroscience, large scale machine learning models are becoming increasingly

critical components of data analysis. Despite the accelerating adoption of these large scale

machine learning tools, there are fundamental challenges to their use in scientific applications that

remain largely unaddressed. In this thesis, I focus on one such challenge: variability in the

predictions of large scale machine learning models relative to seemingly trivial differences in

their implementation. Existing research has shown that the performance of large scale machine

learning models (more so than traditional model like linear regression) is meaningfully entangled

with design choices such as the hardware components, operating system, software dependencies,

and random seed that the corresponding model depends upon. Within the bounds of current

practice, there are few ways of controlling this kind of implementation variability across the

broad community of neuroscience researchers (making data analysis less reproducible), and little

understanding of how data analyses might be designed to mitigate these issues (making data

analysis unreliable). This dissertation will present two broad research directions that address

these shortcomings. First, I will describe a novel, cloud-based platform for sharing data analysis

tools reproducibly and at scale. This platform, called NeuroCAAS, enables developers of novel

data analyses to precisely specify an implementation of their entire data analysis, which can then

be used automatically by any other user on custom built cloud resources. I show that this

approach is able to efficiently support a wide variety of existing data analysis tools, as well as



novel tools which would not be feasible to build and share outside of a platform like NeuroCAAS.

Second, I conduct two large-scale studies on the behavior of deep ensembles. Deep ensembles are

a class of machine learning model which uses implementation variability to improve the quality

of model predictions; in particular, by aggregating the predictions of deep networks over

stochastic initialization and training. Deep ensembles simultaneously provide a way to control the

impact of implementation variability (by aggregating predictions across random seeds) and also

to understand what kind of predictive diversity is generated by this particular form of

implementation variability. I present a number of surprising results that contradict widely held

intuitions about the performance of deep ensembles as well as the mechanisms behind their

success, and show that in many aspects, the behavior of deep ensembles is similar to that of an

appropriately chosen single neural network. As a whole, this dissertation presents novel methods

and insights focused on the role of implementation variability in large scale machine learning

models, and more generally upon the challenges of working with such large models in

neuroscience data analysis. I conclude by discussing other ongoing efforts to improve the

reproducibility and accessibility of large scale machine learning in neuroscience, as well as long

term goals to speed the adoption and reliability of such methods in a scientific context.
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4.1 The diversity/component model performance trade-off. Ensemble performance,
as measured as negative log likelihood (NLL), is decomposed into average single
model NLL (vertical axis) and Jensen-gap predictive diversity (horizontal axis)—
see Equation (4.3). Diagonal lines correspond to level sets of ensemble NLL (lower
right is better). There are two strategies for improving the performance of any given
ensemble (� ): increasing the predictive diversity of the component models (right
arrow) or improving the average NLL of the component models (down arrow). If
resulting ensembles stay below the level set of ensemble NLL (red/blue line), they
will improve performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.2 Encouraging/discouraging diversity has different effects on small vs. large
neural network ensembles.We train deep ensembles of small(top row) and large
(bottom row) neural networks (ResNet8 and ResNet18, respectively) with diver-
sity mechanisms on CIFAR10 (one column per diversity encouragement mecha-
nism). We compare standard ensemble training (dotted line) to diversity-encouraged/discouraged
training (left vs. right of dotted line). Blue lines/bands are standard ensemble test
accuracy; black lines/bands are component model test accuracy. Encouraging di-
versity (W Ÿ0) improves test accuracy of small-network ensembles while harm-
ing test accuracy of large-network ensembles. Conversely, discouraging diversity
(W ¡ 0) actively hurts the performance of small-network ensembles, but appears
benign for large-network ensembles. (See Section C.7 for CIFAR100, TinyIma-
geNet, and other architectures). . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.3 Trading off predictive diversity and component model performance in diver-
sity regularized ensembles. Each marker represents a ResNet 8 (left panels)
or ResNet18 (right panels) ensemble trained with a diversity intervention on CI-
FAR10 (see Figure C.5 for CIFAR100). Warmer colors correspond to positive
Wvalues (encouraging diversity), cooler colors correspond to negativeWvalues
(discouraging diversity). Axes are given by ensemble loss decomposition as in
Figure 4.1. The level set of standard deep ensemble performance (W= 0) is de-
noted by� and the dotted diagonal line. In all ensembles, encouraging/discourag-
ing predictive diversity leads to proportionally higher/lower diversity on test data.
Small-network ensembles with diversity encouragement (W Ÿ0, blue markers), can
achieve higher single model performance, and thus better ensembles (below dot-
ted line). For large-network ensembles however, diversity encouragement comes
at a high cost to average single model performance, and worse ensembles overall
(above dotted line). For small-network ensembles, discouraging predictive diver-
sity (W ¡ 0; red markers) also leads to worse performance of component models:
thus corresponding ensemble performance is also worse (above dotted line) than
standard ensembling. In contrast, diversity discouraged large-network ensembles
can outperform standard training (below the dotted line). Among large-network
ensembles, the one with the best test NLL is one where diversity wasdiscouraged. 92
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4.4 Diversity encouragement hurts con�dent/accurate classi�er ensembles.En-
couraging predictive diversity via Equation (4.8) (lighter lines) decorrelates oth-
erwise correct predictions (high counterfactual accuracy, see Section 4.4.2). This
�nding holds for small (ResNet 8,left) and large-network ensembles (ResNet 18,
center) (for other diversity-encouraging mechanisms, see Section C.10.)(Right:)
Decorrelating correct/con�dent component model predictions yields worse ensem-
ble performance. Correct/con�dent component model predictions (� ) concentrate
in a vertex of the probability simplex (top panel). Due to simplex geometry, encour-
aging diversity necessarily degrades the the ensemble prediction (� ), potentially al-
tering the class prediction. In contrast, diversity discouragement (right panel) need
not hurt ensemble predictions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

4.5 The opportunity cost of predictive diversity. Plots depict the ensemble test-
set performance versus the performance of its average component model (as mea-
sured by cross entropy). Each marker is an ensemble of models evaluated on the
InD/OOD datasets of CIFAR10/CINIC10 and ImageNet/ImageNet-C. Ensembles
are color coded as homogeneous (blue) or heterogeneous (orange). Controlling for
component model performance (vertical slices), heterogeneous ensembles are more
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A.1 Infrastructure-as-Grad-Student vs Infrastructure-as-Code., Related to Figure
2.2. A. Local processing via IaGS requires a number of time-consuming steps from
the user (hardware setup, software installation and maintenance, etc.) before any
analyses are run. Then typically analyses of large datasets are run serially (due
to resource constraints), leading to longer processing times. Troubleshooting re-
lated to miscon�guration of infrastructure can cause massive delays. On NEURO-
CAAS, user interaction is only required at the beginning of the analysis (to upload
the data), then NEUROCAAS processes the data using large-scale parallel com-
pute resources, leading to faster overall processing times. User storage contains
separated input and output areas where users can maintain datasets for re-analysis,
or keep intermediate analysis results as convenient for subsequent jobs. From data
in user storage, users can analyze multiple datasets in parallel. While errors may
occur, users can delegate debugging to developers, as issues are guaranteed not to
be due to infrastructure con�guration. B. On NEUROCAAS, some costs are in-
curred with each analysis run: the user must upload the datasets (incurring a small
job monitor cost), and then each dataset incurs some compute cost. The cost of
using these analyses is directly proportional to analysis duration and the type of
cloud resources used to construct the relevant infrastructure stack (see Table A.7).
For local processing, the bulk of the costs are paid upfront, in purchasing hard-
ware; then additional labor costs are incurred for maintenance, support, and usage
of limited local resources. If the per-dataset costs are low and the total number
of datasets to be processed is limited then NEUROCAAS can lead to signi�cantly
smaller total costs than local processing §2.2.6. . . . . . . . . . . . . . . . . . . . 131

A.2 NEUROCAAS blueprint template declaring all relevant resources.Related to
detailed methods. Immutable Analysis Environments can be de�ned from Vari-
ables in the Lambda.LambdaCon�g �eld, the job manager protocol is de�ned in
Lambda.CodeUri and Lambda.Handler. Users and permissions are de�ned in UX-
Data. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132
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A.3 Analyses on NeuroCAAS are reproducible.Related to Table 2.1. Figure shows
�fteen independent runs of two analysis algorithms- CaImAn on the left, and En-
semble DeepGraphPose on the right, run from different geographic locations and
versions of the NeuroCAAS platform. The �rst �ve runs were performed by an
author in the United States. The second �ve runs were performed by an indepen-
dent researcher in India. The following four were performed by an independent
researcher in Switzerland, and the last was run on a totally independent version of
the NeuroCAAS platform. Each independent run uses the same data and con�gu-
ration �les, and assumes that all data is already uploaded to NeuroCAAS. Images
show differences in the actual analysis outputs between runs. For CaImAn, we
quantify the Jaccard Distance between detected spatial components (A), and the
Average RMSE between detected temporal components (B). Analysis results are
identical across all runs. For Ensemble DGP, we quantify the Average RMSE be-
tween body part traces produced by the same network (C). The average RMSE
never exceeds order 1e-7. Given that these traces are given in units of pixels, these
differences are negligible. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

A.4 Analyses on NeuroCAAS are reproducible.Related to Table 2.1. Figure shows
same �fteen independent runs of two analysis algorithms as in Figure A.3. Images
show the time taken to complete different parts of the analysis- in green is the
time taken to set up analysis infrastructure after a request. In orange, we show the
time between the successful setup of analysis infrastructure, and the production
of the analysis's �nal output. In blue, we show the time required to take apart
infrastructure after analysis is complete. Overall, across different runs differences
in runs are small. These results emphasize the difference between our platform
and others which offer public compute via cluster resources, where wait times in
queues would affect such quanti�cations. . . . . . . . . . . . . . . . . . . . . . . 134
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A.5 NEUROCAAS Design Diagram. Related to detailed methods. NEUROCAAS is
built with an Infrastructure-as-Code design, meaning that we �rst write asource
repo(top) specifying all of the actual resources we will use to carry out data pro-
cessing (bottom). The source repo (top) contains three main types of code: User
Pro�les, specifying relevant user data; Analysis Blueprints, describing individ-
ual analyses on NEUROCAAS, and Protocols, giving rules that describe NEURO-
CAAS job manager function. Each user and each analysis in NEUROCAAS has
a dedicated code document, as speci�ed by indices¹D– 1º. All parts of the source
repo can independently bedeployed, automatically provisioning and con�guring
the infrastructure resources speci�ed therein. Deployment comprehensively gener-
ates the resources necessary to run analyses on NEUROCAAS. Notably, most parts
of infrastructure stacks (bottom right) are not persistent, but rather are instantiated
every time users request an analysis job, speci�ed as a combination of datasets and
parameter con�gurations (bottom left). Job managers deploy one set of infrastruc-
ture for each dataset in a requested job, as speci�ed by the index9. The contrib
and interface repo assist in the deployment of resources from the source repo, and
and the management of resulting resources. New users were registered by �lling
in a corresponding user pro�le with code from the interface repo, which was then
deployed with the source repo to automatically generate storage space, dedicated
login credentials, and permissions to use analyses for the user. The user pro�le is
similar in format to the UXData segment of the blueprint as given in Figure A.2,
and can be found in the NEUROCAAS codebase online. Section numbers refer to
relevant parts of the main text. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

A.6 Overview of NEUROCAAS Developer Work�ow . Related to detailed methods.
Left indicates the developer's experience; right indicates the work that NEURO-
CAAS performs. The developer begins by downloading the developer package
https://github.com/cunningham-lab/neurocaas_contrib and build-
ing an immutable analysis environment script on their local machine. After de-
termining work�ow and optionally installing analysis software into an IAE, the
developer locally tests that sample data and con�g �les yield expected logs and
results. Once satis�ed, the developer updates a blueprint with IAE speci�cations.
Next, developers con�gure system and hardware settings by setting up their IAE,
complete with sample data and parameters, on hardware from the NEUROCAAS
resource bank. Con�guration and updates to an IAE are done identically to initial
local build, allowing for IAEs custom-built for powerful cloud resources. Finally,
developers simulate NEUROCAAS user accounts and trigger analyses with their
blueprint to ensure that their analysis functions as intended end-to-end before pub-
lishing their blueprint for use. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136
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A.7 Alternative cost quanti�cation of local infrastructure as cluster . Related to
Figure 2.7. Because the instances offered on AWS are not wholly analogous to
either personal hardware or cluster resources, we offer additional comparisons that
span the range of prices. Cluster pricing was calculated with the AWS TCO cal-
culatorhttps://calculator.aws/ . We calculated the cost of infrastructure
as a subset of the TCO provided by AWS. In particular, we calculatedG;>20; as the
total server hardware cost (undiscounted) and acquisition cost of NAS storage, and
the cost of a GPU, with additional yearly recurring costs2B¹=º given by storage
administration cost, server hardware maintenance cost, and IT Labor costs. We
then calculated the LCC and LUC from these quantities as described in §2.2.6,
2.4.2. A) provides Local Cost Crossover Crossover for these resources priced as
cluster compute resources, priced according to Amazon AWS's TCO calculator. B)
provides the same for Local Utilization. . . . . . . . . . . . . . . . . . . . . . . . 137
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Chapter 1: Introduction and Background

Modern neuroscience poses unprecedented challenges to scienti�c data analysis. New experi-

mental paradigms require analysis of neural data across many brain regions at near cellular reso-

lution (Stringer et al., 2018; Musall et al., 2019; Machado, Kauvar, and Deisseroth, 2022; Wang

et al., 2023), over many successive days (Ziv et al., 2013; Athalye et al., 2018; Williams et al.,

2018; Carcea et al., 2019; Schoonover et al., 2021), and often in conjunction with other complex

signals of interest, such as �ne grained measurements of animal behavior (Batty et al., 2019; Wu

et al., 2020; Whiteway et al., 2021a; Markowitz et al., 2018). In order to identify and recover met-

rics of scienti�c interest from such complex datasets, neural data analysis frequently relies upon

large scale machine learning models such as deep neural networks (Mathis et al., 2018; Batty et al.,

2019; Wu et al., 2020; Giovannucci et al., 2019; Lee et al., 2017; Biderman et al., 2023; Sussillo

et al., 2016) as key components of their work�ow. Notably, implementing such large scale mod-

els as a part of data analysis requires a great deal of labor on the part of the researcher: speci�c

con�gurations of hardware and software infrastructure, appropriate curation of training data, and

thorough evaluation of the resulting model are all necessary steps to turn these models into fully

functional components within a data analysis work�ow. However, others have already described

how such machine learning models are ideally suited to address many of the challenges of neural

data analysis: replacement of time-intensive manual data annotation (Mathis et al., 2018; Bider-

man et al., 2023; Lee et al., 2017; Pachitariu, Sridhar, and Stringer, 2023), learning inverse models

that can denoise or recover signals of interest (Giovannucci et al., 2019; Buchanan et al., 2018),

or identifying relationships within multi-modal data (Batty et al., 2019; Markowitz et al., 2018)

are just some of the bene�ts that justify the increasing popularity of machine learning in neural

data analysis (Paninski and Cunningham, 2018; Glaser et al., 2019; Vu et al., 2018; Richards,
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Tsao, and Zador, 2022).1 Ideally, novel large scale machine learning tools can be shared across a

multitude of potential data analysis work�ows, and longer term the widespread adoption of such

powerful, general-purpose tools may become necessary for scienti�c data analysis to keep pace

with the increasing scale and complexity of collected data.

However, integrating novel machine learning models into neural data analysis carries signif-

icant costs which fundamentally differ from those of using simpler, general purpose algorithms.

In particular, when using large scale machine learning models for scienti�c data analysis, it is

impossible to separate the performance of a novel algorithm from details of its implementation:

speci�c data preprocessing steps (Sculley et al., 2015), details of optimization (D'Amour et al.,

2022), and even the computing hardware available (Zhuang et al., 2022; Mince et al., 2023) all

signi�cantly change the predictive behavior of large scale models, and can meaningfully in�uence

the outcomes of any data analyses which rely upon large scale machine learning models. Across

individual researchers, subtle differences in the implementation of a given model will therefore

harm the reproducibility of any data analysis which relies upon it. Critically, within current prac-

tice, we have no means of controlling the implementation variability of machine learning tools, or

even understanding how such variability impacts the outcomes of entire data analyses. The main

aim of this thesis will be to address these two concerns.

1.1 Controlling implementation variability with a cloud based data analysis platform.

We will �rst address the challenge of controlling variability across implementations of a ma-

chine learning model used for data analysis. Within the machine learning literature, there has been

signi�cant effort put towards understanding how decisions around the implementation of a ma-

chine learning model can impact its performance. In the era of modern machine learning, Sculley

et al. (2015) is an early work that describes general challenges of deploying a machine learning

model into a full machine learning “system” which can ingest data and serve results in an ongo-

ing manner (of which scienti�c data analysis work�ows are a speci�c example). The authors of

1For a discussion of the broader interface between neuroscience and machine learning, see Chapter 5.
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that work suggest that when working with machine learning models, it is especially challenging

to maintain abstractions between different components of the overall system: performance of the

model is inexorably linked to the training data, data preprocessing, and training hyperparameters,

making consistency in system performance dif�cult to measure and maintain over time. Likewise,

more recent work (D'Amour et al., 2022) considers variability due to implementation as one of the

issues which can lead to “underspeci�ed” models. In other words, a set of machine learning models

may have identical test set error, but can differ in other important properties, such as performance

on different subpopulations of the data. These differences are often not detected in standard evalu-

ations of machine learning tools, but matter for the application of that machine learning model (e.g.

in a data analysis work�ow). This work further demonstrates that subtle sources of implementa-

tion variability, such as the random seed used during training, can lead to signi�cant variability

along axes of performance beyond standard predictive accuracy, such as uncertainty quanti�cation

or performance on out of distribution (OOD) data.

Other work in the core machine learning literature directly studies the lack of reproducibil-

ity stemming from differences in model implementation. These works demonstrate that machine

learning frameworks that are often thought to be independent of underlying hardware (e.g. pytorch

(Paszke et al., 2019), tensor�ow (Abadi et al., 2016)) are far less interoperable than they initially

appear, and that moving to other hardware can render individual functions within this framework

massively inef�cient, or even break them entirely (Mince et al., 2023). More generally, Raff (2019)

found that empirically, machine learning tools which have more powerful hardware requirements

are less reproducible, and ominously none of the tools which require cluster-level computing hard-

ware could be reproduced.

Many �elds of computational science have also long recognized that the implementation of

a data analysis tools can sign�cicantly in�uence its behavior. Older literature has suggested that

in the face of such issues, the solution is to standardize the computing environments used by dif-

ferent researchers (Donoho et al., 2008a) through a community consensus. However, the rapid

advances and massive computing requirements of large scale machine learning make such sugges-
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tions practically infeasible in many neuroscienti�c applications. Alternatively, instead of choosing

a single, �xed implementation, works like Yu (2013) and Yu and Kumbier (2020) suggest explicit

quanti�cation of the stability of data analytic work�ows with respect to different perturbations of

their design and implementation, in a generalization of traditional statistical con�dence intervals.

However, the scale of machine learning models in current use can also make suggestions such as

these impossible to implement for many neuroscience researchers.

Echoing these broader trends, researchers speci�cally within neuroscience have already rec-

ognized that differences in the implementation of data analysis have strong in�uences upon their

outcomes (Botvinik-Nezer et al., 2020; Glatard et al., 2015). While there are a number of computa-

tional platforms within neuroscience that aim to ease some of this dif�culty, (e.g. Chaumont et al.,

2012; Sanielevici et al., 2018; Halchenko and Hanke, 2012; Renton et al., 2023), there are few ap-

proaches which can control variability across all levels of implementation- a dif�cult but necessary

challenge (Hooker, 2021). In Chapter 2 I will present a novel approach to simultaneously control

variability across all levels of model implementation. This approach relies upon a computational

platform called Neuroscience Cloud Analysis as a Service (or NEUROCAAS) which automatically

reproduces entire data analysis tools on demand, from a single, code based speci�cation. NEU-

ROCAAS gives researchers the ability to create a single, default implementation of any machine

learning model, and share an exact copy of it with other researchers. I go on to demonstrate the

practical bene�ts of such a platform to neuroscience data analysis, considering improvements to

accessibility, cost ef�ciency, and reproducibility of existing data analysis tools, as well as support

for new analysis tools which are only feasible on a platform like NEUROCAAS.

1.2 Understanding the impact of implementation variability through deep ensembles.

Even if we are able to control most sources of implementation variability within data analysis

pipelines using a platform like NEUROCAAS, there is still signi�cant value in understanding how

this variability impacts analysis outcomes. Furthermore, there may be value in aggregating pre-

dictions across different instances of a machine learning model. This is the fundamental insight
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of ensemble methodsin machine learning. Ensemble methods have a rich history, and have quite

successfully been applied to decision trees in well-known contexts like boosting (Freund, 1995;

Freund and Schapire, 1996; Friedman, 2002) or bagging (Breiman, 1996). The effectiveness of

these techniques is demonstrated by the widespread use of their successors (e.g. random forests

(Breiman, 2001), or xgboost (Chen et al., 2015)) across a wide range of applications. Importantly,

such traditional ensemble methods work by introducing sources of variability between ensemble

members, either through randomization of the training procedure, or through iterative �tting pro-

cedures.

Although ensembles of neural networks have also been considered for decades (Hansen and

Salamon, 1990; Liu and Yao, 1999) in recent years, there has been a new wave of ensemble meth-

ods as applied to modern, deep neural networks (Szegedy et al., 2015; Lakshminarayanan, Pritzel,

and Blundell, 2017b), ordeep ensembles. Strikingly, deep ensembles do not appear to require

explicit sources of variability between ensemble members, as trees do. Instead, deep ensembles

simply aggregate the predictions of independently trained ensemble members, which naturally

express diverse predictions due to randomness in initialization and optimization via stochastic gra-

dient descent. Thus the behavior of deep ensembles is a natural lens through which to study these

sources of implementation variability on a model's predictions. Importantly, while deep ensembles

(as with tree based ensembles) usually improve upon the performance of their component mem-

bers, it has been suggested (Lakshminarayanan, Pritzel, and Blundell, 2017b; Gal and Ghahramani,

2016; Ovadia et al., 2019a) that ensembles of deep neural networks can also improve the quality

of uncertainty estimates, as well as performance on OOD data underdistribution shift, where data

comes from a different distribution than the training data but still shares the same label space as in

distribution (InD) data. If such bene�ts are true, deep ensembles use implementation based vari-

ability to address shortcomings that otherwise hinder neural networks in many scienti�c contexts,

as I will describe next in further detail.

In scienti�c applications, optimizing the performance of a machine learning algorithm is of-

ten not the end goal of data analysis, but rather an intermediary step in a larger data processing
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pipeline. Thus, in such contexts we often wish not only to minimize the errors made by a machine

learning algorithm, but additionally to identify when and how we are likely to make errors in the

absence of ground truth. One popular approach for doing so looks atcalibration: a measure of

how effectively a neural network's uncertainty captures the accuracy of its own predictions (i.e.

avoids under/overcon�dence). The authors of Guo et al. (2017) show that although large, mod-

ern neural networks are much more accurate than their predecessors, they are also overcon�dent.

Importantly, deep ensembles have been shown to be more calibrated than their component models

(Lakshminarayanan, Pritzel, and Blundell, 2017a; Ovadia et al., 2019b), implying that they may

be better suited for data analysis applications where we (for example) wish to further examine or

discard predictions made with low con�dence.

Critically, Ovadia et al. (2019b) demonstrates that this bene�t extends to the out of distribution

data (OOD) setting, speci�cally in cases of distribution shift. Distribution shift poses a host of

unique challenges which are salient for scienti�c data analysis. As a researcher collects data from

multiple subjects or experimental conditions in an ongoing experiment, it is not clear when it is

appropriate to apply an existing model to this new data vs. when it must be retrained, thus often

creating situations where distribution shift is inevitable. Unfortunately, work such as Recht et al.

(2018) and Recht et al. (2019) shows that surprisingly, even miniscule changes in data distribution

(as a type of distribution shift) can induce signi�cant changes in the test performance of machine

learning models. However, the deep ensemble literature shows that (relative to component models),

deep esnembles not only have better uncertainty estimates, but are also more robust (Ovadia et al.,

2019a; Gustafsson, Danelljan, and Schon, 2020; Rahaman and Thiery, 2021; Kumar et al., 2021).

Practically, in data analyses contexts, robust models will have to be retrained less often when

applied to novel experimental datasets. With these often cited bene�ts in mind, in Chapter 3, I

will comprehensively study these proposed bene�ts of deep ensembles to uncertainty estimation

and OOD data. Importantly, in contrast to previous work, this study will focus on comparing

deep ensembles not to their component models, but rather toanysingle network. This framework

is motivated by the view that if both ensembles and better single models are able to improve
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upon a neural network's predictive performance, it is important for practitioners to know if there

are concrete, unique bene�ts of using either. Surprisingly, I will demonstrate that while deep

ensembles unequivocally improve over their component members, they have few bene�ts (on InD

or OOD data) that cannot be recapitulated by an appropriately chosen single neural network.

Following these results, in Chapter 4, I further study the role of diversity between ensemble

members in ensembles where component models which are very large, or very small relative to the

dataset size. Critically, many of the intuitions around ensembling were developed for ensembles

of small, underparametrized models, and these same intuitions drive methodological approaches

even for ensembles of large scale machine learning models. I will show that ensembles of large,

overparametrized neural network models are qualitatively distinct from small, underparametrized

ensembles, and that we should expect many of the strategies developed for small ensemble models

to fail in large ensemble contexts. These results provide a concrete example of my claim that large

scale machine learning algorithms are qualitatively different from their small scale counterparts,

and reconciles many apparent contradictions between the literature on traditional ensembling tech-

niques and proposed methods to improve modern deep ensembles. Along with results in Chapter 3,

these results offer an in depth analysis of one speci�c form of implementation variability that arises

when working with large scale machine learning models. Strikingly, although I �nd that aggregat-

ing predictions across this form of variability can improve predictive accuracy and that I expect

the impact of this variability to be reduced in larger models, this work also demonstrates that en-

sembling deep neural networks does not offer bene�ts that outstrip the bene�ts of an appropriately

chosen single model, challenging many commonly held intuitions and leaving open the question

of how we can improve properties like uncertainty and robustness of neural networks in ways that

will bene�t scienti�c data analysis.

Altogether, the �ndings presented in this dissertation challenge the commonly held view that

divides large scale machine learning tools into a purely “algorithmic” model, which determines

performance, and implementation details that can be safely treated as nuisance variables: a point

of view inherited from traditional data analysis approaches which are more portable, and far more
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stable under different implementations. As neuroscience moves towards progressively larger and

more complex machine learning algorithms, the management of their corresponding implementa-

tion will have an outsize role in determining their success in scienti�c applications, as it often has

in computer science (Hooker, 2021). We provide a broad discussion and prospectus for the role of

large scale machine learning in neuroscience in Chapter 5.
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Chapter 2: Cloud based approaches to address issues of reproducibility and

scale in neuroscienti�c data analysis.

In this chapter, I begin by acknowledging fundamental limitations in current practices around

the development and management of neuroscienti�c data analysis tools. I propose to address

these limitations using a cloud based platform called Neuroscience Cloud Analysis as a Service,

or NeuroCAAS, which aims to improve the reproducibility and scale of data analysis tools that

are available. The content of this chapter is lightly adapted from Abe et al. (2022b). Thanks in

particular to Ian Kinsella, Shreya Saxena, Kelly Buchanan, Joao Couto, John Briggs, Sian Lee Kitt,

Ryan Glassman, and John Zhou for their invaluable contributions to the architecture, interface,

analysis tools and teaching materials throughout various phases of the NeuroCAAS project.
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2.1 Introduction

Driven by the constant evolution of new recording technologies and the vast quantities of data

that they generate, neural data analysis — which aims to build the path from these datasets to

scienti�c understanding — has grown into a centrally important part of modern neuroscience,

enabling signi�cant new insights into the relationships between neural activity, behavior, and the

external environment (Paninski and Cunningham, 2018). Accompanying this growth however,

neural data analyses have become much more complex. Historically, the software implementation

of a data analysis (what we call the core analysis- Figure 2.1A) was typically a small, isolated code

script with few dependencies. In stark contrast, modern core analyses routinely incorporate video

processing algorithms (Pnevmatikakis et al., 2016, Pachitariu et al., 2017, Mathis et al., 2018,

Zhou et al., 2018, Giovannucci et al., 2019), deep neural networks (Batty et al., 2016, Gao et al.,

2016, Lee et al., 2017, Parthasarathy et al., 2017, Mathis et al., 2018, Pandarinath et al., 2018,

Giovannucci et al., 2019), sophisticated graphical models (Yu et al., 2009, Wiltschko et al., 2015,

Gao et al., 2016; Wu et al., 2020), and other cutting-edge machine learning methods (Pachitariu

et al., 2016, Lee et al., 2017) to create general purpose tools applicable to many datasets.

To support this increasing complexity, core analysis software is increasingly coupled to under-

lying analysisinfrastructure(Figure 2.1A): software dependencies like the deep learning libraries

PyTorch and TensorFlow (Abadi et al., 2016, Paszke et al., 2019), system level dependencies to

manage jobs and computing resources (Merkel, 2014), and hardware dependencies such as a pre-

cisely con�gured CPU (central processing unit), access to a GPU (graphics processing unit), or

a required amount of device memory. Figure 2.1A shows how these individual components form

a full infrastructurestack: the necessary, but largely ignored foundation of resources enabling all

data analyses (Demchenko et al., 2013, Jararweh et al., 2016, Zhou et al., 2016).

Neglected infrastructure has immediate implications already familiar to the neuroscience com-

munity: for every novel analysis, analysis users must spend labor and �nancial resources on hard-

ware setup, software troubleshooting, unexpected interruptions during long analysis runs, process-

10



Figure 2.1: Data Analysis Infrastucture. A. Core analysis code depends upon an infrastructure
stack. B. Common problems arise at each layer of this infrastructure stack for analysis users and
developers. C. Many common management tools deal only with one or two layers in the infrastruc-
ture stack, leaving gaps that users and developers must �ll manually. D. In common neural data
analysis tools for calcium imaging and behavioral analysis many infrastructure components are not
managed by analysis developers and implicitly delegated to the user (see §2.4 for full details and
supporting data in Tables A.2,A.1)

.

ing constraints due to limited “on-premises” computational resources, and more (Figure 2.1B).

However, far from simply being a nuisance, neglected infrastructure has wide reaching and urgent

scienti�c consequences. Most prominently, infrastructure impacts analysis reproducibility. As data

analyses become more dependent on complex infrastructure stacks, it becomes extremely dif�cult

for analysis developers to work reproducibly (Monajemi et al., 2019, Nowogrodzki, 2019). The

current treatment of analysis infrastructure is a major contributor to the endemic lack of repro-

ducibility suffered by modern data analysis (Crook, Davison, and Plesser, 2013, Hinsen, 2015,

Stodden, Seiler, and Ma, 2018, Krafczyk et al., 2019, Raff, 2019), and infrastructure-based bar-

riers have been noted to impede the proliferation of new neuroscienti�c tools (Magland et al.,
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2020a). Speci�c cases where seemingly small infrastructure issues directly affect the representa-

tion of data-derived quantities have been documented across the biological sciences (Ghosh et al.,

2017,Miller, 2006, Glatard et al., 2015). Analogously, in machine learning, infrastructure compo-

nents can dictate model performance (Sculley et al., 2015, Radiuk, 2017) and a recent survey of

this literature observed that although local compute clusters claim to address the issue of hardware

availability, noneof the studies that required use of a compute cluster were reproducible (Raff,

2019).

Major efforts have been made by journals (Donoho, 2010, Hanson, Sugden, and Alberts, 2011,

“Code Share," 2014) and funding agencies (Carver et al., 2018) to encourage the sharing of core

analysis software. Additionally, new tools have been developed to address related neuroscienti�c

challenges like the formatting (Teeters et al., 2015,Rübel et al., 2019, Rübel et al., 2021) and

storage of data (Dandi Team, 2019), or work�ow management on existing infrastructure (Yatsenko

et al., 2015, Gorgolewski et al., 2011) (see §3.6 for a detailed overview). However, these important

efforts still neglect key issues in the con�guration of infrastructure stacks. Despite calls to improve

standards of practice in the �eld (Vogelstein et al., 2016), and work in �elds such as astronomy,

genomics, and high energy physics (Hoffa et al., 2008, Riley, 2010,Goecks, Nekrutenko, and

Taylor, 2010,Zhou et al., 2016, Chen et al., 2019, Monajemi et al., 2019), there has been little

concrete progress in our �eld towards a scienti�cally acceptable infrastructure solution for many

popular core analyses. Some tools – compute clusters, versioning tools like Github (https:

//github.com ), and containerization services like Docker (Merkel, 2014) – provide various

infrastructure components (Figure 2.1C), but it is nontrivial to combine these components into a

complete infrastructure stack. The ultimate effect of these partially used toolsets is a hodgepodge

of often slipshod infrastructure practices (Figure 2.1D; supporting data in Tables A.1, A.2).

Critically, management of these issues most often falls upon trainees who are neither scien-

ti�cally rewarded (Landhuis, 2017, Chan Zuckerberg Initiative, 2014), nor speci�cally instructed

(Merali, 2010) on how to set up increasingly complex core analyses with infrastructure stacks, re-

liant on whatever resources are available on hand. We term this conventional modelInfrastructure-
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as-Graduate-Student, or IaGS – infrastructure stacks treated as a scienti�c afterthought, delegated

entirely to underresourced trainees and operating as a silent source of errors and inef�ciency. The

IaGS status quo fails any reasonable standard of scienti�c rigor, reduces the accessibility of valu-

able analytical tools, and impedes scienti�c training and progress.

Of course, infrastructure challenges are not speci�c to neuroscience, or even science generally.

Entities that deploy software at industrial scale have recently adopted theInfrastructure-as-Code

(IaC) paradigm, automating the creation and management of infrastructure stacks (Morris, 2016,

Aguiar et al., 2018). In contrast to IaGS approaches, the IaC paradigm begins with a code document

that completely speci�es the infrastructure stack supporting any given core software. From this

code document, the corresponding infrastructure stack can be assembled automatically (most often

on a cloud platform), in a process calleddeployment. After deployment, anyone with access to the

platform can use the core software in question without knowledge of its underlying infrastructure

stack, while still having the assurance that core software is functioning exactly as indicated in the

corresponding code document. Altogether, IaC enables reproducible usage at scale, skirting all of

the issues shown in Figure 2.1B. Despite these bene�ts, there has been no previous effort to extend

IaC to general-purpose neuroscience data analyses and associated infrastructure stacks.

In response, we developed Neuroscience Cloud Analysis as a Service (NEUROCAAS), an IaC

platform that pairs core analyses for neuroscience data with bespoke infrastructure stacks through

deployable code documents. NEUROCAAS assigns each core analysis a corresponding infras-

tructure stack, using a set of modular components concisely speci�ed in code (see §2.2.1 for de-

tails). NEUROCAAS stores the speci�cation of this core analysis and infrastructure stack in a

code document called ablueprint, which any analysis user can then deploy to analyze their data.

To maximize the scale and accessibility bene�ts of our platform, we provide an open source web

interface to NEUROCAAS (§2.2.2), available to the neuroscience community at large. The result

is scalable, reproducible, drag-and-drop usage of neural data analysis: neuroscientists can log on

to the NEUROCAAS website, set some parameters for an analysis, and simply submit their data.

A new infrastructure stack is then deployed on the cloud according to a speci�ed blueprint and au-
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tonomously produces analysis results, which are returned to the user. This aspect of NEUROCAAS

warrants emphasis, as it diverges starkly from traditional scienti�c practice: NEUROCAAS is not

only a platform design, or suggestion that the reader can attempt to recreate on their own; instead,

NEUROCAAS is offered as an open source infrastructure platform available for immediate use,

via a website (www.neurocaas.org ).

We �rst describe IaC analysis infrastructure on NEUROCAAS (§2.2.1), and how it addresses

common engineering challenges related to analysis reproducibility, accessibility and scale (§2.2.2).

In (§2.2.3) we compare NEUROCAAS's solution to these engineering challenges with features of

existing data analysis platforms. Next, in §2.2.4,2.2.5, we show how NEUROCAAS can enable

novel analyses designed to take advantage of the platform's infrastructure bene�ts. Finally, in

§2.2.6, we quantify the performance of popular data analyses on NEUROCAAS, and �nd that

analyses encoded in blueprints are cheaper and faster than analogues run on local infrastructure

(e.g. a compute cluster).

2.2 Results

NEUROCAAS's primary technical contribution is a method to precisely specify the entire in-

frastructure stack underlying any core analysis, and reproduce it on demand. Treating core analysis

and infrastructure as a uni�ed whole within NEUROCAAS makes analyses more reproducible and

accessible at scale than existing alternatives.

In the simplest use case, users simply log in to the platform and drag and drop their dataset(s)

into a web browser (Figure 2.2, top left), sending it to cloud based user storage. After specify-

ing a set of developer-de�ned parameters to apply to the selected dataset(s), they can submit a

NEUROCAAS “job." No further user input is needed: given the relevant datasets(s) and parame-

ters, NEUROCAAS sets up core analysis for each dataset on an entirely new infrastructure stack

from the corresponding blueprint (Figure 2.2, black arrows). NEUROCAAS then pulls data and

parameters independently into each infrastructure stack (Figure 2.2, blue arrows), providing scal-

able and reproducible computational processing as needed (Figure 2.2, bottom right). Analysis
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Figure 2.2: Overview of NEUROCAAS User Work�ow . Left indicates the user's experience;
right indicates the work that NEUROCAAS performs. The user chooses from the analyses encoded
in NEUROCAAS. They then modify corresponding con�guration parameters as needed. Finally,
the user uploads dataset(s) and a con�guration �le for analysis. NEUROCAAS detects upload event
and deploys the requested analysis using an infrastructure blueprint (§2.2.1). NEUROCAAS builds
the appropriate number of IAEs (§2.2.1) and corresponding hardware instances (§2.2.1). Multiple
infrastructure stacks may be deployed in parallel for multiple datasets and the job manager (§2.2.1)
automatically handles input and output scaling. The deployed resources persist only as necessary,
and results, as well as diagnostic information, are automatically routed back to the user. See Figure
A.1 for comparison with IaGS, and Figure A.3 for IAE list.
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outputs (including live status logs and a complete record of the job's inputs and infrastructure) are

then delivered back to timestamped folders in user storage for inspection by analysis users (Figure

2.2, bottom left), and �nally infrastructure stacks are dissolved when data processing is complete

(Figure 2.2, bottom right).

2.2.1 NEUROCAAS Builds Complete Infrastructure Stacks

The structure of NEUROCAAS naturally solves the issues of reproducibility, accessibility, and

scale that burden existing infrastructure tools and platforms. NEUROCAAS partitions a complete

infrastructure stack into three decoupled parts that together are suf�cient to support virtually any

given core analysis. First, to address all software level infrastructure, NEUROCAAS offers all

analyses inimmutableanalysis environments (§2.2.1). Second, to address system con�guration,

each NEUROCAAS analysis has a built-in job manager (§2.2.1) that automates all of the logisti-

cal tasks associated with analyzing data: con�guring hardware, logging outputs, parallelizing jobs

and more. Third, to provide reproducible computing hardware on demand, NEUROCAAS man-

ages a resource bank (§2.2.1) built on the public cloud, making the service globally accessible at

unmatched scale. For a given core analysis, the con�guration of these three infrastructure compo-

nents is concisely summarized in a NEUROCAAS blueprint, from which it can be automatically

rebuilt (§2.2.1). We describe component implementation in further depth in §2.4.1.

Immutable Analysis Environments for Software Infrastructure

On NEUROCAAS, all core analyses run inside immutable analysis environments (IAEs). An

IAE is an isolated computing environment containing the installed core analysis code and all nec-

essary software dependencies, similar to a Docker container (Merkel, 2014). Importantly, an IAE

also contains a single script that parses input and parameters in a prescribed way, and runs the

steps of core analysis work�ow (Figure 2.2, right; Figure A.6, top left). The fact that analysis

work�ow is entirely governed by this script (i.e. non-interactive) makes our analysis environments

immutable. IAEs eliminate the possibility of bugs resulting from incompatible dependencies, mid-
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analysis miscon�guration (Figure A.1A, installation and troubleshooting), or other so-called “user

degrees of freedom" and ensure that analyses are run withindeveloper-de�ned work�ows. Im-

mutability has a long history as a principle of effective programming and resource management in

computer science (Bloch, 2008, Morris, 2016), and in this context is closely related to the view

that data analysis should be automated as much as possible (Tukey, 1962, Waltz and Buchanan,

2009). These views are justi�ed by observed bene�ts to analysis at scale, which we leverage in

(§2.2.4,2.2.5).

Each IAE has a unique ID, and analysis updates can be recorded in IAEs linked through

blueprint versions (see §2.2.1 for details). We have currently implemented 22 analyses in a

series of immutable analysis environments (Table A.3) and are actively developing more (see

www.neurocaas.org for current options).

Job Managers for System Infrastructure

Given a dataset and analysis parameters, how does NEUROCAAS set up the right IAE and

computing hardware to process these inputs? This con�guration is the responsibility of the NEU-

ROCAAS job manager, which monitors analysis progress and returns timestamped job outputs to

user storage from the IAE (including live job logs). Although similar in these regards to a clus-

ter workload manager like slurm (Yoo, Jette, and Grondona, 2003) (Figure 2.2, blue arrows) the

NEUROCAAS job manager does not assign jobs to running infrastructure, but rather sets up all

other infrastructure components “on the �y," removing the need for manual infrastructure mainte-

nance (Figure 2.2; black arrows). The job manager for each analysis functions according to a code

“protocol" that describes what steps should be taken when a new NEUROCAAS job is requested.

Importantly, protocols can be customized for each analysis, allowing developers to implement

simple features like input parsing, or complex multi-stack work�ows as shown in §2.2.4,2.2.5.
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Resource Banks for Hardware Infrastructure

To automatically reproduce infrastructure on demand, we crucially need a way to create iden-

tical hardware con�gurations across multiple users of the same analysis, who may be analyzing

data simultaneously at many different locations around the world. This key requirement is han-

dled by the NEUROCAAS resource bank. The NEUROCAAS resource bank can make hardware

available through pre-speci�edinstances: bundled collections of virtual CPUs, memory, and GPUs

that can emulate any number of familiar hardware con�gurations (e.g. personal laptop, worksta-

tion, on premise cluster). However unlike these persistent computing resources, the NEUROCAAS

resource bank is built upon globally available, virtualized compute hardware offered through the

public cloud (currently Amazon Web Services). At any time, the resource bank can provide a large

number of effectively identical hardware instances to execute a particular task (Figure 2.2, bottom

right). The reproducible nature of hardware instances in the resource bank complements the im-

mutability of work�ows imposed by IAEs. By default, we �x a single instance type per analysis in

order to facilitate reproducibility (see 2.4.1 for details).

Blueprints for Instant Reproducibility

For any given analysis, each of NEUROCAAS's infrastructure components (§2.2.1-2.2.1) has

a speci�cation in code (IAEs and resource bank instances have IDs, job managers have protocol

scripts). The collection of all infrastructure identifying code associated with a given NEUROCAAS

analysis is stored in the blueprint of that analysis (Figure 2.2, top right- for an example see Figure

A.2), from which new instances of the infrastructure stack can be deployed at will, providing re-

producibility by design. Despite sustained efforts to promote reproducible research, (Buckheit and

Donoho, 1995), in many typical cases data analysis remains frustratingly non-reproducible (Crook,

Davison, and Plesser, 2013, Gorgolewski et al., 2017, Stodden, Seiler, and Ma, 2018, Raff, 2019).

NEUROCAAS sidesteps all of the typical barriers to reproducible research by tightly coupling the

creation and function of infrastructure stacks to their documentation. For transparency, NEURO-

CAAS stores all currently available and developing analysis blueprints in a public code repository
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(see §2.4.1). Updates made to any component of an infrastructure stack on NeuroCAAS (IAEs,

job managers, or hardware instances) canonly be implemented through subsequent deployments

of updated blueprints. We record these changes systematically using simple version control on the

blueprint itself, ensuring a publicly visible record of analysis development.

2.2.2 NEUROCAAS Supports Simple Use and Development

Users analyze data on NEUROCAAS solely through interactions with cloud storage. Therefore,

NEUROCAAS supports any interface that allows users to transfer data �les to and from cloud

storage. The standard interface to NEUROCAAS is a website,www.neurocaas.org , where

users can sign up for an account, browse analyses, deposit data and monitor analysis progress

until results are returned to them as described in Figure 2.2. We will describe other interfaces to

NEUROCAAS in §2.2.4 and §3.6. Regardless of interface, there is no need to manage persistent

compute resources during or after analysis, and costs directly re�ect usage time.

For comparison, IaGS begins with a number of time-consuming manual steps, including hard-

ware acquisition, hardware setup, and software installation. With a functional infrastructure stack

in hand, the user must prepare datasets for analysis, manually recording analysis parameters and

monitoring the system for errors as they work. While parallel processing is possible, it must be

scripted by the user, and in many cases datasets are run serially. What results from IaGS is massive

inef�ciency of time and resources. Users must also support the cost of new hardware “up front,"

before ever seeing the scienti�c value of the infrastructure that they are purchasing. Likewise, labs

or institutions must pay support costs to maintain infrastructure when it is not being used, and

replace components when they fail or become obsolete (see Figure A.1 for a side-by-side com-

parison with NEUROCAAS). Two editorial remarks bear mentioning at this point: �rst, the stark

difference laid out in these work�ows is the essence of IaGS vs IaC, and explains the dominance

of IaC in modern industrial settings. Second, NEUROCAAS is and will remain an open-source

tool for the scienti�c community, in keeping with its sole purpose of improving the reproducibility

and dissemination of neuroscience analysis tools.
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Figure 2.3: Usage statistics NEUROCAAS Platform. Usage data over a 22-month alpha test
period. A. Histogram for number of datasets (left) and corresponding compute hours (right) spent
by each active user of NEUROCAAS. B. Histograms for job size indicates the number of datasets
(top) and corresponding compute hours (bottom) concurrently analyzed in jobs. C. Usage grouped
by platform developer. Dark blue: analyses adapted for NEUROCAAS by paper authors. Light
green: analyses that were not developed by NEUROCAAS authors. Dark green: NEUROCAAS
native analyses (§2.2.4, 2.2.5). Light blue: custom versions of generic analyses built for individual
alpha users. We exclude usage attributed to NEUROCAAS team members.

20



For analysis developers interested in NEUROCAAS, we designed a developer work�ow and

companion python package that streamlines the process of migrating an existing analysis to the

NEUROCAAS platform (see §2.4.1 and Figure A.6 for an overview). Our developer work�ow

abstracts away the cloud infrastructure that NEUROCAAS is built on, allowing for analysis de-

velopment entirely from the developer's command line. We highlight several key features of this

work�ow here. Importantly, we do not expect any previous experience in containerization technol-

ogy, cloud tools, or IaC from developers.

Curated deployments. After setting up an IAE and initializing a corresponding blueprint, de-

velopers submit blueprints and test data to our code repository in publicly visible pull requests.

NEUROCAAS team members then review the submitted blueprint and deploy the corresponding

infrastructure stack in “test mode," reviewing outputs, requesting updates, and ensuring stated

function in a public forum before releasing the analysis to users.

Improving analysis robustness.A central challenge of building general-purpose data analysis is

the dif�culty of anticipating all analysis use cases as a developer and ensure robustness to all pos-

sible datasets. This is true even with the testing, review, and development practices that NEURO-

CAAS puts in place. However, NEUROCAAS's design has several features intended to accelerate

the process of improving analysis robustness both during and after initial deployment. When errors

occur, users can refer the analysis developer to version controlled analysis outputs using standard

interfaces like Github issues, greatly simplifying error replication. Developers can then set up �xes

on the same infrastructure, and update the analysis blueprint in subsequent deployments. Since in-

frastructure is rebuilt from the blueprint for each NEUROCAAS job, an updated blueprint �xes

the bug, for all future analysis runs of all analysis users. Importantly, updates can be made to a

public analysis without in�uencing the reproducibility of past results (see 2.4.1 and Figure A.6 for

details, and §2.4.3 for links to a full developer guide).
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Reference Run Output vs. Run 2 vs. Run 5 vs. Run 10 vs. Run 14
Analysis (Comparison Metric) (US) (India) (Switzerland) (Platform Clone)

Spatial Components 0.0 0.0 0.0 0.0
CaImAn (Jaccard Distance)
(Giovannucci et al., 2019) Temporal Components 0.0 0.0 0.0 0.0

(RMSE)
Ensemble Body Part Traces 1.2e-8 1.2e-8 2.3e-8 1.4e-8
DeepGraphPose (§2.2.5) (RMSE)

Table 2.1:Quantifying reproducibility via output comparisons for two analyses on NEURO-
CAAS. For CaImAn, (an algorithm to analyze calcium imaging data) we independently charac-
terized differences in the spatial and temporal components recovered by the model. Differences in
spatial components are measured by the average Jaccard Distance over pairs of spatial components.
A Jaccard distance of 0 corresponds to two spatial components that perfectly overlap. Differences
in temporal components were calculated as the average root mean squared error (RMSE) taken
over paired time series of component activity. For Ensemble DeepGraphPose (an algorithm to
track body parts of animals during behavior from video), we considered multiple sets of outputs
from a single, pretrained model. RMSE takes units of pixels, so differences of order 1e-8 are not
relevant for behavioral quanti�cation. For both analyses, we �xed a single dataset, con�guration
�le and blueprint across runs. See Figures A.3,A.4 for more.

Testing the NEUROCAAS Usage Model

Next, we study how the design of NEUROCAAS translates into quanti�able analysis bene�ts.

We con�rmed the accessibility of data analyses on NEUROCAAS by opening the platform to a

group of alpha testers (users and developers) over a period of 22 months. In Figure 2.3A, we see

that while some users analyzed a handful of datasets, others analyzed hundreds and spent days

of compute with the platform. Figure 2.3B further studies the co-occurrence of different usage

patterns: a large number of single dataset jobs are suggestive of one-off exploratory use, while

there is also a considerable proportion of jobs that leverage NEUROCAAS's capacity for paral-

lelism, analyzing anywhere from 2 to 70 datasets in a single job. We also grouped usage by data

analysis (Figure 2.3C). We classi�ed different analyses as follows: dark blue bars indicate exist-

ing analysis adapted for NEUROCAAS by manuscript authors. These analyses were developed

collaboratively, and in many cases, we iterated on an initial “dev" version of an analysis adapted

for NEUROCAAS with feedback from users, before releasing a “public" version that was robust

to various differences in work�ow and dataset type. Light green bars indicate analyses developed

by independent researchers following our developer work�ow. We highlight the fact that analyses
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built following the developer work�ow are well used, indicating the viability of the work�ow that

we have built. Dark green bars indicate analyses that we introduce in this paper speci�cally for

NEUROCAAS infrastructure, described further in §2.2.4, 2.2.5. Finally, light blue bars indicate

“custom" analyses that we built for particular user groups. NEUROCAAS authors built custom

analyses through simple copying and editing of existing, general purpose blueprints. While per-

user custom analyses are not a focus of our platform, these results demonstrate the ease with which

different variants of an analysis can be provided within NEUROCAAS's design, and we discuss

how users can leverage NEUROCAAS for custom use cases in §3.6.

Next we con�rmed that the design of data analysis using NEUROCAAS's IaC approach does

indeed provide robust reproducibility. We selected two analyses available on our platform and we

analyzed the similarity of analysis outputs across multiple runs in Table 2.1 (see Figure A.3 for

in depth analysis, and Figure A.4 for corresponding analysis of timings). Fixing a single dataset,

con�guration �le, and blueprint for each analysis, we evaluated reproducibility of results in terms

of differences between analysis outputs (see Table 2.1 caption for metrics.) First, we observe that

over multiple runs conducted by the same researcher in the United States, (Table 2.1, vs Run 2),

results showed no scienti�cally relevant differences. Second, we varied the identity and physical

location of the person requesting NEUROCAAS jobs: compared to jobs started by independent

researchers in India and Switzerland (Table 2.1, vs Run 5, Run 10 respectively) we once again

note no meaningful differences in the outputs of these analyses. Whereas physical location might

bias or restrict researchers to use speci�c analysis infrastructure on other platforms, they have

access to the exact same analysis infrastructure through NEUROCAAS. Finally, we conducted

a test to measure if our platform was truly IaC: given dataset, con�guration �le, and analysis

blueprint, there should be no reliance on the compute resources that we used to develop these

analysis and perform reference runs. For a �nal run, we automatically deployed acomplete clone

of the NEUROCAAS platform on a new set of cloud resources, as any user of our platform can do

in a few simple steps (details in §3.6, Figure A.5). We then ran jobs with the blueprints, datasets

and con�guration �les for the corresponding analyses (Table 2.1, vs Run 14), showing that results
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