
Inferring recurrent cortical circuit motifs and mechanisms from holographic optogenetic
perturbations

Ho Yin Chau

Submitted in partial fulfillment of the
requirements for the degree of

Doctor of Philosophy
under the Executive Committee

of the Graduate School of Arts and Sciences

COLUMBIA UNIVERSITY

2026



© 2026

Ho Yin Chau

All Rights Reserved



Abstract

Inferring recurrent cortical circuit motifs and mechanisms from holographic optogenetic

perturbations

Ho Yin Chau

The cerebral cortex is strongly recurrently connected with complex wiring rules. What are

these wiring rules, and how do they coordinate to perform useful computations? A promising

approach is to experimentally measure cortical responses to causal perturbations of neural

activity, then infer the recurrent circuit motifs and mechanisms that generate these perturbation

responses. In particular, by enabling perturbations at single-cell resolution, holographic

optogenetics may unveil recurrent circuit mechanisms at a greater level of detail than can be

achieved with other perturbation techniques. However, we currently lack a general theory of

perturbation responses in recurrent circuits, limiting our ability to infer the cortical circuitry that

produces these responses. My thesis addresses this issue in two parts. First, I derive an exact

analytical solution of perturbation responses in a linear recurrent cortical model, and use it to

infer recurrent cortical circuit motifs from single-cell perturbation data. Next, I develop a theory

of perturbation responses in nonlinear recurrent networks, and apply it to holographic

optogenetics data to reveal an SST-mediated nonlinear recurrent circuit mechanism underlying

tuned ensemble perturbations. Together, these results establish a theoretical foundation of

holographic perturbation responses and provide new insights into recurrent cortical circuits.
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List of Figures

1.1 Model setup and theory. A) Schematic of model. Neurons are located in a 3-
dimensional space with #2 cell types, and have feature tuning preferences \ and
selectivities `. B) Connectivity function in a simpli�ed 2D model, ,UV¹x � yº
(Eq. 1.3), �tted to the product of connection density [170] and connection strength
[171] between excitatory and inhibitory neurons. C) Eigenvalues of the connectiv-
ity matrix of the model shown in D). All eigenvalues lie in the region of stability
(blue, Re¹_º Ÿ 1), for which our theory applies, but some lie outside of the region
of convergence (yellow, j_j Ÿ 1) for the matrix inverse expansion ! =

Í 1
==0 , =

used in existing theoretical analyses of perturbation response. D) Comparison be-
tween theory, simulation, and 3rd order matrix inverse expansion for the single-cell
perturbation response of an E-I model with spectral radius of 1•8. Left: Response
of excitatory neurons as a function of distance to the perturbed excitatory neuron,
for different feature tuning preferences. Right: Same, but as a function of differ-
ence in feature tuning preference for different feature selectivities, averaged over
neurons 30-300 µm away from the perturbed neuron. . . . . . . . . . . . . . . . . 14
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1.2 Spatial pro�le of excitatory neuron response to single-cell perturbation in E-I
ISNs. A) Phase diagram of the number of zero crossings in the perturbation re-
sponse as a function of distance from the perturbation for networks with d=1 (i.e.
f � = f � ). Shaded region in black indicates dynamically unstablility. The phase
boundaries between 0, 1, and 1 are given by H = 0 and H =1

4G2. B) Phase diagram
of the number of zero crossings for networks with arbitrary d. The instability re-
gion is dependent on d, with boundary H = d¹G � dº for G � 2d and H =1

4G2 for
G ¡ 2d. Areas shaded in dark green and even darker green illustrate the instability
regions for d = 1 and d = 2 respectively. Arrows indicate changes in number of
zero crossings induced by perturbations of each parameter at the phase boundaries.
C) Top panel: Example perturbation responses as a function of distance within
each of the three phase regions, computed either with the theory or with numer-
ical simulations. Theory curves are suitably normalized for comparison, and the
same normalization factors are applied to the corresponding simulation curves..
Remaining panels: Illustration of the quantities B0, Bmin

0 , and B1 as plotted in D-F.
D) Location to the �rst zero-crossing, B0, as a fraction of the connectivity length
scale

p
f � f � for 2-dimensional models with FEE = 5– d = 0•72. Hatched region

indicates 95% con�dence interval of this fraction as estimated from experimental
data ([60, 170, 171]; Materials and Methods). Grey line indicates the boundary
between 1 and 1 zero crossings as seen in A and B. E) Similar to D, but the dis-
tance from the �rst zero crossing B0 to the �rst minimum Bmin

0 is plotted. F) Similar
to D, but the derivative of the distance from the �rst zero-crossing B0 to the sec-
ond zero-crossing B1 with respect to recurrent inhibition strength, normalized by
this distance, is plotted. G) Asymptotic decay length scale f1 for models with
d = 0•72. Note that unlike D-F, this variable is independent of the speci�c choice
of FEE and the number of spatial dimensions 3. Panels D-F are computed for
2-dimensional models; panels A and B are valid for 2 or more dimensions. . . . . . 21

1.3 Spatial pro�le of excitatory vs. inhibitory neuron response to single-cell per-
turbation in E-I ISNs with 2 or more spatial dimensions. A) Phase diagram of
the number of E and I zero crossings for networks with d = 0•72. Green: Neither
E nor I exhibit zero crossings. Orange: E exhibits 1 zero crossing, I exhibits 0.
Red: Both E and I exhibit 1 zero crossing. Blue: Both E and I exhibit in�nitely
many zero crossings. Dashed line is given by H = ¹d � d�1 º¹G � ¹d � d �1 ºº. B)
Distance between the �rst zero crossing of excitatory neuron response and the �rst
zero crossing of inhibitory neuron response in networks with two spatial dimen-
sions and FEE = 5– d = 0•72. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
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1.4 Feature-tuning dependence of excitatory neuron response to single-cell per-
turbation A) Examples of same-favoring and opposite-favoring responses. B)
Phase diagram of feature tuning of perturbation response. Red indicates same-
favoring response (iso-tuned neurons are more excited than ortho-tuned neurons),
and blue indicates opposite-favoring response (the opposite of same-favoring).
C) Example responses of networks with 0 and 1 transitions between same- and
opposite-favoring response with increasing distance, computed either with our the-
ory or with simulations. Theory curves are suitably normalized for comparison,
and the same normalization factors are applied to the corresponding simulation
curves.D) Phase diagram of number of such transitions for a two-dimensional net-
work with ~FEE = 0•2 and d = 0•72. Green, orange, and blue represent 0, 1,
and 1 transitions respectively. Networks in the phase region shaded in black are
dynamically unstable. Hatched region indicates like-to-like disynaptic E ! I !
E inhibition. Orange and blue regions are contained within the hatched region,
showing that the presence of at least one transition implies like-to-like disynaptic
inhibition. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

1.5 Modulation of excitatory neuron response to single-cell perturbation by neu-
ronal gain in E-I ISNs with 2 spatial dimensions A) Sum of responses of unper-
turbed excitatory neurons as a function of gain, for a network with FEE = 2– FII =
�1– det¹W º = 3, computed either with our theory or with numerical simulations.
B) Phase diagram of number of zero crossings from Fig. 1.2B. Arrows indicate
changes in number of zero crossings induced by increasing gain at the phase bound-
aries for d = 1, d ¡ 1, or d Ÿ 1. C) Derivative of distance to the �rst zero crossing
with respect to gain, divided by the distance, for FEE = 5– d = 0•72. D) Phase dia-
gram of feature tuning of perturbation response, with red indicating same-favoring
response and blue indicating opposite-favoring response. Arrows indicate move-
ment in phase space induced by increasing excitatory and inhibitory neuron gain
respectively at the phase boundary. . . . . . . . . . . . . . . . . . . . . . . . . . . 30
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1.6 Validation of theoretical insights in �tted models. 200 models are �tted to the
single cell-perturbation response curve as a function of distance from [60], the top
50 of which are plotted. A) Distribution of the �tted model parameters, where each
point is a �tted model. B) Histogram of the product of �tted parameters ^EI^IE,
which is positive if and only if disynaptic E ! I ! E inhibition is like-to-like.
C-E) Perturbation response of all neurons in the model (including E and I) C-D)
Comparison between the perturbation response of the �tted models and experimen-
tal data. Error bars of data represents standard error. Error bars of model represents
standard deviation across �tted models. To match the data analysis procedure of
[60], bin widths of 60 µm for C and 25� for D are used. E) Perturbation response of
�tted models as a function of distance to the perturbed neuron, for different tuning
preferences. Same bin width as C). F-H) Simulations support analytical predic-
tions. Smaller bin widths than C-E are used for more accurate results (2 µm bins
for F, G and 10� bins for H). F) Comparison between excitatory and inhibitory
neuron response in �tted models. G-H) Effect of reducing neuronal gain on the
responses of excitatory neurons. Models are �tted with a gain of 1. Note that this
shows the response of E neurons rather the average response of all neurons, i.e.
including both E and I neurons, as in C-E. . . . . . . . . . . . . . . . . . . . . . . 33

2.1 Nonlinear theory of perturbation responses. (A) Schematic of the recurrent
network model, with the top inset illustrating a nonlinear transfer function 5 ¹Eº.
The network, with connectivity matrix W , receives baseline external input vec-
tor h and an optogenetic perturbation vector Xh. (B) Median relative error of
steady-state perturbation responses of unperturbed neurons computed with differ-
ent approximations compared to numerical simulations, for different random E-I
networks with network size # and number of perturbed cells #perturbed(lines and
shaded regions represent median and 95% CI across different random networks and
perturbations). Network weights are sampled from log-normal distributions with
mean and variance scaling as #�1 . Linear, quasi-linear, 2nd order (naive), and 2nd
order approximations are de�ned by Eq. 2.2, 2.3, 2.7, and 2.4 respectively. (C)
Similar to B, but for different number of perturbed cells #perturbedand perturbation
strength X�0 for �xed network size # = 3000. X�0 is approximately the increase in
�ring rate of each perturbed cell (See text after Eq. 2.3). . . . . . . . . . . . . . . . 48
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2.2 Ensemble perturbations in mouse V1 L2/3 recruit nonlinear responses. (A)
Schematic of mouse V1 L2/3 ensemble perturbations in Oldenburg et al. [62].
Neuronal ensembles can be either spatially diffuse or compact (left panels), and
either untuned or cotuned (right panels). Perturbed neurons are indicated by the
red dashed circles. Colors of neurons represent orientation tuning preferences. (B)
Illustration of the distance metric used in D-E and G-J. A neuron's distance from
the perturbed ensemble is measured as its lateral cortical distance to the nearest
perturbed neuron. (C) Image of Pyr neuron responses to ensemble perturbations
in mouse V1 L2/3 as measured by two-photon calcium imaging. All perturbed
ensembles consist of 10 neurons, each receiving 10 pulses of photostimulation at
10 Hz. Reproduced with permission from Oldenburg et al. [62]. (D) Mean Pyr
neuron response to untuned vs. cotuned ensemble perturbations, as a function of
lateral cortical distance to the nearest perturbed neuron, for both diffuse and com-
pact ensembles. Lines and shaded regions represent mean and standard error across
= ensemble perturbations, where the value of = for each perturbation type is shown
in the �gure. (E) Mean nearby Pyr neuron response (Ÿ 75 µm) to untuned vs.
cotuned ensemble perturbations, for both diffuse and compact ensembles. Neu-
rons within 15 µm of any perturbed cell is excluded due to off-target effects, as in
Oldenburg et al. [62]. Error bars represent standard error across = ensemble pertur-
bations, where the values of = is the same as D. Compact cotuned ensembles recruit
signi�cantly more nearby suppression than diffuse cotuned ensembles (“compact
suppression") or compact untuned ensembles (“cotuned suppression") (� ? = 0•019
and �� ? = 0•0095, one-sided permutation test). (F) Schematic of the large-scale
recurrent network model of mouse V1 L2/3, consisting of a total of 34–089 E and
I neurons randomly located in a 1 mm � 1•15 mm 2D plane with different random
orientation tuning preferences and selectivities. The network has all-to-all con-
nectivity, with space- and feature-dependent connection strength parametrized as
Eq. 2.10. The neuronal transfer function 5 is either the identity function (linear
model, G-H) or the Ricciardi transfer function (nonlinear model, I-J). (G-H) Sim-
ilar to D-E, but for excitatory neurons in the best-�t linear model. Responses are
computed with numerical simulations. Error bars represent standard error across
= = 10 random instantiations of the network. The linear model exhibits compact
suppression but not cotuned suppression (��� ? Ÿ 0•001, one-sided permutation
test). (I-J) Similar to G-H, but for the best-�t nonlinear model. The nonlinear
model exhibits both compact suppression and cotuned suppression (��� ? Ÿ 0•001,
one-sided permutation test). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52
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2.3 A nonlinear inhibition pathway underlying cotuned ensemble perturbations.
(A) Mean excitatory neuron responses of the best-�t nonlinear model to all four
ensemble perturbation con�gurations as a function of distance, computed with the
2nd order approximation (2.4, solid lines) or with numerical simulations (dashed
lines, equivalent to the solid lines in Figure 2.2I). Lines and shaded regions repre-
sent mean and standard error across = = 10 random instantiations of the network.
The 2nd order approximation well-approximates the numerical simulation results
in all four ensemble perturbation con�gurations. (B) Decomposition of the 2nd or-
der approximation of mean nearby (distance Ÿ 75 µm) excitatory neuron responses
into its three constituent terms, labeled (1), (2,1), and (2,2) see Eq. 2.4. Like Figure
2.2E, neurons within 15 µm of any perturbed cell is excluded. Error bars represent
standard error across = = 10 random instantiations of the network. Out of the three
terms, only the (2,2) term exhibits cotuned suppression (��� ? Ÿ 0•001, one-sided
permutation test). (C) Further decomposition of the (2,2) term of the 2nd order
approximation of mean nearby excitatory neuron responses shown in B into two
components, (2,2,E) and (2,2,I), representing contributions due to the nonlinearity
of E and I neurons respectively. Error bars represent standard error across = = 10
random instantiations of the network. Only the (2,2,I) term exhibits cotuned sup-
pression (��� ? Ÿ 0•001, one-sided permutation test). (D) Graphical representation
of the quantity � 9 9XE29 present in the (2,2) term for an unperturbed neuron 9. Solid
line shows the Ricciardi transfer function 5 ¹Eº, while the dashed and dotted lines
represent the 1st (linear) and 2nd order (quadratic) Taylor approximations of 5 ¹Eº
around E = E�9, the baseline input to neuron 9, respectively. The quantity �9 9XE29
is the correction introduced by the quadratic approximation over the linear approx-
imation of 5 ¹E�9 ¸ XE9º (E) Left: Perturbation of an E cell in the �tted models
increases the synaptic input to a similarly-tuned I cell but decreases the synap-
tic input to an orthogonally-tuned I cell. Right: Toy schematic of the mechanism
by which the (2,2,I) term produces cotuned suppression. Yellow dashed circles
indicate the perturbed neurons. Colors represent the values of the labelled quan-
tities. Triangles represent E cells, while circles represent I cells. The rightmost
triangles represent the contribution of the (2,2,I) term to the mean response of all
unperturbed E cells. (F) General mechanism of the nonlinear inhibition pathway
outlined in E. Index 9 in this panel refers to an inhibitory neuron, and only com-
pact ensemble perturbations are shown. From left to right: (1) XE9 as a function
of distance and difference in preferred orientation from the perturbed ensembles.
Lines and shaded regions represent mean and standard error across = = 10 ran-
dom instantiations of the network. XE9 is strongly tuning-dependent in response
to cotuned (orange box) but not untuned (blue box) perturbations. (2) Distribution
of XE9 in response to untuned (blue) and cotuned (orange) perturbations. For vi-
sual clarity, only nearby inhibitory neurons (distance Ÿ 75 µm) are included, and
the distribution is cut off at the 0•1th and 99•9th percentile. Cotuned perturbations
results in a broader distribution (higher variance) than untuned perturbations, but
both distributions have the same mean (dashed lines). (3) Distribution of �9 9XE29 in
response to untuned (blue) and cotuned (orange) perturbations. For visual clarity,
the distribution is cut off at 3 � 10�8 and 1•5. Cotuned perturbations result in a
distribution with higher mean than untuned perturbations (dashed lines). (4) Mean
nearby excitatory neuron response due to the (2,2,I) term (same as in C). . . . . . . 55x



2.4 SST likely mediates the nonlinear inhibition pathway. (A) A table summariz-
ing, based on theoretical and experimental results, whether each of the three major
inhibitory cell types, PV, SST, and VIP, satisfy the three conditions on inhibitory
neurons mediating the nonlinear inhibition pathway. Only SST neurons satisfy
all three conditions. (B) Pyr responses of the top 10 best-�t 4-cell-type models
(mean across models, solid lines; standard deviation across models, shaded re-
gions; for each model, the mean across ensembles is used) and of the experimental
data (mean, dashed lines; standard error across ensembles, shaded regions), as a
function of distance from the perturbed ensemble, for the four types of ensemble
perturbations. (C) Mean nearby Pyr responses (Ÿ 75 µm) to the four types of en-
semble perturbations, where each dot corresponds to a top 10 best-�t model. Like
Figure 2.2E, neurons within 15 µm of any perturbed cell are excluded. These best-
�t models exhibit cotuned suppression (��� ? Ÿ 0•001, one-sided Wilcoxon signed-
rank test). (D) Mean difference between nearby Pyr responses (Ÿ 75 µm) to com-
pact cotuned and compact untuned perturbations. A negative difference re�ects
cotuned suppression. Each dot corresponds to a top 10 best-�t model, where the
supralinear transfer function of one of the inhibitory cell types is replaced by a rec-
ti�ed linear transfer function in such a way that the linearized connection strengths
are preserved. Applying this replacement to SST, but not PV or VIP, abolishes
cotuned suppression (��� ? Ÿ 0•001, one-sided Wilcoxon signed-rank test). (E-
G) Similar to Figure 2.3F, but for PV (Figure 2.4E), SST (Figure 2.4F), and VIP
neurons (Figure 2.4G) in the best-�t model respectively. Only the SST pathway
contributes non-negligible cotuned suppression effect. . . . . . . . . . . . . . . . 59

2.5 Theory predicts cotuned suppression of PV and VIP but facilitation of SST.
(A) Schematic of how the nonlinear SST pathway produces cotuned suppression
(if ! X–SST Ÿ 0) or cotuned facilitation (if !X–SST ¡ 0) of inhibitory cell type X.
Left: Distribution of � 9 9XE29 for SST neurons 9 in response to untuned (blue) and
cotuned (orange) perturbations in the best-�t model. Right: Illustration of the
contribution of the nonlinear SST pathway to the mean response of cell type X
to untuned (blue) and cotuned (orange) perturbations depending on the sign of
! X–SST. (B) Value of ! X–SSTfor X = PV, SST, or VIP, for the top 10 best-�t models.
(�� ? Ÿ 0•01, Wilcoxon signed-rank test) (C) Mean responses of PV neurons to the
four types of ensemble perturbations, for the top 10 best-�t models. Left: Mean
responses as a function of distance. Lines and shaded regions represent mean and
standard deviation across the 10 models. Right: Mean nearby responses (Ÿ 75 µm)
of the 10 models. (�� ? Ÿ 0•01, Wilcoxon signed-rank test) (D-E) Similar to C,
but for SST and VIP neurons respectively. (F) Correlation of mean responses of
nearby Pyr, PV, SST, and VIP neurons (Ÿ 75 µm) with the variance of nearby SST
neurons (Ÿ 75 µm) in the best-�t model. Each dot corresponds to an ensemble
perturbation. Lines represent linear regression �t, and shaded regions represent the
95% con�dence intervals of the �t. . . . . . . . . . . . . . . . . . . . . . . . . . 61
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A.1 Distance to the �rst zero-crossing, B0, as a fraction of
p

f � f � , for the response
of excitatory neurons to single-cell excitatory neuron perturbation in an E-I net-
work with 2 spatial dimensions, for different combinations of FEE and d = f �

f �
.

Hatched region indicates 95% con�dence interval ofB0p
f � f �

estimated from ex-
perimental data. Networks in the phase region shaded in black are dynamically
unstable. Phase region shaded in grey indicates an invalid set of model parameters.
For example, in the middle �gure of the �rst row, G = 2 is inside the greyed out
region because that would require FEE � jF II j = 2, but since FEE = 1, that implies
jF II j = �1, which is impossible. . . . . . . . . . . . . . . . . . . . . . . . . . . . 193

A.2 Similar to Figure A.1, but the distance from the �rst zero crossing B0 to the �rst
minimum Amin

0 as a fraction of
p

f � f � is plotted . . . . . . . . . . . . . . . . . . . 194

A.3 Similar to Figure A.1, but the derivative of the distance from the �rst zero-crossing
B0 to the second zero-crossing B1 with respect to recurrent inhibition strength, nor-
malized by this distance, is plotted. . . . . . . . . . . . . . . . . . . . . . . . . . . 195

A.4 Similar to Figure A.1, but the distance between the �rst zero crossing of the re-
sponse of excitatory neurons AE

0 and that of inhibitory neurons AI
0 as a fraction ofp

f � f � is plotted. Dashed line in the left column plots is given by the equation
H = ¹d � d �1 º¹G � ¹d � d �1 ºº. Dashed line in the right column plots is given by
det¹W º = 0, i.e. H = ¹d2 � 1ºF EE . . . . . . . . . . . . . . . . . . . . . . . . . . 196

A.5 Derivative of distance to the �rst zero crossing of the response of excitatory neurons
to single-cell excitatory neuron perturbation with respect to overall gain, divided
by the distance, for different combinations of FEE and d = f �

f �
. . . . . . . . . . . 197

A.6 Distributon of �tted model parameters. A) Histogram of the connectivity strength
parameter FUV for all combinations of cell types U– V in the top 50 �tted models.
B) Similar to A, but for the connectivity width parameter fUV. C) Similar to A,
but for the feature tuning parameter ^UV. D) Histogram of the spectral radius of the
full connectivity matrix of the top 50 �tted models. Vertical dashed line represents
spectral radius of 1. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 198
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A.7 Perturbation responses of models with sparse connectivity. A) Connection
probability for E ! E and I ! E as a function of distance in the sparsely con-
nected models (solid lines), compared to scaled data from [170] (dashed lines).
Model connection probability is parametrized as FUVf �2

UV� 0¹B; f �2
UVº, where � 0 is

the Green's function kernel (Eq. A.10) with 3 = 0. As [170] reports the relative
but not the absolute connection probabilities, each data curve is scaled such that
connection probability at 0 µm agrees with data reported by [142] (Materials and
Methods). Shaded area represents 95% con�dence interval of the data computed
by bootstrapping (= = 17). B) Connection probability for E ! E and I ! E as
a function of difference in preferred orientation in the sparsely connected models.
Inset: Comparison of E ! E connection density as a function of preferred direc-
tion in the sparse model (solid line) to data from [170] (dashed line). Note that the
y-axis of the inset represents the fraction of presynaptic excitatory neurons con-
necting to an excitatory neuron since [170] reports the relative but not the absolute
connection probabilities. Shaded area represents standard error. C) Connection
strength for E ! E and I ! E as a function of distance in the sparsely connected
models. Shaded area represents standard deviation across models. Inset: IPSP of I
! E connections as a function of distance reported by [171], reproduced here for
comparison. Notice that in both the model and the data, connection strength decays
as a function of distance at short length scales (Ÿ 100 µm). D) Similar to C), but as
a function of difference in preferred orientation. Inset: IPSP of I ! E connections
as a function of difference in preferred orientation reported by [171]. Notice that
in both the model and the data, the connection strength between similarly-tuned
neurons is slightly weaker than the connection strength between oppositely-tuned
neurons, though this trend is not statistically signi�cant in the data. E-J) Same
plots as main text Figure 1.6C-H, but the response of the sparsely connected model
rather than the fully connected model is shown. . . . . . . . . . . . . . . . . . . . 200
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A.8 Perturbation responses of models with inhomogeneous gain. A) Left: Neuronal
gain as a function of spatial distance from the center of the simulation region and
orientation tuning preference. The curves for 0, 45, and 90 degrees are overlapping.

Mathematically, the gain is given by 60 ¸ ¹1 � 6 0º exp
�
� A2

2f 2
6

�
¹1 ¸ 2^ 6 cos¹2\ºº,

where 60 = 0•5– f6 = 968 µm– 6̂ = 0. Center and right: Mean perturbation re-
sponses of excitatory neurons in the top 50 best-�t models when the gain is equal
to 1 uniformly (dark blue), when the gain is equal to 0•5 uniformly (light blue),
and when the gain is inhomogeneous and is described by the left panel (dashed red
line), with shaded region indicating standard deviation across models. Note that the
dark blue and light blue curves are the same as those in Figures 6G and 6H in the
main text. B) Similar to A, but neuronal gain is dependent on orientation tuning but
not spatial distance, with the gain parameters given by 60 = 0•5– f6 = 1– ^6 = 0•5.
2 of the 50 models are dynamically unstable with this choice of gain, and thus
the perturbation responses of these 2 models are excluded from this subplot. C)
Similar to B, but neuronal gain is dependent both spatial distance and orientation
tuning, with the gain parameters given by 60 = 0•5– f6 = f 6 = 968 µm– 6̂ = 0•5.
Again, 2 of the 50 models are dynamically unstable with this choice of gain. D)
Perturbation responses of excitatory neurons in two example �tted models with the
same space- and feature-dependent neuronal gain as in C. Notice that the inhomo-
geneity in neuronal gain has little effect on the perturbation response of model 1,
while the effect on model 2 is so strong that the excitatory neuron response changes
from opposite-favoring to same-favoring. . . . . . . . . . . . . . . . . . . . . . . . 202

B.1 Nonlinear theory of perturbation responses. (A) Same as Figure 2.1C, but the
relative errors of the linear approximation and the naive 2nd order approximation
are also shown. Except for the case of X�0 = 15 Hz, the relative error of the 2nd
order approximation is signi�cantly lower than the naive 2nd order approximation.
(B) Same as A, but the relative error of the perturbed cells instead of the unper-
turbed cells are shown. (C-D) Same as A-B, but the number of neurons in the
random network instead of the number of perturbed cells is varied. The number of
perturbed cells is 10. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215
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B.2 Ensemble perturbations in mouse V1 L2/3 recruit nonlinear responses. (A)
Distribution of the spatial coordinates of the recorded cells in Oldenburg et al.
[62]. Since most cells have an x coordinate between 0 and 500 µm and a y co-
ordinate between 0 and 750 µm, we only analyze the responses of cells within a
750 µm � 500 µm spatial window in our models. (B) Distribution of orientation
selectivity index (OSI) of the recorded cells in Oldenburg et al. [62]. Solid line
is the probability density function of the �tted Beta distribution �¹00– 10º, where
00 = 0•98, 10 = 1•28. (C) Distributions of pairwise distances between perturbed
cells in diffuse and compact ensembles in Oldenburg et al. [62]. Smooth solid
lines are the probability density functions of pairwise distances between points
uniformly sampled from a ;G� ; H rectangle (;G = 504•9 µm, ;H = 379•5 µm for dif-
fuse ensembles and ;G = 292•4 µm, ;H = 258•3 µm for compact ensembles). ;G– ;H
is obtained as the difference between the @-th and ¹1 � @º-th quantiles of the x and
y spatial coordinates of the perturbed cells, where @ = 0•05 for ;Gand @ = 0•1 for
;H. (D) Joint distributions of OSI and � preferred orientation (difference between
the preferred orientation of the perturbed cells and the preferred orientation of the
perturbed ensemble) of neurons in untuned and cotuned ensembles in Oldenburg
et al. [62]. The joint distribution is visualized as histograms of � preferred orien-
tation of perturbed cells in different OSI bins with bin width of 0•25. Smooth solid
lines are the probability density functions of the �tted joint distribution, 5 ¹\– `º :=
5VM ¹\; 0– exp¹:0 ¸ : 1` ¸ : 2` 2ºº 5Beta¹`; 0 1– 11º, where 5VM is the probability den-
sity function of the Von Mises distribution, 5Beta is the probability density function
of the Beta distribution, :0 = �3•7– : 1 = 10•0– :2 = �9•8– 01 = 0•95– 11 = 1•22 for
untuned ensembles, and :0 = �7•3– : 1 = 19•0– :2 = �12•0– 01 = 1•32– 11 = 0•66
for cotuned ensembles. (E) Perturbation response as a function of lateral cortical
distance and � preferred orientation for diffuse cotuned and compact cotuned en-
sembles in Oldenburg et al. [62]. Lines and shaded regions represent mean and
standard error across ensembles. Models are �tted to data points in both Figure
2.2D and this �gure. (F) Similar to D, but the histograms of � preferred orienta-
tion of perturbed cells in the model instead of the data are plotted. The OSI and �
preferred orientation of perturbed cells in the model are effectively sampled from
the �tted joint distribution (smooth solid lines), but our naive sampling scheme
introduces a bias towards more cotuned ensembles (STAR methods). This bias
is particularly signi�cant for untuned ensembles (left panel), but not so much for
cotuned ensembles (right panel). By discarding untuned ensembles whose ensem-
ble orientation selectivity is greater than 0•07, we approximately correct this bias
(middle panel). (G-H) Similar to Figure 2.2I-J, but the perturbation responses of
inhibitory neurons in the model are shown. Notice that inhibitory cells in the model
also exhibit cotuned suppression (��� ? Ÿ 0•001, one-sided permutation test). . . . . 217
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B.3 A nonlinear inhibition pathway underlying cotuned ensemble perturbations.
(A) Left: Identical to Figure 2.3A, reproduced here for comparison. Right: Similar
to Figure 2.2J, but the perturbation response is computed using the 2nd order ap-
proximation instead of numerical simulations. The 2nd order approximation cap-
tures the cotuned suppression effect (��� ? Ÿ 0•001, one-sided permutation test).
(B) Similar to A, but the quasi-linear approximation instead of the 2nd order ap-
proximation is used. Unlike the 2nd order approximation, the quasi-linear approx-
imation cannot explain cotuned suppression. (C) First-order change in recurrent
input caused by ensemble perturbations in the best-�t nonlinear model, Xv, as a
function of lateral cortical distance and preferred orientation. XE9 is much smaller
for E cells (left) than for I cells (right), explaining why the (2,2,E) term of the 2nd
order approximation,

Í
92E! 8 9� 9 9XE29, is negligible compared to the (2,2,I) term,

Í
92I! 8 9� 9 9XE29. Moreover, because the (2,1) term of the 2nd order approximation,

LXGXv, can be written as the sum
Í

92P ! 8 9X� 9 9XE9, where P is the set of 10 E
cells in the perturbed ensemble, it also explains why the (2,1) term is negligible. . 218

B.4 SST likely mediates the nonlinear inhibition pathway. (A-E) Model parameters
of the top 10 best-�t models (one dot for each model). A: Linearized connection
strength 6UjFUVj, where 6U is the gain of cell type U, and 6UjFUVj is constrained
to be between 0 and 20. B: Connection widths fUV, which are constrained to
be independent of U, such that there are only 4 instead of 16 parameters. fUV
is also constrained to be between 100 µm and 175 µm. C: Connectivity tuning-
dependence parameter ^UV, which are constrained to be between �0•5 and 0•5.
Connections from cell type V to cell type U is maximally like-to-like (neurons
with similar tuning are more strongly connected) when ^UV = 0•5, and maximally
like-to-unlike when ÛV = �0•5. D: Perturbation strength 2, which is constrained
to be between 8 Hz and 12 Hz. E: Conversion factor from �ring rate to �F/F, W,
constrained to be between 0 and 1•29. . . . . . . . . . . . . . . . . . . . . . . . . 219

B.5 Theory predicts cotuned suppression of PV and VIP but facilitation of SST.
(A-D) Similar to Figure 2.5F, but the correlation between SST variance and the
mean response of the 4 cell types are shown for all top 10 best-�t models (one
panel per model). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 220
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Introduction

Optogenetics is a powerful tool for probing neural circuits through causal manipulation of

neural activity [1–3]. Through optogenetic perturbations, it is possible to dissect circuit

mechanisms and test model predictions in different cortical areas [4–36] and in other brain

regions such as hippocampus [37–39], amygdala [40–42], basal ganglia [43, 44], thalamus

[45–47], hypothalamus [48–50], and brainstem [51]. A key development in the two decades since

its invention is two-photon holographic optogenetics, which enable spatiotemporally precise

patterned perturbations, opening up new experimental possibilities that cannot be achieved with

one-photon optogenetics [52–56]. The number of holographic optogenetic experiments has grown

rapidly in recent years, yielding many exciting new results [18, 57–77].

Recurrent network interactions can cause optogenetic perturbation responses to be

counterintuitive [78–82], making theory essential for predicting and interpreting them. A large

body of theoretical work has been developed to understand the response to perturbations of a bulk

of neurons in a circuit (one-photon optogenetics) [14, 16, 78, 80–83], but we currently lack a

general theory of holographic perturbation responses in recurrent circuits. As a result, it is not

clear what these experimental results can tell us about the underlying recurrent circuitry in

general. To address this issue, in this thesis I developed theoretical frameworks for understanding

holographic perturbation responses and applied them to two existing datasets, revealing new

insights into recurrent cortical circuit motifs and mechanisms.

In the rest of the introduction, I will provide a broad overview of the relevant theoretical and

experimental backgrounds that may help contextualize this thesis. This will be followed by a
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short summary of the results.

Neural �eld models

The human neocortex consists of roughly 20 billion neurons [84] recurrently connected to

each other via over 100 trillion synapses [85]. How do we begin to develop theories that could

explain neural activity in this enormously complex network? Theoretical neuroscientists have

developed two main approaches for tackling this problem. The �rst approach, borrowed from

statistical physics, is to treat neuronal connections as largely random, such that the statistics of

neural activity can be computed using what is known as “mean-�eld” approximations. The idea is

that as the size of the network tends to in�nity, the statistics of neural activity will tend to some

�nite values that are given by the solutions of much simpler, self-consistency equations [16, 82,

86–89]. The larger the network, the better the approximation, effectively turning the original

obstacle into the key simplifying assumption.

The second approach, which we employ in this thesis, similarly takes advantage of the large

size of the network. Instead of assuming that the synaptic connections are random, this approach

accounts for the spatial structure of connectivity. This is achieved by assuming that the activity of

neurons, when averaged over small regions of space, form a continuous “neural �eld” in the limit

that the network size tends to in�nity [90–98]. The average spatial dependence of connectivity

then determines the dynamics of this neural �eld. Unlike mean-�eld theories, the variance of

neural activity within small regions of space is typically ignored or assumed to be near zero for

simplicity [93]

Neural �eld models can be used to study various properties of cortical activity. One of the

earliest applications is the study of wave propagation in the cortex [90]. Seminal works by Wilson

and Cowan [93] and Amari [94] provide the modern foundation of neural �eld models and study

more general spatiotemporal patterns of neural activity such as spatially localized limit cycles and

bump activities. More complex neural activity patterns such as spiral waves and Turing-like
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patterns were also studied in later works [95, 96, 99]. These models were also used in the study of

short-term memory [100–102], geometric visual hallucinations [103, 104], electroencephalogram

(EEG) rhythms [105, 106], and much more.

By considering the �eld of neural activity as a function of feature tuning preference instead

of cortical space, neural �eld models have also been widely used in the study of orientation tuning

in the primary visual cortex (V1) [79, 107–113]. These models are also commonly known as ring

models due to their one-dimensional nature and periodic boundary conditions. A classical

application of ring models is the study of contrast-invariant tuning curves in cat V1 [107, 112].

Ring models can be generalized to investigate the joint-dependence of neural activity on feature

tuning preference and cortical space [79, 104, 114–118]. Analytic work has mathematically

characterized the behavior of ring models [107–110, 112, 116], but such analytic work for joint

feature/space models is more sparse [104, 118]. In this thesis we analyze an even more general

neural �eld model, in which neural activity is jointly dependent on cell type, space, feature tuning

preference, and feature selectivity.

Key to our analytical results in chapter 1 is the insight that the neural �eld equations, which

are typically written as integral equations, can be converted into differential equations by

assuming that the spatial dependence of connectivity has a particular functional form. Although

we had independently conceived of this idea, survey of the literature reveals that it was discovered

by Grif�th [91] as early as 1963, likely independently rediscovered by Jirsa and Haken [119] in

1997, and used in multiple later works [120–123]. The differential form of the neural �eld

equations reveals a natural functional form of spatial connectivity, which in two-dimensions

corresponds to a modi�ed Bessel function of the second kind, as in our model [96, 98]. Previous

such works largely dealt with nonlinear models, but we point out that, for a linear model, which

can be used to study small perturbations, this differential formulation allows an exact analytic

solution for model responses. Furthermore, our model generalizes upon these previous works by

accounting for the presence of multiple cell types and feature tuning without applying any

simplifying assumptions.
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Inhibition stabilization

Recurrent connectivity in our models is parametrized by many free parameters. These

parameters are �tted to holographic perturbation responses, but there are many choices of

parameters which produce similar perturbation responses. Thus it is essential to impose additional

constraints on the models to ensure that they are consistent with biological cortical circuits.

Furthermore, as we �nd in chapter 1, constraining the model parameters to a smaller region of

parameter space can simplify mathematical analyses of the neural �eld models.

An important constraint is that the network model should be inhibition-stabilized. Early

experiments in the cat cortex showed that blocking inhibition results in epileptic activity in

excitatory neurons [124, 125], suggesting the cortex is inhibition-stabilized: recurrent excitation

is strong enough that the excitatory subnetwork is unstable when inhibition is removed [78, 126].

In networks with a single excitatory and inhibitory unit, inhibition stabilization is linked to a

paradoxical decrease in inhibitory activity when the inhibitory unit receives a weak activating

input [78, 81]. More generally, in networks with multiple inhibitory units, inputs to inhibitory

units cause net inhibition received by the excitatory unit to paradoxically increase (decrease) with

an increase (decrease) in excitatory activity [79–81]. This paradoxical effect was observed in

multiple cortical regions in mice, including V1, providing strong evidence that the mouse cortex

is an inhibition stabilized network (ISN) [15, 21, 22, 126, 127]. Furthermore, experimental results

suggest that of the multiple inhibitory cell types, parvalbumin-expressing (PV) neurons are

largely responsible for mediating inhibition stabilization [12, 15, 82, 128], although recent results

suggest that somatostatin-expressing (SST) neurons may also be required to stabilize the network

under certain stimulus and behavioral conditions [129]. These theoretical and experimental results

together provide multiple cell-type-dependent constraints on recurrent connectivity in our models.
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Supralinear transfer functions

Neuronal transfer functions, also commonly known as input-output functions or f-I curves,

describe the relationship between a neuron's mean synaptic input and its �ring rate. This is a

sigmoidal function, since neuronal �ring rate is non-negative and must saturate at some �nite

value due to the refractory period. In chapter 2, the neuronal transfer function is speci�cally taken

to be the Ricciardi transfer function [130–133], which is derived by assuming that the synaptic

input is a Wiener process (white noise). Experimental and theoretical results suggest that the

neuronal transfer function is supralinear (convex) at physiologically-relevant levels of activity,

and can be well-approximated by an expansive, recti�ed power-law (expansive meaning an

exponent greater than 1) [134–137], though a recent experiment in mouse visual cortex suggests

that the function may instead be supralinear-to-linear at spontaneous activity levels [138]. The

supralinearity of neuronal transfer functions is important for explaining a various cortical

phenomena in V1, such as contrast-invariant orientation tuning [112, 134, 135], surround

suppression [79, 113, 139], and the skewed distribution of neuronal �ring rates [82, 140]. Since

an exact mathematical analysis of perturbation responses in a nonlinear network is dif�cult, it is

common to assume that the perturbation is weak, and approximate the perturbation responses by

linearizing the transfer functions [62, 67, 141]. This results in a set of linear neural �eld

equations, which we analyze in chapter 1. However, as we show in chapter 2, holographic

perturbations of neuronal ensembles may drive the network outside of a weak perturbation

regime, revealing nonlinear interactions. We therefore analyze perturbation responses in a

nonlinear network in chapter 2, and �nd that the supralinearity of somatostatin-expressing (SST)

interneurons mediates a nonlinear inhibition pathway.
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Inhibitory cell types

Our �nding in chapter 2 that SST mediates a nonlinear inhibition pathway underlying

tuned holographic perturbations builds on a large body of work investigating the roles of different

inhibitory cell types. The main inhibitory neuron cell types commonly studied in the cortex are

parvalbumin-expressing (PV), somatostatin-expressing (SST), and vasoactive intestinal

peptide-expressing (VIP) neurons [142, 143]. VIP neurons are a subset (�40%) of the broader

group of 5HT3aR neurons, which, together with PV and SST, make up almost all inhibitory

neurons in the cortex [144]. PV, SST, and VIP neurons display distinct connectivity motifs: for

example, in V1 layer 2/3, PV neurons strongly inhibit pyramidal neurons and themselves, VIP

neurons preferentially inhibit SST neurons, and SST neurons inhibit VIP and excitatory cells but

not themselves [82, 142, 143, 145]. Also in this layer, PV neurons, but not SST neurons, receive

strong input from layer 4, suggesting that PV neurons are more directly involved in feedforward

inhibition, while dendrite-targeting SST neurons and SST-targeting VIP neurons may regulate

inputs to pyramidal cells through different pathways [26, 144]. This division of labor is also

supported by differences in synaptic dynamics: inputs to PV neurons can be initially strong and

depressing, whereas inputs to SST neurons can be initially weak but frequency-dependent and

facilitating [146]. These synaptic differences suggest that PV and SST neurons may contribute to

different forms of E/I balance, with PV mediating fast, tightly coupled cancellation of excitation

and SST contributing to slower, nonlinear, or context-dependent changes in inhibition, as studied

in previous simple E/I models [79, 147].

These synaptic and connectivity differences between PV, SST, and VIP suggest that

different inhibitory cell types may play distinct computational roles. Based on experimental and

theoretical results, PV neurons are commonly thought to be largely responsible for stabilizing

cortical dynamics [12, 15, 82, 128]. The potential roles of SST and VIP are more diverse. In

mouse V1, they have been implicated in surround suppression [26, 29, 127, 139, 148], contextual

modulation [32, 75, 139], locomotion modulation [30, 82, 149], gamma oscillations [12, 13],
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contrast-tuning [17, 150], and more. SST neurons may also play a role in tuning selectivity [6]

and network stabilization under certain conditions [129, 151]. VIP interneurons on the other hand

have been implicated in mediating learning [31, 36, 152, 153] and mediating the representation of

motor signals, in particular locomotion, in visual cortex [30]. It is worth noting that the presence

of locomotion in V1 cannot be pinned down to a simple disinhibitory motif: locomotion increases

VIP but not SST activity for small visual stimuli, while elevating SST but not VIP activity for

larger stimuli, even as pyramidal and PV activity increase with locomotion across stimulus sizes

[82, 149]. The different roles of all three inhibitory neuron types in learning and plasticity across

different cortical areas and brain regions is also well-studied [25, 31, 35, 36, 39, 153–163].

Similar inhibitory motifs may be reused in different functional contexts across cortical

areas. The auditory cortex provides a useful example: like V1, the primary auditory cortex (A1)

contains a VIP!SST!E disinhibitory circuit [164], shows signatures of inhibitory stabilization

[21, 165], and recruits SST neurons in suppression by a stimulus surround [166]. However, these

shared motifs do not imply that the same cell types play identical functional roles across areas. In

A1, locomotion suppresses excitatory cells rather than increasing their �ring as in V1 [167], even

though locomotion increases VIP responses in A1, just like in V1 [30]. This suggests that the

contribution of each inhibitory cell type depends not only on the local connectivity motif, but also

on the area-speci�c inputs, behavioral variables, and computations in which the circuit is

embedded. Our result that SST mediates a nonlinear inhibition pathway in mouse V1 therefore

contributes towards a growing body of work investigating the roles of distinct inhibitory cell types

in different cortical areas, especially in regards to the potential role of SST in contextual

modulation.

Holographic optogenetics

In this thesis we study neural responses to two-photon holographic optogenetic

perturbations. Many holographic optogenetic experiments with exciting results have been
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performed in recent years, primarily in the visual cortex [57–67, 70–72, 74–76], but also in other

cortical areas and brain regions [18, 68–70, 73, 77]. Recent advances have further enabled

holographic perturbations across multiple cortical areas simultaneously [168]. In holographic

perturbation experiments, either single cells [18, 60, 67, 68, 70, 72, 75] or small ensembles of

speci�cally chosen neurons [57–59, 61–66, 69, 71, 73, 74, 76, 77] are perturbed, while the

responses of neurons to these perturbations are typically read out with simultaneous two-photon

calcium imaging. Single-cell perturbations have proved useful in mapping connectivity in

different cortical areas such as V1 [72] and the motor cortex [68], while ensemble perturbations

can in�uence perception and behavior [58, 59, 61, 64, 69, 73]. The outcomes of these holographic

perturbations can be counterintuitive: for example, Daie et al. [69] showed that in a

memory-guided, directional licking task in mice, the directional selectivity of the holographic

perturbed cells is not causally related to the direction of behavioral bias.

Several holographic perturbation experiments in layer 2/3 of mouse V1 are particularly

relevant to this thesis. These experiments investigate how neural responses to holographic

perturbations depend on the spatial locations and orientation tuning preferences of both the

perturbed and the unperturbed cells. Chettih and Harvey [60] perturbed individual pyramidal

neurons in mouse V1 while presenting low-contrast drifting gratings. They found that the

in�uence of these perturbations on neighboring cells has a Mexican-hat shape over anatomical

space, in that cells close to the perturbed neuron are activated while those further away are

suppressed. They also found that cells with similar orientation tuning preferences as the perturbed

neuron are more suppressed than cells with opposite tuning preferences. In chapter 1, we show

that these results place strong constraints on the disynaptic E!I!E connectivity pathway.

Instead of single-cell perturbations, Oldenburg et al. [62] performed ensemble perturbations in

mouse V1 without the presence of a visual stimulus. These ensembles consist of 10 pyramidal

neurons that are either spatially compact (nearby in space) or diffuse, and either cotuned (similar

orientation tuning preferences) or untuned. They found a similar Mexican-hat shaped perturbation

response pro�le as Chettih and Harvey [60], and also found that perturbations of compact cotuned
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ensembles recruit more suppression than diffuse cotuned ensembles. In chapter 2, we show that

this dataset reveals a nonlinear inhibition pathway underlying tuned perturbations. Using

additional mouse V1 data from Ogando et al. [66] and Hendricks et al. [75], we �nd that this

pathway is speci�cally mediated by SST neurons. Hendricks et al. [75] measured the responses of

SST neurons to perturbations of individual pyramidal neurons, while Ogando et al. [66] measured

the responses of both PV and SST neurons to perturbations of pyramidal neuron ensembles with

varying sizes and orientation tuning selectivities. Ogando et al. [66] also perturbed cotuned

ensembles of SST neurons while measuring the responses of pyramidal neurons. Both of these

works showed that SST neurons with similar orientation tuning preferences as the perturbed

pyramidal neurons are more activated than those with opposite tuning preferences. Furthermore,

Ogando et al. [66] showed that the perturbation responses of PV neurons, unlike SST, do not

signi�cantly depend on their orientation tuning preferences. These results led us to determine that

the nonlinear inhibition pathway we identi�ed is mediated by SST but not PV neurons.

Recent theoretical works have studied holographic perturbation responses using neural �eld

models. The idea is to represent an arbitrary holographic perturbation as a sum of Dirac delta

functions and to study the response of the neural �eld model to such an input. Sadeh and Clopath

[141] analyzed single-cell perturbation responses in a linear ring model. Kong et al. [67]

considered a linear spatially-extended neural �eld model instead, though they did not obtain

closed-form solutions for the perturbation response. Oldenburg et al. [62] analyzed ensemble

perturbation responses in a similar linear model as Kong et al. [67], but under the assumption that

recurrent connectivity is suf�ciently weak. These results provided partial analytical insights into

holographic perturbation responses in mouse and ferret V1. We signi�cantly generalize and

strengthen these results in chapter 1 by deriving an exact analytical solution (without assumptions

of weak connectivity) for single-cell perturbation responses in a linear model with both space-

and feature-dependent connectivity.
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Summary of results

The main results of this thesis are as follows. In chapter 1, I investigate perturbation

responses in a linear recurrent cortical model, which approximates a more biologically-realistic,

nonlinear model by linearizing the network around its �xed point activity. By choosing a speci�c

parametrization of the recurrent connectivity, I derive an exact analytical solution for the

network's steady-state perturbation response. This solution enables rigorous theoretical analyses

of the connection between single-cell perturbation responses and the underlying recurrent

connectivity. Applying the analysis to mouse V1 data from Chettih and Harvey [60] reveals

cortical connectivity motifs and generates novel predictions about the stimulus-dependence of

perturbation responses. In chapter 2, I develop theory for cortical responses to more general

holographic perturbations, which may recruit nonlinear effects that cannot be addressed by our

linear theory. I apply the theory to the mouse V1 dataset from Oldenburg et al. [62] that exhibits

cotuned suppression: holographic perturbations of cotuned ensembles (neurons with similar

tuning preferences) recruit more suppression than untuned ensembles. Consideration of different

inhibitory cell type properties reveals a nonlinear inhibition pathway mediated by SST neurons

underlying cortical responses to tuned perturbations.
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Chapter 1: Exact linear theory of perturbation response in a space- and

feature-dependent cortical circuit model

This chapter contains work done with Kenneth D. Miller and Agostina Palmigiano. It was

published in PNAS [169] and is reprinted here.

What are the principles that govern the responses of cortical networks to their inputs and the

emergence of these responses from recurrent connectivity? Recent experiments have probed these

questions by measuring cortical responses to two-photon optogenetic perturbations of single cells

in the mouse primary visual cortex. A robust theoretical framework is needed to determine the

implications of these responses for cortical recurrence. Here we propose a novel analytical ap-

proach: a formulation of the dependence of cell-type-speci�c connectivity on spatial distance that

yields an exact solution for the linear perturbation response of a model with multiple cell types

and space- and feature-dependent connectivity. Importantly and unlike previous approaches, the

solution is valid in regimes of strong as well as weak intra-cortical coupling. Analysis reveals the

structure of connectivity implied by various features of single-cell perturbation responses, such as

the surprisingly narrow spatial radius of nearby excitation beyond which inhibition dominates, the

number of transitions between mean excitation and inhibition thereafter, and the dependence of

these responses on feature preferences. Comparison of these results to existing optogenetic per-

turbation data yields constraints on cell-type-speci�c connection strengths and their tuning depen-

dence. Finally, we provide experimental predictions regarding the response of inhibitory neurons

to single-cell perturbations and the modulation of perturbation response by neuronal gain.

11



1.1 Introduction

In recent years, methods have been developed to optogenetically perturb small sets of neurons

to probe recurrent neuronal circuitry. Such experiments in layers 2/3 (L2/3) of the mouse primary

visual cortex (V1) have found that perturbation responses depend in complex ways on the spatial

locations and orientation tunings of both the perturbed and the unperturbed neurons [57–60, 62–

64].

A common approach to making sense of this rich structure is to model mouse V1 L2/3 with a

linear, recurrently-connected �ring rate model in which connectivity strength depends on the spa-

tial location, orientation tuning, and cell type of the pre- and post-synaptic neurons [62]. While

such models provide much simpler descriptions than biophysical spiking models and are analyti-

cally tractable for weak connectivity, there is still a lack of a more general understanding of how

the perturbation response is related to the underlying connectivity structure.

Here we introduce a novel analytical approach to the problem. First, we show that a certain

exponential-like spatial connectivity kernel is a good descriptor of the product of connection prob-

ability and synaptic strength. This choice of kernel allows us to derive an exact solution for the

linear perturbation response of recurrently connected networks with multiple cell types that is valid

regardless of the strength of recurrent coupling. For a linear network to be stable, the largest eigen-

value of its weight matrix must have real part Ÿ 1; but the spectral radius – the largest absolute

value of an eigenvalue – may be arbitrarily large, and typically increases with the strength of recur-

rent coupling. Previous analytical methods have relied on a spectral radius Ÿ 1, i.e. on suf�ciently

weak coupling. Our method, which works for arbitrary spectral radius, allows the investigation of

perturbation responses of inhibition stabilized networks (ISNs) [78, 126] – networks with recur-

rent excitation strong enough to be unstable without feedback inhibition. ISNs appear to describe

cortical circuits [15] and commonly have spectral radius ¡ 1.

The general solution for the circuit involving an arbitrary number of cell-types and connectivity

length scales is complex, and does not easily provide intuitive insight. However, for the case of
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an excitatory/inhibitory (E-I) network in which connectivity width depends only on presynaptic

cell types, we discover simple mathematical rules relating connectivity structure to single-cell

perturbation response. This allows us to infer constraints that the cortical connectivity must satisfy

to explain existing optogenetic perturbation data.

In particular, perturbation of a single excitatory neuron causes excitation of nearby neurons and

suppression of neurons further away [60]. Intuitively this might suggest that inhibitory connections

are more spatially widespread than excitatory connections, but anatomical �ndings indicate the op-

posite [142, 170]. Our theory shows that the pattern of nearby excitation and broad suppression

arises when the strength of inhibition is suf�ciently strong, regardless of whether inhibitory con-

nections have a broader or narrower spatial spread than excitatory connections. More generally, we

can quantitatively predict the spatial layout of excitatory and suppressive responses from network

parameters.

Perturbation of a single excitatory neuron also causes, on average, stronger suppression of

neurons with similar orientation tuning preference than those with opposite tuning preference [60];

we call this perturbation response “opposite-favoring”. We �nd that feature-speci�c disynaptic

inhibition (E ! I ! E) must be like-to-like (i.e. neurons with similar preferred features are more

strongly connected) in order to generate opposite-favoring mean responses and, more generally, to

generate perturbation responses that are opposite-favoring at any distance.

Our theory yields several experimentally testable predictions. First, existing studies of excita-

tory neuron perturbations primarily studied the responses of excitatory neurons. We predict that

inhibitory neuron responses should have less suppression and spatially broader nearby excitation

than excitatory responses. Second, perturbations may be performed with or without simultaneous

presentation of visual stimuli. We predict that the absence of visual stimuli, which reduces �ring

rate and hence neuronal gain, can yield feature-tuning dependence of perturbation response oppo-

site to that when visual stimuli are present. Finally, we predict that the absence of visual stimuli

should generally result in responses with less suppression and broader nearby excitation, possibly

eliminating the presence of zero-crossings altogether.
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1.2 Results

Figure 1.1: Model setup and theory. A) Schematic of model. Neurons are located in a 3-
dimensional space with #2 cell types, and have feature tuning preferences \ and selectivities `.
B) Connectivity function in a simpli�ed 2D model, ,UV¹x � yº (Eq. 1.3), �tted to the product
of connection density [170] and connection strength [171] between excitatory and inhibitory neu-
rons. C) Eigenvalues of the connectivity matrix of the model shown in D). All eigenvalues lie in
the region of stability (blue, Re¹_º Ÿ 1), for which our theory applies, but some lie outside of
the region of convergence (yellow, j_j Ÿ 1) for the matrix inverse expansion ! =

Í 1
==0 , = used

in existing theoretical analyses of perturbation response. D) Comparison between theory, simu-
lation, and 3rd order matrix inverse expansion for the single-cell perturbation response of an E-I
model with spectral radius of 1•8. Left: Response of excitatory neurons as a function of distance
to the perturbed excitatory neuron, for different feature tuning preferences. Right: Same, but as a
function of difference in feature tuning preference for different feature selectivities, averaged over
neurons 30-300 µm away from the perturbed neuron.

We study responses to moderate single-cell perturbations. Because these perturbations are

small, we expect a linear theory to be adequate. To this end, we consider a linear recurrent neu-

ronal network with #2 cell types in 3 spatial dimensions, where each neuron has a feature tuning

preference and selectivity (Fig. 1.1A). We assume that cells are homogeneously distributed in

space and feature tuning preference. Each neuron is uniquely indexed by four variables, a four-

tuple ¹U– `– x– \º. U is an integer ranging from 0 to #2�1 that indicates the cell-type; ` is a number

between 0 and 1 that indicates the cell's feature selectivity (i.e. how well tuned the neuron is); x

is a 3-dimensional vector that represents the spatial location of the cell, and �nally \ is a circular

variable between �c and c that represents feature tuning preference. The �ring rate of neuron
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¹U– `– x– \º at time C is written AU¹`– x– \– Cº, while the connectivity weight between postsynaptic

neuron ¹U– `– x– \º and presynaptic neuron ¹V– a– y– qº is denoted ,UV¹`– a– x � y– \ � qº. Fea-

ture selectivity is assigned independently to each neuron and may be arbitrarily distributed with

density %U¹`º. The external input to each neuron is denoted �U¹`– x– \º. For the single-cell per-

turbations we are considering, � is a delta function given by Eq. 1.11 (Materials and Methods).

Taking the continuum limit for our analytical work, the dynamical equation of the network that de-

termines AU¹`– x– \– Cº is given by Eq. 1.12 (Materials and Methods). We are primarily interested

in the steady-state of Eq. 1.12, AU¹`– x– \º = limC!1 AU¹`– x– \– Cº, which exists if and only if the

network is stable, and is given by the equilibrium equation

AU¹`– x– \º =
# 2�1Õ

V=0

¹ 1

0
3a

¹

R3
3y

¹ c

�c
3q , UV¹`– a– x�y– \ �qºA V¹a– y– qº%V¹aº¸� U¹`– x– \º (1.1)

Here, the �rst term on the right represents the total recurrent input, which is a sum over input from

neurons of all cell types V, feature selectivities a, spatial locations y, and feature tuning preferences

q. The term involves the convolution of connectivity with �ring rates, both in space and feature,

which is the continuum analog of a matrix multiplication. We will use the word “kernel" to refer

to a function that is used in a convolution, as in the connectivity here. In general, for an arbitrary

choice of ,, there is no closed-form analytical solution for AU¹`– x– \º. Our key insight is that

, can be chosen such that it captures the spatial dependence of the product of the connection

probability and the synaptic strength between cells (Fig. 1.1B), and admits a closed-form analytical

solution for AU¹`– x– \º, as we now explain.

We will make the common assumption that the dependence of , on space and feature can be

factorized. The spatial dependence is commonly modeled as a Gaussian kernel [16, 79, 139, 149,

172–174], in accordance with the approximately Gaussian spatial pro�le of connection probability

measured in mouse V1 L2/3 [142, 170]. However, this choice of spatial kernel neglects the spatial

decay of synaptic strength [171] and does not admit a closed-form solution for Eq. 1.1. Instead,

we propose a new form of spatial kernel that does allow a closed-form solution, as follows. We
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let f be the connectivity length scale, and de�ne _ = f�2 . We then de�ne the spatial kernel to be

the Green's function (the functional inverse) of the operator _ �r2 in 3-dimensions, which we call

� 3¹B; _º, or equivalently �3¹B; f �2 º, where B = kx � yk is the spatial distance in 3-dimensions.

Speci�cally, � 3 is a monotonic, exponentially-decaying kernel given by

� 3¹B; _º =
1

¹2cº
3
2

 p
_
B

! [

 [ ¹
p

_Bº (1.2)

where [ = 3
2 � 1 and  [ ¹Iº is the modi�ed Bessel function of the second kind with order [ (SI

section A.1.2). In 1 and 3 dimensions, �3¹B; _º is proportional to 4�
p

_B and 4�
p

_B

B respectively;

the shape of �3¹B; _º in 2 dimensions is shown by the solid lines in Fig. 1.1B. We combine data

from [170] and [171] to compute the product of connection density and connection strength as a

function of distance between excitatory and inhibitory neurons in mouse V1 L2/3. We �nd that

our kernel can well capture this dependence (Fig. 1.1B; Materials and Methods), with best-�t E !

I and I ! E connectivity widths given by f E = ¹150 � 11º µm and f I = ¹108 � 8º µm respectively.

1.2.1 Derivation for a simpli�ed model

To illustrate the key ideas behind our derivation of the linear response for the full model, we

�rst consider a simpli�ed model whose connectivity depends only on the cell type and spatial

location of the pre- and post-synaptic neurons, and whose connectivity width depends only on the

pre-synaptic cell type. For this simpli�ed model, the connectivity function is given by

, UV¹x � yº =
FUV

f 2
V

� 3¹B; f �2
V º• (1.3)

where B = kx � yk, and the division by f2V ensures that the integral of ,UVover space is FUV.

To solve for the system's linear response to a perturbation, we use the standard bra-ket notation

(Materials and Methods) to rewrite Eq. 1.1 in a more abstract form

jAi = , jAi ¸ j�i (1.4)
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where jAi– j�i are the �ring rate function and the perturbing input function respectively, and , is

the linear integral operator that acts on jAi according to Eq. 1.1. More precisely, jAi is an #2 � 1-

vector of �ring rate functions AU¹xº, one for each cell type U (and similarly for j�i); , is an

# 2 � # 2 matrix of spatial kernels, with individual elements given by Eq. 1.3; and , jAi indicates

the combination of matrix-vector multiplication and spatial convolution. The response vector can

be written as jAi = ¹� � ,º �1 j �i where � is the identity operator. Our goal is to compute the

operator ! := ¹� � ,º �1 (where the inverse represents the combination of matrix inverse and

functional inverse).

The most common approach is to compute the perturbative expansion of the linear response

operator in the form of a Neumann series ¹� � ,º�1 =
Í 1

==0 , = [62, 141, 175–178]. However,

this approach suffers from two key issues: 1) the series does not converge for operators , whose

spectral radius is greater than 1 (Fig. 1.1C), and thus is not typically applicable to biological net-

works with strong recurrent connectivity, such as ISNs; and 2) even when the series converges, the

number of terms required for a good approximation may be large, thus failing to provide a simple

description of the relationship between connectivity and perturbation response.

The choice of spatial kernel �3 allows for exact computation of the inverse ! = ¹� � ,º�1 .

Because �3¹B; f �2 º is the Green's function of f�2 � r 2, convolution of the �ring rates by the

spatial kernel �3¹B; f �2 º is equivalent to applying the inverse operator ¹f�2 � r 2º�1 to the �ring

rates. Thus, if we de�ne W as the #2�# 2 matrix with elements FUVand � as the #2�# 2 diagonal

matrix with elements f2V, then we may write the connectivity operator , in Eq. 1.3 as:

, = W � �1 ¹� �1 � r 2Iº �1 (1.5)

where � �1 � r 2I represents a #2 � # 2 diagonal matrix of spatial operators with elements f�2
V � r 2,

such that the inverse operator ¹��1 � r 2Iº �1 acts on jAi by applying ¹f�2V � r 2º�1 to AV¹xº for

each cell type V (see SI section A.1.3 for a more thorough explanation, and Eq. A.28 for a more

formal approach to de�ning , using tensor products).
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By the Woodbury matrix (operator) identity [179], ¹� � *� �1 º�1 = � ¸ * ¹� � *º �1 for any

operators *– �. Thus, if we take * = W � �1 and � = � �1 � r 2I, and assume that ¹I � W º� �1 is

diagonalizable as Q�Q�1 , then we obtain an explicit expression for the linear response operator

L:

! = � ¸ W � �1 Q¹� � r 2Iº �1 Q �1 (1.6)

The identity operator � only affects a neuron's response to its own perturbation, so~! := ! � �

determines a neuron's response to perturbation of a different neuron.

As � 3¹B; _º is the Green's function of _ � r2 for a scalar lambda, multiplying any function by

¹_ � r 2º�1 is equivalent to convolving it with �3¹B; _º. We can thus express~! in terms of cell-type

indices and spatial variables as

~! UV¹x � yº =
# 2�1Õ

W=0

»W � �1 Q¼UW»Q�1 ¼WV� 3¹j jx � yjj; _ Wº (1.7)

where _Ware the diagonal entries of �, i.e. the eigenvalues of ¹I � W º��1 . This is the response

of neuron ¹U– xº to a unit amplitude perturbation of a different neuron ¹V– yº.

1.2.2 The full model

We de�ne the connectivity function of the full space- and feature-dependent model by

, UV¹`– a– x � y– \ � qº =
FUV

2cf 2
UV

� 3¹B; f �2
UVº¹1 ¸ 2^ UV5U¹`º6 V¹aº cos¹\ � qºº (1.8)

where ÛVlies between -0.5 and 0.5, and 5U– 6U are monotonically increasing functions over the in-

terval 0 to 1, such that 5U¹0º = 6U¹0º = 0, 5U¹1º = 6U¹1º = 1. The sign of ÛVdetermines whether

connectivity is correlated or anti-correlated with difference in feature preference, i.e. whether the

connection is like-to-like (ÛV ¡ 0) or anti-like-to-like (^UV Ÿ 0), whereas the functions 5U and 6U

determine the strength of this correlation as a function of feature selectivity. Under this choice of

,, the steady-state response of AU¹`– x– \º to a unit amplitude single-cell perturbation of a different
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neuron ¹V– a– y– qº is (SI section A.1.4)

~! UV¹`– a– x � y– \ � qº =
1

2c

� ~! 0UV¹Bº ¸ 2~! 1UV¹Bº 5U¹`º6 V¹aº cos¹\ � qº
�

(1.9)

where ~! 0UV¹Bº and~! 1UV¹Bº are de�ned by

~! =UV¹Bº =
# 2

2�1Õ

d=0

;=UVd� 3¹B; _=dº (1.10)

with ;=UVdand _=d given by Eq. A.49 and A.42 respectively. This generalizes Eq. 1.7 to allow

connectivity widths to depend on both pre- and post-synaptic cell types and to include feature-

preference dependence.

Since Eq. 1.9 is exact, we expect a close agreement between our theory and numerical simula-

tions of the model regardless of the spectral radius of the connectivity matrix. Indeed, we obtain

near perfect agreement between our theory and numerical simulations for the single cell perturba-

tion response in an E-I model with two spatial dimensions and a spectral radius of 1•8 (Fig. 1.1C,

D; Materials and Methods). For comparison, we also computed the perturbation response using

the Neumann series expansion of the matrix inverse up to 3rd order (i.e. ! �
Í 3

==0 , =). This is

the minimum order at which the responses of excitatory neurons to the perturbation of a single

excitatory neuron depend on all connectivity weights (including I ! I weights). As expected, the

series expansion severely diverges from simulations due to the spectral radius being greater than 1

(Fig. 1.1D).

1.2.3 Mean response of unperturbed neurons

In experiments, perturbing a single pyramidal neuron results in mean suppression of the un-

perturbed neurons [60], suggesting that inhibitory connections are suf�ciently strong in order to

overcome recurrent excitation. To derive the precise conditions under which mean suppression

occurs, we integrate Eq. 1.9 over all its continuous variables (Eq. A.55, SI section A.1.5). In the
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case of an E-I model studied here, it can be shown that for single-cell excitatory neuron perturba-

tions, unperturbed excitatory neurons are suppressed on average if and only if det¹W º ¡ FEE, or

equivalently, jFEI jF IE ¡ F EE¹jF II j ¸ 1º, while inhibitory neurons are always excited on average

(SI section A.1.8). Thus the observation of mean suppression of unperturbed neurons implies that

the disynaptic E ! I ! E inhibition must be stronger than the product of E ! E excitation and I

! I inhibition.

1.2.4 Spatial pro�le of perturbation response

Single-cell perturbations of pyramidal neurons produce a Mexican-hat-shaped response as a

function of distance, where neurons near the perturbed site are excited and neurons farther away

are suppressed [60]. Intuitively, this would suggest a connectivity motif of narrow excitation and

broad inhibition. However, recent mouse V1 L2/3 connectivity data shows that the opposite is true:

E ! I and I ! E connections are narrower than E ! E connections [142, 170]. Furthermore, the

length scale of E ! E connectivity (standard deviation � 125 µm for a Gaussian spatial pro�le,

[142]) is signi�cantly broader than the spatial radius of nearby excitation (� 70 µm, [60]), and an

even shorter radius of excitation (� 35 µm) is seen for multi-cell perturbations, which could not be

explained by a model with a Gaussian spatial pro�le for each connection [62]. Thus we set out to

investigate the conditions under which such small radii of nearby excitation can arise in our model

with realistic connectivity length scales.

Number of spatial zero crossings

The Mexican-hat-shaped spatial pro�le of perturbation response implies that the response

crosses zero from nearby activation to suppression at least once, or in other words, that there is

at least one zero crossing in the response as a function of distance from the perturbation. It is

conceivable that the response changes sign more than once, but that these zero crossings cannot

be detected due to measurement noise. Thus, the question of whether or not the model can exhibit

a Mexican-hat-shaped perturbation response can be broken into two mathematical sub-problems:

20



Figure 1.2: Spatial pro�le of excitatory neuron response to single-cell perturbation in E-I
ISNs. A) Phase diagram of the number of zero crossings in the perturbation response as a function
of distance from the perturbation for networks with d=1 (i.e. f� = f � ). Shaded region in black
indicates dynamically unstablility. The phase boundaries between 0, 1, and 1 are given by H = 0
and H =1

4G2. B) Phase diagram of the number of zero crossings for networks with arbitrary d.
The instability region is dependent on d, with boundary H = d¹G � dº for G � 2d and H =1

4G2

for G ¡ 2d. Areas shaded in dark green and even darker green illustrate the instability regions
for d = 1 and d = 2 respectively. Arrows indicate changes in number of zero crossings induced
by perturbations of each parameter at the phase boundaries. C) Top panel: Example perturbation
responses as a function of distance within each of the three phase regions, computed either with the
theory or with numerical simulations. Theory curves are suitably normalized for comparison, and
the same normalization factors are applied to the corresponding simulation curves.. Remaining
panels: Illustration of the quantities B0, Bmin

0 , and B1 as plotted in D-F. D) Location to the �rst zero-
crossing, B0, as a fraction of the connectivity length scale

p
f � f � for 2-dimensional models with

FEE = 5– d = 0•72. Hatched region indicates 95% con�dence interval of this fraction as estimated
from experimental data ([60, 170, 171]; Materials and Methods). Grey line indicates the boundary
between 1 and 1 zero crossings as seen in A and B. E) Similar to D, but the distance from the
�rst zero crossing B0 to the �rst minimum Bmin

0 is plotted. F) Similar to D, but the derivative of
the distance from the �rst zero-crossing B0 to the second zero-crossing B1 with respect to recurrent
inhibition strength, normalized by this distance, is plotted. G) Asymptotic decay length scale
f 1 for models with d = 0•72. Note that unlike D-F, this variable is independent of the speci�c
choice of FEE and the number of spatial dimensions 3. Panels D-F are computed for 2-dimensional
models; panels A and B are valid for 2 or more dimensions.

whether or not nearby neurons are activated, and whether or not there exists at least one zero

crossing in the response as a function of distance. We �nd that for all networks with 2 or more

spatial dimensions, single-cell excitatory neuron perturbations always activates nearby neurons, in
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