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Abstract

Beyond Worst Case Consensus In The Era Of Blockchains

Yuval Efron

This thesis discusses recent work in tackling the well known consensus task under models,
settings, and security desiderata motivated by modern blockchain technologies. Blockchains
aiming to support a myriad of applications over high demand networks face unorthodox
challenges compared to traditional distributed systems: These include geographically
decentralized parties, dynamic participation, and agentic behaviour from parties. Furthermore, the
required latency is several orders of magnitude lower than obtainable by worst case guarantees. In
this thesis we present results advancing the state of the art on consensus in the context of these
novel desiderata, and in the context of beyond worst case efficiency, aiming to circumvent worst
case lower bounds by incorporating design principles from real world networks and party
behaviors. The second chapter of the thesis discusses work establishing a fundamental trade-off
between the latency of consensus protocols and censorship resistance, a property of paramount
importance in many applications. Specifically, we show that censorship resistant consensus
requires 5 rounds, compared to the 3 rounds required in the traditional setting. The third chapter
of this thesis continues the study of good case latency, a metric measuring the latency of
consensus protocols under favorable conditions, in a model that supports dynamic participation of
parties. We provide a complete characterization of the good case latency of consensus in the
dynamic participation setting. In the fourth chapter, we enrich the study of consensus under

dynamic participation, introducing a simple and clean model that allows proof-of-stake protocols



to be as resilient to fluctuating participation as proof-of-work protocols. In the fifth chapter,
motivated by rethinking trust models around consensus and randomness generation, we discuss
work characterizing the amount of randomness needed for secure consensus. Finally, in the sixth
chapter, we discuss work studying crypto agnostic consensus protocols, which are protocols that
enjoy enhanced properties endowed by cryptography, while remaining secure even if the

underlying cryptography breaks.
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Chapter 1: Introduction

The following occurrence is likely a common event in our times: You and a friend (almost)
simultaneously message the friend group chat. On your phone, your message appears to have been
sent first, while the opposite holds from your friend’s point of view, leaving you wondering: Who
actually sent their message first?

While amusing in context of a group chat, such an inconsistency between parties in the total
order of events in a stateful system can have disastrous consequences when economic value is
derived from the state of the system, e.g., Games, auctions, and financial transactions in general.
A mixup in message ordering is benign, but disagreement on who won an auction or who bought
a car can lead to mutual frustration, at the very least. The need for a total order on events is a clear
prerequisite of any sufficiently general stateful system. The far more interesting question is who
gets to decide the total order?. Put otherwise, what is our trust model for deciding the total order
of events? We will use the case of financial transactions and keeping account balances as a running
example going forward.

The most convenient, but also arguably weakest answer to this question is that of centralized
trust. Simply choose a party to have total and complete control to decide the order in which
transactions execute, and trust that they will always be available, and of course, won’t maliciously
subvert fair conditions for their own personal gain. The shortcomings of such an approach are
clear: A single point of failure implies that even a benign crash of the responsible party could
cause loss of access to all accounts and paralyze the system, and of course the consequences of

malicious behaviour from the responsible party can be far more dire.

Decentralized trust. A decentralized trust model splits the task of maintaining a total order on

incoming transactions and their resulting state between several independent, yet interconnected,



parties. Such distributed computing paradigms have become a cornerstone element of many mod-
ern applications.

Distributed systems offer several compelling advantages over their centralized counterparts.
Perhaps most fundamentally, they provide significantly greater robustness to various kinds of fail-
ures, whether benign or malicious. Unlike a centralized system where a single point of failure can
paralyze the entire operation, a well-designed distributed system can continue functioning even
when some parties crash or behave maliciously. This resilience extends to both accidental failures,
such as hardware malfunctions or network partitions, and intentional attacks, where malicious par-
ties may attempt to subvert the system for personal gain. Furthermore, distributed systems can
work effectively in tandem with parallel computing architectures by naturally dividing computa-
tional work between parties, thus enabling horizontal scaling that would be impossible in a central-
ized setting. This division of labor allows the system to handle increasing loads by simply adding
more participants rather than requiring ever-more-powerful single machines. Additionally, geo-
graphical decentralization can make for more efficient use of resources, reducing latency for users
in different regions and providing natural redundancy across diverse locations and infrastructure.

However, the advantages of distributed systems come with a fundamental challenge: the most
critical problem that must be solved in any such purported system is the task of consensus. In
a consensus protocol, the parties must maintain consistent and live views of the total order of
incoming transactions and updates to the state of the system. The challenge, of course, is that
several parties may exhibit various faults: They may crash, they may be slow to respond, or they
may actively attempt to mislead other parties, and the communication network may at times be
unreliable, with messages being delayed, reordered, or even lost entirely. Despite these adversities,
all correct (non faulty) parties must eventually agree on the same sequence of transactions and the
same resulting state. The consensus problem is the main topic of this thesis.

In its most typical setting, the consensus problem involves n parties, of which f are corrupt
and controlled by an adversary. Generally, the correct (non faulty) parties are required to reach

agreement on some value, under some validity condition. The consensus task lies at the heart



of a plethora of cryptographic primitives and applications, such as Distributed Key Generation
(DKG) [1, 2, 3, 4, 5], Secure Multi-Party Computation (MPC) [6, 7, 8, 9, 10], and State Machine
Replication (SMR) [11, 12, 13, 14, 15, 16, 17, 18], especially in the context of emerging blockchain
technologies.

In many ways, blockchains revolutionized the study of consensus, in both theory and practice.
For the purposes of this thesis, it would be providential to discuss the lengthy chronicle of work on

the consensus problem in two parts: Before, and after, the Bitcoin white paper [14].

Consensus before Bitcoin (1980-2008). By most accounts, the inception of the consensus prob-
lem can be traced back to the seminal paper of Lamport et al. [19], in which they introduced the
Byzantine generals problem. Throughout this period, two formal instantiations of the consensus
problem, Byzantine Agreement (BA) and Byzantine Broadcast(BB), established themselves as the
go-to problems of the space, arguably cleanly distilling the core and fundamental challenge of the
consensus task. Roughly, in the BA problem, all correct parties have a respective input value from
some known space, and must reach agreement on some value, conditioned on the following crite-
ria: If all correct parties input the same value, they must also output this value. In the BB problem,
only a designated party £, which we refer to as the leader, has an input. The correct parties are
tasked with reaching agreement on a value under the criteria that if £ is correct, the decided value
must be £’s input.

The decades following Lamport’s seminal work evinced a Cambrian explosion of work on
these problems [20, 21, 22, 23, 24, 25, 26, 27, 28, 29, 30, 31, 32, 33, 34, 35], exploring both their
feasibility and efficiency in a myriad of settings, combining model considerations along several
axes, including but not limited to: Corruption resilience, fault type (crash/omission/byzantine),
network model (synchrony, partial synchrony, asynchrony), Randomness, latency, communication
complexity. In most cases during that era, the prevailing theory of mind around the consensus prob-
lem and its applications was that of a "decentralized database", where all processes participating in

the protocol are owned and controlled by the same entity, the total number of participants ranged



in the dozens, with the main application being data and state replication. Under this paradigm, the
processes participating tasked with reaching consensus were more often than not modeled as be-
nign entities, components of a trusted infrastructure that might experience occasional failures, but
were not considered adversarial. Even when Byzantine faults were incorporated into the model,
they were typically motivated as software bugs, hardware glitches, or implementation errors rather
than malicious attacks orchestrated by external parties seeking to undermine the system. This per-
spective reflected a fundamentally cooperative environment, where all participants were assumed
to share the same objectives, and faults were viewed as unfortunate but unintentional deviations
from correct behavior. As such, the following paradigms characterized the vast majority of work

on consensus during that era.

1. Consistent participation. The overwhelming majority of work assumed that participation
in the protocol is fixed: The set of n parties tasked with reaching consensus doesn’t change

throughout time, and the correct parties are always online and always executing the protocol.

2. Non agentic. Especially in the context of State Machine Replication via Atomic Broadcast
(AB), transactions were treated as mere bit strings, whose semantic content and meaning is

of no value or interest to the parties running consensus.

3. Overloaded trust models. In the traditional literature, the treatment of malicious behavior
in the context of byzantine faults has been oblivious to both the external value and potential
consequences of deviating from protocol behavior. In particular, traditional trust models did
not distinguish between provable protocol deviations (e.g., equivocation), suspected protocol
deviations (e.g., message omission), and protocol deviations which are indistinguishable
from correct behaviour. The latter being especially important in the context of randomness

generation.

Consensus after Bitcoin (2008-present). Nakamoto’s seminal Bitcoin white paper [14] revolu-

tionized the study of consensus, rekindling interest from academics and practitioners alike. The



Bitcoin white paper presents a consensus protocol, which a priori, one would perhaps find hard
to believe can exist. The Nakamoto consensus protocol is entirely permissionless. It makes no
assumptions on the number of participating parties, which can fluctuate through time. Moreover, it
poses no demand on correct parties to consistently participate in the protocol. In fact, the protocol
can remain secure even if each correct party is only participating in the protocol at a single point
in time. Nakamoto’s vision was that of a ledger, whose consistency and liveness are guaranteed
under a highly decentralized trust model, to which any person can contribute, from anywhere in
the world, using just their laptop. The feasibility of this approach sparked a new theory of mind
around consensus: That of agents servicing users. The decades since the Bitcoin white paper have
been characterized by the rapid development of both practical and scientific understanding of the
desiderata required from blockchains to serve millions or billions of users across a multitude of
highly demanding applications. This evolution has driven a fundamental reexamination of consen-
sus protocols, pushing the research community to develop new security models, efficiency metrics,
and design principles that can accommodate the scale, diversity, and adversarial environments that
characterize modern blockchain applications. This thesis discusses contributions to these lines of

work along several axes, as we discuss below.

1.1 Summary of results

In this thesis, we discuss results that tackle the task of consensus protocol design under modern
security considerations and efficiency metrics motivated by blockchain technologies. Our contri-

butions are organized along five critical research axes:

1. Beyond worst-case consensus. Arguably the two most fundamental barriers on the effi-
ciency of consensus protocols are the Dolev-Strong and Dolev-Reischuk lower bounds [36,
21]. The former establishes that any deterministic protocol must take at least f + 1 rounds
in the worst case, while the latter establishes that any deterministic protocol must use Q( f?)
bits of communication in the worst case. These bounds can be circumvented with the use

of unpredictable randomness. As mentioned, the following decades were characterizaed by
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massive research efforts in the field, with long lines of work showcasing deterministic pro-
tocols approaching and eventually matching these bounds [37], and randomized protocols
achieving O(1) rounds in expectation, and o(n?) communication complexity [22, 38]. The
importance of unpredictable randomness is formally captured by distinguishing static and
adaptive adversaries. Several variants of adaptive adversaries have been considered in the
literature, with the strongest of those being the full-information adversary, and the strongly
rushing adaptive adversary. In the presence of such strong adaptive adversaries, the barriers
on efficiency (round and communication complexity) resurface, with the results of [23] and
[39] showing that any protocol, even randomized, secure against such strong adaptive adver-
saries, requires Q(+/n) rounds and Q(n?) communication in the worst case. The worst-case
perspective on consensus protocol design gave rise to a plethora of rich literature and deep
insights to the fundamentals of distributed computing. However, this lens is assailed by the
emergence of modern distributed applications, such as blockchains. As is often the case,
the performance characteristics that matter most in practice are far from the worst-case, and
the vast majority of time both the network and the parties exhibit no faults. We are thus
faced with a dilemma: On the one hand, we ought to be prepared to face the worst case,
and so we shouldn’t compromise on worst-case security guarantees. On the other hand, we
would like to take advantage of the extended periods of time in which favorable conditions
hold, to achieve significantly better performance. The study of beyond worst-case consensus
precisely subscribes to this paradigm of protocol design. Arguably the first instantiation of
the beyond worst-case framework in the consensus literature is the early stopping property
[40]. Early stopping protocols are protocols whose latency scales with the actual number of
faults in a given execution, rather than the worst-case bound on the number of faults. This
approach allows deterministic protocols to circumvent the Dolev-Strong f + 1 round barrier
in all but worst-case executions. A similar line of work explored deterministic protocols
whose communication complexity scales with the actual number of faults in a given execu-

tion, rather than the given worst-case bound. In these approaches, the favorable condition



is that the vast majority of time, the parties do not deviate from the instructed protocol be-
havior. Focusing on latency, such protocols guarantee O (1) latency only when O(1) of the
parties are faulty. This condition is arguably a tad too optimistic, and it would be prudent to
identify an alternative criteria under which protocols can boast low concrete latency under a
more realistic condition. One such criteria, which we explore in depth in this thesis, is the
notion of good-case latency [41]. The good-case latency condition in the context of the BA
and BB problems refers to the minimal achievable latency in executions in which the validity
condition of these problems triggers. I.e., the designated sender being correct (BB), or all
correct parties having the same input (BA). The good-case framework is arguably highly
relevant to practice: The vast majority of consensus protocols deployed in the real world
make use of leader-based primitives, and progress in the protocol hinges on correct behavior
of those leaders. Moreover, often in practice there are mechanisms in place to punish/reward
leaders for malicious/correct behavior, respectively. Therefore, leaders are often correct, and
so minimizing protocol latency conditioned on that fact is of paramount importance. Previ-
ous work has developed a solid understanding of the good-case latency in traditional models
such as synchrony and partial synchrony [41]. In this thesis, we provide a complete char-
acterization of the good-case latency of consensus under blockchain motivated desiderata,
specifically censorship-resistance and dynamic participation. See Chapters Chapter 2 and

Chapter 3 for the full details.

. Censorship-resistance. Traditional research into the consensus problem focused on settings
in which the inputs are endogenous to the problem in question. I.e. the inputs provided to
the problem are held by the parties responsible for achieving consensus. In the vast majority
of blockchains and the applications they support, however, inputs are often provided by
external clients, that are often excluded from the permissioned (to some degree) set of parties
authorized to participate in consensus. Such a separation between clients and parties gave
rise to a novel attack vector in the context of blockchains, specifically that of censorship.

Consider a simple example of an auction that is being run in a decentralized fashion, on an



item with a fair market value of 10, and its outcome is determined by a consensus protocol,
and suppose that at some point during the protocol, a leader is elected to collect bids from
participating bidders. Said leader, if it covets the item, can simply ignore any incoming bids
from all clients, and claim that the only bid it received is that of himself (via a sybil), bidding
€, and winning the item. The problem of censorship in the context of blockchain was first
discussed by Vitalik Buterin in [42]. Since then, with the rapid surge of financial applications
on chain, it has become one of the most important properties clients expect from a chain.
Despite tremendous practical significance, the rigorous study of censorship-resistance as a
guarantee provided by consensus protocols is lacking. In fact, the term, while intuitively
clear, lacks a protocol-agnostic formal definition. In this thesis, we take a first step towards
a better rigorous understanding of censorship-resistance in the context of consensus. We
introduce an enriched version of the BB problem, dubbed Censorship-Resistant Byzantine
Broadcast (CRBB), which incorporates clients into the problem interface. We then provide a
complete characterization of the good-case latency of the CRBB problem both in synchrony

and partial synchrony. See Chapter 2 for the full details.

Theorem 1.1.1 (Informal, See Chapter 2). CRBB requires 2 additional rounds in the good-
case compared to BB. In other words, in synchrony and partial synchrony, CRBB requires
4 rounds whenever BB requires 2 rounds, and requires 5 rounds whenever BB requires 3

rounds.

. Dynamic participation. One of the most prominent and striking features of the celebrated
Nakamoto consensus protocol [14, 13] is that it allows correct parties to participate inter-
mittently in the protocol. At any time, only a (possibly tiny) fraction of correct parties are
actively following the protocol. The rest of the correct parties are in an inactive (or crashed)
state. Furthermore, correct parties can transition between active and inactive states at any
time without prior notice, and they do not know for sure how many other parties are actively
participating in the protocol at any time. A variant of this model (without reliance on proof-

of-work) is formalized by Pass and Shi as the sleepy model [43], also interchangeably called
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the dynamic participation model. The sleepy model is employed by leading blockchains
such as Ethereum and Cardano [44, 45, 46, 47]. In this thesis, we provide a full charac-
terization of the good-case latency of both BB and BA in the sleepy model. A neat part of
our findings involves the emergence of irrational resilience thresholds, for example as in the

following theorem.

Theorem 1.1.2 (Informal, See Chapter 3). There is a consensus protocol for BB in the sleepy
model with good-case latency 2 if and only if at all times, at least é fraction of the awake

parties are correct, where ¢ is the golden ratio.

In Chapter 4, we discuss a result of a different flavour in the realm of dynamic participation.
The sleepy model of Shi and Pass [43] presents a Nakamoto style consensus protocol for the
sleepy model. This protocol can be viewed as a proof-of-stake recasting of the Nakamoto
protocol. Alas, a concession is made in the translation: The sleepy model assumes consistent
participation of corrupt parties, i.e., unlike proof-of-work, in which participation levels of
both correct and corrupt parties may fluctuate arbitrarily, the sleepy model stipulates that
corrupt participation remains consistent throughout the execution. It was later shown that in
some sense, such a restriction is necessary for protocol design in the sleepy model [48]. In
this thesis, we discuss work that revisits the adversary in the sleepy model. We introduce the
external adversary, a model in which, intuitively, both correct and corrupt parties only have
oracle access to their keys. Such a restriction allows protocols in the sleepy model to rival

Bitcoin in their resilience to fluctuating participation.

. Rethinking trust models around randomness. Randomness has long been known to be an
extremely potent and powerful tool in the context of consensus. Perhaps most crucially, it
allows one to circumvent the three most notorious lower bounds in the consensus literature:
FLP, Dolev-Strong, and Dolev-Reischuk [21, 24, 20]. It enables the design of consensus
protocol in asynchrony, with expected constant latency, and sublinear communication. The

most fundamental question when incorporating randomness into a model is clearly: who



generates the randomness?. ldealized models involving a random oracle, random beacon,
or a common reference string (CRS) cleanly black-box away the task of randomness gen-
eration, but in the plain model, this task is usually left to the parties themselves. The task
of distributed randomness generation is known in the literature as the coin flipping problem.
Such a delegation, of both consensus and randomness generation to the same set of parties,
implicitly sneaks in a trust assumption: That the bound of f on the number of corrupt parties
is reasonable for both the consensus task and the randomness generation task. The theory
of mind inspired by modern blockchains provides a good argument for why this is perhaps
an unjustified assumption, and that is the lack of accountability in coin flipping protocols.
Corrupt behaviour in a consensus protocol intuitively falls into one of two categories. Either
a corrupt part has equivocated, thus creating publicly verifiable proof of its misbehaviour, or
it omitted a message, which while not publicly detectable or constituting a proof of wrong-
doing, can usually (in the context of deployed protocols) only cause liveness failures, which
are commonly viewed as less severe than safety failures. In the context of coin flipping pro-
tocols, however, the state of affairs is far more dire. Attacks aiming to bias the outcome of
the randomness generation protocol are not only publicly undetectable, but they are often
indistinguishable from correct protocol behaviour! This gap suggests a far larger incentive
for parties to engage in misbehaviour in the context of a coin flipping protocol, as the risk for
consequences due to misbehaviour is essentially zero, while the rewards could be enormous.
E.g., the identity of block proposers, a task carrying a hefty reward, is usually determined by
the result of a coin flipping protocol. This suggests that one should arguably treat the ran-
domness generation task with more scrutiny from a security point of view, and have distinct
trust assumptions for consensus and randomness generation. The good news is that this is
indeed feasible: Secure coin flipping protocol can be designed even amidst a corrupt major-
ity, aka 1-out of-n security [49, 50]. Alas, such protocols are inherently expensive, requiring
heavy cryptography in the form of delay functions [51, 52]. It would thus behove one to

treat fresh, unbiased randomness as a scarce resource in the context of consensus. Stated

10



otherwise, the following question arises: How many bits of entropy are required for efficient
consensus. In this thesis, we study this question in the context of security against adaptive
adversaries, and establish a trilemma between low entropy, efficiency (in communication and

latency), and adaptive security for consensus protocols, see Chapter 5 for the full details.

5. The use of cryptography in consensus. It has long been known that cryptography is an
enormously powerful tool in the context of distributed computing and consensus. Perhaps
most famously, the use of a signature scheme, enabled via a Public Key infrastructure (PKI)
setup allows consensus protocol in synchrony to boast security against up to f < 7 faults,
whereas information theoretically secure protocol can only be secure against up to f* < %, as
shown in the seminal result of *cite*. However, the vast majority of literature, and all practi-
cal work on consensus that assumes PKI, suffers from the following shortcoming: the secu-
rity of the protocol hinges on the security of the employed cryptographic primitives, to the
point where even a single corrupt party can violate security, if the cryptography used turned
out to be broken. In some sense, despite the weaker corruption resilience that information-
theoretic, setup-free protocols offer, they have the benefit of having no other potential weak
spots in their security. Can we get the best of both worlds? That is, a consensus protocol that
has optimal resilience given PKI and secure cryptography, that still maintains high security
against a computationally unbounded adversary that can nullify any setup? In this thesis,
we further the line of work studying such crypto-agnostic consensus protocol, by presenting
a compiler that constructs crypto-agnostic consensus protocols with optimal resilience and

optimal efficiency. See Chapter 6 for the full details.
The results discussed in this thesis also appear in several manuscripts & publications.
1. The contents of Chapter 2 are taken from [53].
2. The contents of Chapter 3 are taken from [54].

3. The contents of Chapter 4 are taken from [55].
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4. The contents of Chapter 5 are taken from [56].

5. The contents of Chapter 6 are taken from [57].
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Chapter 2: The Latency Cost of Censorship Resistance

2.1 Introduction

The problem of censorship [58] has been a dark cloud trailing blockchain protocols since their
inception, with its shadow assailing the vast majority of deployed blockchains. In many aspects, the
problem can be traced to the monopoly power over block production which arises in leader-based
consensus protocols. Roughly, in leader-based protocols, parties take turns serving as leaders.
The leader has total control over the content of the next block of transactions. The leader-based
paradigm is highly attractive, as it allows the design of simple and concretely efficient consensus
protocols [12, 59, 15, 60, 26, 17, 61, 62, 63, 64, 16]. However, with temporary monopoly power
over the contents of a block, a leader has the ability to censor, reorder, or insert transactions of their
own to the next block, subverting fair market conditions, and extracting substantial economic value
away from the chain, a phenomenon colloquially referred to as miner extractable value (MEV).
Several proposals in the literature aim to mitigate the capability of a leader to engage in such

behavior, thus endowing protocols with some notion of censorship resistance.

Censorship resistance. When discussing censorship resistance, it would be prudent to keep in
mind the notion of a client, disjoint from the validators tasked with reaching consensus. A client
holds a transaction, and wishes to land this transaction in the chain, i.e., to have it included in
a block. A bare minimum notion of censorship-resistance is that of eventual inclusion, which
merely guarantees that the client’s transaction will eventually be included in some future block.
Such a guarantee is quite weak in practice: Most, if not all, leader-based consensus protocols in
the literature only guarantee that a transaction is included in a block once a correct leader has been

elected, which in the worst case can be f + 1 blocks in the future. Many applications require a
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stronger notion of censorship resistance. Ideally, we would like to have a guarantee that a timely
submitted transaction be included in the very next confirmed block. This strong notion is the one

we are interested in for this paper.

Definition 2.1.1 (Censorship-resistance, Informal). A consensus protocol is censorship-resistant if
for any client submitting a transaction zx at time 7, 7x is guaranteed to be included in the first block

confirmed at time > ¢, if not before.

Recent work in the literature has explored alternative design choices that obtain such a guaran-
tee, specifically those that rely on multiple includers to determine the contents of each block [65,

66, 67, 68, 69, 70, 71].

Censorship resistance vs. latency. Upon inspection, one can perhaps note that the above notion
is pointless, unless paired with some guarantee on the latency in which blocks (and hence trans-
actions) are confirmed. After all, the notion of a block is flexible, and one can always treat the
BB instances of a group of f + 1 leaders as one block, guaranteeing that all clients be included
in the instance of the correct leader, if nothing else. The worst-case latency is arguably the wrong
metric to look at, as it is Q( f) both in the multiple-includer and in leader-based approaches. A far
more interesting notion to consider in this regard is that of good-case latency, i.e., the latency to
confirmation in the case where the next leader is correct, which is the common case in practice. In-
terestingly enough, the traditional leader-based design still has an edge over the multiple-includer
approach when it comes to good-case latency. Specifically, leader-based protocols, in which the
leader has total monopoly over block contents (and thus do not guarantee the strong censorship
resistance property of Definition 2.1.1), boast good-case latency of 2 and 3 rounds, in synchrony
and partial-synchrony, respectively. This is contrasted with the multiple-includer approach, which
in its most optimized implementation to date [71], has good-case latency of 4 and 5 rounds, in
synchrony and partial-synchrony, respectively. It would be ideal if one could achieve the best of
both worlds: A protocol obtaining censorship resistance of the multiple-includer approach, with

good-case latency matching the classic leader-based approach.
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Main result. In this paper, we resolve this question in the negative. We observe a fundamental
good-case latency cost for achieving censorship resistance in consensus, morally exhibiting that a
protocol satisfying Definition 2.1.1, must have good-case latency of at least 4 and 5, in synchrony
and partial synchrony, respectively. In other words, we show that in order to provide censorship
resistance, at least two extra rounds of latency must be incurred, even in executions with a correct

leader (which is the setting where efficiency matters the most for leader-based consensus).

Theorem 2.1.1 (Main theorem, Informal). Any censorship resistant consensus protocol must have

good-case latency of 4 in synchrony, and 5 in partial synchrony.

We formalize the above statement by introducing and examining the censorship-resistant byzan-
tine broadcast (CRBB) problem, a one-shot version which distills the core functionality underlying

the multiple-includer approach.

Censorship Resistant Byzantine Broadcast. The classic formulation of the Byzantine Broad-
cast (BB) problem designates a leader £ amongst n parties, that holds an input value v, which can
be thought of as the leader’s proposed next block. How ¢ acquires/constructs its input is treated as
exogenous to the problem. To incorporate the fact that a leader’s block proposal consists of trans-
actions submitted by entities external to the protocol, we incorporate an additional type of protocol
participant: clients. In CRBB, clients hold input values, and each correct party is tasked with
outputting a set of values S. The traditional validity property of BB is replaced by the censorship
resistance property: If a client is correct, its input value must be included in the output set of cor-
rect parties. We believe that the CRBB problem formally captures the censorship resistance notion
desired in the various multiple includer blueprints existing in the literature. In particular, protocols
following the multiple includer blueprint can be cast as protocols solving the CRBB problem, and

a solution to the CRBB problem can also be adapted into a censorship-resistant blockchain.

Efficiency. At this point, the leader’s £ role might seem unclear, as it no longer has input. As we

discussed previously, however, practical protocols that adopt the multiple includer approach still
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rely on the leader for efficiency. We formally capture this by studying the decision latency of the
CRBB problem in executions in which the leader ¢ is correct. Such a latency bound is known in
the literature as good-case latency [72, 73]. A beneficial way of thinking about good-case latency
is as serving as a good proxy to the block interval in a blockchain protocol. In its most optimized
implementation [71], the multiple includer approach incurs a cost of two additional rounds to
every view of a given consensus protocol. This in particular translates to an added two rounds on
the good-case latency. For example, in synchrony, a protocol for BB with good-case latency of 2
can be turned into a CRBB protocol with good-case 4. Similarly, in partial synchrony, a protocol
with good-case latency of 3 can be turned into a CRBB protocol with good-case latency of 5.
It is natural to ask whether any protocol for CRBB must pay this added cost of two additional
rounds compared to its BB counterpart, as concrete latency is of the utmost importance to modern
blockchains, aiming to support financial applications that require settlement times in the order of

hundreds of milliseconds.

Results. Our main result in this paper is that the cost of an additional two rounds is inherent to

the CRBB problem. In particular, we prove the following.

Theorem 2.1.2 (Informal, see Theorem 2.3.1). Any protocol for CRBB in synchrony requires 4

rounds, even in executions with a correct leader.

Theorem 2.1.3 (Informal, see Theorem 2.4.1). Any protocol for CRBB in partial synchrony secure
against more than %—fraction of byzantine faults requires 5 rounds, even in executions with a correct

leader.

Furthermore, we provide complementary upper bounds, establishing the tightness of our lower

bounds result. Specifically, we prove the following.

Theorem 2.1.4 (Informal, see Theorem 2.5.3). There exists a protocol for CRBB secure in syn-
chrony against up %—fraction of byzantine faults, with decision latency of 4 in executions with a

correct leader.
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Theorem 2.1.5 (Informal, see Theorem 2.5.2). There exists a protocol for CRBB secure in partial
synchrony against up %-fraction of byzantine faults, with decision latency of 4 in executions with a

correct leader.

Theorem 2.1.6 (Informal, see Theorem 2.5.1). There exists a protocol for CRBB secure in syn-
chrony against up %—fraction of byzantine faults, with decision latency of 5 in executions with a

correct leader.

Outline of the paper. In Section 4.2, we formally describe our model that augments the tra-
ditional model of consensus with clients, we formally define the CRBB problem, the notions of
decision latency and good-case latency. In Section 2.3, we formally state and prove the 4 round
lower bound for CRBB in synchrony. In Section 2.4, we formally state and prove the 5 round
lower bound for CRBB in partial synchrony. In Section 2.5, we formally state and prove our

complementary upper bounds.

2.2 Model & Definitions

The model. We consider a permissioned setting of n validators py, ..., p,, with an established
Public Key Infrastructure (PKI). The protocol has additional parties: a set C of clients, whose size
is determined by the adversary at the beginning of the protocol and is revealed to all validators. We
assume that each client has a public/private key pair which becomes known to the validators prior
to the beginning of the protocol. We assume pair-wise communication channels between any pair

of validators and any pair of validator and client. We consider a universe / of input values.

Timing model. For simplicity, we assume that all validators have synchronized local clocks. As
we are proving lower bounds, this only serves to strengthen our results. We consider two timing
models in this work: Synchrony and partial synchrony. In synchrony, there is a globally known
A such that a message sent at time ¢ is delivered by time # + A. Whenever we discuss synchrony,

we assume that A = 1 for ease of exposition. Again, as we are proving lower bounds, this only
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strengthens our result. In partial synchrony, there is an adversarially chosen GST, such that a
message sent at time ¢ must be delivered by time max{G ST + A, t + A}. Within the bounds of these

constraints, message delivery times are to the discretion of the adversary.

Adversary. In this work, we consider two fault types: Byzantine and omission. A Byzantine
party cedes the entirety of its internal state to the adversary and is controlled by the adversary
throughout the protocol. A party suffering from an omission failure can have its incoming and
outgoing messages omitted from the network, and the party is unaware whether its messages have
been omitted. The adversary has a bird’s eye view of the incoming and outgoing messages between
parties and can arbitrarily corrupt parties of choice and omit from the network both incoming
and outgoing messages from said parties, but it has no control over the internal state of parties
experiencing omission failures. We say a party is corrupt if it suffers from either an omission fault
or a Byzantine fault. Note that the above discussion refers to parties, which include both validators
and clients.

We consider deterministic protocols. As such, a protocol II and adversary ‘A determine the
execution of the protocol, i.e., all messages sent by all correct parties at all times, the internal
states of all correct parties at any time in the protocol, the behavior of corrupt parties, and message
delivery timings. Specifically, given a protocol I1, an execution unfolds as follows: The adversary
A chooses a finite subset C C C of clients to participate in the execution and chooses their inputs
from /. The identities of the participating clients C are then revealed to all validators. For each
client ¢ € C, the adversary chooses whether or not to corrupt it and, if so, its behavior throughout
the execution. Then, A chooses a set of validators F.g C [n] to corrupt and their behavior through-
out the execution. We say that A is f-bounded if |F#| < f. Note that the adversary’s corruption

bound only counts corrupt validators, and does not count corrupt clients.

Cryptographic primitives. We use a digital signature scheme on top of our PKI setup. In this
work, we consider only computationally bounded adversaries. In particular, the adversary A can-

not forge messages on behalf of non-Byzantine parties.
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Definition 2.2.1. In the Censorship-Resistant Byzantine Broadcast (CRBB) problem there are n
validators p1, ..., pn, of which one is designated as the leader €. Furthermore, there are m clients
c1,...,cn. Bach client has an input value v; from a universe / and each validator p; produces an

output set S C I. The following properties pertain to a given protocol IT for the CRBB problem.
* Agreement. All non-faulty validators p; output the same subset S from II.

* Censorship resistance. If the network is synchronous, or if GST=0, then for all correct

clients c;, it holds that (v;)., € S.
* Termination. All correct validators eventually decide and terminate.

We say a protocol IT for the CRBB is f-secure if it satisfies all the above properties against any

f-bounded adversary.

Decision Latency. For an f-bounded adversary A and a f-secure protocol IT for CRBB, we
denote by DL # (IT) the smallest round R for which every correct validator decides (but not neces-
sarily terminates) by round R, in the presence of A. We refer to DL #(I1) as the decision latency
of IT with respect to A. For a family ¥ of f-bounded adversaries, we define the decision latency

of IT with respect to ¥ to be DL#(IT) = sup DL #(IT).
AeF

Good-Case Latency. The efficiency metric we focus on in this work is that of good-case deci-
sion latency Ty. Intuitively, this metric considers the decision latency of a protocol IT in executions
in which certain favorable conditions hold, namely ¢ being correct for CRBB and a partially syn-
chronous network happens to be synchronous. More formally, we define good-case latency as

follows.

1. CRBB in synchrony: For a value f, and an f-secure protocol IT for CRBB in synchrony,
consider the family Fyoodcase Of f-bounded adversaries A for which the leader ¢ is correct,

ie., £ ¢ F. We define the good-case latency of II to be Tye = DLy (I1).
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2. CRBB in partial synchrony: For a value f, and an f-secure protocol IT for CRBB in partial
synchrony, consider the family Fgoodcase Of f-bounded adversaries A for which the leader

¢ is correct, i.e., £ ¢ F, and GST = 0. We define the good-case latency of II to be Ty =

D Lﬁgoodcase (H) .

2.3 CRBB lower bound in synchrony

In this section, we prove the following.

Theorem 2.3.1. Any protocol T1 for the CRBB problem in synchrony that is f-secure for f > 3

must have Tge > 4.

In fact, we prove Theorem 2.3.1 by proving a lower bound for a significantly simplified ver-
sion of the CRBB problem, in which there is only a single client, for which we must guarantee

censorship resistance. We call this simplified variant the client-leader problem.

Definition 2.3.1. In the client-leader (CL) problem there are n validators, of which one is a desig-
nated leader ¢, and a single client ¢. The client has an input » € {0, 1}, and all correct validators

produce an output bit. The following properties pertain to a given protocol IT for the CL problem.
* Agreement. All correct validators output the same bit »” from IT.

* Censorship resistance. If the client ¢ is correct, and the network is synchronous or GST =

0, then b’ = b.
* Termination. All correct validators eventually terminate.

We say a protocol IT for the CL problem is f-secure if it satisfies all the above properties

against any f-bounded adversary. We establish Theorem 2.3.1 by proving the following.

Lemma 2.3.2. Any protocol 11 for the CL problem in synchrony which is f-secure for f > 3 must

have Tge > 4.
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Clearly, the client-leader problem CL is an easier than the general version of CRBB with an
arbitrary number of clients. Thus, our 4-round lower bound for CL applies to CRBB.
Before presenting the proof, we require some definitions. We first define the notion of config-

urations, and almost same configurations.

Definition 2.3.2 (Configuration). For a protocol II, an adversary A, and a round r, we define
the configuration at round r to be the tuple of internal states of all parties at the beginning of
round r in the execution induced by (I1, A). In case of partial synchrony, a configuration at round
r additionally includes the set of undelivered messages at the beginning of round r. When the

adversary is clear from the context, we denote the configuration at round r by C,.
We can now define the notion of failure free decision of a given configuration C.

Definition 2.3.3 (Failure free decision). Let IT be an f-secure protocol for CL, and let A be an
f-bounded adversary, r be a round, and C, be the induced configuration at round r by (IT, A). We
denote by FFV(C,) the failure free decision value, which is the value decided by correct validators

in the execution E for which the following holds.
e F extends C,.
* In all rounds > r, no party experiences further omissions or other faults.

For a configuration C, and a correct party p, we denote by state, (C,) the internal state of party

p in C,. Note again that a party can be either a validator or a client.

Definition 2.3.4 (Almost same configurations). Let IT be a protocol, r be a round, and let A, A’
be adversaries that induce configurations C,, C, at round r. We say that C,, C,. are almost same if

there exits a unique party p s.t. state, (C,) # state,(C;), and we call the party p the pivotal party.

Definition 2.3.5 (Almost same but failure free different (AS-FFD) configurations). If two almost
same configurations C,, C, have FFV(C,) # FFV(C/), we say they are almost same but failure

free different.

21



We are now ready to prove the following lemma.

Lemma 2.3.3. Let I1 be an f-secure protocol for CL, let r be a round and let C,, C. be two almost
same but failure free different configurations of Il at round r. Then, by corrupting (via an omission
failure) at most a single party at round r, one can extend C,, C,. into round r + 1 executions D, D,

respectively that are almost same but failure free different.

Proof. Let p be the pivotal party implied by C,, C;. being almost same. Consider the configuration
D41 (D, ) thatextends C, (Cy) in which party p experiences an omission failure at the beginning
of round r, and sends no messages to any party (except itself) in that round. The rest of the

parties experience no faults. Note that D4, D], are almost same round r + 1 configurations,

+1

with p being the pivotal party. If FFV(D,,;) = FFV(C,) and FFV(D’_,) = FFV(C)) then
FEV(D,+1) # FFV(D ) and the proof is concluded.

Otherwise, assume w.l.o.g. that FFV(D,,;) # FFV(C,). Consider now the round r + 1 con-
figurations C,[i] for i € [n], where C,[{] is obtained by omission failing party p at round
r, and having p send its round r message to the parties p, pi,...p; with pg = p, and omitting
the messages for the rest. Observe that C,.;[0] = D,;;. Observe further that C,,{[n — 1] is the
I-round extension of the failure free extension of C,. Thus FFV(C,,1[0]) # FFV(Cy4+1[n — 1]).
Thus, there exists i € [n—2] s.t. FFV(C,41[i]) # FFV(C,41[i + 1)]. Note that for all j € [n — 2],
Ci+11J], Cre1lj + 1] are almost same, as all parties receive the same set of messages except for
pj+1. Thus we have that C,,[i], Cr41[i + 1] are round r + 1 executions that are almost same but

failure free different. This concludes the proof. O
Next, we prove the following.

Lemma 2.3.4. Let I1 be an f-secure protocol for CL, let r be a round and let C,, C,. be two almost
same but failure free different configurations of 11 at round r. Suppose further that C,,C, are
reachable via corrupting at most t < f parties. Then, there exists an execution of I1 in which not

all correct validators decide by round r + 1.
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Proof. Let p be the pivotal party implied by C,, C;. being almost same. Let b be the value decided
by correct validators in round r+ 1 in which p has all of its outgoing round r messages omitted (that
requires corrupting party p, if it was not already corrupted). Assume w.l.o.g. that b # FFV(C,).
Let j be some correct validator and consider the extension of C, in which p delivers its round
r message to j, and has its messages omitted to all other parties. From j’s point of view, this
is indistinguishable from the failure free extension of C,, and so it decides FFV(C,). From the
point of view of all other correct parties (there is at least one such party due to the assumption that
f < n—1), this is indistinguishable from the extension of C, in which p has all of its outgoing
round r messages omitted, and so they decide b. Hence, an agreement violation occurs. This

concludes the proof. O
We now tend to proving our main theorem.

Proof of Theorem 2.3.1. Let II be a protocol for CL, and assume towards a contradiction that it
has good-case latency of Tyc < 3. Denote the parties by c,?, p1,..., p,—1. Consider the round-
two configuration D°, D! (i.e., the states of all players after the delivery of round-one messages)
where in D? the client ¢ has input b and experiences an omission failure at round 1 and has
all of its outgoing messages be omitted for that round. If FFV(D?) # FFV(D!) then we have
obtained a pair of round-two configurations which are AS-FFD with the pivotal party being the
client. Otherwise, w.l.o.g. let 0 = FFV(D?) be the decided value in the failure free extension of
DO. Consider now the round-two configurations Dy, ..., D,_> in which the following holds for

ie{0,1,...,n-2}:
* ¢ has input 1. All round-one messages by all parties except for ¢ are delivered without fault.
* ¢’s outgoing message to ¢, if any, is omitted.
* ¢ delivers its round-one message to py, ... p;, and has it omitted for the remaining parties.

Note that the failure free extension of D,,_5, from the point of view of every party in {p1, ..., pp-2},

is indistinguishable from the failure free extension of the following round 1 configuration D’.
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Figure 2.1: The critical path of the AS-FFD pairs of configuration realizing the proof of Theo-
rem 2.3.1. From top to bottom we have the pair of round 1 AS-FFD configurations Co, C|j with
pivotal party being the client c¢. Followed by the pair of round 2 AS-FFD configurations C5, C
with pivotal party p; # ¢, and the pair of round 3 AS-FFD configurations C3, C; with pivotal party
¢. The proof then concludes by corrupting ¢ and letting it equivocate to a particular victim validator
Pz
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* ¢ is correct and has input 1. All round-one messages by all parties are delivered, except for

the message, if any, from c to £, which we omit via an incoming omission failure to £.

From censorship resistance, we have that FFV(D’) = 1. From the above indistinguishability
argument we get that FFV(D,,.») = FFV(D’). Thus we have that 0 = FFV(Dg) # FFV(D,,) =
1. Thus there exists i € {0, ...,n—3} suchthat FFV(D;) # FFV(D,,). Further note that D;, D,
are almost same, as only the state of p; is different between the configurations. By construction of
Dy, ...,D,_», we have that p; # s. We have thus obtained, with the use of an omission failure on
the client ¢, a pair of round two configurations D;, D;;; that are AS-FFD, in which the pivotal party
is not the leader €. Invoking Lemma 2.3.3, we obtain, with the use of at most a single additional
omission failure on p;, a pair of round three configurations E, E” that are AS-FFD. Denote by p

the pivotal party exhibited by E, E’. There are two cases.

e p; # €. Then invoking Lemma 2.3.4 on E, E’, which are a pair round three configurations,
we get that by corrupting p; one can exhibit an execution, extending either E or E’, in which
a correct party does not decide by the end of round three. This contradicts the good case
latency Ty < 3 assumption, as E, E” are configurations reachable by only corrupting ¢ and
pi, neither of which is £. As p; # ¢, corrupting p; keeps ¢ correct, and thus all correct

validators must decide after 3 rounds, contradicting Lemma 2.3.4.

e p; = {. Here we make use of a Byzantine fault, and corrupt £ with a Byzantine fault.
Consider configurations E, E’. By the construction in Lemma 2.3.3, they differ from one
another on whether ¢ received its round two message from p;. Consider configuration E and

let p, be some correct validator in E. We now have ¢ do the following.

— Send a round three message to p. as in the failure free extension of E’, i.e. as if ¢ did

not hear the round two message of p;.

— To all other correct parties, send a round three message as in the failure free extension

of E.
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From p.’s point of view, the execution is indistinguishable from the failure free extension
of E’, and thus, since E’ has ¢ being correct, p, decides FFV(E’) at the end of round three
by the good-case latency Ty < 3 assumption. From the point of view of all other correct
validators, the execution is indistinguishable from the failure free extension of E. Since ¢ is
correct in E, all other correct validators decide, by the good-case latency T, < 3 assumption,
the value FFV(E) by the end of round three. This is a violation of agreement as FFV(E) #
FFV(E’). This concludes the proof.

2.4 CRBB lower bound in partial synchrony

In this section, we prove the following theorem.

Theorem 2.4.1. Any protocol 11 for the CRBB problem in partial synchrony which is f-secure for

5f = n+ 6 must have good case latency at least Tge > 5.

In a similar fashion to Section 2.3, we establish Theorem 2.4.1 via a lower bound on the CL

problem. Specifically, we prove the following.

Lemma 2.4.2. Any protocol 11 for the CL problem in partial synchrony which is f-secure for

5f = n+ 6 must have good case latency at least Tge > 5.

The intuition. A priori, it would be tempting to follow the same approach as in Theorem 2.3.1,
by identifying a pivotal party in a pair of almost same but failure free different (AS-FFD) pairs of
executions for each round, and carefully arguing that the leader isn’t the pivotal party in the earlier
rounds of this argument. Specifically, we observed in the proof of Theorem 2.3.1, that even in
synchrony, one can construct round 0 and 1 configurations Cj, C6, Ci, Ci which are AS-FFD, and
in which the pivotal party is not £. However, this argument cannot be extended to round 2, and
indeed, arguably any protocol worth its salt must rely on the leader for early deciding as heavily

as possible. In Theorem 2.3.1, one can deal with the case of £ being pivotal thanks to the fact that
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there is a single round left prior to the early deciding condition kicking in. As such, corrupting
¢ and letting it equivocate causes an agreement violation. This approach fails when a 5-round
lower bound is desired, as after the equivocation, there is still an additional round left, in which
parties can detect £’s misbehavior, thus relinquishing the early deciding path. At this point, we take
inspiration from the work of [72], which shows early deciding with just a leader requires 3 rounds
in partial synchrony and in the presence of 5f > n byzantine faults. We adapt and generalize their
tools in order to make them applicable to our setting, in which the leader ¢ is the pivotal party for
the round 2 AS-FFD configurations, allowing us to show that at least 3 rounds are required from

that position.

Proof of Theorem 2.4.1. Let Il be an f-secure protocol for CL in partial synchrony with 5 —6 > n
and assume towards a contradiction that it has good case latency of Ty < 4. Denote the parties
by ¢,?, p1,...,pn—1. Denote the round two configurations DY D' (i.e. the states of all parties
after the delivery of all non delayed round one messages) where D? results from omitting all of
the client’s round 1 messages when the client has input b, and delivering all other messages within
A time. If FFV(D?) # FFV(D!)!, then we have identified two AS-FFD round two configurations
with the pivotal party being the client. Otherwise, assume w.l.o.g. that FFV(D') = 0 and denote
D' = D. Consider now the round two configurations Dy, ... D,_; in which the following holds

fori €{0,...,n—1}:

GST is chosen to be sufficiently large.

* ¢ has input 1. All round one messages by all parties except for ¢ are delivered without fault

within A time.

* ¢’s outgoing message to £, if any, is omitted.

¢ has its round 1 messages to py, ..., p; delivered within A time and the messages to the

remaining parties are omitted.

I'The failure free extension refers to the extension in which no further messages are delayed and no party gets
corrupted
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Figure 2.2: Pictorial representation of the critical path of configurations and executions defined
during the proof of Theorem 2.4.1. From top to bottom: The pair of round 1 AS-FFD configu-
rations Cy, C] with pivotal party being the client c. Followed by the pair of round two AS-FFD
configurations C;, C; with pivotal party p; # ¢. From here, an invocation Lemma 2.3.3 provides
a pair of round three AS-FFD configurations C3, Cj, for which the interesting case is the one with
¢ being pivotal. What follows is the description of seven executions that extend either C3 or C7.
The rectangles labeled V, W, X, Y, Z represent the partition of parties into five sets as in the proof.
Black arrows between two sets indicate correct delivery of round three messages in the direction
of the arrow, and delivery of no further messages, via network delays or omission failures for
correct and corrupt parties, respectively. Blue and green arrows indicate correct behavior as in
FF(C3), FF(CY), respectively. A dashed red arrow indicates delay or omission of all messages
from round three onwards.
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Note that Do = D. Note further that the failure free extension of D,_1, from the point of view
of every party in p1, ..., py—1, is indistinguishable from the failure free extension of the following

round 1 configuration D’.
* GST=0.

* ¢ has input 1. All messages by all parties are delivered in a timely manner, except for

messages, if any, from ¢ to ¢, which we omit via an omission failure on ¢.

From censorship resistance, we have that FFV(D’) = 1. From the above indistinguishability
argument, we further get that FFV(D,_;) = FFV(D’). We can conclude that 0 = FFV(D) #
FFV(D,_1) = 1. Thus there exists i € {0,...,n — 2} such that FFV(D;) # FFV(D;,). Further
note that D;, D;y are almost same, as only the state of p; is different between the configurations.
By construction of Dy, ..., D,_1, we have that p; # €. We have thus obtained, using an omission
failure on ¢, two round two configurations D;, D;;; which are AS-FFD, in which the pivotal party
is not the leader £. Invoking Lemma 2.3.3 we obtain, with only omitting round two messages of p;,
two round three configurations C3, C; which are almost AS-FFD with pivotal party p;. We now

fork into two cases.

e p; # L. This is the easy case. We invoke Lemma 2.3.3 again, using only an omission on p;’s
messages to obtain two round four configurations F', F’ which are AS-FFD with pivotal party
Pk. Whether p; = € or not, the proof is then concluded using the same two case analysis as

in Theorem 2.3.1.

e p; = {. This is the more complicated case, for which we leverage simulation based indistin-

guishability arguments. We continue below.

2.4.1 The p; = € case.

So far, we have obtained a pair of round three configurations C3, C} that are AS-FFD in which

the pivotal party is the leader ¢. Recall that we arrived at these configurations by omitting some
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round one messages of the client ¢, and some round two messages of another party p; # . Beyond
that, all other round one and round two messages were delivered in a timely manner.
Let us now partition the parties, apart from ¢, p;, c, into five sets V., W, X, Y, Z s.t. |V| = |Z| =

f-LIWl=[X]=Y]=f-2.

* Consider first the following execution G;. From configuration C3, corrupt the f — 1 par-
ties of Z. The parties in Z send no further messages apart from round three messages to
V,W.,Y,{, p;. In particular, the parties in X do not hear from the parties in Z from round 3
onward. All other parties experience no further faults, and all their messages are delivered

in a timely manner.

Denote by D(G) the decision value of this execution, note that G| can be obtained via cor-
rupting at most f* validators (p; and all the parties in Z, recall that ¢ is a client) with GST= 0.
Thus by the good-case latency Ty < 4 assumption, all correct validators (V, W, X, Y, () decide a
value after at most 2 rounds after configuration C3. Assume w.l.0.g. that FFV(C3) = 1 (and hence

FFV(C}) = 0). There are now two cases depending on D(G).

D(G1) =0 # FFV(C3).

The intuition. A priori, this case might seem precarious. After all, we only have guarantees on
the decision values of failure free extensions, namely FF(C3), FF(CY). But G is far from failure
free. On closer inspection, however, one might notice that G differs from FF(C3) by de-facto
omission failing the parties in Z. If such a deviation causes the decision value differ in FF(C3) and
G, then intuitively, some pivotal change is happening as the parties of Z experience an omission
failure. Formally identifying and capturing this pivotal change allows us to move the proof forward
by exhibiting a pair of round 4 configurations which are AS-FFD without corrupting the leader €.
From that point, as there is only a single round left, the proof can be concluded in a similar fashion

to Theorem 2.3.1. With that, we proceed to the formal treatment of the case FFV(C3) # D(Gy).

Consider the following family of executions G, i € [f].

30



. G"1 is constructed as follows: From configuration Cs, consider the first i of the f — 1 parties
of Z, denote this set by Z;. The parties in Z; have their round three messages omitted apart
from messages to V,W.,Y, ¢, c, p;. All other parties in Z experience no faults. In other
words, all parties in Z; experience an omission failure towards the parties in X in round 3,

and experience no other faults.

Observe that G(l) = FF(C3) and D(G(l)) = FFV(C3) as no party experiences any faults. The proof
now again splits into two cases, depending on whether D(G{_l) # D(Gy), or D(G{_l) # D(G(l)),
note that one of the two must hold as FFV(C3) # D(G)).

If D(G{ _1) # D(G1), then we note that the round 4 configuration of G{ i, by definition of
G{ _1, identical to the round 4 configuration of G;. We thus obtain two executions, G{ _1, G with
different decision values, and in both of which ¢ remains correct throughout the execution, thus all
correct validators decide at the end of the fourth round.

To not introduce overbearing notation, let us rename G{ _1, G, to G, G, respectively.

We can now define the following series of executions G',i € {0, ..., f — 1}.

e G'is defined as follows. From G, consider the first i parties of Z, denoted by Z;, and omit all
their outgoing messages in round 4. All other round 4 and onwards messages are delivered

without fault.

Note that G = G, and G/! up to the end of round 4, is identical to G’. Since in both of
G’, G/7! the leader ¢ remains correct, we have that all parties decide at the end of round 4, and
thus D(G/~!) = D(G’). Combined, we have that D(G?) = D(G) # D(G’) = D(G/~!), and we
in particular get that D(G") # D(G/~!). Which then implies that there exists i € {0,..., f — 2}
s.t. D(G") # D(G™). Note now that both G, G'*! are executions in which at most f parties are
corrupted (p; and at most f — 1 parties of Z, recall that c is a client), and in particular, the leader £
isn’t corrupted, and thus in both configurations all correct parties decide at the end of round 4, i.e.
with no additional communication. Note that the difference between G', G'*! is whether the i + 1-

th party in Z, denoted by z;;+; has its round 4 messages omitted. As such, by omitting all of z;4;’s
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round 4 messages except for the message sent to an arbitrarily chosen correct victim validator p*
we obtain an agreement violation, as p* decides according to G', while the rest of the validators
decide according to G**!. This concludes the case of D(G{ _1) #D(G)).

We are thus left with the case that D(G{ _l) # D(G(l)). Which allows us to deduce that there
exists j € {0,..., f —2} s.t. D(G{) # D(G{H). The difference between G{” and G{ is whether
the j + 1-th party in Z, denoted by z;, delivered its round 3 messages to X or had none of these
delivered to any party in X. In an identical fashion to Lemma 2.3.3, we can interpolate between
G‘{ *!and G‘{ via | X| executions in depending on how many parties in X hear the round 3 message
of z;41. This allows us to obtain AS-FFD round 4 configurations H, H’ in which the pivotal party

is g € X. From here, we can conclude the proof via Lemma 2.3.4 (and corrupting ¢q).

D(G,) = 1 = FFV(C3)

The previous section (Section 2.4.1) handled the case where FFV (G ) # D(G). In this section
we deal with the case that FFV(C3) = D(G). Assuming this equality, we have that 1 = D(G)).
This is the case in which the proof proceeds in the spirit of the argument in [72]. We now define

4 additional executions G,, G3, G4, G5, each extending either C3 or Cg. Let us begin with Gs.

* G5 is defined as follows. From configuration C%, corrupt the f —1 parties of V. The parties in
V send no further messages apart from round three messages to W, Y, Z, £, p;. In particular,
the parties in X do not hear from the parties in V from round 3 onward. All other parties

experience no further faults, and all their messages are delivered in a timely manner.

By a symmetric argument to the above case of G|, we can conclude the proof if D(Gs) #

FFV(C}). This leaves us with the case that D(Gs) = FFV(C}) = 0. Next, we describe G3.

* We corrupt the leader £. It behaves in round three and four to the parties in V, W as in the
failure free extension of C3, and to the parties in Y, Z as in the failure free extension of Cg.
Note that this is well defined behavior, as the honest behavior of the leader in round four is a

function of its state and the received messages in round 3, and the latter is identical in both
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C3, C as these configurations are AS-FFD with ¢ being pivotal. The f — 2 parties in X are
also corrupt, and crash after delivering all of their round three messages to all other correct

parties (V,W,Y, Z).

By Agreement and termination, eventually all correct validators (V,W,Y, Z) decide a value.

Next, we describe G».

» GST is sufficiently large. We corrupt the leader €. The leader behaves as in the failure free
extension of C3 to V, W, X, and as in the failure free extension of C} to Z. The f — 2 parties
in Y are corrupted, they behave to X as in the failure free extension of C3, and to all other
parties as in the failure free extension of C}. X deliver their round three messages without
fault, but the rest of their messages are delayed until after GST. All round three and on-wards

messages from Z to X are delayed until after GST.

Note that in G, the parties in X, by the end of the fourth round, can not distinguish between
G1, G2, and thus by the end of round 4 all validators in X decide as in FFV(C3), i.e. 1. Finally, we

describe Gg4.

» GST is sufficiently large. We corrupt the leader ¢, the leader behaves as in the failure free
extension of Cé to X,Y,Z, and as in the failure free extension of C3 to V. The f — 2 parties
in W are corrupted, they behave to X as in the failure free extension of C;, and to all other
parties as in the failure free extension of C3. X deliver their round three messages without
fault, but the rest of their messages are delayed until after GST. All round three messages

and on-wards from V to X are delayed until after GST.

Note that in G4, the validators in X, by the end of the fourth round, can not distinguish between
G4, Gs, and thus by the end of round 4 all validators in X decide FFV(Cé), i.e. 0. Now notice
that before GST, the validators in V, Z can not distinguish between executions G;, G3. Thus by
choosing GST to be sufficiently large, we get that the validators in V, Z decide the same value

in both G,, G3. Since X output 1 in G,, agreement implies that V, Z decide 1 in both G, G3.
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A symmetric argument shows that V, Z decide the same value in both G3,G4. This leads to a
contradiction since we established that X decides O in G4, and thus V, Z decide 0 in G4 and thus
also in G3, leading to a contradiction.

Note finally that in all the considered executions G, G2, G3, G4, G5 and the intermediate exe-
cutions between the pair FF(C3), G and the intermediate executions between the pair G5, FF(CY),
we corrupt at most f validators. The total number of validators in our construction is ¢, p; and the
sizesof VW, X,Y,Z,thusn =2+ 2(f - 1)+ 3(f —2) =5f — 6, as required. This concludes the

proof.

2.5 Protocols for synchrony and partial synchrony

In this section, we provide complementary upper bounds to our lower bound results in Theo-
rem 2.3.1, and Theorem 2.4.1. Our protocols for CRBB are essentially a simplified version of the
Multiple Concurrent Proposer [71] framework, adapted to the CRBB problem. More formally, we

prove the following theorems.

Theorem 2.5.1. Let f,n such that 3f < n. Then, there exists an f-secure protocol I1 for CRBB

in partial synchrony with good-case latency Tyc = 5.

Theorem 2.5.2. Let f,n such that 5f < n. Then, there exists an f-secure protocol 11 for CRBB

in partial synchrony with good-case latency Ty. = 4.

Theorem 2.5.3. Let f,n such that 2f < n. Then, there exists an f-secure protocol T1 for CRBB

in synchrony with good-case latency Ty = 4.

In all protocols we present in this section, we make use of a blackbox BA protocol which we
denote by IIga. [1ga satisfies the standard agreement, termination, and validity properties, but need
not have any round complexity guarantees. In our partial synchrony results, it can be instantiated

n

by the protocol of [15], which is f-secure for any f < Z. In our synchrony result, it can be

instantiated by the protocol of [74], which is f-secure for any f < 5.
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Protocol 1: IIcRrpB 5

Instructions below are for validator p, unless explicitly stated otherwise (i.e. for clients).
Denote by C the set of participating clients. Each correct client ¢ has an input v.. Each

validator p initializes a vector o, of length m = |C], initialized to L™.
1. Upon init: Each client ¢ multicasts (echo, v.).. Each validator p starts a local timer 7).

2. Upon T, = A: Let E, be the set of all echo messages received from clients. Multicast

(report, E ) p.

3. Upon receiving n — f report messages: Let C,, be the set of echo messages, received either

directly or via a report messages, of all clients ¢ for which the following holds.

* p detected no equivocation from c, i.e. p did not observe two echo messages from c¢ for

2 different values.

* An echo message from ¢ appears in n — f of the report messages received by p.

Denote by £, be the set of all echo messages received from clients which appeared in at least
f + 1 report messages, including at most one echo message from each client, and breaking

ties arbitrarily. If p = £: Multicast (propose, £, ),.

4. Upon receiving propose message from ¢ or T, = 3A: If received propose message from ¢,

and C), C E;, multicast (vote, E;),. Else, multicast (vote, L),.

5. Wait until at least T = 4A, and Upon receiving n — f vote messages: If received
n — f vote messages for some set E;, denote them by C(vote,E;), and multicast

(vote2, E,,C(vote, E})) . Else, multicast (vote2, L),.
6. Upon receiving n — f vote2 messages:

(a) Early deciding condition: If received n— f valid vote2 messages for some set £, then

decide E;. Set o), « Ej.

(b) Else, if received at least one valid vote2 message for £}, set 0, < Ej.
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(c) Else, seto, «— Cp.

Run m parallel instances of BA using Ilga, each with a unique instance id, with input to
instance i being o, [i]. Decide the vector of outputs of the BA instances, if didn’t decide

before, and halt.

Proof of Theorem 2.5.1. Let f,n such that 3 f < n. Our protocol is given in IIcrgp 5. Termination
is clear by the termination property of Ilga, as all validators halt once they terminate all m Ilgp

instances, and due to the timeout in step 4 of I[Icrgg 5. We next tend to agreement.

Claim 2.5.4. IlcRpp 5 satisfies agreement against any f-bounded adversary.

Proof. There are two cases. Either there exists a correct validator that decides by the early deciding
condition, or not. The latter case is easy to handle, as then all correct validators decide by the
output vector of the m instances of BA, for which agreement is guaranteed due to the agreement
property of IIga. Otherwise, suppose some correct validator p decides a set S via the early deciding
condition. A quorum intersection argument (n — 2f > f) implies that no correct validator can
decide any other set via the early deciding condition. By protocol behavior, we have that if p
decided a set S, then it received n— f valid vote2 messages for S. This implies that all other correct
validators received at least one valid vote2 message for S upon triggering step 6 of Ilcgpg 5. Note
further, that a quorum intersection on the vote messages allows us to deduce that no valid vote2
message can exist for any other set §’, as such a message must include a certificate of n — f vote
messages for §’. As such, we have that all correct validators g set their local vector variable o, to
be the indicator vector of S. This triggers the validity property of each of the m instances of Ilga,

which implies that all correct validators decide S, as required. O

Finally, we tend to censorship resistance and good-case latency.

Claim 2.5.5. IlgRrpp 5 satisfies censorship-resistance against any f-bounded adversary. Further-

more, IIcrB 5 has good-case latency of Tge = 5.
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Proof. Let c be a correct client with input value u, and assume GST = 0, then by the behavior
of the protocol, all correct validators p have (echo,u). € C,. This in particular implies that a
set E7, proposed by the leader can obtain a certificate of n — f vote messages only if it contains
(echo, u).. Furthermore, this implies that all correct validators set 0, [c] = u in step 6 of IIcrgg s,
and so, by the validity property of IIga, u € S where § is the decided set of correct validators.
For good-case latency, assume ¢ is correct, and GST = 0. The crucial observation is that for any
correct validator p, if ¢ € C,, then £ has seen f + 1 report messages that contain an echo from ¢
for exactly one value, as otherwise, GST = 0 would imply that all correct validators have seen an
equivocation from ¢, and so ¢ ¢ C, for any correct validator p. As such, the leader’s £} passes the
Cp C E; check of all correct validators p, and so they all cast both vote and vote2 messages for

E 2, as GST = 0, and so all correct validators decide E 2 after 5 rounds. |

This concludes the proof of Theorem 2.5.1

4 Protocol 2: TIcRrpg 4

Setup. Each correct client ¢ has an input v.. Instructions for validator p, unless explicitly
stated otherwise (i.e. instruction for client). Denote by C the number of participating clients.

Each part initializes a vector o, of length m = |C], initialized to L.
1. Upon init: Each client ¢ multicasts (echo, v.).. Each validator p stars a local timer 7),.

2. Upon T, = A: Let E, be the set of all echo messages received from clients. Multicast

(report, Ep) .

3. Upon receiving n — f report messages: Let C), be the set of echo messages of all clients ¢

for which the following holds.

* p detected no equivocation from ¢, p did not observe two echo messages from ¢ for 2

different values.

» An echo message from ¢ appears in n — f of the report messages received by p.
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Denote by E7, be the set of all echo messages received from clients which appeared in at least
f + 1 report messages, including at most one echo message from each client, and breaking

ties arbitrarily. If p = £: Multicast (propose, £} ),.

4. Upon receiving propose message from ¢ or T, = 3A: If received propose message from ¢,

and C,, C E, multicast (vote, E;) . Else, multicast (vote, L),.
5. Upon receiving n — f vote messages:
(a) Early deciding condition: If received n— f vote messages for some set E/, then decide
Ej and seto), < Ej.

(b) Else, if received n — 3 f vote messages for some E, then set 0, < Ej, breaking ties

arbitrarily.
(c) Else, seto, «— Cp.
Run m parallel instances of BA using I1ga, each with a unique session id, with input to instance

i being o, [i]. Decide the vector of outputs of the BA instances, if didn’t decide before, and

halt.

Proof of Theorem 2.5.2. Let f,n such that 5f < n. Our protocol is given in IIcrgp 4. Termination
is clear by the termination property of Ilga, as all validators halt once they terminate all m Ilgp

instances, and due to the timeout in step 4 of IIcrgg 4. We next tend to agreement.

Claim 2.5.6. IlcRrpp 4 satisfies agreement against any f-bounded adversary.

Proof. There are two cases. Either there exists a correct validator that decides by the early deciding
condition, or not. The latter case is easy to handle, as then all correct validators decide by the
output vector of the m instances of BA, for which agreement is guaranteed due to the agreement
property of IIga. Otherwise, suppose some correct validator p decides a set S via the early deciding
condition. A quorum intersection argument (n — 2f > 3f > f) implies that no correct validator

can decide any other set via the early deciding condition. By protocol behavior, we have that if
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p decided a set S, then it received n — f vote messages for S, this implies that all other correct
validators received at least n — 3 f vote message for S. Note further that a quorum intersection
argument (n — 4f > f) implies that no correct validator received n — 3 f vote messages for any
other set. This implies that upon triggering step 5 of Ilgrpp 4, all correct validators g set their
local variable ¢ to be the indicator vector of S. This triggers the validity property of each of the m

instances of IIga, which implies that all correct validators decide S, as required. O

Finally, we tend to censorship resistance and good-case latency.

Claim 2.5.7. IlgRrgp 4 satisfies censorship-resistance against any f-bounded adversary. Further-

more, Ilcrpp 4 has good-case latency of Toc = 4.

Proof. Let c be a correct client with input value u, and assume GST = 0, then by the behavior of
the protocol, all correct validators p have (echo,u). € C,. This in particular implies that a set
E7, proposed by the leader can obtain n — 3 f vote messages only if it contains (€cho, u).. Thus,
in step 5 of Ilcrpp 4, all correct validators set 0, [c] = u, regardless of the triggered condition.
By the validity property of Ilga, we thus have that u € S, where S is the decided set of correct
validators. For good-case latency, assume ¢ is correct, and GST = 0. Observe that for any correct
validator p, if a client ¢ € Cp, then £ has seen at least f + 1 report messages that contain an echo
from c for exactly one value, as otherwise, GST = 0 implies that all correct validators have seen
an equivocation from c, and so ¢ ¢ C, for any correct validator p. As such, the leader’s proposal
E7, passed the C,, C E, check of all correct validators p, and so they all cast vote messages for E7.
Since GST = 0, this implies that all correct validators see n — f vote messages for E/, and thus

decide after 4 rounds. O

This concludes the proof of Theorem 2.5.2. O

Protocol 3: IIcRrBB 4,5ync

Setup. Each correct client ¢ has an input v.. Instructions for validator p, unless explicitly

stated otherwise (i.e. instruction for client). Denote by C the number of participating clients.
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Each part initializes a vector o, of length m = |C|, initialized to L.
1. Round ¢ = 0: Each client ¢ multicasts (€cho, v.)..

2. Round t = A: Let E,, be a set of all echo messages received from clients. Multicast

(report, E,) .

3. Round ¢ = 2A: Let C,, be the set of echo messages of all clients ¢ for which the following

holds.

* p detected no equivocation from ¢, p did not observe two echo messages from ¢ for 2

different values.

* An echo message from ¢ appears in n — f of the report messages received by p.

Denote by E7, be the set of all echo messages received from clients which appeared in at least
one report messages, including at most one echo message from each client, and breaking ties

arbitrarily. If p = £: Multicast (propose, E7),.

4. Round 7 = 3A: If received propose message from ¢, and for every client ¢ € Cp,, E;, contains

an echo message from ¢, multicast (vote, E7) . Else, multicast (vote, L),.

5. Round ¢ = 4A: Early deciding condition: If received n — f vote messages for some set £,
and detected no equivocation from ¢: Decide E;, and set 0, < E;. Denote by V), a certificate

of the n — f vote messages for E7, multicast (decide, E}, V).

6. Round ¢ > 5A: If received a valid decide message for some E/, then set 0, < E}, breaking
ties arbitrarily. Else, set 0, <~ C,. Run m parallel instances of BA using I1ga, each with a
unique session id, commencing at round ¢ = 5A, with input to instance i being o0, [i]. Decide

the vector of outputs of the BA instances, if didn’t decide before, and halt.

Proof of Theorem 2.5.3. Let f,n such that 2 f < n. Our protocol is given in IIcreg 4,5ync. Termi-
nation is clear by the termination property of Ilga, as all validators halt once they terminate all m

[1gp instances. We next tend to agreement.
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Claim 2.5.8. TIcRBB 4,5ync satisfies agreement against any f-bounded adversary.

Proof. There are two cases. Either there exists a correct validator that decides by the early deciding
condition, or not. The latter case is easy to handle, as then all correct validators decide by the
output vector of the m instances of BA, for which agreement is guaranteed due to the agreement
property of IIga. Otherwise, suppose some correct validator p decides a set S via the early deciding
condition. By the behavior of the protocol, we have that p received n — f valid vote messages for
S, and detected no equivocation from ¢. In particular, this implies that no correct validator send
a vote message for any other set S” # S, as that would reveal to p an equivocation from ¢ in its
propose message. This implies that for any set §” # S. Any other correct validator g received at
most f < n — f valid vote messages for §’, thus the only set a correct validator can decide via the
early deciding condition is S. Furthermore, as there are at most f < n — f valid vote messages for
any set " # S, this implies that in round ¢ = 5A, all correct validators g set o, < S, as they receive
a valid decide message from p for S, and cant receive a valid (i.e. a decide message containing
a vote certificate) for any other set S* # S. This triggers the validity property of each of the m

instances of IIga, which implies that all correct validators decide S, as required. O

Finally, we tend to censorship resistance and good-case latency.

Claim 2.5.9. TIcRrgB 4,sync satisfies censorship resistance against any f-bounded adversary, Fur-

thermore, 11cRBB 4,sync has good-case latency of Ty. = 4.

Proof. Let c be a correct client with input value . Then by the behavior of the protocol, all correct
validators p have (echo, u). € C,. This in particular implies that a set £ proposed by the leader
can obtain n — f vote messages only if it contains {€cho, u).. Thus, any valid decide message
for a set §” received by a correct validator at round ¢ = 5A must contain (echo, u)., and so all
correct validators set 0, [c] = u. By the validity property of Ilga, we thus have that u € S, where
S is the set decided by correct validators. For good-case latency, assume ¢ is correct. Observe that
for any correct validator p, if a client ¢ € C,, then £ has seen an echo message from c as it was

included in at least one report message of a correct validator. This implies, by the instructions of
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IIcRrBB.4,5ync In round ¢ = 2A, that £ includes an echo message from c in its proposed set E ;- As
this holds for any client ¢ € C, for all correct validators p, we have that all correct validators at
round ¢t = 3A, cast a vote message for E, and so all correct validators at round r = 4A see n — f
valid vote messages for E/, and detect no equivocation from £. Thus all correct validators decide

E 2, after 4 rounds, as required. m]

This concludes the proof of Theorem 2.5.3. O
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Chapter 3: Good-case Latency of Sleepy Consensus

3.1 Introduction

The Byzantine consensus problems [75], such as Byzantine broadcast and Byzantine agree-
ment, are among the most fundamental and well-studied problems in cryptography and distributed
computing. The recent surge of cryptocurrencies and blockchain systems has rekindled interest in
these problems, and also drawn the community’s attention to unconventional system models that
were overlooked in the decades of prior research.

One of the most prominent and striking features of the celebrated Nakamoto consensus pro-
tocol [76, 77] is that it allows correct parties to participate intermittently in the protocol. At any
time, only a (possibly tiny) fraction of correct parties are actively following the protocol. The rest
of the correct parties are in an inactive (or crashed) state. Furthermore, correct parties can transi-
tion between active and inactive states at any time without prior notice, and they do not know for
sure how many other parties are actively participating in the protocol at any time. A variant of this
model (without reliance on proof-of-work) is formalized by Pass and Shi as the sleepy model [43],
also interchangeably called the dynamic participation model." In contrast, we refer to the tradi-
tional model where all correct parties are always active as the static participation model. Note
that a variant of the CAP theorem [78, 79, 80] shows that a synchronous network is necessary for
sleepy consensus, so we assume synchrony throughout this paper. The sleepy model is employed
by leading blockchains such as Ethereum and Cardano [80, 81, 82, 83]. A line of recent works has
designed sleepy Byzantine consensus protocols that match static participation protocols in many

aspects. Sleepy Byzantine consensus protocols can tolerate minority Byzantine faults [82, 43, 84,

"Importantly, the unexpected temporary crash faults (what “dynamic participation” refers to) in the sleepy model is
not to be confused with scheduled reconfiguration of the membership set of parties operating the protocol (also called
“stake shift” in the context of proof-of-stake blockchains). No reconfiguration of the set of operating parties takes
place throughout this paper.
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85, 86, 87, 88, 81, 89, 90, 91], which is the same corruption threshold in the static model. Protocols
in the sleepy model have also achieved expected constant rounds [85, 92, 86, 87, 88, 89, 90], again
matching the static participation model.

In this paper, we focus on the good-case latency T, measured in rounds of communication.
For the Byzantine broadcast problem, the “good case” refers to the case where the designated
sender is correct, while for Byzantine agreement, it refers to the case where all parties have the
same input value. In addition to a certain latency requirement in the good case, the protocols are
required to satisfy the usual consensus desiderata (termination, agreement, validity; see Defini-
tions 3.2.1 and 6.2.1) even when the good-case conditions are not met. The good-case latency is a
metric well-motivated by practical considerations. Most deployed consensus protocols have parties
rotate to serve as the leader, who proposes a value (a block) for other parties to agree on. Because
there are mechanisms to reward or penalize the leader based on its actions, the vast majority of
leaders behave correctly. We thus would like the consensus protocol to be as fast as possible under
a correct leader.

Note that no Byzantine broadcast protocol can hope to achieve latency Ty < 1, even in the good
case, for the straightforward reason that it leaves correct parties no time to reconcile (or even detect)
equivocating values they may have received from a Byzantine leader in the first communication
round. Similarly, no Byzantine agreement protocol can hope to achieve good-case latency Tge = 0,
for the analogous reason that it leaves correct parties no time to reconcile different input values
they may have. On the other hand, an earlier work [72] has shown that for Byzantine broadcast in
the traditional synchronous model with static participation, two rounds are sufficient and necessary
in the good case, if the resilience p (i.e., fraction of Byzantine parties tolerable) is below 1/2 (see
Table 3.1). For Byzantine agreement in the same model, it is folklore that one round latency can
be achieved in the good case, if and only if at most 1/3 of parties are Byzantine (see Table 3.1

and Lemmas A.0.1 and A.0.2).
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Table 3.1: Achievable and impossible resiliences for Byzantine broadcast (BB) and Byzantine
agreement (BA) with varying good-case latency T, in different participation models. Notably,
we provide a tight characterization under dynamic participation, where tight irrational resilience

thresholds emerge: 1 — 1/¢ = 0.382 (where ¢ = %5 ~ 1.618 is the golden ratio) and 1 — 1/V2 ~
0.293.

Problem 7,. Part. Model Achiev. Resil. Imposs. Resil.
BB 2 Static P. 1/2[72] Open*
Unknown P. 1/2 (Theorem 3.5.3) Open*
Dynamic P. 1 — 1/¢ (Theorem 3.5.1) 1 - 1/¢ (Theorem 3.4.1)
BB >3  StaticP. 1/2 1721 Open*
Unknown P.  1/2 (Theorem 3.5.3)" Open*
Dynamic P. 1/2 (Theorem 3.6.1) 1/2 [93]
BA 1 Static P. 1/3 (Folk.: Lemma A.0.1)  1/3 (Folk.: Lemma A.0.2)

Unknown P. 1 —1/V2 (Theorem 3.5.2)) 1—1/V2 (Theorem 3.4.2)
Dynamic P. 1 - 1/V2 (Theorem 3.5.2) 1 — 1/V2 (Theorem 3.4.2)*

BA >2  Static P. 1/2 (Theorem 3.6.2)* 1/2 [94]
Unknown P.  1/2 (Theorem 3.6.2)* 1/2%
Dynamic P. 1/2 (Theorem 3.6.2) 1/2%

“Folk.” indicates a result is folklore.

* The landscape of Byzantine broadcast in the “adversarial majority”” regime remains incom-
plete, even under static participation. The protocol provided in [95] achieves Ty, = 0(#).
This matches the impossibility results [72] asymptotically, but concrete gaps remain. This
lack of clarity seeps into the unknown participation model, since crashed honest parties can
be treated as Byzantine for the purpose of protocols tolerating an adversarial majority of
parties [93]. For dynamic participation, we fully characterize the good-case latency and re-
silience achievable for Byzantine broadcast and Byzantine agreement.

 Implied by a protocol with better latency.

* Implied by a protocol or impossibility result for a more demanding model.
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Table 3.2: Earlier protocols and their good-case latency 7T, and resilience, for Byzantine broadcast
(BB) and Byzantine agreement (BA), in different participation models.

Problem Part. Model  Protocol Lat.T;c  Resil.

Broadcast (BB) Static P. ANRX’21 [72] 2 1/2
Unknown P. KW’21 [96] 3 1/3
Dynamic P. MMR’23 [88] 4 1/2

Agreement (BA)  Static P. Folklore (Lemma A.0.1) 1 1/3
Static P. MR’21 [74] 4 1/2
Unknown P. KW’21 [96] 3 1/3
Dynamic P. LG’23 [86, 87] 4 1/2
Dynamic P.¥  DSTZ’23 [97] 3 1/2

T Mild stable participation assumption.

Results. This paper extends the systematic study of good-case latency of Byzantine consensus
to the dynamic participation (sleepy) model. We give a complete characterization of the good-case
latency of Byzantine broadcast and Byzantine agreement, and the corresponding resilience (see
Table 3.1). Our results for the dynamic participation model imply a complete characterization of
good-case latency and resilience for Byzantine agreement and Byzantine broadcast (in the “honest
majority” regime) in the unknown participation model [96]. The unknown participation model is
weaker than the traditional static participation model, but stronger than the dynamic participation
model, in the sense that the number of active correct parties is unknown to the protocol, but does
not change once the protocol starts.

Perhaps the most surprising part of our findings is that the critical resilience thresholds that
dictate good-case latency under dynamic and unknown participation are irrational numbers. For
instance, Byzantine broadcast with good-case latency Ty = 2 and resilience p can be achieved
under dynamic participation if and only if p < 1 — 1/¢ =~ 0.382, where ¢ = % ~ 1.618 is the
golden ratio. Byzantine agreement with good-case latency Ty = 1 and resilience p can be achieved
under dynamic participation and under unknown participation if and only if p < 1 — 1/V2 =
0.293. To the best of our knowledge, this is the first time irrational corruption thresholds arise in
distributed and threshold cryptography problems, such as Byzantine consensus, verifiable secret

sharing, and multi-party computation.
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Our results also establish separations among static, unknown, and dynamic participation. When
the corruption threshold is between 1 — 1/¢ and 1/2, Byzantine broadcast under unknown partici-
pation can decide in two rounds in the good case, but requires three rounds under dynamic partic-
ipation. When the target corruption threshold is between 1 — 1/V2 and 1/3, Byzantine agreement
under static participation can decide in one round in the good case, but requires two rounds under

unknown participation.

Related Work. Table 3.2 lists earlier consensus protocols with low good-case latency. For
Byzantine broadcast, [72] achieves the optimal T,c = 2 under static participation. For dynamic
participation, [88] provides Tc = 4 under a majority of correct active parties, which also works
under unknown participation, whereas [96] gives a protocol with improved latency T, = 3, but
only with resilience 1/3. We provide broadcast protocols for dynamic participation with minimal
good-case latency, Tyc = 2 and Ty = 3, and optimal resilience, 1 — 1/¢ and 1/2, respectively
(Table 3.1).

For Byzantine agreement, a folklore result (see Lemmas A.0.1 and A.0.2) achieves the minimal
Ty = 1 with 1/3 resilience despite synchrony and static participation. Under dynamic participa-
tion, [86, 87] achieves Ty = 4 under 1/2 resilience, while [97] improves it to Ty = 3 at the expense
of a mild stable-participation assumption. The work of [97] also implies protocols with Ty = 3 and
1/2 resilience under unknown and static participation models. We provide agreement protocols for
dynamic participation (and for unknown participation) with minimal good-case latency, Ty = 1

and Ty = 2, and optimal resilience, 1 — 1/ V2 and 1/2, respectively (Table 3.1).

Outline. We briefly review the model and definitions in Section 3.2, before providing a technical
overview of our results in Section 3.3. Then, Section 5.4 proves our impossibility results. Sec-
tion 3.5 presents our BB and BA protocols with T, = 2 and T, = 1, respectively, and proves
their correctness, before Section 3.6 does the same for our BB and BA protocols with Ty = 3 and

Ty = 2, respectively.
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3.2 Model & Definitions

3.2.1 Model

Sleepy Model of Consensus. We work in the sleepy model [43] of Pass and Shi, also called
the dynamic participation model. We consider a setting with N parties in total, identified by a
public key infrastructure (PKI). We assume a synchronous pairwise communication network, with
a known delay upper-bound of A on message delivery. For simplicity, we present both our upper
and lower bounds for the case A = 1, though both generalize to general A in a straightforward

manner. We consider some known universe I of possible input values.

The Adversary. We consider a static corruption adversary A, i.e., at round ¢ = 0, the adversary
chooses a set F' C [N] of parties to be corrupt. The remaining parties are correct. Corrupt
parties are entirely controlled by the adversary, and may deviate arbitrarily from the protocol.
Furthermore, following [43], at all rounds 7, the adversary can adaptively” select a subset of the
correct parties to be asleep (i.e., inactive), whereas the remaining correct parties are awake (i.e.,
active). Asleep parties are temporarily crashed: they do not execute the protocol or send messages.
Messages sent to an asleep party are buffered and delivered to the party (in an adversarially selected
order) the next time it wakes up. Upon waking up, parties know the current round number, i.e., we
assume synchronized clocks. Note that corrupt parties are awake from round ¢ = 0, and never go to
sleep throughout the execution. The number of awake parties at round ¢ is denoted by n,. We drop
the subscript when the round is clear from the context. For an adversary A, we denote by F4 the
set of parties corrupted by A, and we usually omit the subscript when the adversary is clear from
context. For a value p € [0, 1], we say that an adversary A is p-bounded if for all ¢, |F| < pn;.

Finally, whenever relevant, the adversary chooses the input values (from /) of all correct parties.

’The adaptive adversary is not strongly rushing, i.e., it cannot observe the contents of a message sent by a party,
intercept it, and then put the party to sleep.
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Unknown Participation Model. Some of our results pertain to the unknown participation model,
introduced in [96]. Unknown participation is a special case of the dynamic participation model,
which can formally be described by a restricted family of adversaries, as follows. Consider the
exact same setup as above, with the following restriction on the adversary model: At time ¢ = 0,
the adversary picks a set S C [N] of n awake parties and a set ' C S of corrupt parties. From
this point, the adversary cannot wake up or put to sleep any party. In other words, the parties in
S\ F are correct and awake throughout the entire execution, the parties in F' are corrupt and awake
throughout the entire execution, and the remaining parties are correct and asleep throughout the
entire execution. Similarly to the dynamic participation adversary, we say that an adversary A is

p-bounded if |F| < pn.

Cryptographic Primitives. We use a digital signature scheme on top of our PKI assumption.
We assume A is computationally bounded, i.e., A cannot forge signatures on any message on
behalf of parties outside of F4.

3.2.2 Consensus Primitives

We consider two standard consensus problems in this paper, Byzantine broadcast (BB) and

Byzantine agreement (BA).

Definition 3.2.1 (Byzantine Broadcast (BB)). In the BB problem, there is a designated party ¢,
referred to as the leader, with an input u € I. As output, each party p decides a value o, € I. Let

IT be a protocol to be executed by the parties. The following properties constitute the BB problem.

1. Termination. There exists a round 7" such that every correct party decides and halts in the

first round 77 > T in which it is awake.
2. Agreement. There exists a value #” € I such that all correct parties that decide, decide u’.

3. Validity. If ¢ is correct and awake in round ¢ = 0, then all correct parties that decide, decide

u,i.e., {’s input.
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For a value p, we say that a protocol IT for BB is p-secure under dynamic/unknown participation
if it satisfies termination, agreement, and validity against any p-bounded adversary. The maximum

p for which I1 is p-secure is I1’s resilience.

Definition 3.2.2 (Byzantine Agreement (BA)). In the BA problem, each party p has an input
up € 1. As output, each party p decides a value 0, € I. Let II be a protocol to be executed by the

parties. The following properties constitute the BA problem.

1. Termination. There exists a round 7" such that every correct party decides and halts in the

first round 77 > T in which it is awake.
2. Agreement. There exists a value u” € [ such that all correct parties that decide, decide u’.

3. Validity. If all correct parties that are awake in round ¢ = 0 have u as input, then all correct

parties that decide, decide u.

For a value p, we say that a protocol IT for BA is p-secure under dynamic/unknown participation
if it satisfies termination, agreement, and validity against any p-bounded adversary. The maximum

p for which II is p-secure is I1’s resilience.

3.2.3 Good-Case Latency

Decision Latency. For a p-bounded adversary A and a p-secure protocol IT for BB or BA, we
denote by DL #(IT) the random variable (over the randomness used by correct parties and the ad-
versary) indicating the smallest round R for which every correct party decides (but not necessarily
terminates) in the first round R’ > R in which it is awake, in the presence of A. We say that IT has
decision latency R with respect to a p-bounded adversary A if R = arg glei% Pr[DLA#(IT) < R'] = 1.
For a family # of p-bounded adversaries we define the decision latency of I with respect to ¥ to

be DL#(IT) = sup DL (IT).
AeF

Good-Case Latency. The efficiency metric we focus on in this work is that of good-case decision

latency Tgc. Intuitively, this measure considers the decision latency of a protocol IT in executions
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in which certain favorable conditions hold, namely ¢ being correct for BB, or all correct parties

having the same input for BA. More formally, we define good-case latency as follows.

1. BB: For a value p, and a p-secure protocol IT for BB under dynamic/unknown participation,
consider the family Fgoodcase Of p-bounded adversaries A for which the leader ¢ is correct,
1.e., £ ¢ F, and the leader is awake at round ¢ = 0. We define the good-case latency of II to

be Tgc = DL%oodcase (H)

2. BA: For a value p, and a p-secure protocol IT for BA under dynamic/unknown participation,
consider the family Fgoodcase Of p-bounded adversaries A for which A gives all correct
parties awake at round # = 0 the same input value u, for some u € I. We define the good-

case latency of II to be Ty = DLﬁJ sodease (1)

3.3 Technical Overview

The Traditional Case of Synchrony with Static Participation. To develop some intuition about
the feasibility of good-case latency, let us begin by considering the traditional synchronous model
with static participation, which in our formulation translates to adversaries for which all correct
parties are awake in all rounds. Pondering on the BB problem for a moment, it definitely seems

like in 2 rounds, we cannot do much beyond:
1. Round O: Have the leader ¢ multicast its value.
2. Round 1: Have all parties report what they heard from the leader.

If the total number of parties is N, keeping this protocol blueprint in mind, for some value
p € [0, %] , We can expect correct parties to collect strictly more than (1—p)N amount of “evidence”
for a value u against p-bounded adversaries, in executions in which ¢ is correct with input u. An
additional observation is that in executions with a correct leader ¢, correct parties can also expect
to collect 0 evidence for any other value. As such we can have a correct party decide after two

rounds if it received sufficient evidence for a value, and no evidence for any other value. One can
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observe that this implies that if a party p decided u, then any other correct party g observed < pN
evidence for any other value. To allow other parties to break the symmetry, all we need to stipulate

is that (1 — p)N > pN. Note that this bound holds for all p < 5, and indeed p = % turns out

1
2’
to be the correct corruption bound for the feasibility of 2-round good-case BB in the traditional

synchronous static participation setting.

Generic Intuition. Given that this approach works for the static participation case, let us test
whether the following line of thinking can yield the correct corruption bound for 2-round good-
case BB in other settings: For a bound p, derive a lower bound on the amount of evidence c,
available for the leader’s input in executions with a correct leader. Given this amount, derive
an upper bound on the amount of evidence a,, a correct party can receive for a different value.

Stipulate ¢, > a,.

Dynamic Participation. Let us apply the above intuition to dynamic participation. For a bound
p, consider a good-case execution (Execution 1), i.e., the leader is correct with some value u and
awake at round ¢ = 0, for a p-bounded adversary A. In a similar fashion to the previous paragraph,
consider a correct party p awake in round 7 = 2, and suppose it hears from n,, parties. It can expect
to hear evidence for u from at least ¢, = (1 — p)n, of them, and no evidence for any other value.
From the perspective of p, the pn,, parties reporting no evidence for any value are corrupt and p
should ignore them and decide anyway. One might be tempted now to repeat the argument from
the previous paragraph, and claim that any other correct party can receive at most pn, evidence
for any other value, and so we again have (1 — p)n, > pn, yielding p = %

The key observation is that p does not know that the parties reporting no evidence are actually
corrupt, as it cannot be certain about the total number of participating parties. To make this con-
crete, consider now an alternative case (Execution 2), in which the leader is corrupt, and although
p hears from n,, parties, they are all correct, and there are in fact ﬁn p corrupt parties, and not just
pn,. The corrupt leader does not send anything to (1 — p)n,, of the correct parties, and the rest of

the corrupt parties do not send anything to p. From p’s perspective at round ¢ = 2, execution 2 is
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identical to execution 1, and so p decides in round ¢ = 2 in both of them. In execution 2, however,
a different correct party may receive a, = %n p» evidence for a value u’ # u. Thus to allow other
parties to break the symmetry, we must stipulate (1 — p)n, > %np, which yields p < (1 — p)?,
which in turn gives p < 1 — é, where ¢ is the golden ratio!

This intuition turns out to yield the correct solution, and we provide tight lower and upper
bounds in Theorem 3.4.1, and Theorem 3.5.1, respectively. We complement these results by es-

tablishing in Theorem 3.6.1 that 3-round good-case BB is feasible under dynamic participation for

p=73

Unknown Participation. An astute reader may rush to a premature conclusion upon reading the
previous part, as it seems that the same intuition from above should apply to and yield the same
bound under unknown participation. At least at first glance, it seems that the only thing we used
is p’s inability to distinguish between the case of n, participating parties and ln__,,p participating
parties. Perhaps, however, we were too hasty in making that assertion.

This intuition turns out to be deceiving under unknown participation. Specifically, p can more
scrupulously rely on the fact that the same set of correct parties is awake in all rounds. In protocol
terms, parties can multicast a heartbeat message both in round ¢ = 0 and in round ¢ = 1, along
with the leader’s proposed value; they also relay all received heartbeat messages. Now, a protocol
can stipulate that having g’s heartbeat relayed by a majority of the parties is a prerequisite for p
to count ¢g’s contribution to the leader’s purported value. It turns out that this technique allows
the unknown participation model to boast 2-round good-case BB for p = %, thus establishing

a separation between dynamic and unknown participation. The formal details can be found in

Theorem 3.5.3.

BA. While for BB, the good-case decision latency is either 2 rounds to 3 rounds, the good-case
decision latency of BA can be as small as a single round. It turns out that 2-round good-case BA is
feasible for p = % even under dynamic participation! To the best of our knowledge, this result was

not known even in the static participation setting, even though it is rather straightforward in that
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model. For dynamic participation, however, such a result is far from trivial, and involves a novel
report participation technique. See Theorem 3.6.2 for the full details.

This leaves us with the question: what values of p make 1-round good-case BA feasible? The
same generic intuition we applied for BB under dynamic participation can be repeated, with the
caveat that we now have to account for equivocations by corrupt parties when calculating a,,. The
math yields that we must stipulate p < (1 — p)?> — p(1 = p), which is tight for p = 1 — % The
lower and upper bounds can be found in Theorem 3.4.2, and Theorem 3.5.2, respectively. In fact,
our BA lower bound (Theorem 3.4.2) applies even for unknown participation (the easier setting),
while our BA upper bound (Theorem 3.5.2) applies to dynamic participation (the harder setting).

Furthermore, this establishes a separation between the static participation model, for which 1-round

good-case BA is feasible for p < %, and the unknown participation model.

3.4 Lower Bounds

In this section, we prove the following theorems.

Theorem 3.4.1. Let ¢ = % ~ 1.618 be the golden ratio. Forall p > 1 — é ~ 0.382, there is no

p-secure protocol solving BB under dynamic participation with good-case latency < 2.

Theorem 3.4.2. For all p > 1 — % ~ 0.293, there is no p-secure protocol solving BA under

unknown participation with good-case latency < 1.

3.4.1 BB Lower Bound

In this section, we prove Theorem 3.4.1.

Proof of Theorem 3.4.1. Let n be a natural number and let p” € [0, 1] suchthatp’ > p :=1-— é. In
particular, this implies that p” > (1—p)?, as 1 - é is a solution of the equation x = (1—x)2. Assume
towards a contradiction that there exists a p’-secure BB protocol IT under dynamic participation
with good-case latency 2. Let ¢ be the designated leader. We consider some natural number #,

and we define the following disjoint sets of parties A, B, C such that |A| = |C| = |pn], |B| =
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t>2 A B . S t>2 . B C N

Figure 3.1: Illustration of the four executions considered in the proof of Theorem 3.4.1. Green
labels and arrows indicate correct behavior, or emulation of it, with input 1. Blue labels and arrows
indicate correct behavior, or emulation of it, with input 0. Corrupt parties are colored red, correct
parties orange. Translucent sets indicate that the set of parties is not awake at that round. The
behavior of correct parties is well defined from the protocol description I1, so we omit most of the
corresponding arrows to maintain simplicity. Lack of an arrow from a set of corrupt parties to a
set of correct parties indicates omission of all corresponding messages. Dashed red arrows labeled
“0” indicate messages corresponding to receiving nothing from the leader ¢ in round ¢ = 0. Black
arrows indicate correct round ¢ = O behavior.
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[p(1 — p)n]. Note that pn + pn + p(1 — p)n = (1 — p)?n + pn + p(1 — p)n = n. As such, since
none of these added expressions are integers, we have that |A| + |B| + |C| + |{¢}| = n. We further
consider an additional disjoint set S of parties where |S| = |A| = |C].

We now define and describe four executions of II, which we denote by G, G,,G3, G4. See

Figure 3.1 for an illustration.

* G1: Inround ¢ = 0, the parties in S, B and ¢ are awake. The parties in S are correct. In
particular, the parties in C are not active at all throughout the protocol. Furthermore, the
parties in B are corrupt, and are thus awake at all rounds. The leader ¢ is correct with input
1. In round ¢ = 1, the parties in S fall asleep, and the parties in A wake up and remain
awake for the remainder of the execution. The parties in A are correct, and the parties in B
are corrupt. Note that up to an additive factor of 1 due to the ceiling and floor, one has that
Al + |B] = pn+ p(1 —p)n = p2—p)n = (1 - (1 = p)>)n = (1 — p)n, and thus for a
sufficiently large n 3, it holds that |B| = [(1 — p)pn] < p’(|A| + |B|), and so the adversary
is p’-bounded. The parties in B behave correctly in round ¢ = 0, and in round ¢ = 1 they

behave as if they have not received the round one messages of £.

* Gj: Inround ¢ = 0, the parties in S, B, C and ¢ are awake. S, B are correct. The leader ¢ is
corrupt and the parties in C are corrupt, and are thus awake throughout the whole execution.
Inround ¢ = 1, S fall asleep, and the parties in A wake up and remain awake for the remainder
of the execution. All parties in A, B are correct. Note that for a sufficiently large n, the
adversary is p’-bounded as |C| + |{¢}| = |[pn] + 1 by definition and there are n awake
parties. The leader £ behaves to A as if it was correct with input 1 inrounds t =0 and ¢ = 1
and then halts; it does not send any messages to the parties in B. The parties in C do not
send any round ¢ = 0 messages, and do not send round # = 1 messages to A; they behave to
B in round ¢t = 1 as if they received correct round ¢ = 0 messages from ¢ with input 0. Note

that this is doable as ¢ is corrupt. They behave correctly for the remainder of the execution,

3Namely, n should be large enough so that ceil in |B| does not violate the corruption bound p’, which is bounded
away from p by p’ — p > 0.

56



except for pretending to have not received round ¢ = 1 messages from A.

* G3: This is the dual execution to G». In round ¢ = 0, the parties in S, B, A and ¢ are awake.
S, B are correct. The leader ¢ is corrupt and the parties in A are corrupt, and are thus awake
throughout the whole execution. In round ¢ = 1, § fall asleep, and the parties in C wake up
and remain awake for the remainder of the execution. All parties in C are correct. Note that
the adversary is p’-bounded by the same argument as in G;. The leader behaves to C as if
it was correct with input O in rounds # = 0 and # = 1 and then halts; it does not send any
messages to parties in B. The parties in A do not send any round ¢ = 0 messages, and do
not send round 7 = 1 messages to C; they behave to B in round ¢ = 1 as if they received
correct round ¢ = 0 messages from ¢ with input 1. Note that this is doable as ¢ is corrupt.
They behave correctly for the remainder of the execution, except for pretending to have not

received round ¢ = 1 messages from C.

* Gy4: This is the dual execution to G. In round ¢ = 0, the parties in S, B and £ are awake.
The parties in S are correct. In particular, the parties in A are not active at all throughout the
execution. Furthermore, the parties in B are corrupt, and are thus awake at all times. The
leader ¢ is correct with input 0. In round 7 = 1, the parties in S fall asleep, and the parties in
C wake up. The parties in C are correct. Note that the adversary is p’-bounded by the same
argument as in G. The parties in B behave correctly in round 7 = 0, and in round ¢ = 1 they

behave as if they have not received the round ¢ = 0 messages of £.
With G, G, G3, G4 defined, we can now proceed with the following observations.

* The parties in A decide 1 in G after 2 rounds. This is a consequence of the assumed good-
case latency of 2 property of II, the leader being correct with input 1 in execution G, and

the adversary being p’-bounded.

* The parties in C decide O in G4 after 2 rounds. This is a consequence of the assumed good-
case latency of 2 property of II, the leader being correct with input O in execution G4, and

the adversary being p’-bounded.
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* In the first two rounds, the parties in A cannot distinguish between G| and G;. In both
executions, they receive the same set of messages from the exact same parties in the first two

rounds. Thus, the parties in A decide 1 in G, after 2 rounds.

* In the first two rounds, the parties in C cannot distinguish between G3 and G4. In both
executions, they receive the same set of messages from the exact same parties in the first two

rounds. Thus, the parties in C decide 0 in G3 after 2 rounds.

* The parties in B cannot distinguish between G;, G3. In G, the parties in C are corrupt and
falsely claim to not have received round 2 messages from A, and in G3, the parties in A are
corrupt and falsely claim to not have received round 2 messages from C. In both G,, G3,
the parties in A, C behave correctly after round 2. Thus, throughout both executions, B sees
the exact same set of messages, from the exact same sets of parties, with the same delivery
timings. Thus, by termination, eventually the parties in B decide the same value in both

G2, Gs.

Putting these observations together, we deduce, by the agreement property of II, that B outputs 1

in G, and 0 in G3. This contradicts the last observation above, thus concluding the proof. |

3.4.2 BA Lower Bound
In this section, we prove Theorem 3.4.2.

Proof of Theorem 3.4.2. Let n be a natural number and let p” € [0, 1] suchthatp” > p 1= 1— % In

particular, this implies that p’ > (1-p)?—p(1-p), as 1— % is a solution for x = (1-x)%—x(1-x).
Assume towards a contradiction that there exists a p’-secure BA protocol IT with good-case latency
1 under unknown participation. We consider a set of n parties, and a partition of them into disjoint
sets A, B, C, D such that |A| = |D| = [pn], and |B| = |C| = | p(1 — p)n]. Note that by substituting
p with (1 = p)> = p(1 = p), one gets pn + p(1 — p)n + (1 — p)>n = n. Since none of these added

expressions are integer, and by the fact that A, D are with ceil while B, C are with floor, we get that
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Figure 3.2: Illustration of the four executions considered in the proof of Theorem 3.4.2. Green
labels and arrows indicate correct behavior, or emulation of it, with input 1. Blue labels and
arrows indicate correct behavior, or emulation of it, with input 0. Corrupt parties in each execution
are colored red, correct parties orange. Translucent sets indicate that the set of parties is not
participating in the given execution (inactive). Dashed red arrows labeled “Omit” indicate that no
messages are sent from the source set of the arrow to its target set in round ¢ = 0.

|A|+|B|+|C|+|D| = n. Hence this is a valid partition of the n parties. We now define and describe

four executions of I1, which we denote by G, G2, G3, G4. See Figure 3.2 for an illustration.

* G1: The participating parties are A, B, C. The parties in A, B are correct and C is corrupt.
Note that up to an additive factor of 1, we have that |[A U B| = |A| + |B| = (1 — p)?n, and
|A| +|B| +|C| = p(1 = p)n+ (1 = p)?n = (1 — p)n, thus for a sufficiently large 1, we have
that |C| < p|]AU B U C| < p’|A U B U C|, which means the adversary is p’-bounded. The

parties in A, B have input 1, and the parties in C behave as if they are correct with input O.

* G;: The participating parties are A, B, C, D. The parties in A, B, C are correct, and the
parties in D are corrupt. Note that |A U B U C U D| = n, and that |D| = [pn] as p =
(1 = p)?> = p(1 = p). Thus, for a sufficiently large n, one has that [pn] < p’n, and so the
adversary is p’-bounded. The parties in A, B have input 1, the parties in C have input 0. The
parties in D behave as if they are correct with input 0, except for not sending any round ¢ = 0
messages to A, and pretending to have not received round ¢+ = 0 messages from A. They

behave correctly in all the remaining rounds.

* G3: This is the dual execution to G,. The participating parties are A, B, C, D. The parties in
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C, B, D are correct, and the parties in A are corrupt. Note that the adversary is p’-bounded
by the same argument as in G,. The parties in C, D have input 0, the parties in B have input
1. The parties in A behave as if they are correct with input 1, except for not sending any
round # = 0 messages to D, and pretending to have not received round ¢ = 0 messages from

D. They behave correctly in all the remaining rounds.

* Gy4: This is the dual execution to G|. The participating parties are B, C, D. The parties in
C, D are correct, and the parties in B are corrupt. Note that the adversary is p’-bounded by
the same argument as in G . The parties in C, D have input 0, and the parties in B behave as

if they are correct with input 1.

With G, G, G3, G4 defined, we can now proceed with the following observations.

* All correct parties in G| have the same input 1. Thus, by the validity of BA and the good-case

latency of 1 property of I1, the parties in A decide 1 at the end of the first round.

* All correct parties in G4 have the same input 0. Thus, by the validity of BA and the good-case

latency of 1 property of I, the parties in D decide O at the end of the first round.

At the end of the first round, the parties in A cannot distinguish between G, G;. Thus, also
in G, the parties in A decide 1 at the end of the first round. By the agreement property of

BA, we thus have that both B, C eventually decide 1 in G».

* At the end of the first round, the parties in D cannot distinguish between G3, G4. Thus, also
in G3, the parties in D decide O at the end of the first round. By the agreement property of

BA, we thus have that both B, C eventually decide 0 in G3.

* The parties in B, C cannot distinguish between G,, G3, as in both executions they receive the
exact same sets of messages, from the same sets of parties, with the same delivery timings,
as both the parties in A and D claim to have not heard from the other in round ¢ = 1. Thus,

by termination, eventually the parties in B, C decide the same value in both G,, G3.
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From the combination of the last three observations, we arrive at a contradiction, as the parties
in B,C output 1 in G;, 0 in G3, but also the same value in both G,,G3. This concludes the

proof. O

3.5 BB and BA with Optimal Good-Case Latency

In this section, we prove the following theorems.

Theorem 3.5.1. Forall p < 1 —

L~ 0.382 where ¢ = l?@ ~ 1.618, there exists a p-secure
¢

protocol (namely Tlgg » below) solving BB under dynamic participation with good-case latency

Tgc = 2-

Theorem 3.5.2. Forallp < 1- % ~ 0.293, there exists a p-secure protocol (namely Ilgp | below)

solving BA under dynamic participation with good-case latency Ty, = 1.

Theorem 3.5.3. For all p < 1/2, there exists a p-secure protocol (namely Ilgg yp below) solving

BB under unknown participation with good-case latency Toe = 2.

3.5.1 BB with Good-Case Latency Ty = 2

In this section, we prove Theorem 3.5.1. In this protocol, we make black-box use of the BA

protocol from [89], which we denote by IIga. I1ga is %—secure under dynamic participation.

4 Protocol 4: Tlgg >

Setup. Leader £ with input value b,. Instructions for party p.
1. Round ¢ = 0: £ multicasts {€cho, b¢),.

2. Round ¢ = 1: If received (echo, u), for some u, then multicast (vote, u), along with £’s

echo message. Else, multicast (vote, 1).

3. Round ¢ = 2: Let V denote the set of parties from which p received a valid vote message. De-
note by V,, the set of parties from which p received a valid vote for value u. Let u be the value

arg max |V..|, breaking ties arbitrarily. Multicast (forward, V,,) ,, along with the corresponding
ue
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valid vote messages for u from the parties in V,.
Early deciding condition: If the following holds:
(a) Did not detect equivocation from the leader ¢. lLe., did not receive two echo (either
forwarded or directly from £) messages signed by the leader ¢ for values u # u’.

(b) It holds that |V,| > (1 — p)|V].
Then decide « and multicast (decided, u),,.
4. Round 7 > 3:

(a) Early deciding: For a value u’, denote by D, the set of parties from which p received
a decided message for u’, and by D* the set of parties from which p received a forward

message. If there exists a value u such that |D,,| > (1 — p)|D*|, then decide u.

(b) Let u’ be the value for which p received the largest V,, set among all received forward
messages. Run Ilgp as instructed that commences in round # = 3 with input u’, and

decide the output of Ilga, if did not decide before.

Proof of Theorem 3.5.1. Let p be as in the premise of Theorem 3.5.1. Our protocol is given in
IIgg . We now analyze its security and efficiency. Termination follows from the termination of

I1ga, as all parties decide and halt once IIgp terminates. We next handle agreement.

Claim 3.5.4. Ilgg; satisfies agreement against any p-bounded adversary.

Proof. There are two cases: Either there exists a correct party that decides from the early deciding
condition, i.e., prior to participating in I1gp, or not. Agreement is straightforward in the latter case,
as no correct party multicasts a decided message, and thus no correct party decides due to an early
deciding condition in all rounds # > 2. Thus, due to [Iga being %—secure and all correct parties
deciding according to its output, agreement holds.

In the former case, let p be a correct party deciding a value u by the early deciding condition.

Denote by V7 the set of parties from which p received a valid vote message. We first argue that
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there cannot be two correct parties p, g, both awake at round ¢ = 2, that decide by the early
deciding condition different values u # u’. If this was the case, then p has |[V/| > (1 — p)|V?],
and |qu,| > (1 — p)|V4|. As the network is synchronous and p < %, this in particular implies that
p has received at least one valid vote message for u from a correct party, and g received at least
one valid vote message for u” from a correct party. This implies, however, that both p, g saw an
equivocation from the leader ¢ at round r = 2, and thus none of them would have triggered the
early deciding condition. This in particular implies that there exists at most one value, for which
any correct party sends a decided message for, and thus all correct parties deciding due to the
early deciding condition decide the same value.

It remains to show that if some correct party p decides a value u via the early deciding condition
at round ¢ = 2, then all parties eventually decide u. Denoting the correct parties awake at round
t = 1 by H, we have that H C VP. Furthermore, we have that |[V?| > (1 — p)|V?|, thus |V/| >
(1 — p)|H|. Furthermore, p detected no equivocation from ¢, hence no party in H multicast a
vote message for a value u” # u. Denoting by F the number of corrupt parties, we have that
|F| < p(|H| + |F]), thus |F| < %lH |. In particular, we can deduce that any other correct party
g receives at most |F| < %|H | valid vote messages for values different from u. By the behavior
of the protocol, p multicasts in round ¢ = 2 the message (forward, V') p» and so all correct parties
awake at rounds > 3 observe at least (1 — p)|H| vote messages in the forward message of p.
Finally, note that (1 — p)|H| - |F| > (1 — p)|H| - %|H| = %|H| > (0. The last inequality
holds by the assumption that p < (1 — p)2. Thus, all correct parties awake at round 3 commence
IIga with input u. By the validity guarantee of Ilga, we thus have that all parties decide u, as

required. o

Finally, we handle validity and good-case latency.

Claim 3.5.5. Ilgg, satisfies validity against any p-bounded adversary. Furthermore, Ilgg, has

good-case latency 2.

Proof. Assume ¢ is correct with input u. Then by the behavior of I1gg », it multicasts (echo, u), to
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all correct parties at round # = 0. Then, at round ¢ = 1, all correct parties multicast (vote, #) along
with £’s echo message. Note that since ¢ is correct, no other valid vote for any other value other
than u can be sent, by correct or corrupt parties. Thus, at round ¢ = 2, no correct party detects
equivocation from the leader, and all correct parties awake at ¢+ = 2 see a valid vote message
for u from all correct parties awake at ¢+ = 1. As the adversary is p-bounded, we thus have that
|VP| > (1 = p)|V?| for all correct parties p awake at t = 2, and they all decide u at = 2 and send
corresponding decided messages. The same argument applied to the early deciding condition in
rounds ¢ > 3 then implies that any correct party p decides u in the first round ¢ > 2 in which it is

awake, as required. o

This concludes the proof of Theorem 3.5.1. O

3.5.2 BA with Good-Case Latency Ty = 1

In this section, we prove Theorem 3.5.2. In this protocol, we make black-box use of the BA

protocol from [89], which we denote by IIga. IIga is %—secure under dynamic participation.

,_[ Protocol 5: Tlga |

Setup. Each party p has input value u,. Instructions for party p.
1. Round 7 = 0: Multicast (€cho, u ).

2. Round 7 = 1: Denote by E the set of parties from which p received an echo message. Let u
be the value arg max |E.|, breaking ties arbitrarily. Multicast (forward, E,,),, along with the
ue

corresponding echo messages for u.

Early deciding condition: If |[E, | > (1 — p)|E|, then decide u, and multicast (decided, u) .
3. Round ¢ > 2:

(a) Early Deciding: For a value u’, denote by D, the set of parties from which p received
a decided message for u’, and by D* the set of parties from which p received a forward

message. If there exists a value u such that |D,| > (1 — p)|D*|, then decide u.
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(b) Let u’ be the value for which p received the largest E,, set among all received forward
messages. Run Ilgp as instructed that commences in round ¢ = 2 with input «’, and

decide the output of Ilga, if did not decide before.

Proof of Theorem 3.5.2. Let p be as in the premise of Theorem 3.5.2. Our protocol is given in
IIga,1- We now analyze its security and efficiency. Termination follows from the termination of

IIga, as all correct parties decide and halt after IIga outputs. Next, we handle agreement.

Claim 3.5.6. Ilga | satisfies agreement against any p-bounded adversary.

Proof. There are two cases: either there exists a correct party that decides due to the early deciding
condition at round ¢ = 1, or not. The proof can be quickly concluded in the latter case, as then
no correct party multicasts a decided message, and thus no correct party decides according to the
early deciding condition in rounds # > 2. Thus all correct parties decide according to the output of
IIga, which guarantees agreement.

We are now left with the case that there exists a correct party that decides a value u according
to the early deciding condition at round ¢+ = 1. First we prove that this can occur for at most a
single value. Assume that there exist two correct parties p, g that decide according to the early
deciding condition in round ¢ = 1 values u, u’, respectively, where u # u’. Denote by E?, E4 the
set of echo messages received by p, g, respectively. This implies that |E}| > (1 — p)|E”|, and
|E3,| > (1 — p)|E1?|. Denoting by H the set of correct parties awake at round ¢ = 0, we have that
H C E? and H C E%, s0 |[EJ]| > (1 — p)|H|, and |[E?,| > (1 — p)|H|. Denoting by FP, F4 the
number of corrupt parties that sent an echo message to p, g, respectively. We have that at least
|EP| — |FP| of the echo messages for u received by p came from correct parties, and similarly at
least |EZ,| — |F4] of the echo messages for u’ received by ¢ came from correct parties. We thus
have that:

|EZ] = |FP1 > (1= p)(IH| + |FP]) = |[FP| = (1 - p)|H| - p|F"],
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and similarly:
|Eq)| = [F] > (1= p)(|H| + [F1]) = |[F7] = (1 - p)|H| = p|F|.

As Fi,FP C F,and |F| < %lHl,wehave:

p* (1-p)? - p?

Hl =
— IH] =

_1=-2p

(| = —L|H]
-p

(L= 1F?| > (1= p)|H]| - 5

= (1 - L) H| > (1= (1-2p))|H| = 2p|H]|.

l-p
The last inequality holds due to the assumption p < (1 — p)(1 — 2p). This allows us to deduce
that less than (1 — 2p)|H| correct parties sent an €Cho message for a value other than u. Thus,
(1-2p)|H| = |[EL| - |F?| > (1 - p)|H| - p|F?| which implies |F?| > |H|, a contradiction. Thus,
there exists at most a single value u for which some correct party decides u via the early deciding
condition in round 7 = 1.

This implies that correct parties can only send decided messages for a single value u, and so
any correct party deciding according to the early decision condition in round ¢ > 2 decides u as
well, and agreement is maintained.

It remains to show that when a correct party p decides u due to the early deciding condition in
round ¢ = 1, all correct parties that decide on the Ilga output also decide u. By the early deciding
condition in round 1, |E}| > (1 — p)(|H| + |FP|), and at least |EZ | — |FP| > (1 — p)|H| — p|F?| of
those echo messages for u came from correct parties. Thus, less than p|H| + p|F?| correct parties
multicast an echo message for any value u” # u. This implies that the size of the E, set in any

forward message received by any correct party for a value u’ # u is bounded by

P
l-p

(1)
< plH| + p|F?| + (1 -2p)|H| < (1 - p)(|1H| + |F|) < |EZ].

plH| + p|FP| + |F| < p(|H| + |F7]) + |H|
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Where (1) holds due to the assumption p < (1 — p)(1 —2p). Thus, the forward message sent by p
with the set EZ is the largest set of echo messages witnessed by any correct party in round ¢ = 2,
thus by the behavior of Ilga 1, all correct parties awake at round ¢ = 2 commence Ilga with input
u. The validity property of Ilga then ensures that all correct parties output u from Ilga, thus all

correct parties agree, as required. O
Next, we handle validity and good-case latency.

Claim 3.5.7. Ilga | satisfies validity against any p-bounded adversary. In particular, Ilga | has

good-case latency of 1.

Proof. Assume that all correct parties awake at round # = 0 have the same input value u, then,
due to the adversary being p-bounded, all correct parties awake at round ¢+ = 1 observe |E,| >
(1 — p)|E|, as all correct parties send an echo message for u. In particular, all correct parties
awake in round ¢ = 1 decide u by the early deciding condition and multicast a decided message
for u. An identical argument then implies that any correct party p, in the first round ¢ > 2 in which
it is awake, observes |D,| > (1 — p)|D*|, and thus p decides in the first round # > 1 in which it is

awake. This proves that I1gp ; satisfies validity and has T, = 1. o

This concludes the proof of Theorem 3.5.2. O

3.5.3 BB for Unknown Participation with Good-Case Latency Ty = 2

In this section, we prove Theorem 3.5.3. In this protocol, we make black-box use of the BA

protocol from [89], which we denote by I1ga. IIga is %—secure under dynamic participation.

,_[ Protocol 6: IIgg yp

Setup. Leader £ with input value b,. Instructions for party p.
1. Round 7 = 0: If p = £, multicast (echo, b¢),. Else, multicast (echo, L),.

2. Round ¢ = 1: Denote by E the set of parties from which p received an echo message.

Multicast (forward, E),,, along with the corresponding echo messages. If £ € E and received
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(echo, u),, multicast (vote, u), along with £’s echo.

3. Round ¢ = 2: Let G denote the set of parties from which p received a forward message, and
let V denote the set of parties from which p received a valid vote message. Denote by E the
set of parties from which p received an echo message. Denote by E* C E the set of parties
p for which an echo message from p appeared in more than @ of the received forward

messages. Let u be the value arg max [V, N E¥|. Multicast (echo2, V,, N E*),, along with the
ue

corresponding valid vote messages.

Early deciding condition: If the following holds:

(a) Did not detect equivocation from the leader ¢, i.e., did not receive two valid vote mes-

sages for values u # u’.
(b) It holds that |V, N E*| > L£L.
Then decide « and multicast (decided, u),,.

4. Round ¢ > 3:

(a) Letu’ be the value for which p received the largest V,, N E* amongst all received echo2
messages. Run Ilgp as instructed that commences in round # = 3 with input u’, and

decide the output of Ilga, if did not decide before.

Proof of Theorem 3.5.3. Our protocol is given in Ilgg yp. We now analyze its security and effi-
ciency. Termination follows from the termination of Ilgp, as all parties decide and halt once I1gp
terminates. We next handle agreement. Denote by n the total number of parties, which is unknown

to the correct parties.

Claim 3.5.8. Ilgg yp satisfies agreement against any %—bounded adversary.

Proof. There are two cases: either there exists a correct party that decides from the early deciding
condition, i.e., prior to participating in Ilga, or not. Agreement is straightforward in the latter case,

with Tlga being %—seoure and all correct parties deciding its output. We next focus on the former
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case.

Denote by V? the set of parties from which p received a valid vote message, and denote by
E?P E*P the E, E* sets observed by party p in round 2, respectively. We first argue that there cannot
be two correct parties p, g that decided due to the early deciding condition in round ¢ = 2 values
u # u’, respectively. Suppose this was the case, then p has observed |VY NE*?| > E—zp Denoting by
H the set of correct parties, first observe that H C E*?, as a correct party sends an €Cho message
to all parties, and all correct parties include that echo message in their forward messages. Since H
constitutes a majority of the parties, all correct parties observe the echo messages of correct parties
as part of their E* set. This in particular implies that there exists a correct party in V) N E*P, and
the same argument yields that there exists a correct party in Vlf, N E*4. This implies, however, that
all correct parties observed in round ¢ = 2 a valid vote message for both u, u’, and thus no correct
party decides by the early deciding condition in round ¢ = 2. This implies that there exists at most
a single value u, such that a correct party decides u due to the early deciding condition in round
t = 2. In particular, this also implies that if any correct party decides due to the early deciding
condition at a round ¢ > 3, it can only possibly decide u, as no decided message can be sent by a
correct party for any other value.

Now suppose that a correct party p decided u due to the early deciding condition at round

|EP]

t = 2. This implies that |V) N E*P =—. This also implies that no correct party multicast

>
a valid vote message for any other value. We next observe that for any correct parties p, g, we
have E*P C E4, and vice versa. Consider any z € E™”. The echo message of z appeared
in the majority of forward messages received by p, at least one of which was sent by a correct
party, and thus all correct parties have seen the echo message of z. For a correct party g, denote
by F? the set of corrupt parties in E*4. We thus have F¢ C E*? C EP. We thus have that
Vi nE*| < |Fi| < w < lE—;' < |VP n E*P|. Thus we have that the echo2 message
from p constitutes the largest set observed by ¢, when intersected with E*9. And so, in round

t = 3, g commences IIga with input . This holds for all correct parties, which triggers the validity

property of Ilga, and thus all correct parties output # from I[1ga and decide u, as required. o
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Next, we handle validity and good-case latency.

Claim 3.5.9. Ilgg yp satisfies validity against any %-bounded adversary. Furthermore, Ilgg yp

has good-case latency 2.

Proof. Assume ¢ is correct with input u. Then by the behavior of Igg yp, it multicasts (echo, u),
to all correct parties at round ¢ = 0, and all other correct parties multicast (€cho, L) at round ¢ = 0.
Thus, at round ¢ = 1, all correct parties multicast (vote, u) and a forward message that includes all
echo messages of all correct parties. In round 7 = 2, no party detects equivocation from ¢ due to ¢
being correct, and all parties see a valid vote message for u from all correct parties, and H C E'P

for all correct parties p. Since the adversary is p-bounded, H are a strict majority of the parties,

and so any correct party p observes |V/ N E*P| > @ at round ¢ = 2. Thus, all correct parties
decide u in round ¢ = 2, as required. o
This concludes the proof of Theorem 3.5.3. O

3.6 BB and BA with Optimal Resilience

In this section, we prove the following theorems.

Theorem 3.6.1. For all p < 1/2, there exists a p-secure protocol (namely Ilgg 3 below) solving

BB under dynamic participation with good-case latency Ty. = 3.

Theorem 3.6.2. For all p < 1/2, there exists a p-secure protocol (namely Ilgp, below) solving

BA under dynamic participation with good-case latency Ty, = 2.

3.6.1 BB with Good-Case Latency Ty = 3

In this section, we prove Theorem 3.6.1. In this protocol, we make black-box use of the %—

secure dynamic participation BA protocol from [89], which we denote by Ilga.
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,_[ Protocol 7: Tlgp 3

Setup. Leader ¢ has input u,. Instructions for party p.
1. Round ¢ = 0: £ multicasts {(echo, us),.

2. Round ¢ = 1: If received (echo, u), for some u, multicast (vote, u), along with the corre-

sponding echo message from ¢. Else, multicast (vote, L),.

3. Round ¢ = 2: Denote by V the set of parties from which p received a vote message. Multicast

(forward, V), along with the corresponding valid vote messages.

4. Round ¢ = 3: Denote by G the set of parties from which p received a forward message,
and by V the set of parties from which p received a vote message, whether directly or via a

forward message. Denote by V* the set of parties ¢ for which the following holds.
(a) p did not detect an equivocation from g, i.e., two valid vote messages signed by g for
values u # u’.
(b) A valid vote message from g appears in more than @ of the forward messages received
by p.
Let u be the value arg max |V, N V*|. Multicast (echo2, V,, N V*),, along with the correspond-
ue
ing vote messages.
Early deciding condition: If the following holds:
(a) p did not detect an equivocation from ¢, i.e., two valid vote messages signed by ¢ for
values u # u’.

®) [V, nve >l
Then decide « and multicast (decided, u),.

5. Round ¢ > 4:
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(a) Early deciding: Denote by D the set of parties from which p received a decided mes-
sage, and by D* the set of parties from which p received an echo2 message. If there

exists a value u such that |D,,| > %, then decide u.

(b) Let u’ be the value for which p received the largest V,, N V* (intersection with own V*)
among all received echo2 messages. Run Ilga as instructed that commences in round

t = 4 with input «’, and decide the output of I1gp, if did not decide before.

Proof of Theorem 3.6.1. Our protocol is given in Ilgg 3. We now analyze its security and effi-
ciency. Termination follows from the termination of I1gp, as all parties decide and halt once I1gp

terminates. We next handle agreement.

Claim 3.6.3. Ilgg 3satisfies agreement against any %-bounded adversary.

Proof. There are two cases: either there exists a correct party that decides due to the early deciding
condition at round ¢ = 3, or not. The proof can be quickly concluded in the latter case, as then
no correct party multicasts a decided message, and thus no correct party decides according to the
early deciding condition in all rounds # > 3. Thus, all correct parties decide according to the output
of Ilga, which guarantees agreement.

We are now left with the case that there exists a correct party that decides a value u due to the
early deciding condition at round ¢ = 3. First we prove that this can occur for at most a single
value. Assume that there are two correct parties p, g that decide according to the early deciding
condition in round ¢ = 3 values u # u’, respectively. We thus have that |V/ N V*P| > @, and
|sz1’ NV > @ In particular, both V/ N V*? and Vlf, N V*4 contain at least one correct party.
Which implies that both p, g have observed a valid vote message for both u and u’. This implies
that both p and g have observed an equivocation by ¢, and thus would not have decided by the
early deciding condition in round ¢t = 3.

We are thus left with the case that there exists a unique value u such that a correct party p awake

in round ¢ = 3 decides u via the early deciding condition. First, observe that since no correct party

72



multicasts a decided message for a value u’ # u, we have that any correct party deciding via the
early deciding condition in round ¢t > 4 decides u as well. If a correct party p awake inround ¢ = 3
decides u via the early deciding condition, this implies that p did not detect an equivocation from
¢, and that |V nv*P| > @ Denoting by H the set of correct parties awake at round ¢ = 1, we
have that none of them multicast a vote message for a value u’ # u, as otherwise, p would have
detected an equivocation from ¢. For some correct party g # p awake at round ¢ = 4, consider
the set qu, N V*4 for some value u” # u. Denote by F the set of corrupt parties. As we have just
observed, we have that V% N V*9 C F. Note, however, that if some f € F satisfies f € VI nV*4,
then a vote message from f for value u” appears in a majority of the forward messages received by
g, thus at least one of them was sent by a correct party, and thus all correct parties awake at round
t = 3, and in particular p, received a valid vote message for u’. This contradicts the assumption
that p decided the value u via the early deciding condition at round + = 3. We thus have that
V;’, N V*4 = ( for all correct parties awake at round ¢+ > 4. This in particular implies that all
correct g parties awake at round ¢ = 4 observe u to be the value maximizing V,/ N V*¢ among
all echo2 messages, and commence I1ga with input u. This triggers the validity property of Ilga

which implies that all correct parties output u from Ilga, and thus all correct parties decide u, as

required. o

Next, we handle validity and good-case latency.

Claim 3.6.4. Ilgg 3satisfies validity against any %-boundea’ adversary. Furthermore, Ilgg 3has

good-case latency 3.

Proof. Assume ¢ is correct with input u. Then by behavior of I1gg 3, it multicasts (echo, u), to
all parties in round r = 0. Afterwards, again by protocol behavior, all correct parties awake in
round ¢ = 1, denoted by H, multicast a valid (vote, u), message. In round r = 2, all correct
parties multicast forward messages containing all vote messages of all correct parties awake in
round ¢ = 1. In round # = 3, note first that no correct party p detects an equivocation from ¢, due

to ¢ being correct. Second of all, note that H € VI N V*P, and |V| < |H| + |F|. Thus, we have
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that |V} nv*P| > % holds for any correct party p awake in round ¢ = 3. Thus, all correct parties
awake in round ¢ = 3 decide u and multicast a decided message for . An identical argument then
gives that all correct parties decide u in the first round ¢ > 4 in which they are awake, due to the

early deciding condition. o

This concludes the proof of Theorem 3.6.1. O

3.6.2 BA with Good-Case Latency Ty = 2

In this section, we prove Theorem 3.6.2. In this protocol, we make black-box use of the BA pro-
tocol from [89], which we denote by I1ga. Ilga is %-secure under dynamic participation. Through-
out the protocol, whenever we consider a set of messages S, the notation S? refers to the local view,

or the purported local view, of p of the set S.

4 Protocol 8: IIga »

Setup. Each party p has input u,. Instructions for party p.
1. Round ¢ = 0: Multicast (€cho, u ).

2. Round ¢ = 1: Denote by E the set of parties from which p received an echo message.

Multicast (forward, E}),,, along with the corresponding €cho messages.

3. Round ¢ = 2: Denote by G the set of parties from which p received a forward message.
Denote by E the set of parties from which p received an echo message, either directly or via
a forward message. For a value u, denote by E,, the set of parties from which p received an

echo message for u. Denote by E* the set of parties ¢ for which the following holds.

(a) p detected no equivocation from g, i.e., two echo messages signed by ¢ for values
u #u.

(b) An echo message from ¢ appears in more than ﬁzl of the forward messages received

by p

For a value u, denote by E}, the set E, N E*.
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|E]

Early deciding condition: If there exists a value u such that |E;| > 5, then decide u.

2 >

Multicast (decided, u, E, E;;, {forward, | ¢ € G}), where forward, indicates the forward

message p received from g. Else, multicast (echo2, E, E*, {forward, | ¢ € G}).

4. Round ¢ > 3.

(a)

(b)

Denote by E the set of parties from which p received an echo message, and by E,, the

set of parties from which p received an echo message for u .

Denote by E* the set defined in an identical manner as in round ¢ = 2 above.
Denote by G the set of parties from which p received a forward message.
Denote by T the set of parties from which p received an echo2 message.

Denote by G* the set of parties ¢ for which a forward message from ¢ appeared in more

than % of the echo2 messages.

Early deciding: For a value u, denote by D, the set of parties from which p received a
decided message for value u. If there exists a value u such that |D,| > %, then decide

u.

For a party p, we say a decided message from a party g of the form
(decided, u, E9, E,;¢, {forward, | z € G?}) is valid if the following holds.

e E49 contains E*P.

* G4 contains G*P.

 Each z € E,;? appears in a majority of G4, and there are no equivocations from z

in {forward, | y € G?}.

. 1B > BN
For a valid decided message for a value u from a party g, we refer to |E4?| as its size.
Let u’ be the value for which p received the maximum size decided message. Run Ilgp

as instructed that commences in round ¢ = 3 with input «’, and decide the output I1ga,

if did not decide beforehand.
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Proof of Theorem 3.6.2. Our protocol is given in IIga,. We now analyze its security and effi-
ciency. Termination follows from the termination of Ilgp, as all parties decide and halt once Ilgp

terminates. We next handle agreement.

Claim 3.6.5. Ilga ; satisfies agreement against any %—bounded adversary.

Proof. There are two cases: either there exists a correct party that decides due to the early deciding
condition at round ¢ = 2, or not. The proof can be quickly concluded in the latter case, as all correct
parties decide according to the output of I1ga, which is %—secure and guarantees agreement.

We are now left with the case that there exists a correct party that decides a value u due to the
early deciding condition at round ¢ = 2. First, we prove that this can occur for at most a single

value. Assume that two correct parties p, g decide u, u” according to the early deciding condition in

|EP|
2

round ¢ = 2, respectively. In particular, that implies that |E,”| > 5, and |E 7| > |E—;| Note that
by the behavior of the protocol we have that E*7, E*? C E?, and similarly E*?, E*9 C E9, since
every echo in E*P, E*4 appeared in the forward message of at least one correct party. Denote by
F} the set of corrupt parties included in E,,”, and by F?, the set of corrupt parties included in E_ 7.
Note that E,” N E;:q = 0, as otherwise p, g would have detected an equivocation from the party
in the intersection, and would not have included it in their E* set.

Denote by H the set of correct parties awake at round ¢ = 0, and of those, by HY, HS, those

with input u, u’, respectively. One has that

|EP|  [HO|+ |FP + |F]

0 *,
H|+ |F7) = |E;) > 5= :

Similarly, one has that

|E9] _ |HO +|FP| +|F]

0 _ *,q
[HO |+ 4] = B > S > :

Adding these inequalities, one gets that |HY| + |H2,| > |H°|, which is a contradiction.

We are then left with the case that there exists a unique value u such that a correct party p,
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decides u at round ¢ = 2, with reported participation E”. First note that this implies that any
correct party that decides due to the early deciding condition in round ¢ > 3 also decides u, as no
correct party multicasts a decided message for any value u’ # u. Now, assume that some correct
party ¢, awake in round 7 = 3, received a decided message from a party z € F for some value u’,
of the form (decided, u’, E%, E. %, {forward; | s € G*}), with reported participation E<, such that
|E*| > |EP”|. We now prove this cannot happen. Assume otherwise (i.e. |[E*| > |E?|), and denote
by EZ;Z the claimed such set of z. Denote by FZ the set of corrupt parties in E,”. We have that
|E;;?| = |[HY| + |F?|. We next note that E” contains the set E*. This holds due to the following:
A party s € E;* must appear in a strict majority of forward messages reported by z, i.e., the set
G*. Since we assume that z sends a valid decided message, we have that G*¢ C G*. Denoting by
H' the set of correct parties awake at round ¢ = 1, we have that H' € G*¢ C G*. Thus, if party
s appears in a strict majority of the forward messages of the claimed set G*, then at least one of
these forward messages was sent by a correct party at round ¢+ = 1. Thus, p, which was awake
at time ¢ = 2, observes an echo message from s for «’, and thus s € EP. This gives EZ;Z C EP.
Denoting by F~, the corrupt parties in E,°, we in particular have F’, C E?.

In fact, note that this line of arguing actually implies a stronger property, and that is that £;° N

E,;” =0, as p seeing an echo for u’ from s implies that s ¢ E,””.

) , EP
From F%, C EP, and E/* N E,;” = 0, we can deduce that: |E,”| = |HJ| + |F}| > % >
|FZ, | +|FY |+|HO| . - .
. ‘We now have all we need to arrive at a contradiction. Let us summarize our obser-
vations.

E N E,’’ = 0 which in particular implies that F 5N FP =0.

EP| o |FZ, |+ F |+|HO|

|ES"| = [H) +F7 > 5 2 3

|E"°| < |H,| + |FF|. This bound trivially holds.

|E%| > |E?|, our assumption.

|ETF| > @, from the assumption that z’s decided message is valid.
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From these observation we deduce that:
\HY| + | Hy)| + |F7 |+ |FL| 2 |ELS|+ |EST) > |EP| 2 |HO| + | Fy |+ | F2 |

This finally implies that |H°| + |H3,| > |HY|, which is a contradiction. We thus have that all correct
parties awake in round ¢ = 3 view the decided message from p as the valid decided message with
the maximum size (|E?|), and so they all commence I1ga with input u. This triggers the validity
property of Ilga, and thus all correct parties output u from Ilga and decide u, and agreement

holds. 0

Next, we handle validity and good-case latency.

Claim 3.6.6. Ilga; satisfies validity against any %—bounded adversary. Furthermore, Ilgp o has

good-case latency 2.

Proof. Assume that all correct parties awake in round # = 0 have the same input u. Denoting by
HO the set of correct parties awake in round ¢ = 0 and by F the set of corrupt parties, we thus have
that E,” contains H° for all correct parties p, as they all send an echo message for u in round
t = 0, and none of them equivocate. It clearly holds, for every party p, that |E”| < |H| + |F|, and
since |H| > |F| we thus have that |E,”| > @ for all correct parties p in round ¢t = 2. Thus, all
correct parties awake in round # = 2 (denoted by H?) decide u# and multicast a decided message
for u. Any correct party ¢, in the first round ¢ > 3 in which it is awake, observes decided messages
for u from all parties in H2. This constitutes a majority of the received echo2 messages, and so

any correct party g also decides u in the first round ¢ > 3 in which it is awake. O

This concludes the proof of Theorem 3.6.2. O
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Chapter 4: Fully-Fluctuating Participation in Sleepy Consensus

4.1 Introduction

Byzantine-fault tolerant (BFT) consensus, the problem of reaching agreement on a value amongst
n nodes, of which a fraction are corrupted and controlled by an adversary, is one of the most funda-
mental problems in distributed computing, with research spanning over four decades [98, 99]. The
last decade has seen a significant growth in work and interest in the problem, mainly motivated by
the pivotal role that consensus protocols play in the design and analysis of blockchains [76, 100,
101, 102, 103, 104].

Traditionally, it is assumed that apart from the corrupt nodes, all other nodes follow the proto-
col at all times. This assumption, while justified for applications such as data centers, is arguably
optimistic in the context of blockchains, where the participants in the protocol may come and
go at arbitrary points in time. Specifically, the desiderata for many blockchain protocols, such as
Bitcoin and Ethereum, requires maintaining security even in the presence of many unexpected tem-
porary crash faults, in which some subset of the nodes may go offline for an undetermined interval
of time. In particular, the protocol may experience alternating periods of high participation and

low participation.!

The seminal Bitcoin protocol [76], also known as proof-of-work Nakamoto
consensus, was the first protocol to achieve secure consensus under such circumstances, allow-
ing participants in the protocol to come and go as they please so long as an honest majority (of
hash-based mining power) is maintained at any point in time. Its deftly formalized proof-of-work

framework allowed for protocol design which is completely agnostic to the total number of par-

ticipating nodes (corrupt or honest!) across present, past, or future. For example, if tomorrow

"Throughout, we assume a fixed set of potential participants known to the protocol; i.e., the set of nodes allowed
to partake is fixed, and fluctuation in participation occurs w.r.t. that set. Reconfiguration of the nodes partaking in the
protocol is orthogonal to the unexpected and wide fluctuations in participation considered here, and reconfiguration is
expressly not considered in this work.

79



the honest participation in Bitcoin drops to a level below the corrupt participation today, it would
not render Bitcoin insecure (so long as corrupt participation decreases accordingly). The same
holds for if corrupt participation fomorrow exceeds honest participation today (assuming honest
participation increases accordingly).

As the years went on, proof-of-work ceded its spot in the limelight to proof-of-stake, which
presently is the dominant approach to Sybil-resistance among blockchain protocols. In the trans-
lation, however, resilience to fluctuation in participation was lost. In the context of proof-of-stake,
a formal model that captures fluctuating participation is the sleepy consensus model, introduced in
[43] by Pass and Shi. This model is the focus of our work. In the sleepy model, there is a fixed
set of n nodes, identified via a public key infrastructure (PKI). Besides being classified as honest
or corrupt, nodes can alternate (adversarially) between two states at each point in time: awake,
or asleep. Awake nodes can participate in the protocol normally, i.e., perform local computation,
send and receive messages. On the other hand, asleep nodes cannot perform any computation and
cannot engage in the protocol in any way, until they wake up. While a proof-of-stake instantiation
of Nakamoto’s protocol was proven secure [43] in the sleepy model, the proof assumes signifi-
cant restrictions on fluctuating participation. Namely, that honest participation at any time exceeds
corrupt participation at all times. Such a concession perhaps felt inherent, with many follow-up
works in the sleepy model making the same assumption [105, 106, 89, 46, 103, 107, 104]. This
intuition for the necessity of such an assumption was formalized in [108], which showed that in-
deed any consensus protocol that does not employ time-based cryptography (e.g., verifiable delay
functions [51], henceforth VDF) must heavily restrict fluctuating participation.

The impossibility [108] is established by the following key transfer attack. Consider a con-
sensus protocol that makes use of a PKI setup, where it is assumed that prior to the initiation of
the protocol, all nodes were privately handed secret-key/public-key pairs. Pondering on the PKI
assumption for a moment, however, one observes that the notion of an asleep corrupt node makes
little sense, as any corrupt node that is awake for even a single point in time, and whose behaviour

is completely controlled by the adversary, can simply broadcast its secret key to all other corrupt
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nodes, and then be put to sleep. Thus allowing essentially a single awake corrupt node to simulate
a behaviour indistinguishable from all corrupt nodes being awake. Such an attack clearly renders
a protocol vulnerable to the case where honest participation decreases over time.

What remains is perhaps an unfortunate state of affairs, in which proof-of-stake protocols seem
to inherently carry the burden of rigid participation constraints. The goal of this work is to chal-
lenge this status quo. We do so by revisiting the adversary model. Specifically, [108] has already
observed that such a strong adversary model capable of executing the key transfer attack may be a
tad unrealistic: “The (standard) adversary assumption, where nodes can extract all corrupt nodes’
private states, is too strong in practice. In particular in the proof-of-stake protocols, it is highly un-
likely that corrupt nodes hand off their secret keys to the adversary (or other corrupt nodes) at the
risk of losing their entire stake.” [108] They conclude by raising the problem of achieving sleepy
consensus under fully-fluctuating corrupt nodes in a “more realistic adversarial model.”

Motivated by similar principles, we consider in this work a mildly relaxed adversary model,
which we refer to as an external adversary. Informally, an external adversary is external to the
network and the protocol; the adversary can observe the protocol from a bird’s eye view. In turn,
corrupt nodes are not inherently malicious, but opportunistic: they are recruited by the external
adversary to perform arbitrary behavior in the protocol, but won’t divulge information about their
own secret key to any other node. We believe it is much more likely that a malicious entity would be
able to “rent” keys in the protocol, by means of recruiting nodes to engage in Byzantine behavior,
rather than convince nodes to give up their secret keys. Stating a formal model that accurately
captures the above intuition turns out to be quite simple, but does require some care, and we tend
to it in Section 4.2. Not only does this model still capture a rich plethora of attack vectors pertinent
in practice, but it is also theoretically appealing: Disallowing corrupt nodes to share information
about their secret keys with one another is precisely the minimal relaxation required to render the

key transfer attack infeasible.
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Figure 4.1: Examples of possible participation rates for each of the discussed settings. The graphs
depict the number of participating nodes at any point in time, with green curves depicting honest
participation, and red curves depicting corrupt participation. Note that in all four settings, hon-
est participation exceeds corrupt participation at any given point in time. On top of that, in the
consistent case, note that any point on the honest curve dominates the corrupt curve at all points
in time. Denoting by /() and c¢(z) the honest and corrupt participation at time ¢, the increasing
(decreasing) setting can be characterized by the existence of a monotone increasing (decreasing)
function x(#) such that ¢(f) < x(¢) < h(t) holds at all times. The fully-fluctuating case poses no

additional restrictions.
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The settings. Pondering on the notion of fluctuating participation of nodes in the protocol,

one can identify several interesting settings to consider. See also Figure 4.1.

1. Consistent participation. (Figure 4.1a) This is the most common assumption in the context
of the sleepy model [105, 106, 89, 46, 103, 107, 104], where it is assumed that new (i.e.,
after time 0) corrupt nodes may never wake up, and corrupt nodes may never go to sleep.
Additionally, an honest majority is assumed to hold at all times. In other words, for any point

time, honest participation exceeds corrupt participation at all times.

2. Increasing participation. (Figure 4.1d) In this setting, participation of corrupt nodes is
guaranteed to be non decreasing as time progresses. In other words, new corrupt nodes may
wake up throughout the protocol, but may not go to sleep once woken up. Note that in this
setting, even assuming an honest majority at any point in time, it could be that as time goes
on, corrupt participation exceeds honest participation in earlier points in time. As a matter
of fact, this setting has received a fair amount of attention recently [109, 108, 81, 110, 111],

in several works showcasing efficient consensus protocols for this setting.

3. Decaying participation. (Figure 4.1c) In this setting, participation of corrupt nodes is guar-
anteed to be non increasing as time progresses. In other words, corrupt nodes may go to
sleep throughout the protocol, but can never be newly woken up. In this setting, even with
an honest majority at any point in time, it could be that as time goes on, corrupt participation

in the past exceeds current honest participation.

4. Fully-fluctuating. (Figure 4.1b) This is the most general setting in the context of the sleepy
model. In this setting, participation of both honest and corrupt nodes can both increase and
decrease over time, to the discretion of the adversary. In particular, any of the scenarios

mentioned in the previous settings can also occur in this setting.

83



4.1.1 Main results

Our results establish that assuming an external adversary allows protocols in the sleepy model
to be endowed with resilience to fluctuating participation of nodes, rivaling Nakamoto in its grace-

ful handling of unknown participation patterns.

(1) Sleepy consensus under decaying participation. Our first result establishes the utility
of the external adversary model by showcasing a separation from the standard adversary model.
Namely, consider the case where participation of both honest and corrupt nodes decreases over
time. In particular, for any point in time, future honest participation may be eclipsed by current
corrupt participation. Recent work [108] showed that in this setting, no protocol can be secure in
the presence of an adversary that can carry out key transfer.

Our first result shows that against an external adversary, a consensus protocol resilient to decay-
ing participation is not only feasible, but can be made highly efficient and requires only standard

cryptographic assumptions.

Theorem (Informal, see Theorem 4.4.2). Assuming a PKI, a VRF, and an external adversary,
we present a randomized protocol solving consensus in the decaying participation setting with

expected constant latency.

(2) Consensus under fully-fluctuating participation. Theorem 4.4.2 establishes the strength
of the external adversary model from the lens of protocol design, allowing us to obtain provable
security guarantees known to be impossible under the standard notion of an adversary, that is
able to carry out the key transfer attack. We now turn our attention to the more general setting
of fully-fluctuating participation, in which participation of honest and corrupt nodes can both in-
crease and decrease over time, to the discretion of the adversary. Designing a protocol secure in
the fully-fluctuating setting in a relaxed adversary model was explicitly stated as an open problem
in [108]. We show that with the help of VDFs, one can design an efficient consensus protocol for

the fully-fluctuating participation setting, secure against an external adversary.
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Theorem (Informal, see Theorem 4.5.1). Assuming a PKI, a VRF, a VDF, and an external adver-
sary, we present a randomized protocol solving consensus that tolerates fully-fluctuating partici-

pation with expected constant latency.

Table 4.1 summarizes our contributions and gives full context of previous work using the formal

notation we introduce in Section 4.2. See Section 6.1.2 for an in-depth overview of related work.

4.1.2 Key techniques

The challenge. Even in non-sleepy synchrony settings [112], any consensus protocol must
assume that the adversary is limited in corrupting only a minority of the participants. The sleepy
model, being a generalization of the traditional setting, clearly must also abide by an assumption of
similar flavour. Note further that in the sleepy model, the awake/asleep status of every node at every
point in time is also dictated by the adversary. Thus the changing nature of node participation in
the sleepy model makes such an assumption non-trivial to state. Arguably the minimal assumption
one could make, is that at each point in time, honest participation exceeds corrupt participation.
E.g., this is the assumption for which Nakamoto consensus [76] is proven secure in the proof-of-
work setting. In the translation to proof-of-stake, however, such a minimal assumption forces any
purported protocol to be resilient against the following two attack vectors. We emphasize that these
attacks remain a concern in the external adversary model, and are described to go through within
the confines of the model. To envisage the attack vectors in a tangible manner, we consider here as

a running example the proof-of-stake version of Nakamoto consensus.

* Backward simulation. (Figure 4.2a) Consider the following. The adversary commences
the protocol at time 0 with low participation of both corrupt and honest nodes. As time goes
on, the adversary increases participation of corrupt (and respectively, honest) nodes until at
some point in time ¢, corrupt participation at time ¢ exceeds honest participation at timeslot
0 by a sufficiently large amount. At this point, the corrupt nodes, via a costless simulation
attack, can construct a private chain whose length exceeds the length of the honest chain

constructed thus far. From the point of view of a newly woken up honest node at time ¢, the
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(b) Forward simulation attack

Figure 4.2: Examples of backward and forward simulation attacks. (b) Consider the presented

decaying participation pattern amongst nodes. Let ¢co = ¢(0), and let # be a timeslot such that
t t

f co > f h(t). Assume that corrupt players awake at time O can predict the leader order up to
0 0

timeslot . Then the corrupt players awake at time O can costlessly simulate a valid execution of
t t t

the protocol with chain length f co. As f co > f h(t), newly woken up honest nodes at timeslot
0 0 0

t + 1 will confirm blocks from the corrupt chain, thus violating safety. (a) A similar attack can

be carried out by an adversary under increasing participation, but “in reverse”, using the players
t t

awake at a time slot ¢ in which ¢( corrupt players are awake such that f co > f h(t) holds, this

0 0
time costlessly simulating a chain as if they were all awake from time 0.

longest chain rule will cause it to build on top of the corrupt chain, violating safety. Such an

attack is a concern in periods of increasing participation.

* Forward simulation. (Figure 4.2b) Alternatively, consider the following scenario. Partici-
pation starts out high, and as time goes on, the adversary puts corrupt (and honest, respec-
tively) nodes to sleep until at some time #, the number of awake corrupt nodes at time 0
exceeds honest participation at time ¢ by a sufficiently large amount. Assume further that

the leader order is predictable from time 0. The corrupt nodes awake at time O can simulate
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an execution from time O to time ¢ with a consistent participation rate equal to the number
of corrupt nodes awake at time 0. From the point of view of a newly woken up honest node
at time ¢, the longest chain rule will cause it to build on top of the corrupt chain, violating

safety. Such an attack is a concern in periods of decreasing participation.

In this work, we devise several tools to deal with such attack vectors.

Wakeness vectors. We define a new primitive in the context of the sleepy model, which
might be of independent interest, which we call wakeness vectors. Intuitively, wakeness vectors
allow nodes to have an estimate on the timeslots in which other nodes were awake throughout the
execution a protocol. A similar idea was explored by Bar-Joseph, Keidar, and Lynch [113] in the
context of crash failures. Both of our protocols (for the decaying setting, and the fully-fluctuating
setting) begin with establishing that the respective models we consider allow the nodes to imple-
ment wakeness vectors of sufficient quality. The construction of these vectors employs different
techniques in each of the settings. See Section 4.4 and Section 4.5 for an in-depth overview of the
main ideas behind the construction of wakeness vectors for the decaying and fully-fluctuating set-
tings, respectively, along with the formal proofs. Armed with this primitive, we then show how can
be used to to secure protocol against forward/backward simulation attacks, and enhance protocols

in the sleepy model to remain secure amidst decaying/fully-fluctuating participation.

General compiler. For our protocols (Theorems 4.4.2 and 4.5.1) we actually prove a more
general statement than discussed above. We identify key properties, which most existing protocols
in the literature satisfy, that are necessary for a protocol to be compatible with our techniques,
and then prove that any such protocol can be augmented to be secure amidst fully-fluctuating or
decaying participation, in the presence of an external adversary. In the next section (Section 4.2),
we pour rigor into above discussion by formally defining the models and problems we consider in

this work.
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Table 4.1: Overview of previous work and our contributions for atomic broadcast protocols in
the synchronous sleepy setting, along with the corresponding properties/assumptions. Below, re-
silience refers to the fraction of corrupt nodes, f* refers to the number of actual corruptions in a
given execution, vy refers to the participation rate of all nodes, and A is a security parameter; O(-)*
refers to O (-) latency in the optimistic case. The specific adversary restrictions in each of the above
results are as follows. See Section 6.1.2 for further details.

Paper Tt Ty Resilience  VDF  Latency Adversary restrictions
[76, 114] 0 0 1) X O(yA) Proof of work
[105, 107, 46] o0 00 1/2 X 0(344) —
[106] 00 00 1/2 X O(1A) —
[115] 00 00 12 X 0(%)* —
[116] o o 1/3 X O(n) Nodes announce going to sleep
[113] 0 0 1/3 X o(f%) Crash failures
[117] 0 0 1/2 X o(A) Time-stamped messages
[108, 110] 00 o(A) 1/2 X o(A) —
[108] O(A) O(A) 1/3 X o(A) Message timeout
[111] 0(%) 0(%) = =~0208 Vv 0(%/1A) External adversary
[81] 00 o(A) 1/2 X O(A)* —
This paper O(Alog? 1) oo 1/2 X o(A) External adversary
This paper o(A) o(A) 1/2 v o(A) External adversary
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4.2 Preliminaries

Sleepy model. We work in the extended sleepy model that allows fully-fluctuating participa-
tion of corrupt nodes as defined in [108]. Specifically, we operate in the permissioned setting, i.e.,
there exists a set $ of size n which contains the identifiers of all the nodes, which are public and
known to all nodes. Without loss of generality, we will assume that = [n]. At each timeslot ¢,
any node can exist in one of two states, awake or asleep. The number of awake nodes at timeslot ¢
is denoted by 0 < n; < n. Asleep nodes at time ¢ are prohibited from sending messages or execut-
ing any code at time ¢, and all messages delivered to them at time ¢ are buffered until the next time
step t > ¢ in which they are awake. Given a protocol II, there are two types of nodes, honest and
corrupt. Corrupt nodes are controlled by the adversary (defined shortly) and can behave in any
manner under the restrictions imposed on a given adversary. Honest nodes are the nodes not con-
trolled by the adversary, and they execute I1 at all timeslots. As for message delivery, we assume a
synchronous network, with synchrony parameter A that is fixed and known to all nodes: for every
timeslot ¢, if a node is awake at timeslot 7, then we assume that they have received all messages sent
to them prior to timeslot t — A. We assume that the adversary has control over message delivery
timing so long as it abides by the A-synchrony assumption. As to not over encumber notation, we
omit A from the list of inputs to protocols and algorithms discussed in this work. As mentioned
earlier, asleep nodes receive all messages sent to them by timeslot max(z’,¢ + A), where ¢’ > ¢ is

the first timeslot when they are awake after timeslot ¢ + A. Throughout this paper, we assume that

communication is point-to-point.

The environment. We consider an external party to the protocol, the environment, which has

the role of providing inputs to nodes from some universe / of inputs.

Oracles. We adopt the notion of oracles to model ideal versions of cryptographic primitives,
formally defined in [118]. Such a modeling choice assists us in easily formalizing external ad-

versary model we consider in this work, and to more cleanly state our results. Specifically, the
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description of a protocol also specifies a set of oracles O = {0y, ..., 0;}. At each timeslot ¢, each
node p; may issue a finite amount of gueries to an oracle O ;, to which it receives a response at some
timestep. An oracle’s behaviour may depend on the nodes identity i, the current timeslot #, the input
query ¢, and the internal randomness of the oracle, if the oracle models a random function. More
formally, a deterministic oracle O is modeled by a function mapping tuples (p, m,t) — (m,t) such
that O(p,m,t) = (m’,t") implies that if p queried O with input m at timeslot 7, then p obtained a
response m’ at timeslot . A random oracle is modeled by a distribution over deterministic oracles.
Intuitively, in this work, oracles are going to model trusted hardware access to cryptographic prim-
itives. From here on, we denote protocols by the tuple (I1, O) where II is an algorithm executed
by honest nodes, and O is the set of oracles employed by I1. When O is clear from context, we

refer to a protocol as II.

Adversary and fluctuating participation. Throughout this paper, we focus on the static ad-
versary model, i.e., the identities of corrupt nodes are chosen by the adversary prior to the initiation
of the protocol, and prior to any randomness being drawn, and in particular, nodes that begin the
protocol as honest, cannot be corrupted later. Denote by f the total number of corrupt nodes, and
by ¥ the set of all corrupt nodes. To formalize the notion of fully-fluctuating participation of cor-
rupt nodes, we adopt the terminology introduced in [108]. Specifically, let #; be the set of corrupt

nodes awake at timeslot z, and let f (¢, T, T,) be defined as follows.

femTy=1 ) &

=T <t<t+Ty

When T, Ty, are clear from context, we at times refer to f(t,7t,Ty) by f;. To provide some
intuition for this notation, the parameters 7t, Ty, indicate how resilient the protocol has to be to
forward simulation and backward simulation, respectively. In particular, for a given corrupt node
q, if g is awake at time ¢, then is it considered awake for T;, time-steps prior to being awake, and
for Tt steps after being awake. For a given Ty, Tt, unless otherwise stated, we always assume that

f(,T;, Ty) < 5 forall .
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Furthermore, the adversary has complete control over the environment and over the set of nodes
awake at any timeslot z. While the choice of corrupt nodes occurs at the beginning of the protocol
and is thus static, the same does not hold for the awake/asleep status. Namely, the set of nodes
awake at each timeslot ¢ can be adaptively chosen by the adversary based on the current transcript
(i.e., the contents of all messages sent by honest nodes up to, but not including, the current timeslot)

of the protocol and internal state of the corrupt nodes.

External adversary. The view of cryptography via oracles (introduced in [118]) allows us
to define the external adversary model in a clean manner, in which (polynomial time) corrupt
nodes do not know their secret key, and in particular, due to idealized cryptographic guarantees of
the primitives implemented by the oracles, can not produce signatures on behalf of other asleep
corrupt nodes, except for with negligible probability. This is achieved by not distributing the secret
keys of nodes to them, but only allowing them oracle access to cryptographic functionalities that
make use of said keys. More formally, in the external adversary model, given a protocol (I, O),
each node p (honest or corrupt) can only issue queries to any oracle O € O of the form (p,-,-)
throughout the execution of I1. In particular, corrupt nodes, even when colluding, can not obtain
fresh oracle queries using the keys of asleep corrupt nodes.

This is in contrast to the standard adversary in which each node p € F can access all the secret
of corrupt nodes. Rephrased in oracle terms: Every p € ¥ can query any O € O with queries of

the form (q, -, -), for all g € 7, regardless of the asleep/awake status of g.

Protocols and executions. We are now ready to define the notion of a protocol and an ex-
ecution of a protocol. A protocol is specified by a pair (I, O), where II is the algorithm run by
the honest nodes, and O is the set of oracles employed by I1. An execution of a protocol (IT, O)
is determined by a 4-tuple, E = (I, O, A, r), where A is an adversary, and the vector r specifies
the random coins of all nodes and the adversary. An execution refers further to the contents of
all messages sent and received by nodes at each timeslot. Given an execution E, we denote thus

by E’ the contents of the execution up to timeslot ¢, i.e., all random coins and messages received
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by nodes up to timeslot . Given an execution E, a timeslot ¢, and a node i awake at timeslot ¢,
we denote by Et’ the view of node i of the execution E, which includes the internal state of i, the
protocol (I1, O), and all messages received by i and the timeslots in which they were received. For
a given adversary A, we define the transcript of I at time t to be all the messages sent by honest
nodes up to time ¢, and the internal state of the adversary A at time ¢, and we denote it by Tr’ﬂ.
Throughout the entire paper, we consider a finite execution horizon of Therizon = poly(n, 1). We
assume that Thorizon 1S known in advance to all nodes and in particular can be taken into account in
the protocol design. We say that an execution is admissible in the (T;, Ty, p)-sleepy model iff for

all timesteps ¢ > 0O it holds that f (¢, T, T) < pn;.

Atomic broadcast. We consider the atomic broadcast (AB) problem, in which the nodes are
required to agree on a linearizable log of their inputs. For every timeslot ¢, every honest node i
reports a log, denoted by L], of its decided values [xo, x1,x2, ...]. Honest nodes make decisions
about the contents of their log based on their internal state, I, and the messages they received so
far in any given execution. More formally, given the random variable E over executions defined by
IT and A, LI (E}) is the random variable that denotes the contents of the log of node i at timeslot 7,
and it depends only on E}. When i and 7 are clear from context, we omit them from the superscript
and subscript of L.

We say that a protocol II solves the atomic broadcast problem with probability 1 — € in a given

execution if the following is maintained throughout the entire execution horizon.

1. e-Safety. For every timeslot ¢, and every i, j such that p; and p; are honest with logs
L(Ef.),L(E’I.), with probability 1 we have: L(E{)[0 : m] = L(E})[0 : m] where m =
min{| L(E})|, | L(E))[}.

2. (€,0)-Liveness. For all t € [Thorizon] the following holds: If input x was sent to an honest
node p; by the environment at timeslot 7, then Pr[Vt” >t +{: x € [,(E;”)] > 1 — € holds for

all honest nodes p ;.
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Cryptographic primitives. Let A be a security parameter. Throughout the paper, we make
use of three cryptographic primitives. Namely, a PKI (for signatures), a VRF, and a VDF. We
employ a cryptographic hash function (known and computable by all nodes), which we model as a
random oracle, and denote by H. Similarly to previous work, we denote by (m), the fact that the
message m was signed by node p. We model all three of these primitive in an idealized fashion,

using oracles Og, Ov, Op that are defined as follows:

1. Oracle Og on a given input (p,m,t) where p is a node, 7 is a timeslot, and m is a message
is defined to be ({m),, ). In other words, p receives (m), in the same timeslot in which it
issued the query. From here on in, unless explicitly said otherwise, we assume that every

message being sent in any protocol by an honest node is signed by its sender.

2. Oracle Oy is defined as Ov(p,m,t) = (VRFy, (m),m,,1). In other words, p receives
VRF;y, (m), 7, in the same timeslot in which it issued the query. Here, VRFy , (+) is a VRF
scheme based on p’s secret key sk, known by the oracle Oy, and r,, is the accompanying
proof as per the VRF primitive. Again, to keep the focus of the paper on protocol design, we
model the functionality of all the VRFs as random oracles. We further assume that the VRF

functions accessible to each node all have the same domain ({0, 1}*), and the same range

({0, 1}H.

3. Oracle Op is defined as follows when p sends queries my, . . ., my to the oracle:

Op(p,my,...,mg,t) = (VDF(my), np,, ..., VDF(my), mp, . t).

In other words, p receives VDF(m;), m,,, at timeslot r. Here, VDF(m) is the VDF compu-
tation result on input string m, and 7, is the accompanying proof as per the VDF primitive.
We stipulate the following restriction on Op: For every round ¢ and every node p, p can
call Op at most once at timestep . In other words, we capture the delay property of Op by
not allowing adaptive queries to Op in any single timestep. This restriction applies to both

honest and corrupt nodes, thus in particular, the adversary has no advantage in computing
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the VDF. We consider this modeling as an idealized model for a VDF. We model our VDF
as a random function for the purposes of the analysis. We assume that the VDF accessible

to each node has domain {0, 1}*, and range {0, 1}*.

This would be the place to mention, that even though we model our cryptographic primitives using
oracles that execute their ideal functionality, we still assume that all corrupt nodes are computa-
tionally bounded in the sense that there exists a polynomial z(n) that depends on the total number
of nodes such that the total number of queries Q,, to oracles performed by any node p in a single

timeslot satisfies O, < z(n). Finally, for an event E we say that E holds with high probability

(w.h.p.) if Pr[E] > 1 — negl.

4.3 Tools and definitions

4.3.1 Wakeness vectors

I ...,v" whose dimension is Thorizon. These vectors are defined as follows

Consider vectors v
for each timeslot #: For all i € [n] and all j € [¢], vI[j] = 1 if and only if node p; was awake
at timeslot j, and O otherwise. Endowing honest nodes with such vectors should intuitively make
protocol design in the sleepy model substantially easier. Our upper bounds are constructed by

having nodes implement subroutines that allow them to emulate an approximate version of this

ideal functionality. The formal definition is as follows.

Definition 4.3.1. Let (I1, O) be a protocol and let E; # be the random variable indicating a sample
from the distribution over executions of II defined by adversary A. For a given T, we say that
v, € {0, 1} is a d-valid wakeness vector of node p with respect to E iff, except with negligible
probability, v, [ j] = 1 implies that p is awake at a timeslot j* > j — d. Furthermore, if p is honest,
then p being awake at timeslot j implies v,[j] = 1. When v is a 0-valid wakeness vector, we

simply refer to it as valid.

Throughout the paper, we assume without loss of generality (w.l.o.g.) that all honest nodes

keep a local view of wakeness vectors. Le., if (I, O) is a protocol, then in any execution E of II,

94



1

ps e Vs Where v{, € {0, 1}Thorizon for all j. We say that p deems node

each honest node p stores v
i to be awake at timeslot ¢ iff v; [#] = 1. For an interval I of timeslots, we at times abuse notation
and use vi, [1] to refer to all coordinates in / in v;. The main two upper bounds we prove in this
work can be formalized as a general statement about augmenting atomic broadcast protocols with
wakeness vectors. We present the formal lemmas in the appropriate sections.

Both our upper bounds are general compiler results, that augment protocols working in the
(00, 00, p)-sleepy model with wakeness vectors of sufficient quality to support fully-fluctuating
participation. These augmentations however don’t work for arbitrary protocols. Specifically, there
is a key set of properties regarding the structure of a protocol that we must assume in order for our
results to go through. It turns out, however, that the vast majority of literature on protocols for the

sleepy model already posses these properties. Specifically, we define notions that we refer to as

Statelessness and Unpredictability.

Stateless protocols. Intuitively, a protocol is said to be stateless if an honest nodes action
depends on messages it received from nodes it has deemed to be awake in recent timeslots. We
assume w.l.o.g. that in any protocol II, honest node keep a local view of wakeness vectors. Note
that these vectors are not necessarily d-valid for any d. Such a property depends on the model
and protocol in question. We further assume w.l.o.g. that honest nodes always attach the current

timeslot to their messages.

Definition 4.3.2. Let (IT, O) be a protocol. We say that IT is T-stateless if the following holds for
all honest nodes p and timeslots ¢ and pair of executions Eg, E;. Let v }, ey vZ be the wakeness
vectors viewed by p at timeslot t. Let 77 < T, chosen by p, and consider the set S = {i € [n] |
dj e [t-T,t-1], vi, [j] = 1}. Then if S is the same in both E, E, and furthermore, the messages
sent from nodes in S to p are the same in both Ey, E1, then the distribution over actions of p is

the same at timeslot ¢ in both Ey, E|. Furthermore, I1 solves atomic broadcast in any execution in

which for all honest nodes p and timeslots 7, S has a strict honest majority.
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Unpredictability. Intuitively, this property captures the adversary’s ability to predict the con-

tents of the log of honest nodes at some future timeslot.

Definition 4.3.3. Let (I, O) be a protocol that solves atomic broadcast. We say that IT has a-
unpredictability if the following holds for all 7, and for all adversaries A. Let Trtﬂ be the transcript
of the protocol up to timeslot 7, and let Lz < A(I1, Tr',, @) be an adversarial log, which we
refer to as the adversary’s guess. Then for all honest nodes p;, it holds that Pr[ L(E!) < L# <

L(E*)] = negl(2).

4.4 Decaying participation

Efficient protocols for the 7t = co regime (i.e., increasing participation) can be found in [109,
108, 81], with T;, being nearly optimal, namely with 7, = O(A). In this section, we tackle the yet
unstudied 7y, = oo case, in which participation is decaying. Namely, in the decaying participation
model, corrupt nodes are allowed to go to sleep, but may never wake up after timeslot 0. We
show that that PKI, VRF, and an external adversary suffice to design protocols in this setting,
with Tt = O(AAQ), where A is the security parameter, with error probability of 0(2%). This result
establishes the benefit of considering an external adversary, as an impossibility result by [108]
established that atomic broadcast is impossible to solve in the 7, < oo case against a standard

adversary that can carry out the key transfer attack.

Blocks. We employ the notion of a block. Discussing blocks allows our black box protocols
to be compatible with previous protocols in the literature that employ such a notion. We think of
blocks as being built from the inputs sent by the environment to the nodes in the following way. In
general, each block B added to the chain is going to have the following structure: Each block has
the form B = (x,H(B’), v, e, seed), where x is the content of the block. You should think of x as
all of the inputs sent by the environment to nodes that the block constructor has seen thus far that
are not already decided. Here, H(B’) is a hash of the previous block in the chain, with all honest

nodes initializing their chain with the genesis block, denoted by By = (L, L, 0). At times, protocols
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induce a partition of the timeslots into intervals which are referred to as views and epochs, when
that is the case, v indicates the view in which the block was created, and e is the epoch in which
the block was created. When the protocols we discuss do not make use of views and epochs, we
simply omit these coordinates from the description of a block. Lastly seed is an ancillary string.
Similarly, when we discuss protocols in which the seed entry is not used, we simply omit it from
the block description. We denote by view(B) and epoch(B) the view and epoch, respectively, in
which block B is was (or claimed to be) created. We define the height of a block to be its distance
in the chain from the genesis block, and we denoted it by i(B).

Note that any block B defines a unique path from B back to the genesis block, and thus defines
a unique log. We say that a block B extends a block B’ if B = B’ if or B’ is an ancestor of
B. We say that two block B, B’ conflict with each other if neither one of them extends the other.
We say that a block B is valid if its ancestor block B’ is valid and epoch(B’) < epoch(B) or
(view(B’) < view(B) and epoch(B’) = epoch(B)). If the view or epoch are omitted from the

block, the above conditions hold vacuously.

Permissible block. On top of being valid, a protocol may impose additional constraints on
blocks in order for them to be considered for confirmation. This usually takes the form a locally
computable (i.e., no communication required) predicate &, computable efficiently and locally by
every node, so that £(B) = 1 if B is considered a permissible block, and 0 otherwise. Messages
involving impermissible blocks simply get ignored by honest nodes throughout the execution of

the protocol.

4.4.1 Graded proposal election

To obtain the result we require the observation that the protocol of [108] can be endowed with
the unpredictability property with a slight modification which we discuss formally later in the
section. This modification concerns a procedure called graded proposal election, which we define

here for completeness.
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Definition 4.4.1. In graded proposal election (GPE), each node p has an input block B,, and

outputs a single pair (B, g) of a block and a grade (g € {0, 1}) with the following properties.

1. Consistency. If two honest nodes p, g output blocks B, B’ respectively, so that B # 1L, B’ #

1,then B =B’.
2. Graded Delivery. If an honest node p outputs (B, 1), then all honest nodes output (B, ).

3. Validity. With probability (w.p.) at least 1, all honest nodes output (B, 1) for some block B

that was the input of some honest node p.

4. Integrity. 1If an honest node p outputs (B, %), then either B = By, or there exists an honest

node p’ that received the content of B from the environment.

In their paper, Malkhi, Momose, and Ren [108] exhibit a protocol solving GPE in O(A)

timesteps in the (oo, co, %)—sleepy model.

4.4.2 Protocol and proof

We now have all the tools to state our results formally. The following result employs the notions
of log unpredictability (Definition 4.3.3), and the notion of a stateless protocol (Definition 4.3.2).
We can now formally state the following lemma, which intuitively says that assuming an external
adversary, one can turn any protocol with non-trivial unpredictability and statelessness, into a

protocol that can tolerate decaying participation.

Lemma 4.4.1. Let (I1, O) be a protocol solving atomic broadcast w.p. 1 —e€ and liveness parameter

{ in the (o0, 00, p)-sleepy model, and assume that:
* II has a-unpredictability, and
* I1 is a-stateless.

Then assuming an external adversary, p < %, there is a protocol (I, Q) that solves the atomic

broadcast problem in the (O(«), oo, p)-sleepy model w.p. 1 — € — negl and liveness parameter € .
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Algorithm 1 Protocol IT” for Lemma 4.4.1
1 / Each node p, if it is awake, executes the following at all timeslots #. Time is divided into
epochs, each of length a, starting from timeslot 0. Denote the current epoch by e(z). Each
node initializes a local variable .L; = By. Initialize LI(.) «— By. Epoch —1 is the same as epoch

0. Initialize v/l, =.=V,= ( Thorizon
2 [ Update log
s fore=0,...,e(t) —1do
» D* « #of nodes g so that p received (decide, *, e)
5 for all blocks B extending a block of epoch e — 1 in L* do
6 vi, [e] = 17 for every p; that sent a block B extending a block of epoch e — 1 in £},
7 D(B) « # of nodes ¢ so that p received (decide, B’, ¢) for any B’ extending B
8 if D(B) > D*/2 then
9 Add B and all its ancestors to L

10 / Executing I1

11 Execute II as instructed at timeslot ¢, ignoring messages from nodes p; that do not satisfy
vﬁ,[e(t) -1]1=1¢

12 upon a block B is decided according to I1 do

13 Decide B and all its ancestors.

14+ L), < Band all its ancestors.

15 / Decision messages
¢ Multicast (decide, B, e(t)),, where B is the most recently decided block

Furthermore, TI' expected latency is upper bounded by that of II', and incurs an additive O (An?)
factor of communication per timeslot. In particular, assuming an external adversary, one can

implement O («a)-valid wakeness vectors in the (O(a), 0, p)-sleepy model.

Lemma 4.4.1 is established via a reduction, depicted in Algorithm 1, that constructs I’ given
blackbox access to the given protocol IT in the premise of the lemma. Instantiating IT in the
reduction of Lemma 4.4.1 with a modification (detailed in Algorithm 2) of the atomic broadcast

protocol of [108, Alg. 3], we get the following result:

Theorem 4.4.2. Assuming PKI, VRF, and an external adversary, there is a protocol 11, solving
the atomic broadcast problem w.p. 1 — 2% in the (O(AQ), oo, %)—sleepy model with O(A) expected

latency, and liveness parameter £ = O(AQ).

We next provide an overview of the main ideas that go into the proof of Lemma 4.4.1. The

key observation for the decaying participation setting against an external adversary is that honest
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Algorithm 2 Augmenting [108, Alg. 3] with unpredictablility

1 GPE, invocation
- if r € [0,4A] then
B < (x, H(candidate), v(¢), e(7), Oy (candidate, 1)) for some x € I,
Execute GPE, with input B. A block B is permissible if it extends lock and has view(B) =
v(t), epoch(B) = e(t), and Ovy(candidate, t) consists of a valid output of Oy for input of the
form (p, -, ).

nodes can always rely on the messages claimed to have been sent in the earlier timeslots, due to

the Ty, = co assumption. The rough idea then is two-fold.

1. Random log. The main challenge in the decaying participation setting is dealing with for-
ward simulation attacks, similarly to Figure 4.2b. Our idea for handling such attacks is by
introducing nested randomness to the log decided by honest nodes. Specifically, along with
a proposal for a block, the proposal must include a VRF output, which is computed on the
VREF output attached to the parent of the proposed block. In case the proposer is honest, this
randomness is unknown to the corrupt nodes until the moment of broadcasting the proposal.
As such, corrupt nodes attempting to construct a corrupt chain will not be able to do so with
the randomness of honest nodes beyond the latest available block/proposal sent by honest
nodes. Thus, the key is to ensure that blocks proposed by honest nodes are decided often
enough. This endows the log with an unpredictability property of the contents of the log with
corrupt nodes awake in the early timeslots, but not in the current timeslot. We show that we
can ensure that w.h.p., a block proposed by an honest node gets decided once every O (AA)

timeslots, hence our choice of 7t = O(AQ).

2. Tolerating forward simulation. In the 7 < co model, we are susceptible to forward simu-
lation attacks, in which corrupt nodes active in early rounds send messages to honest nodes
awake far in the future, pretending to have been awake all along. With the randomness intro-
duced in the first bullet point, honest nodes joining the protocol at a late time can recover the
honest log by inductively building it, starting from the first block. The inductive argument

then intuitively goes as follows.
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* The correct recovery of the first block in the log is guaranteed by the 7y = co assump-
tion. Namely, the number of honest nodes awake at the commencement of the protocol
is greater than the total number of corrupt nodes that are ever going to be awake during

the execution. This is the base step of the reduction.

* The randomness introduced to the log and the choice of 7¢ allows honest nodes to
safely deduce the next block in the log, given correct recovery up to block k, for any k.
Roughly, this follows from two observations. First, any forward simulation of the pro-
tocol constructing a corrupt log up to O (A1) timeslots forward is going to get outvoted
by honest nodes, due to the 7 = O(AA) assumption. Any attempt by corrupt nodes
to forward simulate the protocol for w(AA1) timeslots is foiled by the fact that any ad-
versarial log is almost certainly different than the honest log, as its suffix contains no
blocks proposed by honest nodes, and thus the randomness attached to it is unpre-
dictable to corrupt nodes. Hence, honest nodes awake during the following O(AA)
timeslots are still going to outvote the fake log, due to the 7; = O(AA) assumption.
This allows honest nodes to safely deduce block k& + 1 of the log by deciding on the

block for which they observe a majority of votes.

The proof of Lemma 4.4.1 involves augmenting a general protocol with resilience to forward
simulation, this augmentation is presented in Algorithm 1. Afterwards, in order to obtain The-
orem 4.4.2, we explain how to augment the protocol of [108, Alg. 3] with randomness and thus

endow it with O (A log? A)-unpredictability (see Definition 4.3.3).

Proof of Lemma 4.4.1. Let I1 be the protocol given in the premise of Lemma 4.4.1. The protocol
we construct is described in Algorithm 1. The protocol is divided into epochs, each of length
«. Each node that wakes up, reconstructs the contents of the log inductively starting from the
first epoch. The inductive step is then implemented by each honest node ignoring all messages
regarding blocks of epoch e that do not extend a block of epoch e — 1 confirmed by the node. This

i

is formalized as described in Algorithm 1. In Algorithm 1, the notation v},

[e] corresponds to all
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coordinates of vﬁ, corresponding to epoch e. First we prove the following property of Algorithm 1.

Lemma 4.4.3. Except for with negligible probability, it holds that for any timeslot t and honest
node p, v},, ..., VU are 3a-valid wakeness vectors in all (Ty = 10a, oo, p)-sleepy executions. Fur-
thermore, it holds that at the end of iteration k of update log (See line 2 of Algorithm 1), that L},
contains a block of epoch k of L(E;,), and contains no blocks that were not decided by at least one

honest node.

Proof. We prove this by induction over the epochs. Denote by ¢ the current timeslot. For e = 0,
the wakeness vector statement is trivial, i.e., whenever vﬁj [e = 0] = 1¢ for an honest node ¢ for
some i, then node i was awake at timeslot at least 0. For L;, Let B be a block in L* that extends
the genesis block, this implies that ¢ observed a majority of decide messages for B amongst all
decide messages it received for blocks extending the genesis block. This includes all the honest
nodes awake during epoch 0, by line 16 of Algorithm 1. By the (10, oo, p)-sleepy model, the
honest nodes awake during epoch 0 exceed the total number of corrupt nodes that are ever going to
be awake during the execution. This implies that p received a decide message for B from at least
one honest node p, i.e., B € L(E;) for some timeslot ¢ < ¢, as required. The log L,* contains
the genesis block, and thus contains a block of L(E;) of epoch 0. For the induction step, consider
the claim to be true for all epochs at most < e, we prove the claim for epoch e + 1. Let g be an
honest node awake at timeslot ¢ of epoch > e + 1 and let i be a node such that vg[e] = 1%. This
implies that g received a decide message from i extending a block in L of epoch e — 1. Consider
the event E in which p; was last awake during epoch ¢’ < e — 5. By the induction hypothesis, up
to epoch e — 1, all wakeness vectors stored by all honest nodes are 3« valid. In particular, due to
the (Tr = 10a, 0o, p)-sleepy assumption, and due to the a-stateless property of I, we get that at
least up to the end of epoch e — 1, IT correctly solves the atomic broadcast problem, as by line 11
of Algorithm 1, all honest nodes consider messages from a set that has an honest majority. This
allows us to invoke the a-unpredictability of II, together with the second induction assumption,
that assures us that £, contains a block in L(Eﬁl) of epoch e — 1 to claim that the probability

that i could send to g a block extending a block of epoch e + 1 in L7 is negl(4, n). This invokes
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the external adversary assumption, meaning that a message observed to be from i can be sent
only by i (or other corrupt node) at a timeslot in which 7 is awake. Thus E occurs with at most
negligible probability. Applying a union bound over all corrupt nodes and over all timeslots during
the execution horizon (both polynomial in 7, A1) maintains this negligible probability, and proves
the claim for the wakeness vectors. This guarantees the correctness of I for epoch e + 1 by its
a-stateless property. This implies that L is consistent between all honest nodes at timeslot 7. Now
we must prove that at iteration e, a block of epoch e in L(E;) is added to L*, and no blocks that
are not decided by some honest node are added.

Assume that for an honest node g no block of epoch e is added to L} by the end of iteration e.
This implies that there exists an honest node p, awake at timeslot 7 — 1, that doesn’t have any blocks
of epoch e in L(E;‘l). This again holds by the induction assumption of L* for iteration e — 1,
the 3a-validity of the wakeness vectors, the a-unpredictability of I, and the (10a, oo, p)-sleepy
execution. All these imply that ¢ is hearing from an honest majority, even when restricted to honest
nodes awake at timeslot # — 1. So if all honest nodes awake at timeslot # — 1 had a block of epoch
e decided, consistency of I would imply that it is added to L* for ¢ at line 9 of Algorithm 1.

This event can only happen with negligible probability, as otherwise we contradict the a-
unpredictability of I, as the adversary at round r — @ — 1 had already seen all blocks of epoch
at most e — 1 communicated between honest nodes, including the transcript of the protocol, and all
messages received by p, and could thus compute .E(E;,‘l) with non negligible confidence. Thus
except for with negligible probability, all honest nodes awake at timeslot # — 1 have a block of
epoch e decided, and thus this block is added to L* by ¢ at timeslot ¢ by the behaviour of the
protocol and the induction assumption. Lastly, again since g hears from an honest majority, we get
that every block B added to L, was decided by at least one honest node, i.e., added to L(EZ ) for

some honest node p at a timeslot ¢’ < ¢. |

The 3a-validity of the wakeness vectors given by Lemma 4.4.3, combined with the (10a, oo, p)-
sleepy executions, and the a-statelessness of I, allow us to deduce that IT" (Algorithm 1) solves the

atomic broadcast correctly as required. Notice that block confirmation in IT” coincides with block
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confirmation in I, and thus they have the same latency properties. The only added communication
occurs in decision messages part of the protocol, and each message is of length O (1), thus the total

communication blowup per timeslot is O (An?), as required. O

Proof of Theorem 4.4.2. All that is left to obtain Theorem 4.4.2, is to observe that the protocol
(specifically, Algorithm 3) of [108] (henceforth [108, Alg. 3]) is O(A)-stateless, works in the
(00, 00, %)-sleepy model (see Theorem 4.5.4). It can be augmented to be O (log? 1)-unpredictable
with an incredibly simple change to the GPE invocation part of the protocol, which we describe in
Algorithm 2. In words, each honest node, when inputting a block B to GPE,, simply includes in
its seed a VRF computation on the current timeslot and the parent block of B. This ensures that
the contents of each block contain a component with high entropy, thus making the logs of honest
nodes unpredictable.

More formally, the augmented algorithm is described in Algorithm 2, with the red lines in-
dicating changes from the original pseudo-code. Due to the simplicity of the change, and not to
burden the write up with the technical details of [108, Alg. 3], we provide below a sketch of the
proof argument. [108, Alg. 3] is divided into views, each consisting of O(A) timeslots, during
which an attempt to agree on this next block in the log is executed. This attempt is captured by
the GPE procedure, which is executed once every view. By the properties (in particular, validity)
of the GPE subroutine (see Definition 4.4.1) and the behaviour of [108, Alg. 3], w.p. at least 1 at
the end of the GPE subroutine, all honest nodes decide a block proposed by an honest node into
their log. Conditioned on this event, the contents of Oy (candidate, r) are uniformly random and
unpredictable to any adversary not awake before the beginning of the current view. In particular,
the adversary A attempting at timeslot ¢ to guess the contents of the log of any honest node, suc-
ceeds w.p. at most % As different GPE executions are independent, we get that after O (1) views,
condition 3 in Definition 4.4.1 is invoked except w.p. 2% Thus in total, the probability that an
adversary at timeslot # can correctly guess the contents of the log of any honest node at timeslot

t + O(AA) is at most 2%, as required. O
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4.5 Fully-fluctuating participation

Finally, we move on to consider fully-fluctuating participation regime, where both 7t, 7, < co.
We show that assuming an external adversary and a VDF, one can design efficient protocols in this

setting.

Theorem 4.5.1. Assuming a PKI, a VRF, a VDE, and an external adversary, there exists a random-
ized protocol that with high probability (w.h.p.) solves atomic broadcast with expected latency of

O(A), and liveness parameter € = O (Alog é) in all admissible (O(A), O(A), %)—sleepy executions.

The proof of Theorem 4.5.1 is driven by two lemmas. The first lemma (Lemma 4.5.2, stated be-
low) is to show that there is an efficient protocol that implements valid wakeness vectors, assuming

PKI, VRF, and VDF oracles, and an external adversary:

Lemma 4.5.2. Assuming a PKI, a VRF, a VDF, and an external adversary, there is a protocol
with O (An? log2 n) communication complexity per timeslot that w.h.p. implements valid wakeness

vectors for all timeslots t over an execution horizon of length Thorizon.

The second lemma (Lemma 4.5.3, stated below) is a general result that gives a black-box
simulation showing how to convert any stateless protocol for atomic broadcast in the (oo, Ty, p)-

sleepy model into an atomic broadcast protocol in the stronger (7}, Ty, p)-sleepy model:

Lemma 4.5.3. Let (I1, O) be a protocol solving atomic broadcast w.p. 1 —€ in the (oo, Ty, p)-sleepy
model with liveness parameter {. Furthermore, assume that 11 is Ty-stateless (Definition 4.3.2).
Then, assuming a PKI, a VRF, an external adversary, p < %, and valid wakeness vectors, there
exists a protocol (I1', Q) solving atomic broadcast in the (Ty, Tr,, p)-sleepy model w.p. 1 — € and
liveness parameter {. Furthermore, Il has expected latency upper bounded by that of I1 and incurs

an additive O(An*log? n) communication cost per timeslot.

We prove Lemma 4.5.3 and Lemma 4.5.2 by presenting a protocol (Algorithm 3) that both im-
plements wakeness vectors using VDFs in the external adversary model, and uses a given protocol

IT as a black box. In a high level, every node at each timeslot has three responsibilities:
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Algorithm 3 Constructing protocol IT” from IT

I The following is executed by every honest node p at every timeslot 7 in which it is awake.
Let T = poly(4, n) be the execution horizon. Initialize v}, « 07 for all i € [n]. LIQ «— By.
I Wakeness vector updates

» Let (v 11,, vg) be the local view of p from the last timeslot » in which p was awake

forr <t <tdo
for alli € [n] do
if p observes a valid ¢’-depth value with prover p; then

vi[1'] < 1 I p deems p; awake at timeslot ¢’
else
vi[1'] <0 I p deems p; asleep at timeslot ¢’

/ VDF chain extension
P « set of nodes ¢ so that p received a valid depth-(z — 1) value val, from g
S — O(log?(n - t)) uniformly random elements (g, val,) sampled from P

s for all (¢,val,) € S do

Compute Op(p, val,, t) and multicast (VDF(val,)),
/ Running the protocol

15 Execute IT as instructed, and in particular, decide when I1 decides, while ignoring messages

from nodes p; for which va [t-Ty:t-1] =0

1. Extracting decided log so far from received messages. This computation is internal, i.e.

involves no communication.

2. Extension of wakeness vectors.

3. Running II.

The idea is to build, along with the blockchain of inputs of nodes, an object we refer to as VDF

chains, from which one can extract valid wakeness vectors for honest nodes to convince other

honest nodes of them being awake at certain timeslots. This allows the honest nodes that wake up

after a long period of sleepiness to only consider messages from nodes that were awake in recent

timeslots to realize the current state of the blockchain; the 7y interval in both forward simulation

and backwards simulation give us the needed majority to make sure the honest nodes can perform

these tasks successfully.

The proofs of wakeness allow honest nodes to determine the identities of of nodes that were

awake in the previous view, and take only their messages into account in deciding on the state of
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the log, using the (Ty, Ty, %)—sleepy assumption regarding the permissible executions.
Theorem 4.5.1 follows from Lemma 4.5.2 and Lemma 4.5.3, by instantiating the protocol IT to
be the protocol from [108]. Specifically, [108, Alg. 3] proves the following theorem, despite not

stating the stateless property explicitly.

Theorem 4.5.4 (Theorem 1, [108]). Assuming a PKI and a VRF, there exists a O(A)-stateless
protocol 11 solving atomic broadcast w.p. 1 with expected latency O(A), and liveness parameter

¢ =0(Alog %), in any admissible (oo, O (A), %)-sleepy execution.

Section 4.5.1 is devoted to the proofs of Lemma 4.5.2, and Lemma 4.5.3.

4.5.1 Constructing wakeness vectors from VDFs

This section is devoted to proving Lemmas 4.5.2 and 4.5.3. Theorem 4.5.1 then follows. In
the external adversary model, where corrupt nodes may only access their secret keys via oracles, a
VDF assumption allows any honest node p to prove w.h.p. the following statement for any timeslot
t, if it is true: “node p was awake at some timeslot ¢’ > ¢”. In order to prove this statement with

VDF, we need to define a few notions first.

Definition 4.5.1. Let val be some value in the range of the VDF function, and let p be some node.
We say that val is a valid depth-v value w.r.t. p if there exists values valy, ..., val,_;, val,, where

val, = val, and nodes py, ..., py-1, pv, Where p, = p, such that following holds.
1. Foralli € [v], VDF(val;) = val;;.
2. Node p has received (Op(p;,val;, -)),, foralli € [v].
We call p,_ the prover, and val the v-proof.

We first note that if p received a valid depth-v value val from p,_;, then p knows that w.h.p.
pv-1 sent that value at a timeslot v/ > v, and in particular was awake at a timeslot v/ > v. We give

a formal proof of this below.
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Claim 4.5.5. In the presence of a external adversary, if a node p receives a valid depth-t value val
from a node p;_1, then except with negligible probability, p,_; sent val at timeslot t' > t, and was

awake at a timeslott” >t — 1.

Proof. We prove this by induction on ¢. For ¢t = 0, the claim is trivial since a node that wasn’t
awake at any time > O can not send any messages. Assume that node p received a valid depth-7
value val from ¢, for ¢ that was not awake at any timeslot > ¢. Denote the corresponding nodes
and values by py, ..., ps—1 = ¢, valy, ..., val;_;. Note that in particular, val,_; is a valid depth-(r —1)
value w.r.t. p, sent by p;_», and thus by the induction assumption, it was sent by p;_» at timeslot
" >1-1.

Now assume that val was sent by p,_; at a timeslot » < ¢, this means that p,_; had not yet
received val,_; from p,_,. Denote by Q the total number of queries to the VDF oracle made by any

node by timeslot r, that number is bounded by r-n- p(n, I1), in particular, the probability that val;_;

r-n-p(n,IT)

appeared as the valid output of a VDF oracle at timeslot < r is at most —;

, and thus as long
as r = 0(2"), w.h.p. p;_1 could not have computed Op(p;—1,Vval;—1, -) before timeslot r, for any
r < t. Thus w.h.p. p;— could have computed Op(p;-1,val;—1,-) = val only after p,_, sent val,_1,
which occurred at timestep at least ¢t — 1, i.e., p;_; could have only queried Op(p,-_1,val,_1,-) at

timestep at least # — 1, and received a response at timestep at least ¢ due to the behavior of Op, thus

p;—1 sent val at timestep at least 7, and was thus awake at timestep at least 7 — 1, as required. O

Proof of Lemma 4.5.2. The full algorithm is depicted in Algorithm 3, specifically in the wakeness
vector updates and VDF chain extension parts.

With Claim 4.5.5 in mind, the main observation is that to prove the lemma, it suffices to prove
that at every timeslot, every honest node extends a valid VDF chain of at least one other honest

node. Notice that this is necessary as well, as otherwise, consider the following case involving 3

nodes p1, p2, p3.

1. Node p3 is corrupt and awake at timeslot 1, node p; is honest and awake at timeslot 2, node

p2 1s honest and awake at timeslot 3.
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2. Node p3 computes val; = Op(p3, valy, 1), and sends it to py, but not to p».

3. By instructions of some protocol I, p; computes val, = Op(p1, valj, 2) and broadcasts it.

Note now that p;, by timeslot 3 did not receive val; = Op(p3, valg, 1), and thus in particular,
w.h.p. val, is not considered a valid depth-2 value w.r.t. to p, even though p; was indeed awake at
timeslot 2.

The trivial solution to this would be to instruct each honest node p to extend the VDF chains
it received from all nodes, thus extending all honest node’s chains. However, this incurs a multi-
plicative n cost in communication. A better approach, and the one we implement in Algorithm 3,
is to let each honest node p sample O(logz(n - 1)) of the nodes it received valid depth-r VDF com-
putations from, and extend those chains, thus guaranteeing that except with negligible probability,
at least one of the chosen nodes is honest (due to the honest majority assumption in any admissible
execution) and that for all 7, except with negligible probability all honest nodes at all timeslots ¢
observe valid chains from all honest nodes for the appropriate timeslots they were awake.

We prove this by induction on the timeslot. The base case of ¢t = 0 clearly holds as all honest
nodes have valid wakeness vectors. Assume correctness for ¢ and consider time ¢ + 1, let p be an
honest node awake at time ¢. By the induction assumption, p had valid wakeness vectors, and so
p set vi, [t — 1] = 1 for all honest nodes i awake at time ¢ — 1. In particular, by the behavior of the
protocol, this implies that p observed valid depth-(¢z—1) w.r.t. all honest nodes i awake at time 7—1.
Furthermore, the validness of the wakeness vectors of p at timeslot #, the set of nodes i for which
v; [t — 1] = 1 has an honest majority. As such, by lines 11, 12 of Algorithm 3, when p chooses
O (log? n) random nodes amongst these, the probability of an honest node not being chosen is at
most 21021 = negl(n). Thus w.h.p. p extends in round ¢ a valid depth-(¢z — 1) chain sent by an
honest node, which implies that at round ¢ + 1, all honest nodes see a valid depth-# honest chain
from p, and thus set p as being awake in their wakeness vectors, as required. This proves the
completeness of the wakeness vectors at time ¢ + 1, i.e., that for all honest g awake at time 7 + 1,
and all # < ¢ + 1 and all honest p awake at time #’, we have that vg [#] = 1. The soundness of the

wakeness vectors at time 7 + 1 is implied by Claim 4.5.5. This completes the induction argument
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and concludes the proof. O

Proof of Lemma 4.5.3. Denote the given protocol in the premise of Lemma 4.5.3 by I1. Lemma 4.5.2
proves that wakeness vector updates and VDF chain extension correctly implement valid wakeness
vectors. Which in turn implies, due to the (7}, Ty, p)-sleepy model, that IT is executed by every
honest node by only considering messages from an honest majority at every timeslot. By the 7-
stateless property of I, we thus have that IT solves the atomic broadcast problem correctly. Thus
IT" inherits e-Safety, and (e, €)-Liveness from I1. Protocol I1” decides blocks when IT decides them,
thus the expected latency of I1” can not be worse than that of I1, and implementing wakeness vector
updates and VDF chain extension requires an additive O (An? log2 n) overhead in communication

at every timeslot, as required. O

4.6 Additional related work

The early protocols designed for the synchronous sleepy model [105, 107, 46, 104] follow the
longest chain approach of Nakamoto [76]. While inheriting its simplicity and elegance, they tend
to suffer from high latency in the worst case. Furthermore, all of these protocols assume fixed and
non-fluctuating participation of corrupt nodes. In this setting, the works of [115, 106] are geared at
breaking the Q( %) latency barrier. Prism [115] designs a protocol whose latency is independent of
A under a certain optimistic condition, while [106] designs a protocol whose latency is independent
of the participation rate y (see Table 4.1 for the concrete bounds). Momose and Ren [109] designed
the first protocol to achieve near optimal latency, namely O(A) in expectation. This was followed
up by [108] in which the latency was further improved, as well as modifying the protocol to work in
the growing participation setting [81]. The protocols of [109, 108] differ from the earlier protocols
in the sleepy model, by emulating the PBFT [119, 120] approach to consensus, as opposed to

longest chain based techniques.

Adversary restrictions. On the road to improve latency and supporting fluctuating partic-

ipation of corrupt nodes, many works have imposed restrictions on adversary capabilities. The
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early work of [113] designs a protocol that can be instantiated in the fully-fluctuating sleepy model
which is secure only against crash failures, with the early decision property. Namely, the latency
of the protocol is proportional to the actual number of crash failures in the network. The work
of [117] designs a O (A) expected latency protocol in the sleepy model that remains secure against
fully-fluctuating participation, but restricts the adversary to only send time-stamped messages, i.e.,
each message sent by the adversary includes the real timeslot in which it was sent. In particular,
this implies that the adversary is not allowed to equivocate (send conflicting messages to hon-
est nodes in a given timeslot). The work of [116] considers a model where honest nodes know
whether or not they will be awake or asleep in the next timeslot, and as such may use this informa-
tion during the execution of the protocol (e.g., to announce their impending sleepiness to the rest
of the nodes). The paper of [111] does not discuss fully-fluctuating participation of corrupt nodes,
but their protocol, when instantiated in the external adversary model we introduce in this paper,
is secure against fully-fluctuating participation, and makes use of a VDF [51]. An early version
of [108] showcased a protocol that supports fully-fluctuating participation and has optimal latency.
They assume authenticated channels (i.e., identity of message sender is attached to each message),
and further assume that messages that do not get delivered after A timeslots (because the recipients
are asleep) get dropped from the network and never get delivered. This essentially prevents the

adversary from performing forward simulation attacks.

Permissionless setting. In this paper we consider the setting where the total set of nodes
allowed to participate in the protocol is fixed and known to all nodes. The work of Lewis-Pye and
Roughgarden [118] explores a generalized version of the sleepy model in which the set of allowed
participants in the protocol changes over time (via stake), and their identities are not known in

advance to nodes.

PoSAT. Itis worth noting that an existing consensus protocol is already resilient against fully-
fluctuating node participation, under our external-adversary model! Specifically, despite the model

not being discussed or defined directly in the paper, the PoSAT protocol [111], which makes use
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of time-based cryptography (specifically, VDFs) to achieve consensus in the growing participation
setting, can be proven secure in the fully-fluctuating participation setting against an external ad-
versary. Both the resilience and latency of the protocol are sub-optimal, however, with resilience
p = ﬁ ~ ().268 and latency 0(%/1A), where v is the participation rate of nodes, i.e., % > 1,and A

is the security parameter. Our protocol obtains optimal resilience % and expected constant latency,

respectively. See Section 4.5 for details.
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Chapter 5: How Much Public Randomness Do Modern Consensus Protocols

Need?

5.1 Introduction

Consensus is a cornerstone of distributed computing, with research spanning over four decades [99,
98]. In the consensus problem, n players (or nodes) with respective inputs must engage in com-
munication in order to reach agreement on a value. The challenge stems from the presence of at
most f corrupted (i.e., Byzantine) players, which may deviate from any given protocol in arbitrary
ways.

The consensus problem has been considered under a myriad of constraints and allowances
across various axes, including network synchrony, setup assumptions, the use of randomness by
honest players, and the capabilities of the adversary (Garay and Kiayias [121] provide a detailed
survey). With the renewed interest in this problem due to its foundational role in blockchains, two
properties of particular importance from a practical point of view have been efficiency and adaptive

security.

1. Efficiency. We consider an efficiency notion motivated by modern blockchain-related con-
sensus protocols. We say that a protocol has low communication (or in other words, is
laconic) if in every round few of the players (i.e., o(n) << n) send messages. A protocol
has low latency if it requires at most o(n) rounds. We refer to a protocol as efficient if it has
both low communication and low latency. Our efficiency notion is essential for consensus
protocols to scale to thousands of players and finalize transactions quickly. Indeed, most

modern blockchain systems (e.g., Bitcoin and Ethereum) are efficient in this sense.

2. Adaptive Security. We say that a consensus protocol is secure against an adaptive adver-
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sary if it solves consensus even when the adversary may choose to corrupt players “on the
fly,” based on its observations thus far. We consider both a basic adaptive adversary which
can corrupt up to f players at any point based on the current transcript of the protocol, but
cannot un-corrupt them, and a mobile blocking adversary which can choose potentially new
players to target in each round but can only block their messages, and not cause arbitrary

behavior.

Observe that either of these properties is straightforward to achieve without the other: if efficiency
is not important, classical Byzantine fault-tolerant consensus protocols [25] are adaptively secure.
On the other hand, Nakamoto-style consensus [76] with round-robin leader election is efficient
against a non-adaptive adversary, but has linear latency against an adaptive adversary.

In practice, the vast majority of blockchains, including Ethereum and Bitcoin, aim to achieve
both of the above properties. They do so by relying on a source of shared randomness for the
players, for tasks such as leader election and committee sampling [122, 76, 123]. Such a primitive
that provides access to fresh randomness at every point in time is referred to in the literature as
a randomness beacon [124]. Implementing such a beacon, however, is an expensive task, with
current constructions either employing delay functions [49, 51], requiring many rounds or much
communication [125, 126, 127, 128], or achieving a sub-optimal version of the ideal functionality
subject to manipulation [129, 122].

On the other hand, it turns out, that the use of unpredictable randomness is essential to the
design of efficient consensus protocols [130, 23, 39]. Dolev and Reischuk [130] show that any
deterministic protocol must have Q(n?) communication complexity. Bar-Joseph and Ben-Or [23]
show that against a computationally unbounded adaptive adversary that can view the local state
of all players, any (even randomized) synchronous BA protocol requires Q(+/n) rounds. Abraham
et al. [39] show that without unpredictable randomness, any consensus protocol must use Q(n?)

communication.
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5.1.1 Our Setting

The goal of this paper is to quantify the precise amount of randomness that must be drawn
from such a beacon to allow for efficient and adaptively secure consensus protocols. We make
minimal auxiliary assumptions, focusing on the information-theoretic (i.e., a computationally un-
bounded! adversary and no PKI), synchronous setting. Specifically, we consider the following
ideal functionality for a beacon: At each round ¢, a fresh, uniformly random string is revealed to
all players.

Such an assumption, referred to as an idealized common coin or randomness beacon is a com-
mon assumption in the BA protocols for asynchronous networks [131, 132]. We say that a pro-
tocol has low beacon entropy if it can be implemented using a randomness beacon that generates
O (logn) bits in total during the protocol. We stress that it is important that the random string
revealed to all players at round ¢ is not only uniform, but also is unpredictable prior to round ¢.
In other words, no adversary can predict the contents of the string of round ¢ prior to round ¢.
Abraham et al. [39] show that any protocol secure against an adversary that can predict the content
of the beacon ahead of time, must use Q(n?) communication. We emphasize that our lower bound

applies even when the protocol has access to our beacon with stronger unpredictability.

5.1.2 Our Results

We provide a complete and tight characterization of efficiency, adaptive security, and low bea-

con randomness:

Impossibility (Section 5.4, Theorem 5.4.1 and Corollary 5.4.3): We show that no consensus pro-
tocol can simultaneously achieve all three properties. That is, any efficient, adaptively secure
consensus protocol must use a randomness beacon that outputs w(logn) bits. Our impossi-
bility result holds against a computationally unbounded adversary in a broadcast communi-

cation model.

'Under computational assumptions, e.g., using a delay function, a beacon can be constructed. The unbounded
adversary setting enables us to isolate the utility of the beacon.
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Possibility (Section 5.5, Lemmas 5.5.1, 5.5.5 and 5.5.7): We show that the above impossibility
is tight by presenting three consensus protocols, each realizing exactly two of the above three
properties. Our protocols work against a computationally unbounded adversary in a peer-
to-peer communication model. Together, they demonstrate a frilemma: consensus protocols

can achieve any two of efficiency, adaptive security and low-entropy, but not all three.

5.2 Related Work

A long line of work considers a computationally bounded adversary [133, 38, 134, 135]. Proto-
cols in this setting employ cryptographic tools to enable adaptive secure consensus protocols with
as few as O (1) rounds (in expectation). This research culminates in the work of Ghinea, Goyal and
Liu-Zhang [135], which matches the decades-old lower bound Chor, Merritt, and Shmoys [133]
which states that any r round consensus protocol has error probability at least Q(r—lr).

Coming back to an unbounded adversary, other works [27, 136, 137, 39, 46] consider relaxed
versions of the adaptive adversary, and design consensus protocols that circumvent the aforemen-

tioned round and communication lower bounds of [39, 23].

Adaptively secure consensus. By Abraham et al. [39], any protocol that is secure against a
strongly adaptive adversary must use Q(n?) bits of communication. This bound is known to be
tight in the setting of a computationally bounded adversary by the work of Abraham et al. [38].

The protocol of this work also achieves optimal O (1) round complexity, in expectation.

Adversary Relaxations. On the road to circumventing the lower bounds of [39, 23], various

relaxations to the strongly rushing adversary have been considered.

* A typical relaxation is that if the adversary chooses to corrupt a player p at round r, player p
still performs the honest behaviour of round r prior to the adversary taking control of p (at
which point the adversary can send additional messages, still in round r). Protocols achiev-

ing o(n?) communication complexity under this assumption include the work of King and
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Saia [27], and the follow up work by King, Lonargan, Saia and Trehan [29] in which they
show protocols with O(n'>) communication complexity. Additional cryptographic assump-
tions allow the design of protocols with nearly linear communication complexity [137, 138,
38, 139]. Another class of protocol circumventing the communication lower bound of [39]
are motivated by blockchain applications, and make use of proof-of-work or proof-of-stake

assumptions [46, 76].

* Another line of work considers a late adaptive adversary. Roughly, this is an adaptive ad-
versary with an outdated view of the state of the protocol. At each round the adversary may
choose players to corrupt based on all information available so far, however the actual cor-
ruption occurs several rounds later. Most of these works consider relaxed variants of the

consensus problem, e.g., almost-everywhere consensus [136, 140, 141, 142].

* A mobile blocking adversary has been considered previously in [136], and is generally re-

lated to the well studied model of omission failures [143, 144].

Randomness beacon entropy. As mentioned, the idealized randomness beacon assumption, also
known as a common coin, is extensively used in consensus protocol design in asynchronous net-
works (See [132] and references within). A recent work [144] studies a similar question to ours.
Specifically, they consider protocols secure against an adaptive omission failure adversary, and
characterize the trade-off between the required number of oracle calls to a random beacon and the

round complexity.

5.3 Preliminaries

Notation. We let A denote the security parameter. If a function f (1) is O(1/poly) for every

polynomial in A, we say f is negligible in 1. We write f = negl. We let log(x) denote the logarithm

base 2 of x. If X is a random variable over domain €, and suppX = {x € Q | Pr[X = x] > 0}, we
1

denote the min-entropy of X by Heo(X) = minyequppx prpz=-
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Model. We consider a network of n players (i.e., nodes or participants). We focus here on the
permissioned setting, in which the set of n players is fixed and known to all players in advance.
At most f players can be corrupt. We further assume that communication takes place over a
synchronous network with maximum message delay of A, i.e. a player p at round ¢ has received
all messages sent to it up to round ¢ — A. For simplicity of exposition, we assume that A = 1, but
all our results extend naturally to the general case of delay parameter A. Throughout the paper
we consider two models for a communication network. In the peer-to-peer model, players may
send different messages to different players during each round. In the broadcast model, players
(including corrupted players) may only broadcast a message, which is received by all other players.

Specifically, the latter model does not allow corrupt players to equivocate. Our lower bound
holds even in the more generous broadcast model, and our upper bounds hold even in the more

general peer-to-peer model of communication.

Adversary model. All of the adversaries considered in the paper are computationally unbounded,
and in particular we assume no PKI (though we do assume authenticated channels between partic-
ipants). Specifically, we consider three types of adversaries, static, adaptive, and mobile blocking.
Let f be the adversary’s corruption budget. It is useful for us to consider an adversary as a pair
of algorithms A = (Ay, A;), where A is responsible for choosing the identities of up to f cor-
rupted players at every round ¢, and ‘A is the adversary participating in the protocol. A bit more
formally, at each round ¢, Ay may observe (I1, 7, Tr;) and output a set F; of at most f players.
Here, I1 is a description a protocol and Tr, refers to the transcript of a protocol up to round ¢ (see
Definition 5.4.1). Each adversary type we consider imposes different restrictions on either Ay or

A2

* Static. The static adversary chooses the identities of f corrupt players at round ¢t = 0, and
this choice is fixed throughout the execution of the protocol. The adversary has complete

control over the behaviour of the corrupted players. In other words 7, = % for all ¢. There

2One might ask about the possibility of a mobile adversary capable of corruption, but this is tricky to reason about
as it requires a notion of “un-corrupting” players.
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are no restrictions on Aj.

* Adaptive. At the beginning of each round ¢, the adversary chooses the identities of f; < f
players to corrupt in that round, based on its observations of the transcript of the protocol
and the players it has corrupted thus far. These players stay corrupted for the rest of the

execution. In other words, F; C #;,1 for all ¢. There are no restrictions on ‘Aj.

* Mobile blocking. A mobile blocking adversary can, at every round, observe (I1, ¢, Tr;), where
t is a round, and Tr; is the transcript of IT up to round ¢, and output a set 7, of at most f
players that are prohibited from sending messages at round . We emphasize that unlike
the adaptive adversary which is constrained by the total number of corruptions, the mobile
adversary may corrupt up to f players in each round regardless of how many players it has
corrupted in the past. A mobile blocking adversary is also captured by the (A, A;) notation
via Ap(I1, ¢, Tr;) = S, and A, be an adversary behaviour in which corrupted players send no

messages.

In any adversary variant, we say that an adversary corrupting at most f = pn players is p-bounded.

Randomness. The protocols we consider in this work have two main sources of randomness.
For both of them, we assume an ideal functionality as our goal is to reason about the nature and

amount of randomness required to design consensus protocols.

1. Common Random String (CRS). We assume that at round # = 0, an arbitrarily long (as
per the protocol’s specification) uniformly random string CRS is revealed to all players.
A static adversary must choose the identities of corrupt players prior to the CRS being
revealed. An adaptive or mobile adversary can choose the identities of corrupt players after

CRS is revealed.

2. Randomness Beacon. A randomness beacon is an oracle that at every round ¢, produces

a fresh uniformly random string seed; of an arbitrary length (as per the protocol’s specifi-
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cation). In particular, for each round ¢, an adaptive or a mobile adversary must choose the

identities of corrupted players prior to the revelation of seed;.

Clearly, in the presence of an adaptive adversary the latter source of randomness is significantly
more powerful than the former. It is precisely the latter source of randomness that is the main focus

of this paper.

Authenticated Channels. Similarly to prior work [27, 137], we assume that communication
channels in our network are authenticated. Intuitively, this means that each player knows the iden-
tity of the sender for any message received. This can be formalized by instantiating communication
channels with a map that maps a message m to the tuple (m, p), where p is the sender of m. This

mapping is fixed and can not be tampered with by the adversary.

Executions. An executionis atuple E = (I, A, r) where I1 is the protocol run by honest players.
A is a particular adversary, i.e. A is an algorithm that chooses corrupt players (only at ¢t = 0 if
static, otherwise A chooses at every round ¢) based on the transcript of the protocol and internal
state of corrupt players, and instructions for the behaviour of the environment. r denotes the
random coins of all players. Given a protocol IT we say that E is an execution of II if the first
component of E is II.

We say that an execution is admissible in the adaptive model if for all rounds ¢ > 0 it holds that
fi < %n In the static model we further demand that the identities of corrupt players remain fixed
throughout the execution of the protocol. At times we abuse notation and refer to an execution also
as the random variable (IT, A) which is a distribution over executions in which IT is the protocol
run by honest players, and A is the adversary (corrupt players in each round, and actions taken by
them). We denote this random variable by E 4.

The specification of the consensus problem we consider takes the form of the well known

Byzantine Agreement problem [99, 98].
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Byzantine Agreement (BA). In the BA task, n players must come to an agreement on a bit under
some constraints. Each player P; has an input b; € {0, 1}, and produces an output o; € {0, 1}. We
say that a protocol IT solves the BA task if the following three properties are guaranteed by II,

except for with negl probability.
1. Termination. There exists ¢ such that all honest players have produced an output by round ¢.

2. Agreement. For any pair of honest players P;, P;, the probability (over the randomness of

the adversary and the protocol) that these players output different values is at most negl.

3. Validity. If all honest players have the same input bit b, then all honest players always output

b.

An additional critical notion relating to a BA protocol is latency, which is defined as follows.

Intuitively, latency captures the expected number of rounds it takes for II to terminate.

Definition 5.3.1 (Latency). Let IT be a protocol solving BA, and let 7; # denote the random variable
indicating the round in which player i terminates given an adversary (A corrupting some subset of
the players. Given an execution E = (I1, A, r), let Hg denote the set of players that remain honest
throughout the entire execution. We say that II has expected latency ¢ given f corruptions if for

all adversaries A corrupting at most f players,

<.

max E
(IL,A) E=(I1,A,r)
A corrupts at most f players

max T, #
vty P

We denote by L(IT) the minimum ¢ for which IT has expected latency ¢ given f corruptions.

Randomness beacon. In this paper, we consider an £-bit randomness beacon to be an n-party
protocol IT1° with access to a random oracle O that satisfies termination and agreement and, on
input 1%, outputs a string s of length £(1). Furthermore, the value output by the honest parties
must be computationally indistinguishable from random, in the random oracle model. In other

words, the adversary responsible with distinguishing between the uniform distribution and the
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output of the beacon is only bounded in its number of queries to the random oracle, but not in
any other manner. In particular, it can perform arbitrary computation. More precisely, let A
be any (computationally unbounded) adversary corrupting f out of n players. Let D by any
computationally bounded distinguisher, making poly(A1) queries to the random oracle O. Denote
by v « H?{ the output of the honest parties from an execution of IT with the adversary A. For any

such A, D9 it must hold that:
Pr[DO(1Mv) =1: v« T9] =Pr[DO(14,r) =0 r « {0, 1}*V ]| < negl.

We say that I19 is secure against a static/adaptive/mobile blocking adversary if the above holds
and A is a static/adaptive/mobile blocking adversary respectively. We note that the definition of a
randomness beacon varies throughout the literature; here, we consider a weak notion where the ad-
versary corrupting parties during the protocol execution is different from the adversary attempting

to distinguish the beacon output from random. This notion is still nontrivial.

5.4 Impossibility Result

In the following, we define formal notions in order to rigorously discuss the amount of common
randomness consumed by a BA protocol with adaptive security and low communication. Recall
that in this section, we assume to be in the broadcast model of communication. We begin with

defining the transcript of a protocol.

Definition 5.4.1 (Transcript). Let IT be a BA protocol for a network of n players, and let A =
(Ao, Ay) denote some adversary. Denote by E # the random variable of executions under (I1, A).
We define the transcript 77, to be the random variable that indicates the identities and contents

of the players speaking in each round. Formally, we have
* Trg, = {Try, hen

. Tr%ﬂ = (I " Cgﬂl , Afﬂ,seedt, CRS), where I%ﬂo C [n] is a subset of honest players at

round ¢, and Cgﬂ € ({0, 1}*)1’5?{ denotes the messages of those players. Furthermore, an
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honest player p; speaks in round ¢ iff i € I, , and the message it sends is consistent with
A
Cgﬂ. A;l contains the identities of the adversarial parties speaking at round ¢ and the contents

of their messages

Definition 5.4.2. Let IT be a BA protocol, and let A = (Ap, A;) be an adversary. We define
the communication complexity of II to be the random variable C = ZN |1 fEﬂl' We say that the
communication is uniform if there exists 7" such that except for with nézl probability it holds that
|1 gﬂl = 0(%) forallt < T and |l %ﬂl = Qforallr > T. We refer to % as the uniform communication

complexity of I1. We say that a protocol has low communication if it has uniform communication

of o(n).

We consider the following notion of unpredictability, that intuitively says that the probability
that an adaptive adversary can guess correctly the set of speaking parties in every round, given the

transcript of the protocol up to that round is negligible.

Definition 5.4.3 (Protocol entropy). Let IT be a BA protocol and let A = (A, A;) be an adversary.

The protocol entropy of TI with respect to A, denoted PE # (I1), is

PEA(I) = Y He, (Tr%ﬁ | (T, 10<i <1}, CRS) .
t=0
The protocol entropy of 11, denoted PE(IT), is the maximum, taken over all adversaries A, of
PE #(I1).
Theorem 5.4.1. Let IT be a BA protocol that has the following properties:
* PE(IT) = O(logn).

* Except for O(1) initial rounds, 1 has uniform communication complexity k.

Then, with probability ﬁ for some polynomial p, 11 has latency Q(%) rounds in the presence
of a p-bounded adaptive adversary, for any p > 5 If instead a mobile blocking adversary is

. . k
considered, then Il does not exist for any p > .
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Proof idea. The proof proceeds in two steps. First, we appeal to the contrapositive of the entropy
argument underlying Lemma 5.4.2: low protocol entropy implies that there exist adversaries such
that the set of speaking parties in each round can be predicted with probability at least 1/p(n) for
some polynomial p. Second, we construct an adversary that, for the first O (1) rounds, employs the
Chor—Merritt—-Shmoys strategy [133] to prevent early BA termination, and in subsequent rounds
predicts and corrupts (or blocks) all speakers. Conditioned on correct predictions, which occurs
with probability at least 1/p(n), the adversary blocks all k speakers per round for Q(on/k) rounds,
and no progress is made; thus IT requires Q(pn/k) rounds. For a mobile blocking adversary, the
corruption budget resets each round, so blocking can be sustained indefinitely; in that case I1 either

fails to terminate or errs with at least inverse polynomial probability.

Proof. Since PE(IT) = O(logn), there exist a constant ¢ > 0 and an adversary A = (A, A;)

such that PE # (IT) < ¢ log n; that is,
Z Heo(Try, | {Tr%ﬁ |0 <i<t},CRS) < clogn.
=0

By the same argument as in the proof of Lemma 5.4.2 below (in the contrapositive direction), this
implies that there exist adversaries A = (Ap, A;) and A, such that the probability that A, cor-
rectly guesses the set of speaking parties at every round (denoted / ’ﬂ, a, =1 ‘tfﬂo in Definition 5.4.4)
given CRS is at least ﬁ for some polynomial p(n).

Now consider the following adversary D = (Do, D), acting as follows. Let r = O(1) be
the number of initial rounds which may have high communication complexity. In the following,
we employ a well-known result [133], which states that any BA protocol with r rounds has error
probability of at least Q(ni,), with the adversary needing to corrupt at most r players [133]. In our

case, Q(nl—,) =1/n°0),

1. For the first r rounds, employ the adversary strategy [133], corrupting at most r players in

the process.

2. Dy acts as follows: At the beginning of any round ¢ > r, use Ay (11, {Tr’éﬂ |0 <i<t})
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to obtain 1"

A In the case of the adaptive adversary, corrupt all the players in /., [t until

the total number of corrupted parties has reached the corruption budget pn. In the case of a

mobile blocking adversary, corrupt them for round ¢.

3. D; sends no messages by the corrupted players; that is, the players in I’ Note that
this is compatible behaviour with the mobile blocking adversary, in addition to the adaptive

adversary.

From here on in, the analysis is conditioned on the event that A, has guessed correctly the

identity of speakers at all rounds, which occurs w.p. at least by assumption. Due to the

(n)’
strategy of [133], we have that with at least inverse polynomial probability, IT does not solve BA
up to round r of the execution. For the following Q(%) rounds, no progress is made since the
adversary corrupts all parties participating in the protocol for those rounds. Thus at least with
inverse polynomial probability, IT requires Q(%) rounds, as required. In the case of a mobile

blocking adversary, no progress is made at all, indefinitely, and so in particular the protocol either

has no termination, or has error probability at least Q( (n)) which is a contradiction. O

Definition 5.4.4 (Adversary’s guess of speaking parties). Let IT be a BA protocol, and let A =
(Ao, Ay) be an adversary. We define the adversary’s guess to be a series (16 , I:lq, I:%q, ...) given by

an algorithm A, of the adversary’s choice where for each r € N,
itﬂﬂz « A (11, {Tr%ﬂ |0<i<t-1},1)

Given the above definition, we can now define global leader unpredictability:

Definition 5.4.5 (Global leader unpredictability). Let IT be a BA protocol. We say that IT has

global leader unpredictability if for any adversaries A = (Ap, A;) and A»,

7t _ _ it _ ] .
Pr|Ve, Ity g, = I, | CRS| = [ | Pr| Ty, = I, | {05, 10<i<1},CRS| < negl
t=0
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We now prove that if a protocol II satisfies global leader unpredictability, then its transcript

contains a significant amount of min-entropy.

Lemma 5.4.2. Let I1 be a BA protocol that satisfies global leader unpredictability. Then for any

constant ¢ > 0, I1 has protocol entropy at least ¢ log n; that is, PE(IT) > clogn.

Proof. Assume towards a contradiction that there exist a constant ¢ > 0 and an adversary A =

(Ap, Ay) such that
Z Heo(Trly | {Tr; |0 <i<1},CRS) < clogn.
t=0

Now for each ¢ € N, denote by k, the value Hoo(Tr%ﬂ | {Tr%ﬂ | 0 <i < t},CRS). Applying

f(x) = zix to both sides of the inequality above, we get that

1 1
= n
2z§0 ke

Thus, by definition of min-entropy, we have that there exist strings S;,¢ € N s.t.

1 .
o = Pr[Tiy, =S, | {Try, |0 <i <1}, CRS]

We thus have that

0 . , 1
Pr[Vt e N,Tr;;, = S, | CRS] = l—[Pr[TrjEﬂ = S; [{Trg, |0<i<1}.CRS] > —
t=0

where the first transition is by definition of the probability of event intersection. Since / gﬂ isa

part of Tr%ﬂ, we thus get that there exists set f,, t € Ns.t.
‘ =1, |CRS !
Pr[VteN,IEﬂ—Itl ]>F

Now note that an adversary A» that predicts at round 7 the set /; can realize this success prob-
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ability, thus violating the global leader unpredictability condition, as required. Such an adversary
is realizable both in the adaptive and mobile blocking models since the adversary at round ¢ has
definitive knowledge of the transcript up to and including round ¢ — 1, including CRS.

O

We now show that global leader unpredictability implies a randomness beacon. This random-
ness beacon simply runs IT and computes the hash(i.e. queries the random oracle) of the identities
that spoke in each round. Since these identities are unpredictable, given enough parties there is

sufficient randomness to construct a beacon.

Corollary 5.4.3. Let Il be an n-party protocol satisfying global leader unpredictability. If n > A,

there exists a randomness beacon 11'C such that:
e 11O has the same communication complexity and latency as T1.

o 1O outputs A bits that are indistinguishable from random by any efficient (poly () query)

adversary in the random oracle model.

Proof. Let O : {0,1}* — {0, 1}* be a hash function which we model as a random oracle. Let I1°°
be the protocol obtained by running IT and outputting the hash(i.e. querying the oracle O) of the
identities of the parties that speak in each round of IT. Observe now that IT’? trivially satisfies the
first bullet point, since it involves only running IT and applying a function to its transcript. Since
we operate in the broadcast setting with authenticated channels, all parties know these identities
of speaking parties. Recall that global leader unpredictability states that this tuple of speaking
parties has at least ¢ logn min-entropy for any constant c. Therefore, for any fixed string s, the
probability that this tuple of identities equals s is at most 1/¢ for any constant ¢. Let D© be a
computationally bounded adversary making a polynomial number of queries to the random oracle
O. The probability that D queried the tuple of speaking parties to O is smaller than the inverse of
any polynomial, which is negligible. Therefore, except with negligible probability the hash of the

tuple of speaking parties is a freshly random value from the perspective of D©. O
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5.5 Possibility Results

Having established the above trade-off, we turn to showing that it exactly captures the role of
randomness in efficient and adaptively secure BA. Specifically, we present three protocols solving
BA, all simplified versions of known protocols from the literature, and prove that each of them
satisfies two of the three properties we described above. To make our results as strong as possible,
throughout this section, we consider a model where players are deterministic and all players are
given access to an ideal randomness beacon and a CRS. Recall (see Section 5.3) that an adaptive
adversary must make corruption choices for round r prior to seeing the beacon output of round r.
While for the lower bound result we assumed a broadcast model of communication, we assume a
peer-to-peer network for the upper bounds, to make our results as strong as possible. In particular,
corrupt players can equivocate. We formally describe our framework and general BA protocol in
the following section, and then showcase how this framework is instantiated in three ways to obtain

protocols:

1. Efficiency and adaptive security. We show that when entropy from a beacon is not limited,
there exists a protocol that is adaptively secure and efficient. The details, along with our

general framework, are in Section 5.5.1.

2. Low beacon entropy and adaptive security. If one is willing to forgo low communication,
we show that there is an adaptively secure, low beacon entropy protocol that also has O(1)

expected round complexity. The details are in Section 5.5.2.

3. Low beacon entropy and efficiency. If one wishes to forgo adaptive security, then there ex-
ists an efficient protocol that uses low beacon entropy that is secure against a static adversary.

The details are in Section 5.5.3.

Mobile blocking adversary. All the proofs relating to security against an adaptive adversary
in this section can easily be modified to work for a mobile blocking adversary, with the same

protocols. The main observation is that against an adversary that can only silence players, none of
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our proofs use the property that the same parties are corrupted between rounds, and also that in our
protocols, the actions of an honest player depend only on the messages received from the previous

round, and not any other round in the past.

5.5.1 Efficiency and Adaptive Security

In this section we describe our general framework for BA protocol design, along with one
instantiation of it to obtain a BA protocol that has low communication(i.e. O(Q) parties talk in
each round) and is secure against an adaptive adversary, as longas 3f; + 1 < (1 —e)nforallt € N

and constants €. Formally, we prove the following in this section:

Lemma 5.5.1. For all € > 0, assuming a randomness beacon, there exists a protocol 11 that except
for with exp(—A) probability, solves the BA task in the presence of an adaptive adversary that
satisfies 3f; + 1 < (1 —€)nforallt € N.

Furthermore, the protocol has O(1) expected latency, and the protocol has uniform O (1) commu-

nication complexity, in expectation.

Our general framework, with which all three of our protocols are designed, resembles that
of Gafni and Losa [117] of interlacing executions of the commit-adopt task and leader election.
The main differences are the use of the randomness beacon to ensure both low communication
and security against an adaptive adversary for some of our considered settings, and the considera-
tion of a stronger adversary (Losa and Gafni assume a non equivocating adversary). With this in
mind, we describe in this section the general framework and its concrete implementation to obtain
Lemma 5.5.1. The following sections explain how to modify the implementation to obtain the
other two protocols.

In all our protocols, the set of parties tasked with speaking in each round is denoted by com;, for
round ¢t. We refer to com; as the committee of round ¢. Furthermore, each round ¢ has a designated
leader, denoted by ¢;. Despite the fact that every round has a leader, in most rounds the leader does
not have any special role. The identity of com, and ¢; in each of our considered settings is derived

both from the beacon and the given CRS in different ways, as follows.
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1. Efficiency and adaptive security. To achieve Lemma 5.5.1, we use the randomness beacon
as follows. Denote the string distributed at round ¢ to the players by the randomness beacon
by seed;. We choose |seed;| = O(Alogn), where A is the security parameter, and we treat
seed; as seed; = ({;,com;) where ¢, € [n] is the identity of a player, which is referred to
as the leader of round ¢, and com; C [n] is a subset of size O (1) of players, indicating the

committee of round ¢. The protocol presented in this section makes no use of the given CRS.

2. Adaptive security and low beacon entropy. This protocol also makes no use of the CRS.
In this protocol, com, = [n] for all ¢, and the leader ¢, is elected via the randomness beacon

string seed; as above. See Section 5.5.2 for further details.

3. Efficiency and low beacon entropy. This protocol is the only protocol that makes use of the
CRS. We interpret the CRS as (seed;, seed,, . ..) where seed; = (¢, com;) with {; € [n]

and com; C [n] of size O(A). See Section 5.5.3 for further details.

Our framework is comprised from the interlacing of two components.

¢ Commit-Adopt (CA). The CA protocol consists of 2-rounds. In each of these rounds, only
the committee com, speaks. If the CA step fails to achieve consensus, players proceed to the

second phase of the protocol.

* Conciliator (CO). Intuitively, the goal of the Conciliator task is to bring back the honest
players into a consistent view after the previous CA failed. This is done by running an
additional CA and a leader election, and then outputting a value to continue with for the

subsequent CA.
We now formally define the two procedures CA, and CO.

Definition 5.5.1 (Commit-Adopt). In the commit-adopt task (CA), each player receives an input
value z, and must produce an output of the form commit(z’) or adopt(z’) for some value 7', with

the following guarantees.
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nolistsep Agreement. If an honest player outputs commit(z) for some value z, then all honest

players must output either commit(z) or adopit(z).

noliistsep Validity. If all honest players input the same value z, then all honest players must

output commit(z).

noliiistsep Termination. There exists a round r € N such that by round r, all awake honest players

have submitted an output.

Definition 5.5.2 (Conciliator). In the conciliator task (CO), each player has an input value z and

must produce an output with the following guarantees.
nolistsep Validity. If all honest players input the same value z, then all honest players output z.
noliistsep Termination. There is a round r € N such that all honest players output by round r.

noliiistsep Probabilistic Agreement. With probability at least 2, all players output the same value

z inputted by some honest player.

Our generic protocol alternates between executions of CO and CA until BA is solved. See Fig-
ure 5.1 for an illustration. We denote the i-th execution of CA and CO by CA[i] and CO[i],
respectively. We now provide formal descriptions of the protocols for CA and CO using ¢, com;,
as explained above to obtain Lemma 5.5.1. The following sections explain how these implemen-

tations are modified to obtain our other protocols.

Algorithm 1 (CA). We employ the following adopt-commit protocol executed by all honest players

p with input z,,.
1. Atroundt =0, if p € comy, p broadcasts its input z,,. Otherwise, do nothing.

2. Atroundt = 1, if p ¢ comy, do nothing. Otherwise, if there exists a value 7 that p has

received 7 from more than m of the players in comy>, p broadcasts vote(z). Otherwise,

do nothing.

3Here we use our authenticated channels assumption
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Conciliator Conciliator

(

(

Commit- Leader Commit- Commit- Leader Commit-
Adopt on | Adopton —>» Adopton | Adopton —>»

lock proposa decision lock proposa decision

possible possible

decision decision

Figure 5.1: Illustration of the structure of all three of our protocols. CA and CO procedures are
interlaced, with each CO procedure ensuring safety on a potentially locked value, followed by

letting a leader propose a value to the decision CA. In each round ¢, only the players in com, or ¢,
send messages.

132



3. Atroundt > 2, p decides on its output as follows.

(a) If there exists value 7z such that p has received vote(z) from at least m of the

players in com, output commit(z).

(b) Else if there exists a value z for which p received more vote(z) from players in com

than for any other value, output adopt(z).

(c) Else, output adopt(zp).

We now prove that the above procedure solves the CA problem in the presence of an adaptive
adversary, as long as there is a constant € > 0 s.t. 3f; + 1 < (1 — ¢)n for all € N. In general,
the above procedure solves the CA problem as long as com;, contains a greater than %-majority of
honest players for all rounds 7. In the context of Lemma 5.5.1, we make the following observation,

which is used liberally throughout the section. We denote the above protocol by IT.

Observation 5.5.2. Let A = (Ao, A1) be an adaptive adversary. Then for all t it holds that

Pr || Ay(I1, ¢, Tr;) N com,| >

|comy| _ necl
3 = neg

Proof. The proof follows from standard concentration bounds. Specifically we get that the ex-

|50mz| (l

pected number of corrupted players in com;, is upper bounded by €), and thus by a

Hoeftding bound we get the probability that the number of corrupted players in com; exceeds
|Co3m‘| is at most e~ 2(€’lcom) = ,=Q€D)  For this we use the facts that |com,| = Q(1), € is a con-

stant, the choice of each player in com; being independent, and the independence of Ay (I1, ¢, Tr;)

on comy. |

We thus assume from here on in for the remainder of the analysis that an honest super-majority

lcom; |

assumption holds at all rounds amongst the committee members, i.e. |Ao(I1, t, Tr,)Ncom;| < =+

holds for all z. With that in mind all that is left is to prove that the above protocol solves the CA

problem.
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Lemma 5.5.3. For any constant € > 0, except for with negl probability, Algorithm 1 solves the CA

task whenever 3f; + 1 < (1 — €)n.

Proof. Termination is clear from the behavior of the protocol. We move on to Validity, assume that
all honest parties start the protocol with input z, and let com, com be as in the protocol. Then in
particular, all honest players in com( broadcast z. The above observation implies that any honest
player in com; observes the value z from more than % of the players in comg. Thus all honest
players in com; broadcast vote(z) message at round 1. Which in turn causes all honest players
to output commit(z) at t = 2, as required. For Agreement, let commit(z) be the value output by
some honest player p. Which means that p observed vote(z) from more than % of the members of
comy. Note first that no other honest member of com| sends vote(z’) for a different value, as this
implies that that two honest players ¢, g in com, respectively received multicasts of z, 7’ from
more than % of the members of comg, and a quorum intersection argument implies the existence
of an honest player in com that broadcast two different inputs, which can not occur. Thus for any
other value z” an honest player can only observe strictly less than M vote(z') messages from
players in com;. On the other hand, if p observed vote(z) from more than % of the members of
comy, this implies, together with Observation 5.5.2, that more than % of the honest members of
com| broadcast vote(z), which means all honest players have seen vote(z) messages from more
than % of the members of com. Combined, this means that all honest players have observed more

vote(z) messages from players in com than for any other value, and thus output either adopt(z)

or commit(z), as required.

We now proceed to designing a protocol for the CO task.

Algorithm 2 (CO). We employ the following conciliator protocol executed by all honest players

p with input z,.
1. Ift € [0, 2], run according to CA protocol with input value z.

2. Ifr =3, if p = 3 or p € coms, broadcast CA output.
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3. ifr >4, then:

(a) If p received commit(z) from more than % of the players in coms for some value z,

then p outputs z.
(b) Else, if p received adopt(z) or commit(z) for some value z from €3, then output 7

(c) Else, output z,.
We now proceed to prove the correctness of the above procedure.

Lemma 5.5.4. For any constant € > 0, except for with negl probability, Algorithm 2 solves the CO

task whenever 3f; + 1 < (1 — €)n.

Proof. Termination is clear from the behavior of the protocol. For Validity, if z is the input of
all honest players, then by the Validity of CA, we get that by round 3, all honest players output
commit(z). For probabilistic agreement, note that if no honest player outputs according to item
(a), then the property holds as the leader is honest w.p. at least % Otherwise, Let p be an honest
player that output according to item (a), which implies that p observed more than % fraction of
commit(z) messages for the same value z from the players in coms. In particular this implies
that at least one of those players is honest. Thus by the Agreement property CA, we have that all
honest players output either commit(z) or adopt(z). Thus no player in coms sends commit(z’)
for any value z # 7’. In particular this means that no honest player views more than a % fraction
of commit(z’) for any 7z’ = z. Thus, all honest players that output according to item (a) agree.
Denote that value by z. Now note that w.p. at least %, {3 1s honest, and if this is the case, then ¢3
also output either commit(z) or adopt(z), by the agreement property of CA, and all other honest
players output z according to item b in that case. Thus, w.p. at least 2, all honest players agree on

the output, as required. O

We denote by L, L., the number of rounds required to run the CO, CA tasks, respectively. We
can now describe the generic BA protocol we employ. The following protocol is executed by every

honest player p with input z.
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Algorithm 3. 1. Fori=0,...,D:

(a) If t € [(Le + Lea)i, (Le + Leg)i + L], run as in CO[i] with input being the output of
CAli-1]orzifi=0.
(b) If r € [(Le + Leg)i + (Le + 1), (Le + Leg + 1)i] run as in CA[i] with input being p’s

output in CO[i].
(c) let o be the output of CA[].

i. If o = commit(v) for some value, then output v as BA decision. Participate in the

protocol for one more iteration with inputs to all subroutines being fixed to v.

ii. Else, moveontoi+ 1.

With the above instantiations of CA and CO in mind, we now prove that the above protocol

proves Lemma 5.5.1.

Proof. For Termination, consider an iteration i of the protocol above. By probabilistic agreement
of CO, we have that w.p. at least %, all honest players agree on the output of CO[i]. Denote it by
z. Conditioned on agreement, Validity of CA guarantees that all honest players output commit(z),
and thus they all terminate at the end of CA[i]. Thus for every iteration i, w.p. at least 2, all
honest players terminate at the end of iteration i + 1. Thus, w.h.p. all honest players terminate after
O (log n) iterations. For Validity, consider the case where all players have the same input z. The
Validity properties of both CO and CA imply that at end of iteration 1, all honest players output
commit(z) from CA[1] and output z, as required. For Agreement, Let p be the first honest player
to output, with output z. Le. there exists an i such that p output commit(z) from CA|[z], and no
honest player has output commit(z’) for any z at any iteration i* < i. In particular, this implies,
by the consistency of CA, that all other honest players output either commit(z) or adopt(z) from
CA[i]. Which implies that all honest players enter iteration i + 1 with input z. The Validity of an
iteration, proven above, implies thus that by the end of iteration i + 1, all honest players output z.
Combining the fact that for every iteration i, w.p. at least 2, all honest players terminate at

the end of iteration i + 1 with the small size of com; for all ¢, we obtain that the protocol halts in
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O(1) rounds in expectation, and has O (A1) uniform communication complexity, in expectation, as

required. o

Note that we have essentially proved that Algorithm 3 solves BA whenever the number of
honest participants in each round exceeds a % fraction. Furthermore, it has expected latency of

o(1).

Nakamoto Consensus Note that Nakamoto consensus [76], also gives an efficient protocol with
adaptive security. In each round, a leader is elected from a beacon. The leader adds a block to
a chain, and consensus is reached on a prefix of the current longest chain, i.e. on blocks that are
k-deep in the longest chain. This implies that in order to agree on a single block with 1 — exp(—2)
confidence, it must be k = O (A1) deep in the longest chain. Thus, the beacon needs to emit k-log(n)
random bits to reach consensus. We note that the classic implementation of Nakamoto does not
satisfy the validity condition of BA. This is easily remedied with a single invocation of CA prior
to the initiation of the Nakamoto protocol. While CA requires ©(n?) communication, note that
our lower bound (Theorem 5.4.1) applies even when the protocol has O(1) initial rounds of high

communication.

5.5.2 Adaptive security and low beacon entropy

Next, we showcase a protocol that is secure against an adaptive adversary and does not satisfy
Definition 5.4.5 (i.e., has low beacon entropy). This, of course, as per Theorem 5.4.1, implies that
this protocol has to have high communication. Specifically, all n parties send messages in every

round. Specifically, we prove the following lemma.

Lemma 5.5.5. For every p < % and assuming a randomness beacon there exists a p-secure
consensus protocol against an adaptive adversary, with O(1) expected latency. Furthermore, the

protocol does not satisfy Definition 5.4.5.

We once again in this protocol make no use of CRS, as we aim to be secure against an adaptive

adversary. The protocol II is going to follow the same structure of Algorithm 3, with the following
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modifications.

* All players participate in every round of Algorithm 3. In other words, com; = [n] for all

rounds 7. In particular, the randomness beacon is not used for committee sampling.

» The random beacon is still being used to sample a uniformly random leader during the CO
task. That is the only use of the randomness beacon. In other words, the output of the
randomness beacon at round ¢, denoted by seed,, contains only the identity of a single

player £; which is the chosen leader for round .

Correctness of the protocol and its security against an adaptive adversary are immediate from
the proof of correctness for Algorithm 3, and the adversary being p-bounded for p < % The last

item to prove is the following.

Claim 5.5.6. Algorithm 3 when implemented without committees, satisfies that there exists a con-

stant ¢ > 0 such that

ZHDO(Tr%ﬂ | {Tr%ﬂ |0<i<t})<clogn
t=0

Proof. Note that the only source of entropy in the modified protocol is the leader election in the
CO subroutine. Besides that, all content of all messages is a deterministic function of the inputs
of the players. Furthermore, we have that for each iteration i, w.p. at least 2, all honest players
terminate by the end of iteration i + 1. Thus, We get that for any adversary A and any execution
E, and for every iteration i > 0 w.p. at least 1 — 3%_1, I gﬂ = () where ¢ is any round during iteration
i. In particular we then get that the total min entropy of the transcript of the protocol Il during
iteration Z, for all i > 1 is upper bounded by log(3i3,i—l__11). Fori = 0, 1, the transcript is determined

by the identity of the random leader, hence both of these iterations provide log n min entropy each.

In total, we get that

ad i -1
ZHOO(I,’EﬂHTr}Eﬂ |0<i<t},CRS) <2logn+ Z:log(St_l - 1) <2logn+1
=0 =2
as required. O
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5.5.3 Efficiency and low beacon entropy

In this section, we showcase a protocol achieving both low communication and low Random-
ness beacon entropy usage, which in particular implies that it doesn’t have global leader unpre-
dictability (see Definition 5.4.5). This is the only protocol in which we make use of the CRS.
Specifically, we run Algorithm 3 but instead of using seed; to select committees and a leader
for CO[i], all the information about the committees and leaders for each iteration are taken from
CRS. IL.e. the CRS is interpreted as (seed;, seed,, .. .), where seed; = (com;, {;) with ¢, € [n]
and com, C [n] being a subset of players of size O(1). We assume that CRS is sufficiently long

to encode such information. We recall that a static adversary makes its choice of corruption before

observing the CRS. Formally, we prove the following.
Lemma 5.5.7. For every € > 0 and p < %, and assuming a CRS, there exists a p-secure

consensus protocol against a static adversary with O (1) expected latency and O () uniform com-

munication complexity, in expectation.

For simplicity, we abuse notation and refer to ¢;, com, for the purposes of this lemma also as

the leader and the committee of round ¢ as described in the CRS.

Observation 5.5.8. Let A = (Ao, A1) be a static adversary. Then for all t it holds that

|com;|

Pr || Ap(I1, 1) N com;| > = negl

when comy is taken from the CRS.
The observation follows from the same arguments as Observation 5.5.2.

Proof. The proof of the lemma follows from the correctness of Algorithm 3 whenever the honest
fraction of participating parties in every round exceeds % Algorithm 3 was shown to have O(1)
expected latency and by the size of com; for all t we get that the communication complexity of the

protocol is uniform O (1) in expectation, as required. O
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5.6 Conclusion

Our motivation in this paper was to characterize the space of what is possible in modern con-
sensus protocols. Although prior work has examined many desirable properties of consensus, the
relationship between randomness, communication efficiency, and adaptive security lacked a rigor-
ous understanding. These properties have become especially desirable in modern-day consensus
protocols, yet their theoretical foundations have lagged behind. We further our understanding of
the consensus landscape by showing a trilemma: Efficient consensus with adaptive security re-
quires Q(log n) bits of beacon entropy. On the positive side, we provide protocols that achieve any

pair of these properties.

Implications for practice. In modern blockchains, adaptive security is especially desirable to
prevent bribery attacks or other attacks where nodes are temporarily compromised. In practice,
modern blockchains often use randomness beacons to unpredictably elect leaders or committees.
However, these randomness beacons come at a cost and add design and implementation complex-
ity. Our work shows that efficient and adaptively secure protocols require beacons; this cost is in
some sense unavoidable.

A natural next question is exactly how much randomness is needed from the beacon. Our
possibility results show that the amount of entropy required is relatively low, growing only loga-
rithmically in the number of parties. Therefore, using a beacon is unavoidable, yet this beacon can

be relatively lightweight.

Extensions to other settings. In this work, we have considered a computationally unbounded ad-
versary and an information-theoretic setting. This choice mainly served to maintain the simplicity
and clarity of the exposition. A natural alternative model is the PKI setting, with computationally
bounded adversaries. Our positive results trivially extend to this setting, as information-theoretic
security implies security against a computationally bounded adversary. Extending our lower bound
is slightly more subtle, though we expect it to hold for a notion of pseudorandomness rather than

statistical beacon entropy. We leave formalizing this analogous bound as an interesting direction
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for future work.

In this work, we restricted our attention to a special variety of low-communication protocols,
specifically ones where the set of parties speaking in each round is small. This notion of com-
munication efficiency is desirable in practice, and several protocols use a committee subsampling
approach to this end (e.g., Algorand, Ethereum). However, one might also be interested in other
notions of communication efficiency, for example the setting where communication is simply mea-
sured by the total number of bits exchanged by honest parties. An open question is whether our

results stand in this alternate setting.
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Chapter 6: Juggernaut: Efficient Crypto-Agnostic Byzantine Agreement

6.1 Introduction

Byzantine agreement (BA), the problem of reaching agreement between n parties, of which at
most ¢ are corrupt, and controlled by an adversary, is arguably the core problem in fault-tolerant
distributed computing, with research spanning more than four decades [99, 145]. In this paper,
we focus on the synchronous case, in which messages are delivered to parties at most A time after
being sent. Cryptographic tools and assumptions are central in the design of BA protocols, both
for improved efficiency in various regimes and as well as to circumvent lower bounds [20, 145,
146, 147]. Perhaps the most eminent of those cryptographic tools are digital signatures, typically
instantiated alongside a public key infrastructure (PKI) assumption, in which it is assumed that on
top of knowing a list of identifiers of all parties participating in the protocol, each identifier has a
corresponding public-secret key pair (pk, sk) with pk being known to all parties. By leveraging
PKI, it is well known that BA can be solved in the presence of ¢ < 5 corrupt parties [20, 148],
while setup-free protocols must assume ¢ < % (even assuming cryptography like signatures) [99,
19].

The reliance on PKI mandates two highly crucial assumptions. First, that any underlying cryp-

' Second, that the secrets established at setup remain secure. The vast

tography remains secure.
majority of literature, and all practical work on BA that assumes PKI, suffers from the following
shortcoming: the security of the protocol hinges on the security of the employed cryptographic
primitives, to the point where even a single corrupt party can violate security, if the cryptography

used turned out to be broken. This precarious state of affairs is not only a theoretical concern, with

perhaps the most notorious example being the transaction malleability attack in Bitcoin which re-

I'This does not apply to protocols based on primitives like pseudosignatures [149] that are information theoretically-
secure but require setup; these protocols generally have a high cost and are not deployed at present.
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sulted in losses of hundreds of millions of dollars [150]. Reliance on computational assumptions
is more generally risky as they may, at any time, be publicly (let alone discreetly) broken, either
classically or due to the looming threat of quantum computation. In some sense, despite the weaker
corruption resilience that information-theoretic, setup-free protocols offer, they have the benefit of
having no other potential weak spots in their security.

Can we get the best of both worlds? That is, a BA protocol that has optimal resilience given
PKI and secure cryptography (the authenticated setting), that still maintains high security against
a computationally unbounded adversary that can nullify any setup (the sabotaged setting)? Note
that the specific setting in which the protocol executes is chosen by the adversary at the beginning
of the protocol, and in particular honest (i.e., non-corrupt) parties are in general oblivious to the
actual setting in which the protocol executes. Designing such protocols is precisely the question
we address in this paper.

This question was in fact studied two decades ago by Fitzi, Holenstein and Wullschleger [10]
in the broader context of secure multi-party computation (MPC), in which they design an MPC
(and thus a BA) protocol that has what they call hybrid security. In particular, it can tolerate up
ts corrupt parties against a computationally bounded adversary and secure cryptography, and up
to #; corrupt parties under no computational or setup assumptions, for any #; < #; < 7 such that
ts + 2t; < n.> They also prove that this bound is tight, even for BA. In particular, a protocol can
support up to #; < % faults with no loss of resilience given a computationally-bounded adversary,
i.e., with optimal #; < 5 fault tolerance! While an impressive feasibility result for general MPC,

when one focuses on BA, existing protocols, namely from [10] and subsequent work [151], suffer

from several drawbacks hindering their usability.

Communication Complexity. Fitzi et al. [10] propose a hybrid broadcast protocol with O (An?)
communication complexity (in bits) that they use as a subroutine to solve MPC. Subsequent

work [151] also builds broadcast with complexity O (An*) as written and using state-of-the-art

2The model of [10] (and [151]) as stated here does not consider passive compromise of the setup as we do, and
additionally considers inconsistent PKI which imposes different resilience bounds; we discuss this further later.
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sub-routines O (An> log n) or O (An® +n3log? n) bits [152, 153, 154] (ignoring problems with com-
position due to non-simultaneous termination [155]). Building crypto-agnostic BA from parallel
broadcast generically [156] would therefore require at least O (An*) bits. This leaves a large gap

from the classic Q(n?) lower bound on the communication complexity of BA [21].

Round Complexity. It is well known that any deterministic BA protocol resilient against up to
at most ¢+ Byzantine parties must take at least ¢+ + 1 rounds in the worst case [20]. This can be
circumvented if the protocol is early stopping, thereby using just O( f) rounds when f < t cor-
ruptions actually occur [157, 36], or if it is randomized, where expected constant-round protocols
are known [148, 38]. Existing hybrid protocols as written however are deterministic and are not
early stopping, requiring O(n) rounds of communication in all cases, and it is not clear that the
protocol of [151] can immediately lead to constant-round BA since parallel composition of ex-
pected constant-round protocols generically results in expected O (logn) round complexity [158],

let alone the high communication this would incur even if it did work.

General Compiler. Existing hybrid protocols are either directly concrete [10] or make use of a
linear number of instances of underlying building blocks like broadcast and are thus not amenable
to efficient implementation [151]. Ideally, one would want to be able to construct an efficient
protocol IT with hybrid security in a black box manner from given protocols BAayt, BAggp for the

authenticated and sabotaged settings, respectively, without having to solve BA from scratch.

Our Contributions. Our main contribution is a compiler that enjoys all of the above proper-
ties. Our compiler transforms any two given protocols BAay, BAsgp in the authenticated and
sabotaged settings, respectively, into a protocol Juggernaut with crypto-agnostic security with
optimal resilience #; + 2t; < n, t; < ty < 5. Furthermore, Juggernaut uses BAayh, BAsgp in a
black-box manner, Juggernaut has an additive factor of just O (An?) bits of communication over
BAauth, BAsap. Our protocol optimizes for the practical authenticated case: if BAay, is early

stopping, then so is Juggernaut in the authenticated setting. Moreover, if BAay is a random-
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ized protocol with expected round complexity R, then Juggernaut has expected round complexity
O(R) in the authenticated setting. Therefore, our protocol effectively provides crypto-agnostic
security to an authenticated protocol for free.

Along the way, we propose two new graded consensus gadgets with O (1n?) bit complexity
and constant (worst-case) round complexity that provide partial security guarantees in one world
(authenticated resp. sabotaged) and full security in the other (sabotaged resp. authenticated) that
may be of independent interest.

Using our compiler, we propose two concrete protocols, one deterministic and one randomized.
Our deterministic protocol has O(An?) bit complexity in all cases, has O(f) round complexity
for f actual failures in the authenticated case and uses O(n) rounds in the sabotaged case. Our
randomized protocol has O (An?) expected bit complexity and constant expected round complexity

in the authenticated case, and uses O(A%n?) bits and O (A + f) rounds in the sabotaged case.

6.1.1 Technical Overview

We first would like to stress the complexity of the problem by examining state-of-the-art au-
thenticated BA protocols achieving optimal corruption resilience. Intuitively, without setup and
given ¢ < %, a quorum consisting of at least % of parties suffices to convince an honest party to
adopt a value, as a counting argument shows that no quorum for a different value can exist. This
is no longer the case when one demands # < 7, and the overwhelming majority of protocols make
use of signature based equivocation checks to assert that only one value will be adopted by honest
parties during the protocol. Any attempt to increase the size of a quorum can be met with silence
from corrupt parties, resulting in unhalting executions due to ¢ < 5. On the other hand, any attempt
to relax equivocation checks can be met with agreement violation attacks by corrupt parties. This

forces one to rethink the problem from a first principles approach.

A Strawman Solution: Black Boxes and Graded Consensus. A natural approach is to use

protocols secure in each setting as black boxes. Let BAayth, BAgap be protocols solving BA in
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the authenticated setting and sabotaged (i.e., setup-free and information-theoretic) setting, respec-
tively. Intuitively, we would like to run BAay first, check if agreement was reached, and if not,
run BAggp. A typical tool in the literature for detecting pre-existing agreement is the graded con-
sensus (GC) primitive, which allows parties to output, along with their value, a grade indicating
their level of confidence in the output. The literature luckily contains efficient implementations
of GC in both the authenticated setting [159] and the sabotaged setting [160]. Alas, we are faced
with a trickier scenario. Recall that the specific setting in which the protocol runs is chosen by the
adversary at the beginning of protocol execution, and in particular they can choose a setting that

renders any existing GC useless and provides no guarantees.

Building Our Juggernaut Protocol. An observation we make, inspired by similar techniques
from network-agnostic protocols

citeTCC:BluKatLos19,C:BluZhal.os20 provide security under synchrony or asynchrony, is that we
can design GCs that work as usual in one of the settings and provide partial guarantees in the other
setting in order to build a crypto-agnostic protocol. Designing such GCs with optimal corruption
resilience (t; +2t; < n,t; < t; < 3), O(An?) bit complexity and constant round complexity,
as well as appropriately combining everything together (which brings up technical challenges, as
explained below), are the main technical contributions of this paper.

Recall that Byzantine agreement provides consistency (all parties output the same value), ter-
mination (all parties output a value and halt), and some validity property (in this work, namely
that if all parties input the same value, that value is decided). We consider graded consensus with
two grades, either O or 1: graded validity then requires all honest parties output input v and grade
1, and graded consistency requires that if any honest party outputs (v, 1), then all honest parties
output (v,0) or (v, 1).

As sketched above, our high level approach is to run BAayh, check if agreement was reached,
and run BAgyy, if not. However, if we are in the sabotaged setting, BAayh can behave arbitrarily,

and if we are in the authenticated setting, BAgp can behave arbitrarily. We introduce two graded
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%

consensus protocols to deal with this. Our first, GC Auth?

provides full security in the authenti-

cated case for up to ¢, corruptions, and ensures validity and termination for up to t; corruptions

*

in the sabotaged case. Our second, GCg_,,

provides the opposite guarantees: full security in the
sabotaged case with #; corruptions, and validity and termination in the authenticated case with #;
corruptions.

At a high level, our protocol, which we call Juggernaut, proceeds as follows. First, each party

*

pi runs GGy . using their input v;, which outputs pair (vy,g1). v1 is then fed to BAayth, which

k

outputs v;. In the authenticated case, GC Auth

and BAayi provide full security, and therefore all
honest parties output the same v, from BApyh. In the sabotaged case, however, we only have

validity of GC} .. To preserve validity in the sabotaged case, parties then input v; to GC¢

Sab
if g1 = 1, and otherwise input v, to GCg_,; let the output of GCg, be (v3,g3). Since GCg

provides validity in the authenticated case, all honest parties will output the same (v;, 1), where
v = vy in ‘valid’ runs of Juggernaut (so validity is preserved from GCZuth up to this point).

At this point we do not yet have consistency in the sabotaged case, only validity. Therefore,
all parties run BAg,, with input v3, which provides full security in the sabotaged case. However,
BAgab provides no security in the authenticated case. To rectify this, as well as to provide early
stopping in the authenticated case, parties multicast their output value v3 as (decide, v3) only if
g3 = 1 and wait for A time. Then, on receipt of n — ¢, (decide, v3) messages (which is always
guaranteed in the authenticated case), parties output vz and can safely halt. In the sabotaged case,
however, some but not all parties may terminate at this stage. Thus, to ensure all other parties
terminate, parties terminate if they receive (decide, v) from n — ¢, — t; parties after running BAggp
(if they have not yet halted). Therefore, if an honest party halts due to receiving n —t, (decide, v3)
messages, all honest parties will receive n — t; — t; (decide, v) messages and halt. Otherwise, all
honest parties will not halt before terminating from BAggp. In this case, if an honest party receives
n —ty — t; (decide, v) messages, then since n — t; — t; > t;, one honest party must have output
(v, 1) from GC*S ab and by graded consistency, all honest parties output v, and by consistency

in the sabotaged case of BAg,p, all honest parties will output v from that, and thus agree on v.
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Otherwise, consistency of BAggp ensures the consistency of BAggp.

Dealing with Non-Simultaneous Termination. The above works well if BAay, is such that all
parties terminate at the same time. However, if BAath is early-stopping or randomized, parties
will not in general output from BAay at the same time. For instance, the adversary can force one
honest party to produce an output significantly earlier than any other honest party. To rectify this,
we utilize the synchronizer primitive, which ensures that honest parties “move on” from BAa, at
roughly the same time. Concretely, the synchronizer guarantees that honest parties quit executing
BAauth within at most one round of each other, regardless of whether we are in the authenticated or
sabotaged setting. Furthermore, in the authenticated setting, the synchronizer ensures that honest
parties progress from BAay with (asymptotically) no additional round overhead: (1) if BAayth
is early stopping with complexity O(f), then honest parties progress in O(f) rounds, and (2) if
BAauth is randomized with expected round complexity R, then honest parties progress in O(R)
rounds. This is essential to guarantee that, in the authenticated case, Juggernaut introduces no

asymptotic round complexity overhead.

Constructing Crypto-Agnostic Graded Consensus. We provide efficient compilers that use a
single instance of graded consensus protocol secure in a given setting that provide validity and
termination in the other setting. Namely, our two compilers each incur three additional rounds and
O(An?) communication overhead over the black boxes we use, for example the graded consensus
protocols of Momose-Ren [159] and Attiya-Welch [160] which themselves have constant round
complexity and quadratic communication complexity.

Our first protocol G'Cj&uth provides full authenticated security and validity and termination in
the sabotaged case. Recall that the underlying authenticated graded consensus protocol, say IIyg,
in general provides no security in the sabotaged case. Our goal is thus to augment IIyyg with a
procedure to ensure sabotaged #;-validity and termination. The main challenge is ensuring that this

procedure does not interfere with the authenticated security of ITyR.

The key observation lies in the fact that if the parties aren’t in the validity case, then parties can
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change their inputs to Iy g arbitrarily without violating security. Therefore, parties in our protocol
cast votes in search of a sufficiently large quorum (of n — t; parties) to output a value with grade
1. If such a quorum is found, a certificate of the quorum is made and broadcast to the rest of the
parties. Upon receiving a unique certificate of this kind, a party replaces its input with the received
value, and enters [Tyr with the new input. Validity in the sabotaged case then becomes immediate,
and careful analysis is required to ensure that this added part of the protocol can not violate the
ts-security of the protocol in the authenticated setting.

Our second protocol GCE b Provides the opposite: sabotaged security and validity and ter-
mination in the authenticated case. The main challenge stems from the fact that honest parties
might not initiate the protocol GC*Sab in the same round, due to possibly different exit times from
BAauth. Thanks to the Synchronizer (see Section 6.4), which leverages the synchrony assumption
of the network, we know that honest parties commence GC*S b at most 1 round apart from one
another. This allows us to design GC*é ab with that in mind, and not deal with the general case of
asynchrony.

Similarly to GC} ., our augmenting of [Taw with sabotaged f;-validity relies on the observa-
tion that when not in the validity case, parties may change their inputs arbitrarily without harming
the security of the protocol. A first attempt at augmenting [1ay with authenticated #s-validity might
look as follows: Echo the inputs, and look for a quorum of n — ¢ echos for a value v, broadcast
a certificate C(v) of this quorum (if found) using threshold signatures, and if no conflicting cer-
tificates were received, cast a vote for v, deciding it with grade 1 if a quorum of n — ¢ of votes
was received. Validity in the authenticated case clearly holds, but alas, in the sabotaged setting, for
reasons that become clear in the analysis, this approach fails.

The key observation here is that in the authenticated setting, we only care about validity, and
so we can impose stricter conditions on deciding a value prior to running IIaw. Specifically, our
solution stipulates that witnessing a unique certificate for a value is no longer sufficient for party
to decide a value, it must have also created a certificate itself. This saves us from consistency

violations in the sabotaged setting by making sure that if an honest party decides a value before
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ITaw, then all honest parties have seen a certificate for that value.

6.1.2 Related Work

Hybrid Security. Two previous works that we are aware of consider fallback security w.r.t. an
unbounded adversary for an authenticated protocol [10, 151] (both cited above), both focused on
the feasibility of MPC. These works additionally allow the adversary to completely compromise
the PKI, given the adversary corrupts up to 7, parties - they call the resulting model hybrid security.
They show to provide security for ¢, > 0 that 2¢, + #, < n is necessary and sufficient.’ Thus, to
guarantee any security in this case, one must sacrifice resilience in #;. Our model further differs
from previous work 1in that in the sabotaged case, we additionally allow the adversary to passively
compromise the setup even under #; + 2f; < n, whereas the adversary cannot not do so in [10,
151] unless z,, or less corruptions are made. This is of particular note for information-theoretic
authenticated BA with fallback since one can set z; = 5 — 1 and still achieve fallback security for
t; < 7 under passively compromised setup.

As noted above, [10] build hybrid broadcast with O (An*) bit and O (n) round complexity. They
first build ‘weak broadcast” which provides security in their hybrid setting, then generically build
graded consensus with O(n) instances of weak broadcast, followed by O(n) instances of graded
consensus (one per round) for the final broadcast protocol. We do not see how to easily reduce this
complexity without starting from scratch, which we indeed do in this work.

[151] also build hybrid broadcast using O (1n*) bits and O(n) rounds as written; we now con-
sider its most expensive components. First, they run Dolev-Strong broadcast w.r.t. the sender
(or as we note, any ¢ < n broadcast protocol). Then, they run so-called broadcast with extended
validity, which they build from 7 instances of perfectly-secure broadcast [161] with a message-
signature pair as input. Finally, they run parallel broadcast where each honest party may input
O(n) signatures on a message. Perfectly secure parallel broadcast with O(A1)-sized input can

be built using O (An?logn) bits and O(f) rounds for f actual corruptions [153], and otherwise

3In [151], the authors show for tp = 0 that t, + 2¢; < n is enough, and so t; < n/2 and #; > 0 (in their model) is
possible for functionalities like broadcast and MPC with (in their case unanimous) abort.
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O (An® + n®log? n) bits and constant rounds [154]. Authenticated parallel broadcast under honest
majority with O (21 +n)-sized inputs (using multisignatures) can be built using O (n> + An?) bits and
O(n) rounds [162], and otherwise O(An>) bits and constant rounds [152]. Ultimately, we cannot
escape using at least O(An®) bits using the approach of [151] to build constant-round broadcast,

let alone BA with constant round complexity.

Fallback Security. Many works consider providing additional security guarantees to primitives
like BA or MPC on top of or in exchange for some security in the ‘base’ setting (in our work the
authenticated setting) going back at least to Chaum [6] in MPC; we survey some below. [163]
considers a model where the secrets of z. parties can be exposed to the adversary and t, addi-
tional parties can be corrupted, showing in particular 2z, + min{¢,,¢.} < n for (fixed) t,,t. > 0
is sufficient and necessary; observe that their model is incomparable to ours. An accountable BA
protocol [164] provides security given ¢ corruptions, and given ¢’ > ¢t corruptions, parties can gen-
erate a proof that some parties must have behaved maliciously. This resembles MPC with identifi-
able abort [165], namely MPC under corrupt majority that ensures a corrupt party is unanimously
detected if the protocol aborts, but is not confined to the synchronous setting. [166] considers
synchronous MPC under 7 corruptions with responsiveness (like asynchronous protocols) under
t, corruptions, and achieve a comparable bound as us, namely t; + 2¢, < n. [7] considers trade-
offs between information-theoretic robustness (preventing adversarial abortion) and computational
privacy assuming broadcast and secure channels.

A line of work [167, 8] considers network-agnostic security, that is, providing security for up
to t, corruptions if the network is asynchronous and #; if it is synchronous. Some works consider
feasibility [167] including for BA, which is possible if and only if r < n/2 [168, 169, 170] as well
as [171, 5]. [CivitDGGGKV24, 172] has a similar motivation to ours in that the authors show that
network-agnostic BA can be built “for free’ in the synchronous case, namely with O (An?) bit and

constant round overhead.
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Byzantine agreement. There is a rich history of work on the Byzantine agreement problem
in each our considered settings (when considered separately). In the authenticated setting, the
state-of-the-art protocol for BA in terms of communication complexity and latency is [162] in the
deterministic case, in which they showcase a protocol with resilience ¢ < 7 with optimal O(f)
round complexity when f < ¢ corruptions actually occur, and O(An?) bit complexity. In the
randomized case, [38] presents a protocol with O(1) expected latency, and O(An?) expected bit
complexity, with resilience of < 7. For the sabotaged setting, the protocol of [132] presents a
protocol with optimal 7 < % resilience, O(1) expected latency, and O (n?) expected bit complexity.
Alas their protocol assumes the existence of a common coin. [berman1992modular, 173] were
the first to solve BA with O(n?) bits and linear rounds; later [174] built such a protocol that is
additionally early stopping. In a breakthrough result, Chen [175] solved BA with strong unanimity
(L can be decided when not all honest parties propose the same value) with O(nL + n?logn)
for messages of length L. [153] achieve external validity [176] (decided values satisfy a given

predicate) with O((nL + n?)logn) bit complexity; note Juggernaut can be modified to support

external validity by adding appropriate predicate checks.

6.2 Preliminaries and Definitions

Throughout the paper, we consider a fully connected network of n parties py, ..., p, that com-
municate over point-to-point authenticated channels. Some fraction of these parties are controlled
by an adversary and may deviate arbitrarily from the protocol. We call these parties corrupt and
the other parties honest. When we say that a party multicasts a message, we mean that it sends it
to all n parties in the network. We denote the security parameter by A. Throughout the paper, we

assume a universe of values V.

Public Key Infrastructure. We assume that the parties have established a public key infrastruc-
ture before the protocol execution, which is a bulletin board or plain PKI. Namely, each party

pi has a secret-public key pair (sk;, pk;) for the use of cryptography. In this paper, we assume
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that those keys are used to instantiate a secure digital signature scheme and all messages in our

protocols (but not necessarily building blocks) are implicitly signed.

Threshold Signatures. On top of a PKI, a trusted setup allows the parties to map any vector
of f valid signatures of the same message m by different parties (henceforth referred to as an
f-certificate of m) into a single message « of length O (1), called a threshold signature, denoted
C(m), with the property that the signature certification algorithm passes on r iff 7 is the image of

a valid #-certificate on m.

Communication Model. We assume a synchronous network, where all parties begin the protocol
at the same time, the clocks of the parties progress at the same rate, and all messages are delivered
within some known finite time A > 0 (called the network delay) after being sent. In particular,
messages of honest parties cannot be dropped from the network and are always delivered. Thus,
we can consider protocols that execute in rounds of length A where parties start executing round r
at time (r — 1)A. We further assume that A is public information and is known to all parties and
the adversary, and any action carried out by any party can depend on A. With that in mind, and to
avoid notation encumbrance, we omit A from the list of inputs to algorithms and protocols in our

definitions.

Adversarial Model. The adversary model we consider in the paper is an amalgamation of two
common adversaries in the literature. Formally, given two parameters t; < t; < n/2 such that

2t; + ty < n, the adversary ‘A can be described as a tuple A = (Ay, Ay, Ay) such that

e Ao(Il,r,Tr,) = F, where ¥, denotes the set of corrupt parties at round r. Le. Ay is
an algorithm that chooses for every round the set of corrupt parties, based on the descrip-
tion of the protocol I1, the round r, and the transcript 7r, of the protocol up to round ¢.
We distinguish between two types of adversaries in this context. A static adversary satis-
fies that Ay(I1,r,Tr,) = Ap(I1,0,Try) for all rounds r. An adaptive adversary satisfies

Ao(I1,r,Tr,) € Ag(Il,r+1,Tr,4;) for all rounds 7. Unless otherwise stated, we assume an
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adaptive adversary For a given adversary (A, we say that a party p is forever honest if p ¢ ¥,

for all rounds r.

» A (Il,r,Tr,, ) describes the algorithm run by corrupt parties throughout the execution of
the protocol: it may depend on the description of the protocol I1, the round r, the transcript
Tr, of the protocol up to round r, and the internal state of all corrupt parties at round r. In
this context, we distinguish between two settings, characterized by the capabilities of the

adversary.

— Sabotaged. A; (and Ap) are computationally unbounded, and in particular can break
the security of any cryptographic primitive used in the protocol via the PKI. Further-
more, the adversary has complete access to all the information, secret and public of any
setup protocol carried out by the parties prior to receiving their inputs. Equivalently,
in the ideal setup world, the adversary receives from the trusted dealer of the setup all

communication sent to any party.

— Authenticated. A, (and A() are computationally bounded, and there is a trusted PKI
setup. In this case, we assume in our security proofs that the cryptographic primitives
used in the protocol provide perfect security, which, by a standard hybrid argument,

does not affect the generality of our result and serves to simplify the exposition.

* Ay(IT) — {0, 1}. The adversary, at round r = 0 can view the protocol description IT and
choose a bit b that indicates the setting of the current execution of the protocol. This choice

is not revealed to honest parties. The following holds.

— If b = 1, then A chose the sabotaged setting. Furthermore, |¥,| < ¢; for all rounds r.

— If b = 0, then A chose the authenticated setting. Furthermore |7,| < ¢, for all rounds

r.

We say that the adversary (A is -bounded if || < ¢ holds for all rounds r
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Definitions and properties that we introduce hereafter are only required to hold with probability

1 — negl(Q).

6.2.1 Distributed Primitives

When relevant, our primitives take input from a value set V with |V| > 2; we assume that

default value L ¢ V. Note that L is considered as a valid output in each protocol.

Definition 6.2.1 (Byzantine Agreement). Let I1 be a protocol executed by parties py,..., pn,
where each party p; begins by calling propose with input v; € V. The BA problem pertains

to the following properties.

* Validity: 11 is sabotaged (authenticated) z-valid if the following holds in the sabotaged (au-
thenticated) setting when at most ¢ parties are corrupted: If every honest party’s input is

equal to the same value v, then every honest party outputs v.

* Consistency: 11 is sabotaged (authenticated) t-consistent if the following holds in the sab-
otaged (authenticated) setting when at most ¢ parties are corrupted: Every honest party that

outputs a value outputs the same value v.

* Termination: 11 is sabotaged (authenticated) r-terminating if the following holds in the
sabotaged (authenticated) setting when at most ¢ parties are corrupted: Every honest party

produces an output and terminates.

If IT is sabotaged (authenticated) ¢-valid, 7-consistent, and z-terminating, we say it is sabotaged

(authenticated) t-secure.

Definition 6.2.2 (Graded Consensus). In the graded consensus (GC) problem, each honest party
invokes propose with input v; € V and outputs a tuple (y;, g;) € V x {0, 1}. Let I be a protocol

executed by parties py, ..., p,. The relevant properties attributable to IT are as follows.

* Validity: We say that IT is sabotaged (authenticated) t-valid if the following holds in the
sabotaged (authenticated) setting when at most ¢ parties are corrupted: If every honest party’s

input is equal to the same value v, then every honest party outputs (v, 1).
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* Consistency: We say that I1 is sabotaged (authenticated) t-consistent if the following holds
in the sabotaged (authenticated) setting when at most ¢ parties are corrupted: If an honest

party outputs (v, 1) for some value v, then all honest parties output either (v, 1) or (v, 0).

* Termination: We say that II is sabotaged (authenticated) t-terminating if the following
holds in the sabotaged (authenticated) setting when at most ¢ parties are corrupted: There

exists a round r such that all honest parties produce an output and terminate by round r.

If a protocol IT for GC is sabotaged (authenticated) t-valid, t-consistent, and 7-terminating, we say

that I1 is sabotaged (authenticated) t-secure.

Definition 6.2.3 (Synchronizer). In the Synchronizer problem, we expose the following interface,

that any party can engage with in a round of their choice.
* start_synchronization(v € V): a party starts synchronization with a value v € V.

* output synchronization_completed(v’ € V): a party completes synchronization with a

value v € V.

We make the assumption that each honest party starts synchronization at most once. Impor-
tantly, we do not assume that all honest parties start synchronization, i.e., it could be the case that
no honest party starts synchronization.

We consider the following properties w.r.t. to a protocol II in the context of the Synchronization

primitive.

 Justification: We say that II has sabotaged (authenticated) ¢-justification if the following
holds in the sabotaged (authenticated) setting when at most ¢ parties are corrupted: If the
an honest party p completes synchronization with a value v’ at round r, then there exists an

honest party ¢ that started synchronization with value v at a round r’ < r.

» Totality: We say that I1 has sabotaged (authenticated) -totality if the following holds in

the sabotaged (authenticated) setting when at most ¢ parties are corrupted: Let p be the first
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round in which an honest party completes synchronization for some value v. Then, every

honest party p; completes synchronization at some round p; < p + 1.

* Liveness: We say that IT has sabotaged (authenticated) z-liveness if the following holds in
the sabotaged (authenticated) setting when at most ¢ parties are corrupted: Suppose there
exists a value v € V and a round p such that all honest parties start synchronization with
value v by round p. Then, every honest party p; completes synchronization with value v at

some round p; < p + 1.

Generic Compiler. As mentioned in the introduction, we make use of black-box access to given
protocols solving BA. One in the PKI setting with authenticated #s-security, and one in the infor-
mation theoretic setting with #;-security. We further make the assumption that along with I1, we are
also given a parameter 71y indication the amount of rounds one must run the protocol to ensure that
all honest nodes have produced an output except for with negligible probability We here formalize

the notion of black-box access to a protocol in the context of our work.

Definition 6.2.4. For a given tuple (I1, 7T1;), where IT is a sabotaged (authenticated) z-secure BA
protocol and 71y is a parameter, black-box access implies the following guarantees for any adver-

sary A.

* If A chose the sabotaged (authenticated) setting and furthermore there exists a round 7’ s.t.
all honest parties initiate IT.propose(v € V) at round 7/, then except for with negl probabil-
ity, by round r” + Tt, all honest parties have produced an output from IT, furthermore, these

outputs satisfy the BA conditions so long as |#;| < ¢ for all rounds r.

For a given protocol Il and an adversary A, we denote its expected communication (in bits)
complexity under A by CC #(IT). Note that this is well defined since in all protocols discussed in
this work, there is a predetermined upper bound on the number of rounds for which each party is
active before halting. We assume that values in V are of size O (1) when CC is calculated; this is

without loss of generality (see Section 6.5).
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6.3 Juggernaut

This section presents Juggernaut, our main protocol. We start by introducing Juggernaut’s
building blocks (Section 6.3.1). Then, we show how these building blocks are composed into
Juggernaut (Section 6.3.2). Finally, we prove Juggernaut’s security and complexity, captured in

the following theorem.

Theorem 6.3.1. Let ty,1; such 2t; + t; < n,t; <ty < 5. Assuming black-box (Definition 6.2.4)
access to (BAauth, Tauth) and (BAsap, Tsap), where BAau is an authenticated tg-secure protocol
for BA, and BAgyp is a sabotaged t;-secure protocol. Then, there exists a protocol Juggernaut

which is authenticated tg-secure and sabotaged ti-secure. Furthermore, for any adversary A the

following holds:
1. If BAauth and BAggp are secure against an adaptive adversary, then so is Juggernaut.

2. If A chose the sabotaged setting, and the adversary is t;-bounded, the expected communica-

tion (in bits) complexity of Juggernaut is O(CC#(BAaun) + CCa(BAggp) + An?).

3. If A chose the authenticated setting, and the adversary is tg-bounded, then the expected

communication (in bits) complexity of Juggernaut is O(CC . (BAauth) + An?).

4. If A chose the authenticated setting, and the adversary is tg-bounded, then if r is the first
round such that all parties honest at round r have produced an output from BApun and
terminated BAaytn, then all forever honest parties produce and output from Juggernaut

and terminate Juggernaut after r + O(1) rounds.

6.3.1 Building Blocks: Overview

In this subsection, we summarise the building blocks we use to build Juggernaut on top of

Byzantine agreement.
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Authenticated Graded Consensus with Sabotaged Validity.

The authenticated graded consensus with fallback validity primitive exposes the following in-

terface:
* Input propose(v € V): A party proposes a value v € V.

* Output: (v € V,g" € {0,1}): A party outputs a value v’ with a binary grade g’. Usually

indicated by a left arrow «—.

We assume that all honest parties propose exactly once and they all do that simultaneously (i.e., in

*

the same round). In this setting, we design a protocol GC Auth?

that satisfies the following properties
w.r.t. the graded consensus primitive (See Definition 6.2.2) for any ¢, + 2t; < n,t; < ty < %:

Authenticated #,-secure, sabotaged #;-valid, and sabotaged ¢;-terminating.

Complexity. Juggernaut utilizes an implementation of the primitive that exchanges O (An?)
bits and terminates in 77 = O(1) rounds. We relegate our implementation of the primitive to

Section 6.4.1.

Sabotaged Graded Consensus with Authenticated Validity.

The sabotaged graded consensus with authenticated validity primitive exposes the following

interface:
* Input propose(v € V): A party proposes a value v € V.

e Output (v € V,g" € {0,1}): A party outputs a value v’ with a binary grade g’. Usually

indicated with a left arrow «.

All honest parties propose exactly once and they do so within one round of each other. Therefore,
we do not assume that all honest parties propose in the same round. For this setting, we design a
protocol GCg  with the following properties w.r.t. to the GC primitive (See Definition 6.2.2) for

any ty +2t; < n,t; <ty < %: Sabotaged #;-secure and authenticated #,-valid and #-terminating.
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Complexity. In Juggernaut, we employ an implementation of the primitive that exchanges
O(An?) bits and terminates in 7» = O(1) rounds. The implementation can be found in Sec-

tion 6.4.2.

Synchronizer.
The primitive exposes the following interface:
* input start_synchronization(v € V): A party starts synchronization with a value v € V.

* output synchronization_completed(v’ € V): A party completes synchronization with a

value v’ € V.

We design a protocol Sync, that has the following properties in the context of the Synchronizer

primitive (See Definition 6.2.3) for any 7, + 2t; < n,t; < t; < 3.

» Sabotaged ¢;-totality.

» Authenticated #-justification, z¢-totality, 7,-liveness.

Complexity. We implement the synchronizer primitive with O(An?) exchanged bits. See Sec-

tion 6.4 for more details.

6.3.2 Juggernaut’s Implementation & Proof

Juggernaut’s implementation is provided in Figure 6.1, whereas its visual dedication can be
found in Figure 6.2. For clarity, we proceed with a written exposition on the stages of the protocol.
On a high level, as seen in Figure 6.2, the protocol divided into five steps.

First, all parties propose their input into GCZuth — recall that this is authenticated #s-secure
and sabotaged t#;-valid. The output of Gle;\uth is then fed as input into BApyih. Note that here
is where the synchronizer Sync comes into play, since in the sabotaged case, or an early stop-

ping/randomized protocol BApyth in the authenticated setting, the adversary can cause significant

gaps between the rounds in which honest parties produce an output and move on from BAay.
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Sync maintains that honest parties exit BApyi, at most 1 round apart from one another. The input
to GCg_,, is then decided depending on whether g1 = 1, as depicted in the figure.

To maintain early stopping in the authenticated case, each party that has g, = 1 participates
in an early stopping phase in order to detect pre-existing agreement in GC*S ab- During that phase,
parties with g2 = 1 multicast decide(v4) messages for their output from GC, . If a quorum of
n —ty decide(v) messages is received for some value, then a party decides v and halts. Otherwise,
after sufficient time has passed, all honest parties that haven’t halted start executing the sabotaged
BA protocol BAggp in the same round. At its conclusion, parties produce an output based on

conditions C2 and C3, as seen in Figure 6.1.

of Theorem 6.3.1. First, we present a simple proposition showing that all honest parties propose
to GGg,, and they do so within one round of each other. Recall that GCg_ = operates under this

assumption.

Proposition 6.3.2. All honest parties propose to G|C*S o and they do so within one round of each

other.

Proof. In the sabotaged (resp., authenticated) setting, the proposition follows from (1) the sab-
otaged t;-termination (resp., authenticated 7;-termination) property of GCZuth’ (2) the sabotaged
t;-totality (resp., authenticated z,-totality) property of Sync, and (3) the fact that all honest parties

propose to GC; ab 10 the (77 + Tayth)-th synchronous round at the latest. O

Proposition 6.3.2 establishes that GC; ab 18 utilized in an appropriate way in Juggernaut,
which implies that GC*S o indeed satisfies its specification. To keep the proof uncluttered, we will

not explicitly refer to Proposition 6.3.2 in its remainder.

Juggernaut’s security in the sabotaged setting. We start by proving that Juggernaut is ;-

valid in the sabotaged setting.

Lemma 6.3.3 (¢;-validity). Juggernaut (Figure 6.1) is t;-valid in the sabotaged setting.
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Juggernaut
(Pseudocode for a party p;)
Constants: T.x =T + Tauth + 12 + 1.
Initialization: v; = p;’s proposal, output, = output, =.

1. Let (v1, 1) « GG} ,-Propose(v;). // This step takes exactly 7} rounds.

2. Let vy « BAay-propose(vy). If BAay does not terminate after Tay, rounds, let
vy « L. // This step takes at most Tyt rounds. However, if A is computationally
bounded, it might take fewer than Tayn rounds.

3. Invoke Sync.start_synchronization(v,).

4. Upon (1) Sync.synchronization_completed(v’) is triggered, or (2) Tayth rounds
elapsed, party p; starts step 4. If gg = 1, let v« vy Else if
Sync.synchronization_completed(v’) is triggered, let v3 < v’. Else, let v3 « v;.

5. Let (v4, g4) < GCg_, .propose(vs). // This step takes exactly 75 rounds.
6. Set output; =.
7. If g4 = 1, multicast (decide, v4).

8. At round Ty, let output; = and let vgy, «— BAgap.propose(vy). If BAggp does not
terminate after 7g4p rounds, let vgap «— L.

9. Set output, =.
Decision:
Cl. If output; = and received (decide, v4) from n — #, distinct parties: decide v4 and halt.

C2. If output, = and received for some v (decide, v) from n —; —¢; distinct parties: decide
v and halt.

C3. If output, =: decide vgap and halt.

Figure 6.1: BA with crypto-agnostic security for 2¢; +¢; < n given 1) an authenticated 7,-secure BA
protocol BAayth; 2) a sabotaged #;-secure BA protocol BAggp; 3) an authenticated 7g-secure and
sabotaged #;-valid graded consensus protocol GC and 4) a sabotaged t;-secure and authenti-

cated #,-valid graded consensus protocol GCg_, .

* .
Auth’

*

Proof. Suppose all honest parties propose the same value v. Due to the validity property of GC Auth

*

in the sabotaged setting, all honest parties decide (v, 1) from GC Auth-

Hence, all honest parties
propose v to GCg_, . The fact that GCg_  satisfies validity in the sabotaged setting proves that all

honest parties decide (v, 1) from GCg_ . Thus, all honest parties multicast a (decide, v) message.
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Run at most Tpx rounds, if no output: ug = L
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No Uy
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0; = Uy U4 4
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(U4, 92)

Figure 6.2: Overview of the structure of the main protocol for each party. Beginning with input
insertion at the top left with v;, and ending with output production at the bottom left. The values
next to arrows indicate the outputs and inputs produced and delivered into procedures.

Hence, all honest parties receive n — t; such messages. (Note that no honest party receives n —
t; decide message for any value v/ # v since that would imply that an honest party sends a
decide(v’) message, which cannot occur.) As n —t; > n — t, (since t; < ty), all honest parties

decide v according to decision condition C1. O O

Next, we prove that Juggernaut is 7;-consistent in the sabotaged setting.

Lemma 6.3.4 (¢;-consistency). Juggernaut (Figure 6.1) is t;-consistent in the sabotaged setting.

Proof. Suppose that at least one honest party outputs due to Cl1, i.e., receives (decide, v4) from

n — tg distinct parties. Since n — ty — t; > t;, at least one honest party must have output (v4, 1) from

GCEab’

*

and thus by #;-consistency of GCg_,

all honest parties output the same value v4, and in
particular no honest party multicasts (decide, v}) for v # v4. In addition, at least n —t; —#; honest
parties must have multicast (decide, v4). Thus all honest parties will receive (decide, v4) from at
least n — t; — t; distinct parties, and not for any other value v} # v4 since n — t; — t; > t;. Therefore

all honest parties will output v4 either due to C1 or C2.

Suppose that no honest party outputs due to C1 and at least one outputs due to C2, i.e., due to
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receiving (decide, v) for some v from n — #; — #; distinct parties. Then at least one honest party

*

Sab’ all honest

must have multicast (decide, v), since n — t; — t; > t;. By the t;-consistency of GC
parties will propose the same v to BAggp. By the #;-validity of BAggp, all honest parties will output
the same vggp = v. Thus all honest parties will output either due to C2 or C3 with the same value
V.

Finally, supposing no honest party outputs due to C1 or C2, all honest parties output the same

value v from BAg,p, due to the #;-consistency of BAgy, and then decide it due to C3. m| m|

Finally, we prove that Juggernaut is ¢;-terminating in the sabotaged setting.

Lemma 6.3.5 (t;-termination). Juggernaut (Figure 6.1) is t;-terminating in the sabotaged setting.

Proof. Juggernaut trivially terminates as all honest parties decide in round Tpax + Tsap (at the

latest). O O

Juggernaut’s security in the authenticated setting. First, we prove that Juggernaut is ;-

valid in the authenticated setting.

Lemma 6.3.6 (7-validity). Juggernaut (Figure 6.1) is ty-valid in the authenticated setting. Fur-

thermore, all honest parties output according to CI.

%

Auth’ all honest

Proof. Let all honest parties propose the same value v. By the z,-security of GC

parties output (v, 1). Therefore, all honest parties set v3 = v. By the 7-validity with termination

of GC:

Sap All parties output (v, 1). Validity and all parties outputting according to C1 then follows

as in the proof of Lemma 6.3.3 O O

Next, we prove that Juggernaut is #,-consistent in the authenticated setting.

Lemma 6.3.7 (¢;-consistency). Juggernaut (Figure 6.1) is ts-consistent in the authenticated set-

ting. Furthermore, all honest parties output according to C1.

*

Proof. We first argue that all honest parties input the same value v3 to GCS ab-
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* Suppose first that at least one honest party outputs g; = 1 from GC;

Auth- Then by the #-

*

consistency of GC Auth®

all honest parties will output the same v;. By the ¢,-validity of
BAAauth, all honest parties output v, = v| from BAayt, and thus no honest party can advance
from Sync with any value v # v; (by ts-justification of Sync). Thus vz = v, is the same

for all honest parties.

 Otherwise, no party outputs g; = 1 from GC, By f4-consistency of BAagth, all honest

Auth®
parties output the same v, (and ,-justification of Sync ensures that no honest party can
advance from Sync with any value v/ # v;), and by construction all set v3 = v; (i.e., do not

override v3 with vy).

*

Sab’ multicast

Then, by the z,-validity of GC

Sab’ all honest parties output (v4,1) from GC

(decide, v4), and by the same reasoning as for the proof of Lemma 6.3.6, all honest parties will

output due to C1 (and in particular never execute BAgyp). m| m|

Lastly, we observe that Juggernaut is ¢;-terminating in the authenticated setting as all parties

terminate without running BAggp.

Complexity. We now attend to the complexity analysis of Juggernaut. Lemma 6.3.6 and
Lemma 6.3.7 implies that in the authenticated setting, all honest parties produce an output and

halt after GC*

Sape Without running BAsap. Since T, = O(1), and by the Totality and Liveness

properties of Sync, we get that if r is first the round by which all honest parties produced an out-
put from BAayth, then all forever honest parties produce an output and halt after at most » + O (1)
rounds, as required. Furthermore, since no honest party executes BAggp, the expected communica-
tion (in bits) complexity of Juggernaut is O (CC.z(BAauin) + An?), as required. In the sabotaged
setting, notice that all communication aside from BAayin and BAggp, is bounded by O (An?) bits.
Thus in the sabotaged setting, the expected communication (in bits) complexity of Juggernaut is
O(CC.4(BAauih) + CC4(BAggp) + An?), as required.

Lastly, notice that aside from (potentially) BAayi and BAggp, the protocol Juggernaut is deter-
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ministic, and thus if BApy, BAsap are secure against an adaptive adversary, then so is Jugger-

naut. This concludes the proof of Theorem 6.3.1. O O

6.3.3 Corollaries

Now that we have proven Theorem 6.3.1, we can instantiate BAay, and BAggp with concrete
protocols in order to obtain concrete crypto-agnostic protocols. Before we state those corollaries,

one point needs to be addressed.

Bit complexity in the sabotaged setting. In order to maximize the generality of our results, the
only assumption we made about BAagth, BAgap, as explained in Definition 6.2.4, is that we are
provided with round complexity bounds for these protocols. In particular, we are given no such
guarantee for bit complexity. As such, in the sabotaged setting, when the parties run BAagh,
which is an authenticated ts-secure BA protocol, we have no a-priori upper bound for the amount
of bits sent by honest parties during the execution, hence why we define the bit complexity of a
protocol w.r.t. a particular adversary. When considering concrete protocols, however, each party
can infer a bound from the description of the protocol on the number of messages it has to send,
and if is exceeded, an honest party can simply halt BAayth and move onto Sync with input L. The

corollaries we state assume that such a modification was made to the final protocol.

Juggernaut,.. For a deterministic protocol, we instantiate BAay with the protocol of [37]
modified using the techniques of [174] to achieve O( f) round complexity, and BAgy, with the

protocol of [173], to obtain the following.

Corollary 6.3.8. Let tg,t; s.t. ty +2t; < n,t; <tg < % There exists a deterministic authenticated
ty-secure, sabotaged t;-secure protocol Juggernautyy, solving the BA problem with the following

propetrties.

o In the authenticated setting, Juggernautys, has O(An*) bit complexity and O(f) round

complexity, where f <ty is number of actual corruptions.
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o In the sabotaged setting, Juggernautyy has O(An?) bit complexity and O (n) round com-

plexity.

Juggernaut,,,. For a randomized protocol, we instantiate BAayn with the protocol of [38],
setting Tayth = O(A), and BAggp with the protocol of [174] (run bit-by-bit in parallel), to obtain

the following.

Corollary 6.3.9. Let t,,t; s.t. ty +2t; < n,t; < tg < % There exists a randomized authenticated
ty-secure, sabotaged t;-secure protocol Juggernaut,,,, solving the BA problem with the following

properties.
o In the authenticated setting, Juggernaut.,., has O(An?) expected bit complexity and O(1)

expected round complexity.

o In the sabotaged setting, Juggernaut.,, has O(A*n?) bit complexity and O (A + f) round

complexity, where f < t; is the number of actual corruptions.

6.4 Building a Synchronizer

In this section we construct Sync, that fills the role of the synchronizer as discussed in Sec-

tion 6.3. Formally, we prove the following.

Theorem 6.4.1. There exists a deterministic protocol Sync that satisfies the following in the con-

text of the Synchronizer primitive (See Definition 6.2.3), for any t; + 2t; < n,t; <ty < 3.

* Sabotaged t;-totality.

* Authenticated ts-totality, ts-justification, and t-liveness.
Furthermore, Sync has communication (in bits) complexity of O (An?).

The implementation of Sync can be found in Figure 6.3. On calling start_synchronization,
parties multicast finish(v;). On receiving n — # finish(v) for some v, parties form a certifi-
cate. Then, at this point or on receipt of such a certificate, the caller multicasts it and calls

synchronization_completed(v).
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Synchronizer Sync
(Pseudocode for a party p;)

* When start_synchronization(v; € V) is invoked, multicast finish(v;).

o If Av € V such that at least n — ¢, finish(v) messages are received, perform the fol-
lowing steps: (1) use TS to create a certificate C(v), (2) multicast C(v), and (3) trigger
synchronization_completed(v).

e If 3v € V such that a certificate C(v) is received, perform the following steps: (1)
multicast C(v), and (2) trigger synchronization_completed(v).

Figure 6.3: Synchronizer Sync with authenticated f4-justification, totality and liveness, and sabo-
taged #;-totality.

Sync’s correctness in the authenticated setting. First, prove the justification property.

Lemma 6.4.2 (1,-justification). Sync (Figure 6.3) satisfies tg-justification in the authenticated set-

ting.

of Theorem 6.4.1. Proof. If an honest party completes synchronization with a value v’, there is at
least one honest party that multicasts a finish(v’) message (as n — t; > t; given t; < n/2). Hence,

the lemma holds. O m|

Next, we prove the totality property.

Lemma 6.4.3 (¢,-totality). Sync (Figure 6.3) satisfies ts-totality in the authenticated setting.

Proof. The lemma trivially holds as each honest party disseminates a certificate once it completes

synchronization. O |

Finally, we prove the liveness property.

Lemma 6.4.4 (¢,-liveness). Sync (Figure 6.3) satisfies ts-liveness in the authenticated setting.

Proof. By the beginning of the round p + 1, each honest party receives n — t, finish(v) messages.

Therefore, each honest party completes synchronization with value v by round p + 1. O O
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Sync’s correctness in the sabotaged setting. We prove the totality property.

Lemma 6.4.5 (¢;-totality). Sync (Figure 6.3) satisfies t;-totality in the sabotaged setting.

Proof. The lemma trivially holds as each honest party disseminates a certificate once it completes

synchronization (as in the authenticated case). O O

Complexity. Finally, we argue that honest parties exchange O(An?) bits in Sync. Observe that
each honest party multicasts a single finish message, thus sending O(n) bits (assuming that the
values are of constant size). Moreover, each honest party multicasts one certificate of size O(A)

bits, thus sending O (An) bits. Hence, honest parties send n - O(n + An) = O(An?) bits. O O

In this section, we construct our two GC protocols that we use in Juggernaut — First, our
authenticated protocol with sabotaged validity and termination, and then, our sabotaged protocol

with authenticated validity and termination.

6.4.1 Authenticated Graded Consensus with Sabotaged Validity

We first construct graded consensus for the authenticated setting, augmented with validity for

the sabotaged setting. We denote the protocol by GC;,

Auth- Formally, we prove the following.

Theorem 6.4.6. Let tg,1; such that tg + 2t; < n,t; <ty < 5. There exists a Ty = O(1) round deter-

*

Auth that satisfies the following properties in the context of the GC primitive

ministic protocol GC
(see Definition 6.2.2) in a A-synchronous network when all parties commence the protocol in the

same round.
e Authenticated tg-secure.
» Sabotaged t;-valid.
» Sabotaged t;-terminating.

Furthermore, given TIyg has at most O (An?) bit complexity and constant round complexity, so too

does GCZuth‘
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GClun (Vi)
(Pseudocode for a party p;)
Initialization: y;, = v;,g; =0

* Round 1: Multicast init(v).

» Round 2: If there exists v € V such that at least n—¢; init(v) messages are received, then
perform the following steps: (1) use threshold signatures to create an (n — t;)-certificate
C(v) for init(v), (2) multicast C(v), and (3) lock y; = v, g; = 1.

* Round 3: If (1) there exists v € V such that C(v) is received, and (2) there does not
exist v/ # v such that C(v’) is received, then y; « v.

e Round 4+: Run (y;, g;) < Iuyr(y;).

* Decision: Output (y;, g;).

*

Figure 6.4: Authenticated ¢,-secure and sabotaged ¢;-valid graded consensus protocol GC Auth &1ven
an authenticated #-scure graded consensus ITyR.

Our protocol GC} .. described in Figure 6.4, assumes an authenticated graded consensus
protocol (see Definition 6.2.2), like the constant-round, authenticated #s-secure, and sabotaged
t;-terminating GC of Momose-Ren [159]. In GCZuth’ parties run three rounds of filtering to addi-
tionally ensure sabotaged #;-validity before executing I1yg. First, each party multicasts its input
(recall all values are signed by assumption). Then, if n — ¢; signatures from different parties on
some v are received, a certificate on v is formed, the output of the protocol is locked to (v, 1),
pi’s input to IIyRis overwritten with v, and the certificate is multicast. In the third round, parties

overwrite their input if they receive non-conflicting certificates for a single value v. Finally, parties

run ITyR, and output the result of that if they did not lock their output.

of Theorem 6.4.6. Termination clearly holds in both settings by the behaviour of the protocol. We

now move on to the other properties.

Validity in the sabotaged setting. First, we prove that G|C"';\u 1 satisfies validity in the sabotaged

setting.

Lemma 6.4.7. If any honest party receives n — t; init(v) messages, then v is the proposal of an
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honest party.
Proof. Asn > t; + 2t;, we have that n — t; > ¢;. Therefore, the lemma holds. O ]

Lemma 6.4.8 (z;-validity). GCZuth satisfies sabotaged t;-validity.

Proof. Suppose all honest parties propose the same value v € V. As there are at least n — t; honest
parties and they all propose value v, every honest party eventually receives n — ¢; values for v
(and, by Lemma 6.4.7, only v). Therefore, every honest party decides (v, 1), thus concluding the

proof. m| m|

*

Validity in the authenticated setting. We now prove that GC,

satisfies validity in the authen-
ticated setting. Throughout the rest of the proof of the validity property, we suppose that all honest

parties propose the same value v.
Lemma 6.4.9. If any (n — t;)-certificate C (V') is formed, then v/ = v.

Proof. As C(v’) is formed and n — t; > ¢, (given that n > t; + 2t;), there exists an honest party that

sends an init(v") message for its proposal v’. Given that all honest parties propose v,v' =v. O O
Lemma 6.4.10. If any honest party locks some value v’ in round 2, then v’ = v.

Proof. Let p; denote any honest party that locks some value v’ in round 2. Therefore, p; receives
an init(v") message for v’ from an honest party as n — t; > t; (as n > t; + 2t;). As all honest parties

propose v, v/ = v and the lemma holds. O O

Lemma 6.4.11 (t,-validity). GC, . satisfies authenticated t;-validity.

Proof. Consider any honest party p; that decides; let p; decide (v, g’). We distinguish two cases:
e Let party p; lock in round 2. In this case, v/ = v (due to Lemma 6.4.10) and g’ = 1.

Therefore, the statement of the theorem holds in this case.
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* Let party p; decide in round (i.e., step) 4. Here, every honest party that proposes to Ilygr
does so with value v. Indeed, if any honest party p; updates its y; variable in round 3,
Lemma 6.4.9 proves that y; holds value v. Hence, the validity property of IIyR ensures that
v =vand g’ = 1.

Having considered both cases, the proof is concluded. O O

Consistency in the authenticated setting.

Lemma 6.4.12. No two (n — t;)-certificates C(v) and C(v' # v) can be formed.

Proof. By contradiction, suppose two certificates C(v) and C (v’ # v) are formed. Therefore, there
are n —t; + n —t; —n = n — 2t; parties that participated in forming both certificates. As n > ¢, + 2t;,
n—2t; > t, which further implies that there is at least one honest party that participated in forming

both certificates. As this is impossible, we reach a contradiction. O O
Lemma 6.4.13. If any honest party locks (v, 1) in round 2, then all honest parties decide (v, 1).

Proof. First, all honest parties that lock in round 2 lock (v, 1) (due to Lemma 6.4.12). Moreover,
every other honest party p; sets its y; variable to v in round 3 (due to Lemma 6.4.12 and by protocol
construction). Therefore, the validity property of [Tyr ensures that all honest parties that decide in

round 4 decide (v, 1). O O
Lemma 6.4.14 (¢4-consistency). GCZuth satisfies authenticated tg-consistency.
Proof. To prove the lemma, we consider two possible scenarios:

* There exist an honest party that locks (v, 1) in round 2. In this case, all honest parties decide

(v, 1) (by Lemma 6.4.13).

* No honest party decides in round 2. In this case, the consistency property follows directly

from the consistency property of [Tyg.

As the statement of the lemma holds in both cases, the proof is concluded. O m]

172



Complexity. The protocol IIygr (using [159]) has bit complexity of O(An?) for inputs of size
O(1), and our addition to the protocol incurs an additive factor of O(An?) of bits communicated.

Thus in total GC*

Auth Das a bit complexity of O(An?). This concludes the proof of Theorem 6.4.6.

O O

6.4.2 Sabotaged Graded Consensus with Authenticated Validity

We now move on to our second graded consensus protocol, the dual version of GCZuth for the

*

Sab’ that functions as a standard

sabotaged case. Specifically, we aim to design a protocol, GC
GC in the sabotaged case, but maintains validity in the authenticated case. Formally, we prove the

following.

Theorem 6.4.15. Let t,,t; such that 2t; + t; < n,t; <ty < 5. There exists an T = O(1) round
deterministic protocol GC*Selb that satisfies the following in the context of the graded consensus
primitive (See Definition 6.2.2) in a A-synchronous network if the round distance between protocol

initiation times of any two honest parties is at most 1.
* Authenticated tg-validity.
e Authenticated tg-termination.
» Sabotaged t;-security.

Furthermore, given Taw has at most O (An?) bit complexity and constant round complexity, so too

does GC*S ab’

Our protocol GC*Sab (Figure 6.5) assumes a sabotaged ¢;-secure graded consensus protocol,
like the constant-round round protocol ITaw of Attiya and Welch [160] that is sabotaged ¢;-secure,

and authenticated #;-terminating for any #; < t; < %, ts + 2t; < n, even in asynchrony. As in
GCZuth’ parties first echo their signed value. As our goal is authenticated #,-validity, parties form
a n — ty certificate on echo(v) if possible. In the third round, we now require that if parties have

both received certificates only for one value v, and additionally received n —t; echos of v, that they
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vote for v by multicasting vote(v). In the fourth round, parties overwrite their input to ITay if they
receive at least n — t; — t; vote(v) messages for unique v, lock their output to (v, 1) if they receive

n — ty vote(v) messages, and then execute I1ayy, outputting the result if there is no locked value.

GCE ab(V,’)
(Pseudocode for a party p;)
Initialization: y; = v;,g;, =0

e Round 1 (Echo): Multicast echo(v;).

* Round 2 (Forward): If 3v € V s.t. received at least n — t;, echo(v) messages, use TS
to create certificate C(v) and multicast it.

* Round 3 (Vote): If p made a certificate C(v) at Round 2 for value v € V, didn’t receive
a certificate C(v’) for any other value v/ € V, and received n — t; echo(v), multicast
vote(v).

* Round 4+: If Jv € V s.t. received at least n — t; vote(v) messages, set v; = v and lock
vi = v, g = 1. Otherwise if received at least n — t; — t; vote(v) for a unique value, set
vi =v. Run (y;, g;) < Haw ().

* Decision: Output (y;, g;).

Figure 6.5: Sabotaged #;-secure and authenticated #-valid GC*Sab given a sabotaged #;-secure
graded consensus ITawy.

of Theorem 6.4.15. Termination clearly holds in both settings by the behaviour of the protocol. We
now move on to the other properties.
Let an honest party p; start executing GC*S o 10 some global round p;. Then, party p; executes

Round x € {1,2,3,4} of GCg_, in global rounds p; +2(x — 1) and p; + 2(x — 1) + 1.

Authenticated 7,-validity. We first prove that GCEab satisfies authenticated ,-validity.

Lemma 6.4.16 (¢4-validity). The protocol GC*S ab Satisfies authenticated t-validity.

Proof. Suppose all honest parties propose the same value v. As all honest parties overlap in each
round of GC"‘S ab for (at least) ¢ time, all honest parties receive n — g echo(v) messages at the start

of Round 2. Moreover, no certificate C(v" # v) can exist as that would imply that there exists a
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correct party whose proposal is v/ # v. Hence, every honest party multicast vote(v) in Round 3,
which then implies that every honest party outputs (v, 1). Thus, the validity property is ensured in

the signature world. O O

Sabotaged 7;-validity. Then, we prove that GCgab satisfies validity in the sabotaged setting. We
start by proving that if all honest parties propose the same value v and an honest party creates a

certificate C(v”) in Round 2, then v = ',

Lemma 6.4.17. Suppose all honest parties propose the same value v. If an honest party creates a

certificate C(v') in Round 2, then v = Vv'.

Proof. If an honest party p; creates a certificate C(v") in Round 2, party p; has received an
echo(v’) message from an honest party as n — t; > t; (given that n > t; + 2t;). Therefore,

v =v. m| O

Next, we prove that if all honest parties propose the same value v and an honest party multicast

a vote(v’) message in Round 3, then v/ = v.

Lemma 6.4.18. Suppose all honest parties propose the same value v. If an honest party multicasts

a vote(v’) message in Round 3, then v’ = v.

Proof. If an honest party p; multicasts a vote(v’) message in Round 3, party p; has previously
constructed a certificate C(v’) in Round 2. By Lemma 6.4.17, v/ = v, thus concluding the proof.

O O

*

Next, we prove that if all honest parties propose v to G|CS ab’

then all honest parties propose v

to I1aw in Round 4.

Lemma 6.4.19. Suppose all honest parties propose the same value v. Then, all honest parties

propose v to Ilaw in Round 4.
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Proof. As v is proposed by every honest party, every honest party p; has v; = v. We show that
if party p; updates its v; local variable, then it updates it to value v. Consider all possible places

when party p; could update its local variable v;:

* Round 4 upon receiving n — t; vote(v’) messages: As n —ty > t; (given n > t, + 21t;), party
pi receives a vote(v’) message from an honest party. Therefore, Lemma 6.4.18 proves that

v/ = v. Thus, the statement holds in this case.

* Round 4 upon receiving n —t; —t; for a unique value v': Asn—t,—1t; > t; (given n > ty+2t;),
party p; receives a vote(v’) message from an honest party. Hence, v/ = v by Lemma 6.4.18,

which proves the statement even in this case.
As v; remains v at party p;, the proof is concluded. O O

Finally, we prove that GC*S ab Satisfies validity in the sabotaged setting.

Lemma 6.4.20 (¢;-validity). The protocol GC*Sab satisfies validity in the sabotaged setting, i.e.

GGCg,, satisfies sabotaged t;-validity.

Proof. Suppose all honest parties propose the same value v. Consider any honest party p;. We

distinguish two possible cases:

* Let party p; decide a pair (v’,g’) in Round 4. In this case, p; receives n — t; vote(v’)
messages. Asn —ty > t; (given n > tg + 2t;), p; receives a vote(v’) message from an honest
party. Therefore, Lemma 6.4.18 proves that v/ = v and g’ = 1. Thus, the validity property is

satisfied in this case.

* Let party p; decide a value v after running the I1aw algorithm. By Lemma 6.4.19, all honest
parties propose v to [1aw. Due to the validity property of I1aw, every honest party decides

(v, 1) from I1aw, thus concluding the proof even in this case.

As the validity property is satisfied in both cases, the proof is concluded. O O
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Consistency in the sabotaged setting. Next, we prove that GCg, satisfies consistency in the
sabotaged setting. We first show that if one honest party sends a vote(v) message and another

honest party sends a vote(v’) message, then v = v’.

Lemma 6.4.21. If an honest party p; sends a vote(v) message and an honest party p; sends a

vote(v') message, then v = V',

Proof. By contradiction, let v # v'. As p; (resp., p;) sends a vote(v) (resp., vote(v’)) message,
pi (resp., pj) creates a certificate C(v) (resp., C(v')) in Round 2. Hence, party p; receives a
certificate C(v’) in Round 3 and party p; receives a certificate C(v) in Round 3. Therefore, we

reach contradiction with the fact that parties p; and p; send vote(-) messages. O O

Finally, we are ready to prove the consistency property of GC”‘S ab-

Lemma 6.4.22 (¢;-consistency). The protocol GlC*S ab Satisfies consistency in the sabotaged setting.

Proof. We distinguish two cases:

* Let there exist an honest party p; that locks (v, 1) in Round 4. Hence, honest party p;
receives n —t, vote(v) messages in Round 4. Now, consider any honest party p ;. We further
consider two scenarios:

— Let p; lock (v/, g’) in Round 4. In this case, g’ = 1. Moreover, as p; decides in Round
4, p, receives n—t;—t; vote(v’) messages. Asn—t;—t; > t;, Lemma 6.4.21 guarantees
that v/ = v.

— Let p; decide (v, g’) after deciding (v’, g’) from Ilaw. As p; receives n — t; vote(v)
messages in Round 4, every honest party receives (at least) n —r; —t; vote(v) messages
in Round 4. Importantly, as n — ¢, — t; > t;, Lemma 6.4.21 guarantees that no honest
party receives n — t; — t; vote(v’), for any value v/ # v. Hence, every honest party
p;i sets its local variable v; to v and proposes v; to IIaw. Finally, the strong validity
property of IIaw ensures v/ = v.

* No honest party locks (v, 1) in Round 4. In this case, the consistency property follows

directly from the consistency property of IIaw.

177



The lemma holds. O O

Complexity. The protocol ITaw (using [160]) has bit complexity of O(An?) for inputs of size
O(2), and our addition to the protocol incurs an additive factor of O(An?) of communication bits.
Thus in total GCg,, has bit complexity of O(An?). This concludes the proof of Theorem 6.4.15.

O O

6.5 Conclusion

In this work, we have constructed efficient crypto-agnostic Byzantine agreement, and in par-
ticular a protocol with O (An?) bit complexity and constant round complexity in the authenticated

setting. Natural open problems are as follows:

« Our Juggernaut protocols use O (An?) bits only when the input message is of size O (1), and
otherwise O(Ln?) for L = Q(A). It is thus natural to consider efficient crypto-agnostic BA
for long messages. The main difficulty here is keeping complexity low while also providing
security in the sabotaged or information-theoretic setting where it is difficult enough to build

efficient protocols [153] let alone in the crypto-agnostic setting.

» As Juggernaut optimises round complexity in the authenticated case, it may be of interest
to instead optimise for the sabotaged case (i.e., not running the authenticated protocol in

‘good’ executions).

* Finally, extending our results to the model where the public key infrastructure may be incon-

sistent or arbitrarily broken as considered in [10, 151] may be of interest.
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Appendix A: Folklore BA for Static Participation with p < 1/3 and Ty = 1

In this section we show, for completeness, the following folklore results.

Lemma A.0.1. For all p < 1/3, there exists a p-secure BA protocol (namely Syncgp | below)

with good-case latency Ty = 1 under static participation in synchrony.

Lemma A.0.2. Forall p > % there is no p-secure BA protocol with good-case latency < 1 under

static participation in synchrony.

Proof. Denote by Ilga an arbitrary choice of BA protocol which is %—secure under static participa-

tion in synchrony. We treat it as a black-box. Our protocol is given below:

,-[ Protocol 9: Syncgy ;

Setup. Each party p has input u,,. Instructions for party p. Denote by n the number of parties

and by f < % the bound on the number of corrupted parties. Initialize 0, « u,.
1. Round ¢ = 0: Multicast (€cho,u).

2. Round 7 = 1: Early deciding condition. If there exists a value u such that p received n — f
echo messages for u, then decide u. Denote n — f echo messages for a value u by C(u).

Multicast (decided, C(u)).

3. Round ¢ > 2: If received C(u) for some value u, set 0, < u. Run Ilgp with input o0, that

commences at round ¢ = 2, and decide accordingly, if have not decided before.

Termination is clear from the termination of IIga. For agreement, if no correct party decides
via the early deciding condition in round ¢ = 1, then agreement holds by the agreement property
of Ilga. Else, let p be a correct party that decides a value u in round ¢ = 1, thus p observed n — f

echo messages for u, since f < 7, a quorum intersection argument implies that no n — f echo
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messages exist for any other value, and so all correct parties set their local o variable to u in round
t = 2. This triggers the validity property of Ilga, and so all correct parties output u, as required.
For validity and good-case latency, consider the case where all correct parties have the same input
value u. Then by the behavior of the protocol, all correct parties see in round ¢t = 1 n — f echo

messages for u, and decide u, as required. This concludes the proof. O
Next, we prove Lemma A.0.2.

Proof. Let p > i, and let n be a natural number, and consider three disjoint sets of parties A, B, C,
each of size 5. Assume towards a contradiction that there exists a p-secure protocol solving BA
under synchrony with static participation and good-case latency 1. We consider three executions

G1,G», G3, as follows.

1. Gi: A, B are correct with input 1. C are corrupt, and behave as if they are correct with input

0. Note that the adversary is p-bounded.

2. Gy: A, C are correct, B are corrupt. The adversary is p-bounded. A has input 1, C has input
0. B behave in round ¢ = 0 to A as if they are correct with input 1, and to C as if they are

correct with input 0, B then halts.

3. G3: Dual to G|. B,C are correct with input 0. A are corrupt, and behave as if they are

correct with input 1. Note that the adversary is p-bounded.

Note that in G, all correct parties have the same input 1, and so the parties in A decide 1
after one round. Note that up to the end of the first round, G, G, are indistinguishable from the
perspective of A, and so also in G;, A decides 1 after 1 round. A dual argument gives that C
outputs O after one round both in Gz and G,. Lastly note that in G, the adversary is p-bounded,
and so by assumption that IT is p-secure, agreement must hold and A, C output the same value in

G, leading to a contradiction. O
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