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ABSTRACT

Federated Collaboration:
Addressing Challenges in Data Sharing and Learning Under Statistical Heterogeneity

Ahmed Elhussein

Modern biomedicine, spanning research initiatives (e.g., precision medicine) and
clinical deployment (e.g., decision support systems), depends on large, diverse datasets
to deliver robust and generalizable outcomes. Achieving this requires collaboration, as
most biomedical data remain siloed within institutions. There are two primary strate-
gies for multi-institutional collaboration: direct data sharing and distributed analysis,
each facing significant challenges. Direct data sharing is hindered by institutional data
ownership, security, and privacy concerns, as well as technical barriers. Conversely,
distributed learning methods such as Federated Learning (FL) avoid centralizing data
but are highly sensitive to statistical heterogeneity between institutions. This het-
erogeneity, common in biomedical settings, can degrade FL performance and lead to
unequal outcomes across participants, limiting collaborative potential.

This thesis addresses these challenges through three aims: (i) developing a scal-
able, secure infrastructure for multimodal data sharing that addresses institutional
data ownership and security concerns while supporting complex analysis; (ii) charac-
terizing and quantifying statistical heterogeneity in multi-site healthcare datasets using
interpretable, privacy-preserving methods; and (iii) designing novel FL algorithms that
mitigate the negative e [edts of heterogeneity while maintaining privacy and computa-
tional e Lciehcy.

To enable collaboration through secure data sharing, we developed a blockchain-
based platform that stores clinical and genetic data directly on-chain. This decen-
tralized architecture preserves institutional data sovereignty—addressing a key limita-
tion of centralized biobanks— and unifies multimodal data to streamline analysis. We

demonstrated utility by scaling to 12,000 patients, successfully replicating a published



genome-wide association study, and identifying a novel disease-associated locus in a
federated rare disease cohort.

To address statistical heterogeneity in FL, we first conducted a case study on
a real-world multi-institutional dataset and developed a privacy-preserving optimal
transport-based dataset dissimilarity metric that predicts FL performance early in
training. Building on these findings, we introduced two complementary algorithms.
The first, PCBFL, uses secure patient-level similarity computation to identify clini-
cally meaningful subgroups for targeted model training. To further improve clustering
in PCBFL, we developed KEEP, a knowledge-guided embedding method that inte-
grates medical ontologies with empirical data to produce semantically rich and robust
patient representations. The second algorithm, PLayer-FL, applies a gradient-driven
sensitivity analysis to dynamically balance global knowledge with local specialization
across heterogeneous healthcare datasets. This architecture-agnostic method achieved
consistently strong performance across diverse datasets and distributed these gains
more equitably across participating sites.

Together, these contributions advance federated biomedical research and deploy-
ment by providing tools for secure data sharing and robust analysis under statistical
heterogeneity, moving the field toward more collaborative, data-driven, and clinically

impactful discovery.
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Chapter 1

Introduction

1.1 Problem statement

To achieve more individualized, accurate, and timely medical care, modern biomedicine in-
creasingly relies on advanced computational methods such as machine learning (ML). By
uncovering ne-grained relationships within complex, high-dimensional data, ML now under-
pins both research initiatives such as precision medicine e orts to identify new biomarkers
and therapeutic targets and clinical applications, including tools for risk prediction, diag-
nostic support, and treatment recommendation.

For such tools to be safe, e ective, and equitable, they must be trained on large-scale,
richly annotated datasets that capture the full breadth of human health. However, assem-
bling su ciently diverse datasets remains di cult. Much of the world's biomedical data is
fragmented across hospitals and research centers with limited mechanisms for secure inte-

gration. This fragmentation creates two critical challenges. First, it reduces the scale and



representativeness of data available for model development, limiting our ability to study rare
or complex conditions and underrepresented populations. Second, when models are trained
on data from a single institution, they risk over tting to local population characteristics
and performing poorly when deployed elsewhere, directly undermining safety and equity in
healthcare.

To address these limitations, centralized repositories such as UK Biobank and All of Us
have been created and have facilitated major discoveries [1, 2]. Yet these e orts face inherent
constraints: they require substantial resources, depend on participants' willingness to cen-
tralize data, and still capture only a fraction of global patient diversity. Multi-institutional
collaboration is therefore essential to leverage the full scope of distributed biomedical data
and ensure that deployed models behave robustly and equitably across diverse healthcare
environments.

Broadly, there are two ways to achieve multi-institution collaboration: data sharing and
distributed analysis. Data sharing is hindered by institutional governance, data ownership
policies, privacy regulations, and heterogeneous technical infrastructures, while distributed
analysis struggles with learning under non-independently and identically distributed (non-
IID) datasets, which frequently arise in healthcare.

To enable data sharing, institutions must navigate complex data privacy and security
regulations while balancing internal priorities such as data ownership.€., an institution's
legal rights and custodial control over the data it generates and curates) with researcher needs
for streamlined access. This tension often results in inconsistent, case-by-case agreements
that hinder the development of standardized storage and access infrastructure, creating
signi cant technical barriers. These challenges are increasingly common as modern methods
rely on integrating diverse data modalities €.g., clinical, imaging, and genetic data) to
investigate disease processes and inform clinical decision-making. However, because these
data are often stored and processed in isolated institutional systems, joint analysis is rarely
straightforward.

To address these barriers, several federated approaches have emerged, including dis-

2



tributed databases and blockchain. The former distributes data across nodes but still relies
on centralized administrative control and trust in coordinating entities to manage access and
maintain data integrity. In contrast, blockchain is a decentralized ledger that maintains the
network through cryptographic consensus mechanisms, eliminating the need for a trusted
central authority. Blockchain has thus been proposed to enhance auditability and integrity
in data-sharing work ows [3].

Despite these advantages, blockchain introduces scalability and exibility challenges in
biomedical contexts. To address these limitations, most systems store data o -chain while
keeping only reference pointers on-chain [4, 5]. This substantially weakens the security
guarantees for the raw data whose integrity and provenance are no longer enforced by the
blockchain. In addition, existing approaches have largely focused on single data modalities
and lack the integrated storage and querying capabilities across multiple data types that are
essential for modern biomedical research [6, 7].

While data sharing enables powerful collaborative analyses, restrictions limit its use in
all scenarios. Federated Learning (FL), a form of distributed analysis, has emerged as a
complementary approach that circumvents raw data transfer by training models locally and
aggregating shared updates [8]. FL has gained prominence in healthcare as a way to sup-
port rare disease research [9], accelerate discoveries in time-sensitive elelg.( COVID)

[10], and enable training in data-intensive elds €.g., radiology) [11]. Unlike cross-device
settings, institutions in cross-silo FL often possess su cient data to train e ective models
independent. However, because no model has access to the complete dataset, FL remains
particularly sensitive to non-11D data distributions [12], which can degrade model perfor-
mance and introduce bias [13]. This challenge is especially pronounced in healthcare, where
institutional di erences in clinical practices, patient demographics, and data collection pro-
tocols commonly produce highly heterogeneous datasets [14].

Despite the growing interest in FL for healthcare, most existing research has focused on
small device settings €.g., mobile phones) where privacy constraints, network characteris-

tics, and data heterogeneity patterns di er fundamentally from institutional healthcare en-

3



vironments. Consequently, strategies developed for mobile settings focus on communication
e ciency and often fail to preserve privacy or support learning under clinically meaningful
sources of heterogeneity, leaving a gap in FL methods speci cally designed for biomedical
collaboration.

Problem. Biomedical research and deployment progress is impeded by two key barriers:
() the lack of secure, scalable mechanisms for cross-institutional, multimodal data sharing
that respect data ownership and security, and (ii) the limitations of current FL methods for
healthcare applications, particularly their inability to handle statistical heterogeneity under

strict privacy constraints.

1.2 Thesis aims and approach

The frameworks developed in this thesis address barriers to collaboration that a ect both
scienti ¢ discovery and clinical deployment by creating a blockchain-based platform for se-
cure multimodal data-sharing and by introducing privacy-preserving FL approaches that

guantify and mitigate the impact of statistical heterogeneity.

1.21 Aim1l

We aim to develop a scalable, secure platform for cross-institutional sharing of multimodal

biomedical data that preserves data ownership. We asked:

RQ1.1 What data structures and optimization techniques enable e cient on-chain data stor-

age with veri able access control?

RQ1.2 What indexing scheme can unify clinical and genetic data formats and enable cross-

modal queries under one platform?

RQ1.3 What design of on-chain analysis work ows enables decentralized association studies

while guaranteeing correctness and maintaining e ciency?



This aim focuses on developing a secure infrastructure for multimodal data sharing designed
to integrate Electronic Health Record (EHR) and genetic data while ensuring data integrity
and ownership control. While other blockchain-based implementations exist, they have two
key limitations. First, they store only reference pointers on-chain with data stored o -
chain, which substantially weakens security guarantees [4, 5]. Second, they lack support for
storing multiple data domains [6, 7]. Our approach addresses these limitations by storing
multimodal data directly on the blockchain. To enable e cient storage and retrieval of
heterogeneous data types, we designed a novel indexing scheme and employed optimization
techniques €.g., logical compression). We provided researchers with accessible query and
analysis tools through a graphical user interface, while ensuring end-to-end auditability.

We evaluated the infrastructure using both synthetic and real-world datasets, measuring
scalability via data storage costs, e ciency via query response times, and analysis validity via
replication of an existing genome-wide association study (GWAS) [15]. The platform scaled
to 12,000 synthetic patients with e cient query performance and achieved 0:.98 Pearson
correlation with standard tools in replicating a GWAS. Finally, we demonstrated the value
of the platform by conducting a federated analysis across 26 institutions and discovering a

locus associated with onset of a rare disease.

1.2.2 Aim 2

We aim to characterize statistical heterogeneity in multi-site healthcare datasets and quantify

its impact on FL performance. We asked:

RQ2.1 How do di erent sources of heterogeneity in healthcare date.Q., patient demograph-

ics, clinical protocols) impact FL performance?

RQ2.2 What metric designs enable early detection of performance-degrading heterogeneity
in FL, and how can the outputs of this metric be made privacy-preserving and inter-

pretable?



Aim 2 addresses these questions in a two-stage approach. We rst investigated the
causes and impact of statistical heterogeneity through a multi-institutional case study on
Delayed Cerebral Ischemia (DCI) prediction, using data from three distinct medical centers
[16]. The analysis demonstrated how di erences in clinical practice speci cally diagnostic
criteria and patient populations create signi cant distributional shifts. In this small-sample,
high-dimensional setting, FL is conventionally expected to improve performance. However,
the study found that distributional shifts were severe enough to negate these benets. For
one institution, the locally trained model ultimately outperformed the federated model,
providing an example where collaboration was detrimental. For another institution, training
on a more closely aligned subpopulation improved performance, highlighting the potential
of personalized, subpopulation-speci c FL.

Building on these insights, we introduced a dataset dissimilarity metric designed to be
interpretable, privacy-preserving, and sample-e cient. The method uses Optimal Transport
(OT) with a hybrid, bounded cost function to measure the dissimilarity between client model
representations after a single round of federated training. Privacy is ensured through a novel
composition of Secure Multiparty Computation (SMC) and Di erential Privacy (DP) with
provable guarantees. The metric was validated on public healthcare FL benchmarks. Metric
scores re ected known data di erences and, importantly, reliably predicted FL performance.
Speci cally, scores 0:2 consistently indicated that collaboration would be bene cial. Fur-
ther, metric scores correlated strongly with weight divergence, con rming its ability to pre-
dict long-term collaboration success from a single training round by capturing underlying

training dynamics.

1.2.3 Aim 3

Finally, we aim to design novel FL algorithms to address learning under heterogeneity in

healthcare while maintaining privacy and computational e ciency. We asked:

RQ3.1 What privacy-preserving approaches enable accurate clustering of similar patients



across federated institutions?

RQ3.2 What methods enable federated systems to dynamically balance global knowledge with

local specialization across heterogeneous healthcare datasets?

We pursued the third aim through two complementary approaches. Motivated by evidence
from the DCI case study showing the benet of subpopulation-speci c training, we rst
introduced a data-centric personalization strategy based on patient-level clustering called
Privacy-Preserving Community-Based FL (PCBFL). PCBFL is a framework that uses SMC
to compute patient-level similarities while preserving privacy. Unlike prior methods that are
limited to using site-level aggregated data, PCBFL enables the use of patient-level informa-
tion. In a real-world mortality prediction task, PCBFL produced clinically coherent clusters
across institutions and outperformed existing approaches.

To improve clustering quality, we also introduced Knowledge-Preserving and Empirically
Re ned Embedding Process (KEEP), a method that integrates medical ontologies with em-
pirical data through semantic initialization and regularization of data-driven embeddings.
KEEP produced more robust patient representations and signi cantly outperformed exist-
ing baselines in both capturing clinical relationships and supporting downstream prediction
tasks.

We then developed an architecture-centric personalization approach, introducing Princi-
pled Layer-wise FL (PLayer-FL). This adaptive framework optimizes the trade-o between
global knowledge sharing and local specialization by using a gradient-driven federation sensi-
tivity metric. This metric automatically determines a split between shared global layers and
specialized local layers after a single training epoch, moving beyond the heuristics of exist-
ing partial FL methods. PLayer-FL was evaluated on its ability to improve model accuracy
and fairness (.e., reduce performance variance across sites) on a diverse suite of healthcare
datasets. PLayer-FL achieved strong and consistent performance across diverse healthcare
datasets and, notably, delivered the fairest outcomes by signi cantly reducing performance

variance across sites.



1.3 Signi cance and contributions

This thesis made three contributions:

(i)

(ii)

(iif)

A secure infrastructure for multimodal data-sharing : We developed a blockchain-
based platform for secure sharing of clinical and genetic data that preserves institu-
tional data ownership. Our approach stored data directly on-chain with cryptographic
access controls, ensuring data integrity and provenance through the blockchain's im-
mutable ledger. We designed novel optimization techniques to overcome blockchain's
inherent latency and storage limitations. Unlike existing blockchain implementations
that store only metadata on-chain, or centralized systems that lack cross-modal in-
tegration, our uni ed framework enabled querying across clinical and genetic data
domains within integrated analysis work ows. We demonstrated the platform's value
in a rare disease study where combining multi-institutional datasets was critical for

achieving statistical power.

A method for characterizing and quantifying statistical heterogeneity . We
introduced a novel, privacy-preserving approach to quantify statistical heterogeneity
and predict its impact on FL model performance. Currently, few methods for estimat-
ing heterogeneity are suitable for federated settings, which require approaches that are
simultaneously privacy-preserving, sample-e cient, and dataset-agnostic. Our metric
addressed these limitations by enabling feasibility assessments of collaboration before
full training, helping ensure that joint learning is bene cial, particularly for networks

spanning diverse patient populations and resource levels.

Novel FL algorithms to address statistical heterogeneity : We introduced two
complementary approaches to make FL more robust to non-IID healthcare data. Our
data-centric strategy incorporated patient-level information across institutions in a

privacy-preserving way, enabling clinically meaningful subgrouping and precision phe-



notyping. In parallel, our architecture-centric strategy provided a principled mech-
anism to balance global knowledge with local specialization, improving robustness
and fairness across sites. Together, these advances showed how personalized FL can
mitigate heterogeneity while safeguarding privacy, allowing institutions with distinct

patient populations to collaborate equitably.

1.4 Limitations

This thesis has several limitations, summarized here and discussed in detail in later chapters.
For our data-sharing platform, using blockchain introduced performance overhead relative
to centralized systems and raised compliance challenges due to the immutability of stored
data. For most FL experiments, we assumed identical models and concordant feature spaces,
narrowing the scope of supported collaborations. Further, although the work evaluated
multiple data modalities, it relied primarily on publicly available hospital datasets, which
limits generalizability. Finally, our privacy-preserving methods assume honest-but-curious
participants (i.e., adversaries who may attempt to infer additional information but still

follow the prescribed protocol).

1.5 Guide for the reader

Chapter 2 presents the background for this thesis, reviewing concepts related to data shar-
ing, security and privacy, blockchain, and FL. The chapter concludes by synthesizing the
research gaps and open questions relevant to this thes@hapter 3 addresses Aim 1, detail-
ing the design and implementation of a blockchain-based infrastructure for multimodal data
sharing. Chapter 4 corresponds to Aim 2, where we characterize the impact of statistical
heterogeneity on FL performance and develop a novel, privacy-preserving metric to quantify
dataset dissimilarity. Chapter 5 presents the work of Aim 3, introducing two complemen-

tary FL algorithms designed to mitigate the e ects of heterogeneity in healthcare settings.



Finally, Chapter 6 discusses the conclusions, contributions, and limitations of this research,

and proposes directions for future work.
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Chapter 2

Background

This chapter provides the necessary background for the rest of the thesis. We rst de ne
the key requirements and challenges for multi-institution collaboration in biomedicine. We
then present speci ¢ technical background in four parts: (i) security and privacy foundations
(including SMC and DP), (ii) blockchain for secure data governance, (iii) FL under statistical
heterogeneity, and (iv) personalized FL. Finally, we synthesize the research gaps and open

guestions related to federated biomedical collaboration that this thesis seeks to address.
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2.1 Federated biomedical collaboration: Challenges

and requirements

2.1.1 Multi-institutional collaboration

Biomedical research increasingly requires datasets whose scale and diversity exceed what
any single institution can provide. Advancing our understanding of polygenic diseases such
as type 2 diabetes and Alzheimer's disease [17], developing predictive models for cancer
treatment response [18], and identifying rare disease variants [19] all depend on the large-
scale analysis of clinical, imaging, genetic, and multi-omics data. Failure to do so not only
hinders advances in clinical outcomes but also risks producing biased algorithms that fail to
generalize across populations, underscoring the need for multi-institutional collaboration.

However, realizing these scienti ¢ and clinical advances requires reconciling the needs
of multiple stakeholders. Researchers seek streamlined access to integrated, multimodal
datasets to support complex analyses. Institutions, as data owners, regard their datasets
as valuable assets and expect to retain control and derive bene t from their use. Patients,
whose data underpin these e orts, have a legitimate interest in privacy, security, and eg-
uitable translation of research outcomes. Auditors and compliance o cers often within
institutions are tasked with ensuring that legal and ethical obligations surrounding prove-
nance and governance are met.

Designing infrastructures that accommodate these competing priorities requires mecha-
nisms that simultaneously protect ownership, security, and privacy. Such systems must also

enable researchers to perform multi-domain analyses at scale.

2.1.2 Barriers to collaboration

Multi-institutional collaboration is frequently slowed by a combination of administrative and

technical barriers.
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Administrative. From an administrative perspective, data ownership and regulatory com-
pliance remain central obstacles. Data ownership encompasses not only intellectual property
rights but also institutional control over how data are used, by whom, and for what purposes
including decisions about commercial partnerships, and publication priority. Institutions are
therefore reluctant to relinquish control, preferring to dictate access policies and to maintain
auditable records that protect their legal and strategic interests. This is further complicated
by regulations such as the Health Insurance Portability and Accountability Act (HIPAA),
which impose strict requirements on data handling, especially relating to security and pri-
vacy. This combination leads to institutions adopting conservative policies and negotiating

lengthy, case-speci ¢ data use agreements that do not scale to larger consortia.

Technical. As a result of ad hoc and inconsistent policies, even once agreements are in
place, technical challenges persist. Traditional infrastructures rarely provide standardized
mechanisms for auditability and accountability. Provenance trails are often incomplete,
making it dicult to verify how and when data are used. In the absence of veriable
safeguards, collaborations remain dependent on contractual assurances rather than technical
mechanisms.

Interoperability and data quality further complicate collaboration. Institutions store
data in heterogeneous, often proprietary formats dictated by their vendors. Standards for
recording, cleaning, and quality control vary substantially, making joint analysis infeasible
without signi cant pre-processing. Even when datasets conform to the same standard, they
require rigorous data quality assessment [20]; without this, systematic di erences in miss-
ingness, coding inconsistencies, and site-speci c biases remain. While initiatives for data
guality and harmonization exist (reviewed in Section 2.1.4), their adoption is often slow and
inconsistent, requiring substantial institutional e ort.

Integrating heterogeneous data modalities adds further challenges. Clinical data from
EHRs are typically stored in relational databases with standardized vocabularies, whereas

genomic data rely on specialized formats (reviewed in Section 2.1.4), each with distinct reg-
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ulatory requirements. These di erences in format, storage, and governance create siloed
repositories and force researchers to navigate multiple, often incompatible tools for joint
analysis. To mitigate these barriers, interoperability standards such as Fast Healthcare In-
teroperability Resources (FHIR) and its genomics extension have been developed to support
consistent representation and exchange of clinical and genetic data across systems [21, 22].
These initiatives represent an important step toward harmonizing data models and im-
proving technical compatibility across sites. However, even with improved interoperability,
deeper challenges around data security, governance, and ownership in multi-institutional

collaboration remain unresolved.

2.1.3 Requirements for collaborative frameworks

A comprehensive infrastructure that addresses these challenges must ful Il the following

technical requirements:

1. Data owner access control : The system must include authorization mechanisms

that allow data owners to retain ownership and directly control access to their data.

2. Provenance and integrity : It must o er immutable tracking mechanisms, ensuring

that data provenance is veri able and data integrity is maintained.

3. Data harmonization : It must provide schemas and standards to integrate multi-

domain data, such as clinical and genomic data, within a single infrastructure.

4. Integrated analytics : The framework must support federated analysis work ows,

enabling computation while preserving data locality.

5. Privacy guarantees : Formal privacy guarantees are necessary to ensure institutions

can safely share data.

6. Scalability and performance : The system must scale to large cohorts and multi-

modal datasets while maintaining tractable storage, query, and analysis performance.
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2.1.4 Data quality and harmonization

Clinical data.  To enable systematic analysis across institutions, data must be transformed
into a common format. For clinical data, the Observational Medical Outcomes Partnership
(OMOP) Common Data Model (CDM) provides a standardized structure and vocabulary
that harmonizes information from disparate sources, enabling analyses across large research
networks [23]. Conversion to the OMOP CDM involves transforming source databases and
mapping medical terms to a common vocabulary. As part of this process, data undergo
automated quality assessment [23], which evaluates completeness, correctness, concordance,
plausibility, and recency [20]. Standardization through OMOP has enabled the growth of
large-scale collaborations such as the Observational Health Data Sciences and Informatics
(OHDSI) network, which aggregates data from over 800 million patients and has supported
numerous clinical discoveries [24]. While OMOP o ers extensive clinical coverage, integration
of genomic data remains incomplete; e orts to extend the model to genetics are ongoing but

not yet mature or widely adopted.

Genetic data.  For genetic data, several standardized formats exist, of which the Vari-
ant Call Format (VCF) is the most common. The VCF is a specialized format for storing
variant-level data (e.g., SNPs, indels). VCFs can be generated from various genomic assays,
including genotyping arrays and sequencing-based methods. For next-generation sequencing
(NGS) approaches (whole-genome sequencing (WGS) or whole-exome sequencing (WES))
standardized processing pipelines align raw reads to a reference genome, perform variant call-
ing, and apply quality Iters to produce VCF les. These pipelines ensure consistent variant
detection and representation across samples, reducing technical artifacts and batch e ects
that could confound multi-institutional analyses. This standardization makes VCF data suit-
able for large-scale, multi-institutional studies. In genomic medicine applications, VCF data
are often annotated with functional and clinical information from external databases such as

Clinvar and processed using tools like the Variant E ect Predictor (VEP) or the Combined
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Annotation Dependent Depletion (CADD) score to estimate variant deleteriousness.

2.2 Security and privacy

2.2.1 De ning security and privacy

From a technical standpoint, data security and data privacy address distinct but comple-

mentary objectives through di erent mechanisms.

Security protects the con dentiality, integrity, and availability of data against unau-
thorized access, modi cation, or destruction. Security mechanisms include crypto-
graphic techniques such as encryption and digital signatures, access control systems
for authentication and authorization, and distributed trust models like blockchain con-
sensus protocols. The primary goal is preventing unauthorized actors from accessing,

modifying, or corrupting data.

Privacy protects against information leakage during authorized data operations, even
when access is legitimate. Privacy threats typically involve authorized parties attempt-
ing to infer sensitive information beyond what is explicitly shared. Adversaries are com-
monly modeled as honest-but-curious/semi-honest following protocols but attempting
to learn additional information or malicious actively deviating from protocols to com-
promise privacy. Privacy-preserving computation (Section 2.2.2) enables legitimate
analysis while protecting against inference attacks that could reveal individual records

or sensitive attributes.

2.2.2 Privacy-preserving computation

Privacy-preserving computation enables authorized analyses while limiting information leak-
age about individual records. A broad range of approaches have been developed to achieve

this goal, spanning both statistical and cryptographic frameworks. Statistical mechanisms,
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such as DP, provide formal guarantees that limit the risk of re-identi cation from released
analysis outputs. Cryptographic mechanisms, including SMC, homomorphic encryption, and
trusted execution environments, protect data con dentiality during computation by ensuring
that no single party gains access to another's raw data. In this thesis, we focus primarily on
DP and SMC, which provide complementary guarantees: DP safeguards against information

leakage from analysis outputs, whereas SMC protects input data during computation.

Di erential Privacy

Di erential Privacy provides mathematically provable privacy guarantees by adding carefully
calibrated noise to analysis results. The core intuition is that this noise makes analysis
outcomes nearly identical whether or not any speci ¢ individual's data was included in the
dataset, ensuring that the inclusion or exclusion of any individual record has negligible e ect
on the output.

Formally, a mechanismM satis es ( )-DP if for any two neighboring datasetsdD; and D,
(i.e., datasets di ering by the addition or removal of exactly one record) and for any subset

of possible outputsS, the following inequality holds [25]:

P(MM(D1)2S) eP(M (D, 2 S) (2.1)

Smaller values of provide stronger privacy guarantees but typically require more noise,
creating a fundamental trade-o between privacy and utility. This trade-o can dispropor-
tionately a ect individuals with rarer characteristics, such as patients with rare diseases,
whose data may be more sensitive to noise perturbation [26].

DP provides robust guarantees against adversaries with arbitrary external side knowl-
edge, making it particularly valuable in collaborative settings where data contributors cannot
predict what external information adversaries might possess.

Approximate DP.  (; )-DP relaxes the guarantee by allowing a small probability of
failure [27]:

PM((D;)2S) eP(M(Dy)2S)+ : (2.2)
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When =0, this reduces to pure -DP.

Zero-Concentrated DP.  To improve analytical tightness in practice, re nements such
as Zero-Concentrated DP (zCDP) o er more composable privacy de nitions. zCDP provides
tighter analytical bounds for mechanisms involving Gaussian noise by bounding thefi

divergence between outputs [27, 28]:
D (M (D1)kM (D)) ;8> 1L (2.3)

Here, is the privacy parameter. zCDP can be converted t¢; )-DP using the following
relationship [29]:
q_
= +2 log(1=): (2.4)

Secure Multiparty Computation

Secure Multiparty Computation enables multiple parties to jointly compute functions over
their private inputs without revealing raw data to each other. Each party learns only the
nal computation result while underlying data remains private. Unlike DP, which protects
the privacy of analysis outputs by adding noise, SMC protects the con dentiality of input
data during computation while releasing the nal result in its exact form. This approach
preserves analytical accuracy but assumes that the output itself does not pose a privacy risk.
A major limitation of SMC is the substantial computational and communication overhead
introduced by its cryptographic protocols, which can constrain scalability in large or complex
analyses.

SMC protocols use cryptographic techniques such as secret sharing, encryption, or mask-
ing to distribute calculations across participants who operate on protected data versions.
These partial computations are then securely combined to yield the correct result without
exposing raw inputs. SMC typically assumes an honest-but-curious adversary model where
participants correctly execute the protocol but may attempt to learn additional information

from observed data.
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Unlike DP's concise formalization, security de nitions for SMC rely on more complex
simulation-based proofs. Therefore, a simple, illustrative protocol is provided in Figure 2.1

to guide the reader.

Figure 2.1: Three parties Alice, Bob, and Charlie want to compute their average age without
revealing individual ages.1. Secret Sharing : Each participant splits their private data
into three random numerical shares that sum to their original age. They keep one share
and securely send the other shares to each participan2. Local Computation:  Each
participant sums the three shares they possess, creating partial sums that are publicly shared.
3. Result Reconstruction:  Any participant can sum the three partial sums and divide by
three to get the nal result. The average is computed successfully without any participant
learning another's private age.

In practice, DP and SMC are often combined: SMC protects data during computation,

while DP safeguards released outputs.

2.3 Blockchain

While centralized data-sharing platforms exist, participating institutions must transfer their
data to a central repository, thereby relinquishing control. This raises concerns about long-
term data ownership and governance (see in Section 2.1). These platforms also create security
vulnerabilities through single points of failure. Blockchain technology provides a promising
decentralized alternative for federated data sharing by addressing these speci c challenges

through its core properties described below [3].
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2.3.1 Blockchain fundamentals

A blockchain is a distributed ledger in which a network of participants maintains a shared
record of transactions without relying on a central authority. Transactions are grouped into
blocks, and each block contains a cryptographic hash of the previous block, creating a chain
where every block depends on its predecessor [30]. This architecture provides three key

properties that directly address challenges in data sharing:

Immutability: Due to the hash-based linking, once a block is added to the chain,
it cannot be modi ed without invalidating all subsequent blocks. This cryptographic
guarantee ensures data integrity and prevents unauthorized tampering, addressing se-

curity concerns in multi-institutional collaborations.

Decentralization : Participants maintain copies of the ledger without requiring a
central authority. This eliminates single points of failure and removes the need for
institutions to transfer control of their data to a third-party repository, directly ad-

dressing ownership concerns.

Transparency and auditability  : All participant activity is permanently recorded in
the blockchain. This creates comprehensive audit trails for data access, modi cations,
and usage patterns. Institutions can implement ne-grained access controls and verify

compliance with data use agreements through cryptographically veri able records.

Together, these properties enable participating institutions to maintain technical control
over data access permissions while bene ting from secure, veri able collaboration. This
combination of decentralized control with cryptographic guarantees forms the foundation

for the blockchain-based data-sharing platform developed in Aim 1.

Consensus mechanisms: Proof-of-Work vs. Proof-of-Authority

To maintain a distributed network, participants must agree on the state of the ledger through

a consensus mechanism. Proof-of-Work (PoW), used by public networks like Bitcoin, re-
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guires participants to solve cryptographic hash puzzles to gain the right to add new blocks
[30]. While highly secure for permissionless networks with unknown participants, PoW is
extremely energy- and resource-intensive.

For permissioned networks where participants are known and vetted, Proof-of-Authority
(PoA) provides a more e cient alternative. In POA systems, a limited set of pre-authorized
validators are granted authority to validate transactions and create new blocks. PoA re-
duces computational and energy overhead by orders of magnitude compared to PoW while

providing adequate security for controlled environments with known participants [31].

Blockchain architectures

Blockchain networks can be categorized into three primary architectures: public, private,
and consortium (or federated). Each o ers a di erent balance of decentralization, privacy,

and control.

Public blockchains , such as Bitcoin or Ethereum, are fully decentralized and per-
missionless. Anyone can join the network, view the ledger, and participate in the
consensus process. While highly transparent and censorship-resistant, they are unsuit-

able for storing sensitive protected health information.

Private blockchains are permissioned and controlled by a single organization. This
centralized control o ers high e ciency and privacy but lacks the distributed trust and

validation necessary for multi-institutional collaboration.

Consortium blockchains  are also permissioned but are governed by a pre-selected
group of institutions rather than a single entity. This model provides the optimal
balance for biomedical data sharing, as it restricts participation to a veri ed group
while maintaining distributed governance and a high level of security [3]. This is the

model adopted for the work in this thesis.
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2.3.2 Limitations

Despite its promise, blockchain adoption faces several practical challenges. The distributed
consensus process creates performance overhead, requiring participants to synchronize ledger
updates and validate transactions across the network. This increases both storage costs and
operational latency compared to centralized systems. Privacy presents another challenge,
as traditional blockchain designs require transaction visibility across participants to enable
veri cation. Finally, blockchain's core strength, immutability, becomes a limitation when
data corrections are needed. Once information is added to the blockchain, modi cations
require complex procedures that can disrupt the entire chain, complicating routine tasks

like EHR error correction.

2.3.3 MultiChain and data streams

The infrastructure detailed in this thesis is built using theMultiChain  API, a permissioned
blockchain framework well-suited for biomedical applications due to its support for consor-
tium networks [3, 6, 32]. A key feature of MultiChain is its native implementation ofdata
streams, which provide a more structured and e cient mechanism for handling on-chain
data storage and retrieval. Conceptually, a data stream is an append-only, independently
indexed collection of records embedded directly within the blockchain. Unlike the tradi-
tional blockchain model, where all transactions are stored in a single, linearly linked ledger,
data streams allow information to be organized into multiple logical partitions. This design
o ers two key advantages. First it enables, schema exibility as each stream can de ne its
own schema, analogous to collections in a NoSQL database. Second, because streams are
independently indexed, queries can be directed to speci ¢ streams rather than scanning the
entire blockchain ledger. This targeted access signi cantly reduces computational overhead

and improves retrieval latency [32].

22



2.4 Federated Learning

Federated Learning enables collaborative model training across multiple data owners (clients)
without direct data sharing, addressing some of the security and privacy challenges discussed
previously. Consequently, FL has gained signi cant attention in healthcare [33]. This section
outlines the main concepts of FL, beginning with common use-case settings, de ning the

canonical algorithm, and highlighting applications in healthcare.

2.4.1 Federated Learning outline

FL is an iterative, collaborative training process involving a central server and multiple

clients. The process repeats over multiple rounds comprising the following steps:

1. Distribution:  The central server sends the current version of the global model to

participating clients.

2. Local Training: Each client trains this model locally on its private dataset. After a
speci ed number of epochs, clients share their resulting model updates(, gradients

or parameters).

3. Aggregation: The central server collects the model updates from the clients and

aggregates them to create an improved global model.

The basic FL work ow repeats until the global model converges.

2.4.2 Federated Averaging (FedAvg)

Introduced by McMahan et al. [8], Federated Averaging (FedAvg) has become the canonical
aggregation method in FL. In FedAvg, local updates from each client are weighted by the
client's respective sample size. Formally, leK be the set of clients, withny, denoting the

number of samples at clienk and n the total number of samples. In each round, the server
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distributes the global model parametersv' to all clients k 2 K. After local optimization,

the server aggregates the updated client models}™ , via:

X n
W'[+1 - 7kWtk+l (25)
n
k=1
The weighting by %« ensures that the global model approximates the true centralized
objective, avoiding bias toward clients with smaller datasets. McMahan et al. [8] show that
this weighted aggregation provides an unbiased estimate of the global objective, ensuring

convergence undestandard 11D assumptions

2.4.3 Cross-Silo vs. Cross-Device FL

FL operates in two primary settings: cross-device and cross-silo. In cross-device FL, millions
of mobile devices participate, whereas in cross-silo FL, a small number of institutions.q.,
hospitals) collaborate. This thesis focuses on the cross-silo setting, which is particularly
relevant to healthcare. Cross-silo FL has been successfully applied to accelerate discoveries
in time-sensitive elds such as during the COVID-19 pandemic, enable collaborative model
training in data-intensive specialties like radiology, and support research into rare diseases
where individual institutions lack su cient patient cohorts.

Although both settings involve distributed learning, their challenges di er in fundamental

ways, and methods developed for one can be unsuitable for the other:

Nature of heterogeneity. Cross-device FL is characterized by highly noisy, user-
driven non-1ID patterns across millions of devices. In contrast, cross-silo FL hetero-
geneity is more systematic, re ecting structurally signi cant variations in institutional

practices and populations.

Technical constraints.  Cross-device FL is constrained by unreliable network connec-
tions, client dropout, and extreme communication e ciency requirements. Cross-silo
FL, by contrast, operates over stable institutional networks but must satisfy stringent

privacy and regulatory requirements.
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Incentives to collaborate. In cross-device settings, individual clients rarely have
enough data to train e ective models locally, whereas in cross-silo settings, institu-
tions often do. Hospitals, for example, may already be capable of training competitive
models on their own datasets. As a result, federated collaboration must clearly out-
perform local training to justify participation [34]. Achieving this is complicated by
the structured heterogeneity inherent in multi-institutional healthcare data, as further

discussed in Section 2.5.

Despite these di erences, most FL methods remain designed and optimized for cross-
device use cases. The unique challenges of cross-silo FL, particularly in healthcare, remain
underexplored [34, 35]. Addressing this gap is the focus of the research contributions in this

thesis.

2.5 Statistical heterogeneity in FL

A major challenge in healthcare FL is the presence of non-1ID data across institutions. While
FedAvg assumes homogeneous data distributions across clients, institutions naturally di er
in their patient demographics, clinical practices, and data acquisition, creating complex

statistical heterogeneity that poses signi cant optimization challenges [35].

2.5.1 Types of non-1ID data

To understand these patterns formally, consider a dataset with joint distributiorP (X;Y ),
where X represents features and labels. The sources of statistical heterogeneity can be

categorized as follows:

Covariate shift (Feature shift)  : Dierences in the marginal feature distribution
P (X) between client datasets. In healthcare, this is a common form of heterogeneity
driven by variations in patient populations across institutions. For example, a special-

ized academic medical center may serve a patient population with di erent baseline
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characteristics €.g., older age, more comorbidities, higher disease severity) compared

to a general community hospital, leading to distinct feature distributions.

Concept shift : Dierences in the conditional distribution P (YjX), arising from vari-
ations in clinical practices that alter how the same patient features are labeled. This
can be driven by institutions adhering to di erent diagnostic guidelines €.g., varying

sepsis criteria or heart failure classi cation systems) or varying treatment protocols.

" Label distribution shift : Dierences in the marginal label distribution, P(Y), be-
tween client datasets. This shift is typically driven by di erences in hospital special-
ization and the populations they serve. For example, a specialized oncology center will
have a much higher prevalence of cancer diagnoses compared to a general community

hospital.

While this categorization provides a useful framework, it assumes one component of
P (X;Y ) shifts while others remain xed. As seen in Chapter 4, real-world scenarios often
involve simultaneous and interdependent shifts. For instance, a hospital serving a unique de-
mographic might also adopt di erent diagnostic criteria. Thus, while this taxonomy clari es
the sources of divergence, practical solutions must be designed to address mixed shifts.

Further, as discussed in Chapter 4, these shifts can all be captured through di erences
in the learned representation spackl = (X). Measuringrepresentation shiftasP(H j Y)
isolates how the same class is internally encoded at each site and aligns with known causes of
update/gradient divergence under non-11D data [12] rather than input space heterogeneity

alone.

2.5.2 Impact of non-IID data

Performance. The presence of non-IID data can signi cantly degrade federated model
performance; in extreme cases, the global model may even underperform locally trained

models [13]. This performance degradation occurs because FedAvg assumes IID data, en-
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abling local training to approximate global optimization. When this assumption is violated,
heterogeneous data distributions cause local objectives to diverge from the intended global
objective. Rather than optimizing toward a shared target, each client optimizes for its own
distinct data distribution.

This mismatch creates two primary challenges. First, clients generate divergent model
updates that con ict during aggregation, leading the global model to converge to suboptimal
solutions with degraded cross-site performance [12]. Second, the con icting updates intro-
duce training instability, with model parameters oscillating between di erent optima rather

than converging smoothly, reducing generalization capabilities [36].

Fairness. Beyond optimization, non-1ID data raise concerns about fairness and equity.
The global model often becomes biased toward dominant data distributions, yielding poorer
performance for institutions with underrepresented data [13]. In healthcare, this system-
atically disadvantages smaller hospitals and those serving minority populations [37]. This
creates two critical problems: exacerbating existing health inequities and discouraging col-
laboration. Such disparities have severe clinical implications, underscoring the need for

fairness-aware FL in healthcare.

2.5.3 Dataset distribution similarity measures

Statistical heterogeneity in FL raises a critical question: when should clients collaborate,
and when is local training preferable? The answer depends on thienilarity of client data
distributions. When client data are su ciently similar, collaborative methods like FedAvg
can improve performance, however, if di erent negative transfer can occur. Quantifying

dataset similarity is therefore essential for making informed collaboration decisions.

Direct measurement approaches

Direct approaches estimate similarity by comparing empirical distributions without requiring

model training, o ering computational e ciency and broad applicability. Statistical diver-
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gence measures such as Jensen Shannon (JS) divergence can quantify distributional di er-
ences, but they require reliable density estimation, which is challenging for high-dimensional,

sparse, or categorical healthcare data [38].

Optimal Transport. OT provides a geometric approach to dataset comparison, mea-
suring the minimum cost required to transform one empirical distribution into another by
'moving' probability mass between data points [39]. Unlike JS divergence, OT has a formu-
lation that operates directly on discrete samples without requiring density estimation. This
makes it well-suited for healthcare datasets with limited samples. The approach computes
pairwise costs between all data points to form a cost matrix and then nds the optimal
assignment that minimizes total transportation cost. The discrete formulation for nite
datasets is:

iRAi R

dot (Da;Dg) = min c(Xi; Xj) i (2.6)
i=1 j=1

where c(X;; X;) is the transport cost and 2 is the transport plan that preserves the
marginals of both datasets. Ific(x;;%;) = kx;  X;kP, then d(lpr is the p-Wasserstein distance.
Beyond feature-level comparisons, OT can incorporate label information to capture task-
relevant similarity. Alvarez-Melis and Fusi [40] demonstrated that label information can be
embedded into the cost function by modeling conditional distribution® (X jY') for each class.
This augmented cost yields a more comprehensive dataset similarity measure for supervised

learning tasks.

Model-based approaches

While direct approaches are computationally e cient, model-based methods can capture
complex, task-relevant relationships that statistical measures may miss. These approaches
fall into two categories.

FL-speci ¢ methods analyze model training dynamics to assess compatibility. Gradient
and weight divergence measures quantify how much client updates deviate during federated

aggregation, providing insights into optimization conicts and potential negative transfer
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[41]. However, these methods require conducting federated training rounds, limiting their
utility for early collaboration decisions.

General representation learning approaches use neural networks to learn dataset em-
beddings that capture functional similarity. Methods like Task2Vec introduced by Achille
et al. [42] train probe-networks to generate comparable dataset representations. While these
approaches can capture higher-order structure and task-speci c relationships, they require

substantial computational resources and careful training to ensure meaningful comparisons.

Challenges for similarity assessment in FL

Despite progress, three fundamental challenges remain:

1. Data access: Direct measures typically require raw data access, con icting with FL's

privacy-preserving goals.

2. Sample e ciency.: Model-based measures often require large datasets for reliable

training, but FL participants frequently have limited or fragmented data.

3. Interpretability: Similarity scores are scale- and dimension-dependent, lacking con-
sistent thresholds to determine when similarity is su cient for bene cial collaboration

versus when local training should be preferred.

These challenges underscore the need foivacy-preserving, interpretable similarity metrics

that function e ectively in practical FL settings.

2.6 Personalized FL

Personalized FL, rst introduced by Smith et al. [43] in 2017, addresses client heterogeneity
by allowing local models to selectively diverge from the global model during training. Rather
than enforcing a single uniform model across all clients, it enables each client to retain a

nal model tailored to its local data distribution while still bene ting from shared knowledge
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across institutions. Existing methods can be categorized by their primary intervention point;
this section focuses on three categories that have shown particular promise in healthcare:

data-centric, optimization-centric, and architecture-centric approaches [44].

2.6.1 Data-centric methods (Clustered FL)

Data-centric methods, often referred to as clustered FL, partition clients into groups based
on the similarity of their data distributions, training independent models for each cluster.
E ective clustering requires detailed understanding of client data distributions to identify
meaningful groupings. A common approach uses pairwise gradient similarities to form client
clusters [45].

In healthcare, clustered FL has been applied di erently. Rather than grouping entire
client sites, clusters are often formed based on patient subpopulations, meaning each client
can contribute patients to multiple clusters [46, 47]. However, a signi cant limitation of
existing methods is how patient similarity is computed. While gradients and sample-level
data provide the most informative signals for clustering, sharing them violates privacy con-
straints. Consequently, healthcare methods typically rely on aggregated statistics or dataset
metadata to approximate similarity, but these often lack the granularity to capture mean-
ingful distributional di erences. For instance, Huang et al. [47] found that clustering based

on averaged client-level data failed to produce clinically meaningful patient groupings.

2.6.2 Optimization-centric methods

Optimization-centric methods address heterogeneity by modifying the learning objective. A
common strategy is regularization, where a proximal term is added to each client's local
loss to keep updates close to the global model. FedProx [48] pioneered this approach but
still enforced a single global model. To enable greater personalization, methods such as
Ditto [49] and pFedMe [50] adopt a bi-level optimization framework. In this approach,

each client maintains two models: a global model copy for regularization and a personalized
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local model for deployment. This design improves adaptation to local data distributions.
However, it also introduces greater model complexity and requires careful hyperparameter

tuning, particularly for regularization strength.

2.6.3 Architecture-centric methods (Partial FL)

Architecture-centric methods, also known as partial FL, divide a model into shared global
components and client-speci c local components. The shared components are aggregated
across clients to learn cross-client patterns, while the local components are trained only on
local data to adapt to client-speci ¢ distributions. This approach exploits the empirical
observation that early layers of neural networks typically learn domain-invariant features,
while later layers learn task-speci ¢ decision boundaries [51].

The simplest partial FL approaches, like FedPer [52] and FedBABU [53], statically des-
ignate early layers as global (federated) and later layers as local before training begins.
However, the decision of which layers to federate and which to keep local is often made

heuristically and may not generalize across tasks or architectures.

2.6.4 Comparative analysis for healthcare applications

Each personalized FL approach presents distinct strengths and challenges in the healthcare

context.

Data-centric methods are highly interpretable as they naturally align with a major
source of heterogeneity in healthcare di erences in patient populations. However, their

e ectiveness is reduced by privacy limitations on computing patient similarity.

Optimization-centric methods o er theoretical guarantees but require careful and
often computationally expensive hyperparameter tuning to balance global knowledge
with local adaptation. This challenge is particularly acute in healthcare, where limited

sample sizes at individual institutions make model validation costly and unreliable. Re-
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cent benchmarks suggest that simpler methods such as FedProx can outperform more
complex alternatives [54], highlighting the practical value of straightforward solutions

when working with high-dimensional yet small-scale medical datasets.

Architecture-centric methods deliver robust personalization consistent with learn-
ing theory principles, but their e ectiveness depends heavily on empirical heuristics
that may vary across medical data modalities€.g, imaging versus structured EHR
data). Benchmark studies in healthcare FL have shown that partial FL is among the
most robust personalization strategies across diverse tasks, underscoring its promise

for clinical applications [55].

Understanding these trade-o s is crucial for selecting and developing appropriate personal-

ization methods for speci ¢ healthcare applications.

2.7 Open challenges and research gaps

The preceding discussion highlights several open challenges in federated biomedical collab-

oration that this thesis aims to address:

1. Scalable and secure data sharing: While blockchain-based solutions o er robust
security and decentralization, they face signi cant limitations in scalability and data
harmonization. A primary challenge remains in designing an infrastructure that can
store large-scale, multimodal data on-chain to ensure data integrity and ownership,

while simultaneously maintaining acceptable performance and query latency.

2. Understanding and quantifying statistical heterogeneity: Cross-silo FL must
adapt to the non-1ID nature of healthcare data, yet existing methods lack systematic
and privacy-preserving ways to quantify heterogeneity early. A critical open question is
how to develop a metric that can accurately measure the di erences between datasets
and predict their impact on FL model performance without compromising patient

privacy.
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3. The personalization vs. privacy trade-o : Personalization is essential for achiev-
ing high performance in heterogeneous healthcare settings, but it introduces complex
trade-o s between privacy, computational cost, and model generalizability. The cen-
tral challenge is to design FL strategies that can e ectively balance the need for local
adaptation to client-speci ¢ data with the bene ts of global collaboration, all while

maintaining strict and provable privacy guarantees.
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Chapter 3

A secure and scalable
blockchain infrastructure for

multimodal data sharing

Chapter attribution

The work described in this chapter was previously published as:

Elhussein, A., Baymuradov, U., NYGC ALS Consortium, Elhadad, N., Natarajan, K., &
Gursoy, G. (2024). A framework for sharing of clinical and genetic data for precision
medicine applications. Nature Medicing, 30, 3578 3589. All code can be found dtttps:

/[github.com/G2Lab/PrecisionChain/ , and a demonstration of our user-friendly front-end
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can be accessed vibttps://precisionchain.g2lab.org/ (use username: test@test.com

and password: test-ME).

3.1 Introduction

3.1.1 Motivation and link to thesis aims

As outlined in Section 2.1, a major barrier to federated biomedical collaboration is the
lack of infrastructure that simultaneously addresses institutional concerns while providing
the technical capabilities required for large-scale, multimodal research [3, 33]. This chapter
directly addresses that gap by developing an auditable framework for secure multimodal
data sharing. Our design leverages blockchain's decentralization and immutability to provide
veri able provenance, enforce data-owner access control, and support technical integration
across diverse modalities.

Our approach targets collaboration scenarios where data privacy itself is not the primary
limiting factor, but ownership, governance, and technical barriers dominate. In subsequent
chapters, we turn to the complementary challenge of privacy-preserving collaboration, devel-
oping tools for scenarios where raw data cannot be shared. Together, these two approaches
enable a comprehensive framework for biomedical collaboration across di erent trust and

sharing models.

3.1.2 Chapter overview and contributions

In this chapter we introduce PrecisionChain, a decentralized data-sharing platform that
leverages blockchain technology to store, retrieve, and analyze clinical (EHR) and genetic
data within a single framework. We have four main contributions. First, we developed a
uni ed data model and a multi-view indexing schema that harmonizes clinical data with
genetic data. Second, we designed space-e cient storage strategies and query-optimization

techniques that mitigate blockchain performance constraints, enabling scalable storage and
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low-latency access. Third, we built multi-domain query tools that support complex cohort
construction across modalities, allowing researchers to de ne genotype phenotype cohorts
critical for precision medicine. Fourth, we implemented an end-to-end analysis pipeline that
performs on-chain analytics, including GWAS, while generating immutable access logs for
transparent auditing.

We validated the platform in three ways. Using a simulated network of 12,000 synthetic
patients, we demonstrated scalability and e ciency. We con rmed analytical accuracy by
replicating a published GWAS from the UK Biobank (UKBB) [15]. Finally, we showed real-
world utility by combining data from 26 institutions to identify a novel locus associated with

ALS (Amyotrophic Lateral Sclerosis) onset.

3.1.3 Connection to subsequent chapters

This chapter establishes a framework in settings where trusted data-sharing is feasible. Preci-
sionChain demonstrates the bene ts of integrated datasets, motivating subsequent chapters

that aim to approximate these bene ts without direct data exchange.

3.2 Background and related work

This section reviews the challenges of data sharing and evaluates existing blockchain-based
solutions in healthcare. For a broader review of biomedical collaboration, including technical

constraints and blockchain technologies, s&€ghapter 2 .

3.2.1 Barriers to data sharing

A detailed review of barriers to data sharing is provided in Section 2.1.2. Here we summa-
rize them as: (i) institutional concerns regarding data ownership, security, and provenance,
which require mechanisms for direct control and veri able audit trails, and (ii) technical

barriers to accessing, integrating, and jointly analyzing multimodal datasets. These barriers

36



establish key design requirements: preserving institutional data sovereignty, ensuring regu-
latory compliance through audit trails, harmonizing multimodal data, and supporting joint

analysis.

3.2.2 Existing blockchain implementations in biomedicine

Numerous blockchaifh applications have been proposed for biomedical data, including: in-
dexing and querying next-generation sequencing data [7], logging access to omics datasets
[6], enabling patient-controlled data sharing [56], securely coordinating EHR information
[57], and supporting trustworthy machine learning [58].

These implementations face two signi cant limitations that prevent them from fully re-
alizing this potential. First, existing data-sharing platforms typically handle a single data
modality, such as clinical or genetic data. This is a consequence of the technical di culty in
creating a uni ed indexing scheme for di erent data structures. A major drawback of this
approach is its inability to support the integrated, multimodal analysis necessary to discover
complex genotype-phenotype relationships that are essential for precision medicine.

Second, most existing solutions rely on o -chain data storage [59]. In these systems, the
blockchain is used to store only metadata or hash references, while the actual sensitive data
remains in external, often centralized, systems [4, 5]. While this approach can reduce latency
and storage costs, it compromises the core security and integrity guarantees of blockchain

technology in several ways:

Data integrity:  Data stored o -chain is not protected by the ledger's immutability

and can be tampered with or altered without leaving a veri able trace on the blockchain

[7].

Access control and auditability: Access cannot be as strictly controlled or audited
when data can be retrieved via methods outside of the network, weakening the veri able

audit trail needed for both regulatory compliance and institutional trust.

1For a more detailed review of blockchain technology refer to Section 2.3.
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Data sovereignty:  When institutions rely on an external system for storage, they
do not retain full sovereignty over their data and lose the ability to directly audit how

and when the data are used [60].

On-chain computation:  Storing data o -chain prevents the ability to perform se-
cure computations directly on the network, which streamlines processing and ensures

stronger oversight of how data are analyzed.

We next introduce PrecisionChain, a platform designed to directly address these gaps by

storing multimodal data on-chain within a uni ed, queryable, and auditable framework.

3.3 Methodology: platform design and architecture

This section details the design and architecture of PrecisionChain. We begin by outlining the
core design requirements that guided its development. We then describe the system's archi-
tecture, data harmonization and indexing schema, and integrated capabilities for querying

and analysis.

3.3.1 Platform requirements and design goals

Our design of PrecisionChain was guided by three main requirements derived from the gaps

identi ed.

Security and data ownership preservation. A primary goal was to create a framework
that protects sensitive health data from loss and manipulation while providing veri able
audit trails and tightly controlled access to address concerns about data governance. To do

this, we prioritized a blockchain architecture whereall data are stored on-chain

Scalability and performance considerations. Blockchain technology introduces over-

head and in exibility challenges, which limits its application in biomedicine [61]. Precision-
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Chain therefore required e cient data encoding and exible indexing to enable low-latency

guerying suitable for real-time research applications.

Multimodal data harmonization. A key requirement was to create a single, cohesive
framework for storing, harmonizing, and analyzing clinical data (OMOP CDM) and genetic

data (VCF), enabling integrated genotype-phenotype studies.

3.3.2 System architecture

Consortium network and permissioning system

PrecisionChain operates as a consortium netwdrkvhere access is restricted to authorized
member institutions (Figure 3.1a). New institutions join the network via cryptographic
tokens issued by existing validators. Once admitted, nodes are granted speci c privileges,
such as write permissions for data contributors and read permissions for analysts, enabling
granular control over network activities.

To ensure computational e ciency and minimize energy consumption, we employ a PoA
consensus mechanisimin this model, trusted institutional nodes can validate transactions,
such as data insertions, without requiring the computationally intensive consensus process

of PoW networks.

MultiChain and data streams

We built PrecisionChain using MultiChain, a permissioned blockchain framework previously
used for biomedical applications [3, 6, 7]. A key feature of MultiChain is data streams
append-only, on-chain lists that are independently indexéd Streams enable e cient bulk
data storage and retrieval. We leveraged streams to implement a general-purpose database

architecture on the blockchain.

2For a review on blockchain architectures, refer to Section 2.3.1.
3For more details on blockchain consensus mechanisms refer to Section 2.3.1.
4For a detailed explanation of data streams, refer to Section 2.3.3 (MultiChain and data streams).
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3.3.3 Data harmonization and indexing

Multi-view indexing for heterogeneous data

Data entries.  All heterogeneous data sources, including tabular clinical records and ge-
netic variant calls, are rst transformed into structured JSON objects. Each object is stored
as a value with queryable keys, forming a key value store that functions as a document-
oriented data model, similar to NoSQL databases. Dierent data modalities use di erent
key types: for example, genetic data may be indexed by chromosome position and allele,
while clinical data may be indexed by OMOP concept type and code. This design provides

the exibility needed to harmonize disparate data types within a single storage layer.

Streams. While key value entries provide exibility, storing all entries under a single
scheme would be ine cient for bulk storage and retrieval. To address this, PrecisionChain
uses MultiChain's stream abstraction to group related entries into collections. Each stream
contains one speci c type of information for example, all diabetes diagnoses in the clin-
ical data or all BRCA1 variants in the genetic data. By organizing entries in this way,
streams serve as the fundamental storage unit in PrecisionChain, enabling e cient indexing,

guerying, and retrieval of large datasets on-chain.

Views and levels. On top of the stream layer, we implemented a hierarchical indexing
structure tailored for heterogeneous biomedical data. Related streams are grouped into
views each designed to support a particular query patterne(.g., by diagnosis, by gene, or
by patient). Views are then organized into three primaryevelscorresponding to major data
domains: Clinical (EHR), Genetics, and Audit Logs. This three-tier structure $treams

Views Levels) enables both modality-speci ¢ and cross-modal querying, as illustrated

in Figure 3.1b and described below:

" EHR Level: To manage clinical data, we implemented two parallel views. The

Domain view indexes data by OMOP concept type €.g., diagnoses, medications),
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with streams grouped according to the OMOP vocabulary hierarchy to keep related
concepts together (Figure 3.1c). In parallel, thé*erson view organizes all data for
a single patient into one stream, enabling the rapid retrieval of a complete medical

history (Figure 3.1d).

Genetic Level: To handle genomic data, we developed ve specialized views. The
Variant view indexes variants by binning their genomic coordinates (Figure 3.1e).
The Person view stores all variants for a single patient. TheGene view serves

as a comprehensive repository for variant annotations from external databasesd.,
Clinvar, VEP, CADD) [62 64]. The MAF counter dynamically tracks minor allele
frequencies, updating whenever new samples are added to the chain. To overcome
immutability constraints, all MAF values are recorded with timestamps and matched

to a speci c sample set (Figure 3.1f). Finally, theAnalysis view stores metadata
essential for downstream analysis, such as information for kinship assessment and

population strati cation (Figure 3.19).

" Audit Level: This level provides a core feature of PrecisionChain, its granular and
immutable audit trail. In this set of streams, every network activity, including user
subscriptions and data queries, is automatically recorded with a timestamp and the
user's unigue wallet address. This creates a tamper-proof record of all data usage that
is highly searchable by query type, sample and/or user. This functionality is critical for
regulatory compliance, as it enables administrators to determine exactly which records
a speci c user accessed for HIPAA audits. It also enhances institutional trust, as it
allows data contributors to track precisely how and when their data have been used,

enhancing transparency and trust in the consortium [3, 60].

We chose a multi-level and view approach over a single, uni ed index to optimize for
distinct, common query patterns. While this introduces some storage redundancy, the sig-

ni cant gains in query latency for both patient-centric and concept-centric lookups were
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Figure 3.1: Conceptual Framework of PrecisionChain. (a) Consortium network. Net-
work is made up of biomedical institutions. All sites share data on a decentralized blockchain
platform maintained by all nodes. New joining institutions are veri ed via cryptographic
tokens. Once joined, they can upload new data and access existing da{®) High-level
indexing. Indexing of data into three levels: EHR, Genetic and Audit. EHR and Genetic
levels are further divided into Domain and Person views and Variant, Person, Gene, MAF
counter and Analysis views, respectively. Each view is made up of multiple streams with
streams organized by property.(c) Indexing of Domain view is by OMOP clinical table.
Within each clinical table, we index streams using the OMOP vocabulary hierarchy(d)
Indexing of Person views is by person ID with all data for a patient under one stream. This
is done for both clinical and genetic data.(e) Indexing of Variant view is by chromosome
and genomic coordinates(f) MAF counter is organized by MAF range. MAF calculation
occurs at every insertion.(g) Analysis view records metadata to harmonize sequencing data,
assess relatedness among samples and conduct population strati cation. Figure and caption
taken from [65].

deemed critical for the platform's usability in real-world research scenarios. To reduce the

storage requirements, we implemented optimizations that are described below.
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Specialized data structures and compression techniques

We implemented two complementary optimization strategies targeting di erent aspects of

on-chain data storage.

Batch aggregation for reduced metadata overhead. We employed batch aggregation
by combining multiple related data points into single JSON entries, minimizing metadata
overhead. For example, instead of creating separate transactions for each patient carrying a
speci ¢ genetic variant, all carriers are aggregated within one JSON object. This approach is
analogous to storing variant data for multiple samples in a single database row. Beyond stor-
age e ciency, this structure accelerates query performance by enabling retrieval of multiple

data entries through a single read operation.

Sparse encoding for genetic data reduction. We implemented sparse representation

to reduce genetic data storage requirements by storing only non-reference genotypes. Specif-
ically, we store only heterozygous (0/1) and homozygous alternative (1/1) alleles while omit-
ting homozygous reference (0/0) alleles, which constitute the vast majority of genomic po-
sitions. Reference alleles are inferred at query time based on their absence from the stored
data. Since genetic data is typicallyl00 1000 larger than clinical data and most genomic
positions are homozygous reference, this sparse encoding achieves substantial storage savings

without information loss.

Mapping streams

Multimodal queries require e cient indexing to navigate the domain-based partitioning
across parallel views. We implemented a hierarchical indexing system that records (i) the
schema of each view and (ii) the physical location of its data within the blockchain.

As shown in Figure 3.2A, a central mapping stream acts as a master index, directing
gueries to view-speci ¢ mapping streams. These view-speci ¢ mapping streams act as sec-

ondary indices, storing modality-speci ¢ schema information and data location references.
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When a query is issued, it is routed through the central mapping stream to the relevant
view-speci ¢ streams, which then direct it to the appropriate subset of data streams. This
multi-level design avoids scanning the entire ledger and ensures that query overhead does
not scale with the full blockchain. By decoupling indexing from raw data storage, the system

enables e cient and scalable query execution.

3.3.4 Querying and analysis capabilities
Cross-modal queries

Using mapping streams for exible query routing, PrecisionChain supports 12 query types
including complex multimodal queries (Table 3.1). Queries can be de ned using clinical, ge-
netic, or analytical criteria, or any combination thereof. For example, a combination query
could include identifying patients diagnosed with diabetes, who are prescribed metformin,
and carry a rare variant in the SLC2A2 gene, which in uences metformin response [66].
Figures 3.2B C illustrate such work ows, including multimodal cohort creation. These ca-

pabilities streamline the generation of highly speci ¢ cohorts for precision medicine research.

3.3.5 Graphical User Interface

To enhance usability and promote adoption, we developed a query interface accessible
through a graphical web application and an interactive Jupyter Notebook environment (Fig-
ure 3.3). This user-friendly front-end is implemented through an API that abstracts the
underlying MultiChain operations and the platform's multi-view schema. For robust secu-
rity and accountability, the sign-in process maps each user account to a unique on-chain
wallet address, ensuring all queries and analyses are immutably recorded and attributed for

auditing.
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Table 3.1: Query modules available on the PrecisionChain platform.

Query Query Name Description Example
Domain
. Domain Query based on OMOP concept ID Build cohort of patients diagnosed
Clinical with date and/or value lters. with diabetes and on metformin
since 2015.
Person Query based on person ID(s) with Find all medications taken by a
date and/or concept lters. speci ¢ patient before 2018.
Variant Query based on genomic coordi- Find all patients with rare variants
nate and genotype with MAF and (MAF < 0.05) in chromosome 8
Genetic metadata lters. called using GATK.
Person Query based on person ID(s) and Find all variants with MAF < 0.1
genomic location with MAF lter. for a patient in chromosomes 11
and 12.
VariantGene Query based on variants associated Find all patients with rare variants
with a particular gene. (MAF < 0.05) inthe BRCAL gene.
Variant- Query based on variants with a Find all patients with rare variants
Annotations particular clinical annotation from  (MAF < 0.05) that are ClinVar an-
Clinvar, VEP, and CADD. notated in chromosome 6.
MAF Query variants by MAF thresh-  Patients carrying variants with
old/range (returns results using MAF < 0.01in SLC2A2.
the most recent MAF values).
SamplePCA Returns population strati cation  Retrieve the top 20 PC scores for
Analysis PC scores for speci ed person IDs. patients in a cohort.
Kinship Determines relatedness between Find the level of relatedness be-
samples for speci ed person IDs.  tween speci ¢ patients in the net-
work.
Metadata Query based on sequencing and Find all patients sequenced on II-
technical analysis metadata. lumina NovaSeq and aligned with
BWA.
. ClinicalVariant Query based on a clinical cohort Find all patients with rare variants
Combine

VariantClinical

and a gene of interest.

Query based on variants of inter-
est, returning patient clinical data.

in the SOD1 gene and a specic
age of onset for ALS.

Find all diseases for patients with
a particular rare variant.

On-chain analytics work ows

Figure 3.4 illustrates the end-to-end on-chain analysis pipeline available on PrecisionChain,
designed to support complex association studies, including GWAS and variant classi ca-

tion. While the steps themselves are standard in genomics, our contribution is implement-
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Figure 3.2: (A) Mapping stream indexing. Based on the users' query, search keys are
directed to the appropriate stream. A central mapping stream directs the query to the view-
speci ¢ streams which are created for every view. Entries in the mapping stream follow
a Key:Value structure (Key is the user's input; Value is the stream where the data are
stored). (B) Cohort creation. Users input desired clinical characteristics, genes of interest
and a MAF lter into the search function. Using the EHR-level ‘Domain view', patient
IDs for those that meet clinical criteria are identi ed. Using the Genetic-level "Gene, MAF
counter and Variant views', the appropriate variants are identi ed, and patient IDs with
those variants are extracted. A set intersection of the two cohorts is done to create a nal
cohort, which can be analyzed further(C) Genotype phenotype relationships. Users input
variants of interest into the search function. Using the Genetic-level "Variant view', IDs for
patients with that variant(s) are extracted. All diagnoses for each patient are retrieved using
the EHR-level "Person view' The strength of relationship between each SNP and condition
can be examined. "Gene view' can give further information on what genes are carrying the
variants, linking the clinical information to detailed genetic information (chr, chromosome;
pos, position). Figure and caption taken from [65].

ing them directly on-chain, addressing limitations in exibility and latency while ensuring

reproducibility, auditability, and eliminating the need for data export.
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Figure 3.3: (A) Query Interface. A user is querying for patients with pathogenic variants
in the SLC2A2 gene and are on Metformin (SLC2A2 in uences metformin responsg)
Jupyter Notebook with analysis pipeline.

Quality Control (QC) pipeline. We implemented a standard QC process for genetic
data, excluding variants and samples with call rates 95% variants deviating from Hardy Weinberg
equilibrium (p < 1 10 ®), and variants in high linkage disequilibrium R? > 0:5). This is

completed prior to insertion into the platform.

Analysis view.  We developed an Analysis view that facilitates three pre-analysis steps
to ensure robust association studies: genetic data harmonization, kinship assessment, and

population strati cation.

Genetic data harmonization: Technical batch e ects can confound genetic anal-
yses. To address this, PrecisionChain records metadata for each sample including
sequencing platform, coverage depth, alignment pipeline, and variant calling method-
ology. This enables users to Iter samples based on technical criteria or apply post-hoc

corrections for batch e ects during analysis.

Kinship assessment: Related individuals can introduce bias in association studies.
We implemented the NCBI Genetic Relationship and Fingerprinting (GRAF) protocol

[67] to identify relatedness. The kinship-informative SNPs required by GRAF are
stored in a dedicated stream, enabling rapid extraction and calculation of kinship

coe cients for any patient cohort.
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Population strati cation: Population structure can create spurious associations if
not properly controlled. We addressed this by projecting each patient's genotype onto
principal component (PC) loadings derived from the 1000 Genomes Project reference
panel. The top 20 PC scores for each individual are calculated using an unbiased
estimator that limits shrinkage bias [68]. The values are then stored in a dedicated
stream for use as covariates in downstream analyses. We examine the validity of this

strati cation method in Section 3.4.1.

Figure 3.4: All relevant data are rst inserted into the chain, including genetic and clini-

cal data, sequencing metadata and population strati cation PCs. Variant data are passed
through a QC script before insertion. Filtering. Sequencing metadata are queried and |-
tered to extract patients who can be analyzed together. Patient relatedness is also assessed,
and only unrelated samples are included in the nal cohort. Extraction. Relevant pheno-
type, genotype and covariate information for the cohort is retrieved. Analysis. The data are
analyzed and results are returned to the user. Figure and caption taken from [65].

3.4 Implementation and evaluation

We validated PrecisionChain through experiments assessing (i) scalability, (ii) e ciency,
(i) analytical accuracy, and (iv) real-world utility. This section outlines the platform's

implementation and evaluates its capabilities in realistic biomedical scenarios.
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Software. PrecisionChain was developed using Python (v3.6.13) and built on MultiChain
(v2.3.3 Community Edition). VCF data pre-processing and quality control were performed
using BCFtools (v1.9), and baseline GWAS analyses for comparison were conducted with

PLINK (v1.90).

Evaluation framework

Scalability and latency assessment. Using a simulated network of 12,000 synthetic
patients, we tested the platform'’s ability to handle large-scale data loads. Clinical data were
generated using Synthea in OMOP CDM format [69], while genetic data were simulated using
MAFs from the 1000 Genomes Project [70]. Across di erent network sizes, we measured
(i) total on-chain storage cost relative to raw data size, (ii) storage growth rate relative
to raw data size, and (iii) query latency using a representative set of queries covering all

PrecisionChain capabilities.

Analytical accuracy validation. To verify that on-chain analytics produce correct re-
sults, we replicated a published GWAS by Fall et al. [15] identifying genetic variants asso-
ciated with coronary artery disease in type 2 diabetes (T2DM) patients using UKBB data.
We measured concordance in two ways: (i) comparing odds ratios and p-values of signi cant
SNPs with the published results, and (ii) calculating correlations of all coe cients and

p-values versus standard PLINK software output.

Real-world utility demonstration. Using data from the NYGC ALS Consortium (4,734
patients with WGS and clinical data from 26 institutions), we demonstrated the platform's
capacity to support novel discoveries in rare disease research where collaboration is essential
for statistical power. We also conducted an e ciency analysis to highlight the practical
advantages of our blockchain-based data harmonization over traditional multimodal analysis

work ows.
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3.4.1 Results

Our evaluation showed that PrecisionChain scaled e ciently, reproduced established ge-
nomic ndings with high accuracy, and enabled real-world utility in multi-institutional rare

disease research.

Scalability and latency analysis

The platform demonstrated strong scalability and performance under increasing data sizes.
As shown in Figure 3.5, total on-chain storage grows sublinearly with the cohort size; a
network with 12,000 patients requires only 245 times the storage of a single-patient network,
a signi cantly slower growth rate than that of the raw les. This validates our optimization
approaches (batch aggregation and sparse representation) to reduce data size.

In terms of latency, we found that our platform's cumulative query time for the repre-
sentative set of queries under a 12,000 patient network was around 61s (6.7s per query),
and analysis time was around 79s (26.3s per analysis) (Figure 3.5¢). Query times scale sub-
linearly, since latency depends on the size of the specic stream searched rather than the
total blockchain size, and each new patient contributes only to a subset of streams. The
most expensive operation is kinship assessment (54s), where growth is driven by &@?)

kinship calculation rather than by data retrieval overhead.

Analysis accuracy validation

As a check for our population strati cation approach, we rst measured the genomic in ation
factor (), which quanti es systematic bias in test statistics due to population structure or
other confounders. A close to 1 indicates well-controlled strati cation. We obtained values
of 1.024 for the UKBB replication and 1.011 for the ALS consortium analysis, indicating
e ective control of population structure and validating are approach.

In the UKBB replication study, we successfully reproduced the ndings of the original

GWAS by Fall et al. [15]. For the lead SNP rs74617384, we achieved an OR of 1.p7=(

50



Figure 3.5: Scalability and latency of PrecisionChain.(A) , Total data storage. Total

data storage requirements (log[mb]) for the raw les and blockchain network at 100, 1,000,
2,000, 4,000, 8,000 and 12,000 patientéB) Storage growth rate. Growth rate in network
storage requirements. Values are expressed as a ratio to storage requirements of a single
patient network (baseline). (C) Query time by query type (in log[s]). Query times broken
down by query type. d, Analysis time by analysis type (in log[s]). Analysis times are broken
down by analysis type. Figure and caption taken from [65].

2:6 10 '?), compared to the original OR of 1.381§ = 3:2 10 '?). For rs10811652, our
platform yielded an OR of 1.20p = 5:3 10 *®) versus the original OR 0of 1.191§=6 10 1%).
Figure 3.6(A-B) compares the coe cients and p-values from our on-chain analysis with

a standard analysis performed using PLINK. Our platform achieved high agreement, with

Pearson correlations exceeding 0.98 for both.
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Real-world utility validation

The analysis of the NYGC ALS Consortium data highlighted the platform's value for rare
disease research. We identi ed a novel locus at 13q11 (lead SNP rs1207292988) associated
with the site of disease onset (Figure 3.6C). Importantly, Figure 3.6D shows that this asso-
ciation only reached statistical signi cance after data from all 26 participating institutions

were combined in the analysis.

Work ow e ciency analysis. Traditional GWAS analyses involving both clinical and
genetic data require researchers to process and link multiple data formats, often with incom-
patible software tools, creating complex work ows. Our blockchain-based implementation
streamlines this process by providing a uni ed interface for all analytical steps. We demon-
strated these e ciency advantages through a comparative analysis summarized in Table 3.2.
Our approach yielded substantial improvements across multiple dimensions and required

only a single software solution (PrecisionChain API).

Table 3.2: Comparison of GWAS implementations showing e ciency gains from blockchain-
based data harmonization.

Implementation aspect  Standard approach PrecisionChain

Total lines of code 173 103
Clinical cohort creation 90 45
Genetic data harmonization 18 5
Software packages required 2-4 1
Data format conversions 3-5 0
Manual linkage steps 2-3 0

3.5 Discussion

This section discusses the key ndings and contributions of this work, acknowledges its

limitations, and outlines future directions.
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Figure 3.6: Analysis accuracy and discovery. (A) E ect size coe cient agreement
between UKBB GWAS results from PLINK and PrecisionChain. (B) p-value agreement
between UKBB GWAS results from PLINK and PrecisionChain.(C) Manhattan plot for
variants with p < 5 10 2 in ALS GWAS. Variants are ordered by genomic coordinates.
The y-axis is the log(P value). Dashed lines represent the signi cance line5( 10 8)
and the suggestive line§ 10 %). (D) Statistical strength of signal by the number of sites
included in the ALS GWAS. Plot showing the signal strength ( log(P value)) for a variant

as a function of the number of sites (and sample size in parentheses) participating in the
network. Figure and caption taken from [65].
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3.5.1 Key ndings and contributions

The implementation and validation of PrecisionChain demonstrate that a blockchain-based,
decentralized framework can address key challenges in multimodal biomedical data shar-
ing by securely integrating clinical and genetic data on-chain. Our evaluation con rmed
that PrecisionChain harmonizes OMOP CDM and VCF data within a uniform framework,
supports complex multimodal queries, and performs accurate on-chain analyses.

Unlike most existing platforms [4, 59], PrecisionChain stores data on-chain such that
the raw data itself inherits blockchain's immutability and integrity guarantees. To make
this model scalable, we introduced sparse representation and batch aggregation, which sub-
stantially reduce storage footprint. Coupled with multi-view and hierarchical indexing, these
optimizations enable low-latency, multimodal querying that streamlines genotype phenotype
cohort construction.

PrecisionChain's utility extends beyond data storage, o ering an end-to-end analysis
pipeline validated by successful replication of a large-scale GWAS with high delity to stan-
dard tools. All analyses run directly on the network nodes, enhancing security by avoiding
raw data downloads. This is complemented by a granular and immutable audit trail that
automatically logs all activity. Beyond supporting regulatory compliance €.g., HIPAA au-
dits), this feature reinforces data sovereignty by enabling institutions to veri ably track how
their data are used [60].

Finally, we demonstrated the platform's real-world value through the NYGC ALS Con-
sortium dataset. By combining data from 26 institutions, PrecisionChain achieved su cient
statistical power to identify a novel locus associated with ALS onset. This discovery would

not have been possible without the platform's data-sharing and analysis capabilities.

54



3.5.2 Limitations and challenges

Inherent blockchain limitations

While PrecisionChain provides a framework for secure data-sharing, it faces several chal-
lenges. First, blockchain's security guarantees come with trade-o s in performance and
exibility: decentralized consensus and data redundancy create computational overhead,
raising storage costs and transaction latency [61]. Although our evaluation showed sublin-
ear scaling, absolute storage costs still exceeded those of raw les a trade-o justi ed by
enhanced security, sovereignty, and trust.

Second, blockchain immutability, while central to security, complicates error correction
and regulatory compliance [71]. Our platform tries to address this by treating the chain as
a versioned ledger with dynamic valuese(g., MAFs) retrieved with timestamps. However,
this does not work for larger systematic corrections that would require authorized chain
migrations with archival of older versions. Immutability also con icts with regulations such

as GDPR, which mandate data deletion upon request, including the 'right to be forgotten'.

Data standardization challenges

PrecisionChain leverages the OMOP CDM to promote interoperability, but it does not elim-
inate the underlying challenges of data quality and standardization in EHRs. In particular,
variability in clinical documentation practices across institutions remains a source of hetero-
geneity that the platform cannot resolve. While we incorporate established quality checks
based on standard dimensions [20], these are not novel contributions of our work. Impor-
tantly, such challenges are inherent to all multi-site research e orts and are not speci c to
decentralized platforms.

For genetic data, our metadata-based harmonization does not fully eliminate technical
batch e ects from varied sequencing and variant-calling pipelines. More robust methods,

such as iterative joint genotyping, were considered but not implemented because such meth-
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ods as currently lack e cient, widely adopted tools.

3.5.3 FRuture directions

The modular design of PrecisionChain enables several avenues for extension. Future work
could focus on developing new indexing schemes to incorporate additional data types, such as
patient-reported outcomes and clinical trial data [72]. Another direction involves strengthen-
ing the data quality pipeline by integrating pre-processing steps directly with the blockchain

to provide strict veri cation and auditability prior to data insertion. Finally, the platform

can be expanded with additional analysis functionality, including the integration of func-
tionally equivalent processing pipelines and iterative joint genotyping, to better account for
heterogeneity in sequencing data. PrecisionChain could also be used to implement more fed-
erated computation, its trustless mechanisms could in principle coordinate model training

and veri ably log model updates without exposing raw data [58].

Integration with FL

In subsequent chapters, we extend our focus from trusted data-sharing to distributed learn-
ing. Our analysis pipeline illustrates how institutional di erences in data collection and

processing create observable heterogeneity that must be accounted for to avoid statistical
artifacts. However, heterogeneity cannot always be captured in metadata, as in genomic
sequencing, and may in fact be unknown. This progression directly motivates the learning

approaches developed in Aim 2 and Aim 3.

3.6 Conclusion

This chapter detailed the design, implementation, and validation of PrecisionChain, a blockchain-
based platform for secure multi-institutional data sharing. We introduced a novel on-chain
data model and indexing schema that harmonizes clinical and genetic data. Our storage and

guery optimizations enable integrated, low-latency analyses while preserving institutional
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data sovereignty. We validated the platform by replicating a large-scale association study
and through an ALS use case. The ALS analysis showed that secure aggregation across 26
institutions enabled discovery of a novel disease-associated locus. These results highlight the

potential of secure multimodal data integration to advance precision medicine
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Chapter 4

Characterizing and quantifying
statistical heterogeneity In

cross-silo Federated Learning

Chapter attribution

The work described in this chapter is based on the following publications:

1. Elhussein, A., Megjhani, M., Nametz, D., Weiss, M., Savarraj, J., et al. (2023). A
generalizable physiological model for detection of Delayed Cerebral Ischemia using Feder-
ated Learning. In2023 IEEE International Conference on Bioinformatics and Biomedicine

(BIBM) (pp. 1886 1889). The code is available afttps://github.com/G2Lab/DCI_FL
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2. Elhussein, A., & Glrsoy, G. (2024). A Universal Metric of Dataset Similarity for Cross-
silo Federated Learning. To appear ir2025 IEEE International Conference on Data Mining

(ICDM) . The code is available ahttps://github.com/aelhussein/otcost_fl

4.1 Introduction

4.1.1 Motivation and link to thesis aims

FL enables collaboration without direct data sharing, making it particularly valuable in
healthcare settings constrained by legal, ethical, or logistical factore.g., privacy regula-
tions or limited data transfer capacity) [33]. However, the performance of FedAvg is highly
sensitive to statistical heterogeneity inherent in real-world data [12, 13]. Distributional shifts
are common in healthcare, arising from di erences in patient populations, clinical protocols,
and data collection practices. This heterogeneity can degrade performance, introduce bias,
and reduce incentives to collaborate [35]. While personalized FL methods aim to mitigate
these issues, they have limitations: they do not consistently outperform FedAvg, can produce
unequal outcomes across participants, and often require computationally expensive tuning
[49, 50, 54]. This creates a critical challenge for institutions: how can they determies
ante whether a proposed collaboration will be bene cial?

This chapter directly advances Aim 2 of the thesis by addressing this question through
two complementary approaches: (i) characterizing how statistical heterogeneity manifests
and impacts FL in a real clinical setting (RQ2.1), and (ii) developing a principled, privacy-

preserving metric to quantify this heterogeneity and guide collaboration decisions (RQ2.2).

4.1.2 Chapter overview and contributions

This chapter takes a two-stage approach. First, we present a multi-site case study on pre-
dicting DCI which empirically demonstrates how variations in clinical practice and patient

populations create distributional shifts that can negate the bene ts of FL. Second, we intro-
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duce a privacy-preserving, OT-based dataset dissimilarity metric that produces a bounded
and interpretable score from learned data representations, addressing limitations of prior

methods and providing a practical tool to guide collaboration.

Guide for the reader. Section 4.3 presents the DCI case study and empirical ndings.
Section 4.4 introduces the dissimilarity metric and evaluates it. It also illustrates how the
metric can be used for personalized FL decision guidance. Section 4.5 discusses implications

and limitations.

4.1.3 Connection to subsequent chapters

The analyses here inform the personalized FL methods developeddhapter 5 . In partic-
ular, the sources and structure of heterogeneity revealed by the DCI study motivates the use
of patient-level clustering, while the probe-network-based OT dissimilarity metric motivates

the development of adaptive partial FL strategies.

4.2 Background and related work

Building on the basic FL concepts, the non-1ID taxonomy, dataset similarity, and personal-
ized FL algorithms introduced in Chapter 2 (Sections 2.4, 2.5, 2.6), this section (i) illustrates
how heterogeneity manifests across hospitals, (ii) reviews existing dataset similarity assess-

ments, and (iii) identi es the key gaps that motivate this chapter's contributions.

4.2.1 Statistical heterogeneity in healthcare FL

As discussed in Section 2.5, heterogeneity in healthcare datasets arises from diverse sources,
including di erences in patient populations, clinical practice, and data capture. In practice,
institutions rarely experience these shifts in isolation; instead, they are mixed and interde-

pendent. For example, hospitals in di erent geographiese(g., the US vs. Asia) may serve
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distinct demographic groups, apply di erent diagnostic criteria, and observe varying preva-
lence rates for the same condition. Compounding this, some sources of heterogeneity are
implicit and undocumented (.g., variations in imaging parameters across MRI machines)
making them di cult to detect and correct.

Such shifts degrade overall performance and unevenly distribute it across sites [13], of-
ten disadvantaging smaller or underrepresented institutions [37]. This raises fairness and
incentive-alignment challenges that limit the long-term sustainability of federated collabo-

rations [35].

Empirical gap.  Despite extensive simulation and theoretical work, few multi-site clinical
studies have directly examined the impact of statistical heterogeneity in healthcare FL. While
some real-world e orts have acknowledged its in uence, there is still limited evidence on how
speci c institutional di erences translate into FL gains or losses. This chapter presents an
empirical case study on multi-site DCI prediction, demonstrating how variations in patient

mix and diagnostic protocols produce measurable e ects on FL performance.

4.2.2 Existing approaches to dataset similarity assessment

As reviewed in Section 2.5.3 (Dataset distribution similarity measures), approaches to dataset
similarity fall into two broad groups: direct methods .g., statistical divergences and OY)
that operate on raw data, and model-based method®.Q., gradient divergence and probe-

networks) that rely on learned representations.

Limitations. While useful, existing metrics face three key limitations in healthcare FL:

1. Privacy constraints.  Direct methods typically require access to raw samples, violat-
ing FL's core principles. Federated variants based on sharing summary statistiesd.,
guantiles or moments) reduce exposure but obscure ne-grained structure, limiting

their accuracy.

1For a review of OT, refer to Section 2.5.3
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2. Interpretability. Many metrics yield unbounded, scale-dependent values, making it

di cult to set meaningful thresholds for deciding when collaboration is bene cial.

3. Sample e ciency.  Statistical divergence measures and many model-based approaches
require large datasets, which are often unavailable in FL. Notably, PThas been shown
to be more sample e cient [73], making it particularly relevant for healthcare appli-

cations.

These limitations de ned the design requirements of the metric developed in this chapter,
which leverages OT'$ sample e ciency while enabling privacy-preserving computation and

providing a bounded, interpretable score to guide collaboration decisions.

4.3 Empirical study of FL performance under
real-world statistical heterogeneity

We evaluated FL for DCI detection across three hospitals to examine how inter-site di er-
ences shape collaboration outcomes. This case study provides empirical evidence for RQ2.1,
showing how statistical heterogeneity manifests in multi-site healthcare data and directly
in uences FL performance. The results also motivate the dissimilarity metric introduced

later in this chapter.

4.3.1 Case study: Delayed Cerebral Ischemia detection

Clinical background

Delayed Cerebral Ischemia is a severe complication following aneurysmal Sub-Arachnoid
Hemorrhage (SAH), a type of stroke, and is a leading cause of disability and death. Despite
its high burden, DCI onset is di cult to detect because it often presents with loss-of-function

symptoms that are not readily observable. To address this, Megjhani et al. [16] proposed a

2For a review of OT, refer to Section 2.5.3
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data-driven monitoring tool using high-frequency physiologic data for early DCI detection.
A key limitation of that work was the small sample size due to challenges in data collection,

making it an ideal use case for examining the bene ts of multi-institutional collaboration.

Datasets

We included three hospitals, two in the USA and one in Germany. Key characteristics of
the cohorts are summarized in Table 4.1.

Table 4.1: Data characteristics of the three institutional cohorts in the DCI case study.

Site Years N DCI Median Days mFS*
De nition(s) to DCI (IQR) Distribution
CUMC 2006-2014 443 Standard 6 (5-8) Mixed severity
UTH 2018-2019 38 Standard 7 (6-8) Severe only
(mFS 3
Aachen 2018-2020 40 Standard & 11 (8-13) Mixed severity
Perfusion

* modi ed Fisher Score

Sources of heterogeneity

Diagnostic criteria. A key source of heterogeneity stems from institutional diagnostic
criteria. While CUMC and UTH applied a single, standard de nition of DCI, Aachen em-
ployed an additional de nition known as perfusion DCI. This diagnosis typically occurs
earlier than the standard DCI de nition, creating a systematic temporal misalignment across
sites. Because the modeling approach anchors all physiologic features to the recorded time
of DCI onset, an earlier anchor e ectively shifts the entire time-series backward, altering
the apparent trajectory of patient physiology. This di erence in clinical practice therefore

produces substantial cross-site feature distribution shifts (Figure 4.1).

Patient population. Another important source of heterogeneity was patient population.

The UTH cohort consisted exclusively of severe SAH cases (modi ed Fisher Scale, mFS),
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whereas the other sites included patients with mixed severity. Di erences in both diagnostic

criteria and patient selection signi cantly shaped the resulting feature distributions.

Sample size. While not itself a source of heterogeneity, di erences in sample size across
sites also impact the dynamics of collaboration. CUMC contributed over ten times the
number of patients as UTH and Aachen. CUMC therefore disproportionately in uences the
global model, amplifying both the potential bene ts and drawbacks of collaboration for the

smaller sites.

Modeling approach and experimental setup

Throughout this case study, we adhered to the cohort de nitions and pre-processing steps
outlined in Megjhani et al. [16]. Six vital signs were extracted and collected over rolling
12-hour windows at progressive intervals from 24 to 144 hours before a de ned time anchor
(DCI diagnosis). We implemented a novel federated feature selection process where each
site computed F-statistics locally and sent the scores to a central server, which computed a
weighted average to select the top 70 features.

For model training, we built a federated ensemble classi er that combined three models:
L2-regularized Logistic Regression (LR), a linear Support Vector Machine (SVM), and a
Random Forest (RF). Final predictions were made via soft voting. We utilized FedAvg
for the LR and SVM models and FedForest for the RF model [74]. The training protocol
consisted of 20 total federated rounds, with each client site running 20 local epochs per round.
In each round, clients selected the model with the best performance on a local validation set
to share with the central server for aggregation.

We evaluated FL performance against two primary baselines:

Separate (Local) Training: Each site trained and evaluated a model exclusively on

its own data, representing the performance achievable without collaboration.
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A

Joint (Centralized) Training: All datasets were pooled into a single centralized
location for training, serving as the gold standard for performance, assuming data

sharing were possible.

Additionally, we explored asubpopulation FL model trained only on patients with a mFS
of 3 to assess the impact of training on a more clinically homogeneous subgroup of severe
SAH patients. We evaluated performance using the Area Under the Receiver Operating
Characteristic Curve (AU-ROC). Final results are reported as the median AU-ROC with
95% con dence intervals calculated via bootstrap over 300 independent runs.

The following analysis proceeds in two parts: rst characterizing the distribution shifts,

then evaluating their e ect on model performance.

4.3.2 Analysis of distribution shifts and their impact on FL

Patient demographics and clinical practice variations

Prior to training, we conducted an analysis of the dataset distributions to characterize the
heterogeneity. Signi cant di erences emerged in the timing of DCI diagnosis. Figure 4.1A
reveals the extent of temporal misalignment: while CUMC and UTH show similar DCI onset
timing (6-7 days), Aachen's distribution is markedly shifted (11 days median). This tempo-
ral shift cascades into feature-level di erences, as demonstrated in Figure 4.1B for oxygen
saturation. To quantify the resulting feature-level di erences, we estimated the marginal
conditional distributions for the most important features and calculated the JS divergence
between each pair of sites. The JS divergence quanti es the dissimilarity between two proba-
bility distributions through di erences in their entropy, with higher values indicating greater
divergence in feature distributions across sites. Figure 4.1C shows that CUMC-Aachen and
UTH-Aachen pairwise JS divergences consistently exceeded the CUMC-UTH divergence,

con rming Aachen as the distributional outlier.
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Figure 4.1: (A) Label Distribution: Days to DCI onset (note two diagnostic de nitions
used at Aachen). (B) Feature Distribution: Oxygen saturation. (C) Conditional
Feature Divergence: Jensen-Shannon (JS) divergence for heart rate among DCI-positive
patients.

Performance degradation and key insights

Our experimental results demonstrated the direct impact of statistical heterogeneity on
FL performance. As shown in Figure 4.2, FL consistently improved performance over lo-
cal training for both CUMC and UTH. UTH, the site with the smallest dataset, saw the
largest performance gain, e ectively leveraging the larger, distributionally similar dataset
from CUMC. In contrast, the collaboration was detrimental for Aachen, where separate site
training produced the best-performing model. This negative transfer was driven by the sig-
ni cant distributional shifts at Aachen. These shifts, compounded by sample size imbalance,
produced a federated model poorly adapted to Aachen's local data. These ndings provide
real-world evidence that unaddressed statistical heterogeneity can undermine the bene ts of

federated collaboration and that this may manifest unequally across sites.

Subpopulation FL. For UTH, where all patients already met this criterion, the subpop-
ulation FL model generally outperformed standard FL. In contrast, for CUMC and Aachen,
which included mixed-severity cohorts, performance declined likely due to the substantial
reduction in training data. This highlights the promise and limitation of subgroup-based
strategies: clustering by clinical homogeneity can mitigate heterogeneity, but at the cost of

reduced sample size and model robustness.
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Figure 4.2: AU-ROC Performance demonstrates heterogeneity's di erential im-

pact. FL (blue) consistently outperforms local training (orange) for CUMC (A) and UTH
(B), but underperforms at Aachen (C), where distributional shifts negate collaboration ben-
e ts. Joint training (green) serves as the upper bound assuming perfect data sharing.

4.3.3 Implications for healthcare FL deployment

The DCI case study provides two key takeaways that motivate the subsequent work in this
thesis. First, it 0 ers clear empirical evidence that naive collaboration across heterogeneous
healthcare datasets can be detrimental, resulting in negative transfer and inequitable out-
comes. This underscores the need for a systematic method to quantify collaboration risk
before training. While known sources of heterogeneity can be tested for, a signi cant chal-
lenge lies in detecting latent or unknown di erences. This motivates the development of a
general-purpose, privacy-preserving dissimilarity metric the focus of the next section.
Second, the success of the subpopulation FL, reinforces the value of data-centric per-
sonalizatior?. This nding provides a strong motivation for the personalized algorithms

explored inChapter 5 , particularly in relation to RQ3.1.

4.3.4 Limitations

This case study has several limitations. In terms of generalizability, the study focuses on one
modality and task, and the speci c heterogeneity observed (temporal diagnostic misalign-
ment, severity-based population di erences) may not represent all challenges in healthcare
FL. Moreover, the collaboration is small-scale, involving only three sites, and therefore can-

not capture the dynamics of larger federated networks. Methodologically, the results are

3For personalized FL taxonomy see Section 2.6
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tied to our ensemble method (LR/SVM/RF) and may not generalize to deep learning ap-
proaches. Overall, the case study is used primarily to motivate the need for a systematic
dissimilarity metric and personalization methods. Its ndings illustrate the problem but are

not intended as a comprehensive benchmark.

4.4 A dataset dissimilarity metric for cross-silo FL

The case study on DCI highlights a question that must be addressed before deploying FL.:
will collaboration be bene cial? To guide deployment, we introduce a method that outputs
a bounded dissimilarity scoresag 2 [0;1]. Empirically, Sps 0:2 predicts that FedAvg
will outperform local training, whereassag  0:3 signals a high risk of degradation. The
score is computed using an OT-based formulation with a hybrid cost function, ensuring both

privacy-preserving computation and consistent interpretation across tasks.

4.4.1 Problem formulation

Let Da = f(x/;y)gs, and Dg = f(xP;yP)g’s denote datasets held by clients\ and B,
respectively. We wish to decideprior to a full training cycle, whether federated training on
DA [D g will yield superior performance compared to training solely oB, or Dg. Formally,

we de ne the collaboration decision problem as:
Collaborate if E[J g (Da;Dg)] > maxf E[Joca(Da)l; E[J ioca(Dg)]g; (4.1)

whereJ . and J oc5 denote federated and local training performance objectives, respectively.
In practice, this expectation cannot be computed directly without executing the full
training process. Our goal, therefore, is to approximate this decision using a dissimilarity

scoresyg 2 [0; 1] derived from limited distributional information.
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4.4.2 Methodology: Optimal transport with probe-networks

To address the design requirements stated in Section 4.2.2, we develop an OT-based met-
ric that quanti es dataset dissimilarity using task-speci c representations. Our approach
leverages the global model after a single round of federated training to extract meaningful
feature representations, then applies a novel hybrid cost function within an OT framework to
measure dissimilarity between client datasets. Algorithm 1 provides the complete work ow,

with detailed sub-procedures outlined in Algorithms 2 and 3.

Dataset representation via a probe-network

We extract activation vectors from the penultimate layer of the global model, serving as our
probe network. This builds on established methods for dataset analysis using neural network
representations [75 77] and probe-networks for task embedding [42], but di ers by deriving
representations directly from the FL process instead of generic pre-trained models.

Our FL-derived approach provides two critical advantages over traditional methods.
First, the representations are speci cally adapted to the prediction task at hand, ensur-
ing that similarity assessments directly relate to collaboration success rather than general
distributional properties. Second, the single federated round exposes the model to all client
distributions, enabling it to capture the specic types of heterogeneity present within the
federation. Empirical evidence from prior work [78] and our analysis in Section 5.5.3 (Gener-
alization dynamics in non-1ID settings) demonstrates that distributional di erences emerge
after just one round and persist throughout training. This makes early assessment both

e cient and predictive of long-term collaboration outcomes.

Cost function

As detailed in Algorithm 3, our dissimilarity metric uses a hybrid cost function that captures
dataset di erences along two dimensions. For each shared classve construct a pairwise

cost matrix C¢ between samples from the two client datasets, with each entry de ned as
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Ce=w C™°+w CM™° (4.2)

wherei and j index samples of class from clients A and B with datasetsD, and Dg,

respectively. The two cost components are:

Feature cost (Cifjeat;c): Measures representational similarity between individual sam-
ple pairs of the same class across clients. Computed as the cosine distdhcecos())
between " ,-normalized activation vectors, providing a bounded metri¢0; 2] for geo-

metric alignment.

Label cost (C{"*"°

): Captures distributional di erences in how each client encodes
entire classes. Following Alvarez-Melis and Fusi [40], class-speci c activations are
modeled as multivariate Gaussians. To measure dissimilarity between the Gaussian

distributions, we use Hellinger distance, yielding a bounded metr[©; 1].

A theoretical justi cation for this cost function is provided in Section 4.4.4.

The weights w; and w; balance sample-level geometric di erences against class-level
distributional shifts. In our experiments we used a default ratio ofv; : wy = 2 : 1, which
can be adapted based on domain characteristics (increasefor class imbalance scenarios,

w; for high within-class variation).

Optimal transport and score aggregation

Algorithm 2 details the nal dissimilarity computation. For each classc, we solve the OT
problem using the cost matrixC¢ to obtain class-speci c dissimilarity scores;; . These are
then aggregated via class-prevalence weighting and normalized by the maximum possible

cost (2w; + w;) to produce the nal bounded metricsyg 2 [0; 1].
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Algorithm 1 OT dataset dissimilarity metric in FL

Require: Client setK = f1;:::;]Kjg; datasetsfD xgkax ; initial model o
Ensure: Symmetric pairwise dissimilarity matrix S 2 [0; 1JKIKi
1. . Phase 1: Single FL round to obtain probe-network
for each clientk 2 K in parallel do
k LocalUpdate ( ;D)
end for
gobal  FedAvg (f Ok )
. Phase 2: Pairwise dissimilarities via OT
for each unordered paif A;Bg K do
S[A;B]  PairwiseOTDissimilarity (Da;Dg; giobal)

© NN

end for

ol
= o

creturn S

=
N

S[B;A] S[A;B] . Symmetry

- SetS[k; k]  Ofor all k . Zero self-dissimilarity

Algorithm 2 Pairwise OT dissimilarity

Require: DatasetsDy;Dg; probe-network ; weightsws ;w;; OT regularization > 0
Ensure: Bounded dissimilarity sag 2 [0; 1]

1. (Ha;Ya)  ExtractActivations (Da; ) .Ha 2 R"™ 9 penultimate layer
2: (Hg;Yg)  ExtractActivations (Dg; ) .Hg 2 R" d
33  Yal Yg . Shared classes
4:if Y = ? then

5: return 1 . Maximal dissimilarity if no label overlap
6. end if

72.num 0,den O . Accumulators for weighted average
8: for each clasy 2Y do

9: HX f hi 2 Ha:VYali]=yg . Classy activations from A
10  H{ f hy2Hg:VYs[i]=yg

11: CY w; FeatureCost (HX;H%)+ w ClassCost (HX;H%) . Class cost matrix
122 a  gErlugs b Ly . Uniform marginals
13: ¢¥  Sinkhorn (CY;a;b; ) . Entropic OT
140w (jHXj+ jHE)=(jHAj + jHgj) . Class prevalence weight
15: num+= wY ¢; den+= wY

16: end for

17: Sag den (g:\lr:]Jr W) . Normalize to [0; 1]
18: return Spg

71



Algorithm 3  Hybrid cost function computation

1: . Feature cost: cosine distance on L,-normalized activations
2: procedure FeatureCost (HX;H})

3 HX  L2Normalize (HJY)

4. HY L2Normalize (H})
5
6
7

K  SecureDotProduct  (HX;(H3)) . SMC; reveals only dot products
return 1 K . Cosine distance in0; 2]
. end procedure

8. . Class cost: Hellinger distance between Gaussian summaries

9: procedure ClassCost (HX;HY)

10: for d2fA;Bgdo

11: ( ¢; ¢) ComputeStats (H) . Add ridge: 4 gt |
12: (5 9 AddDPNoise ( ¢; q; ) . -zCDP

13:  end for

14:  h HellingerDistance  (( a; 2);( &; &)

15:  return h Ljyyjj Wy . Broadcast class-level distance to all sample pairs
16: end procedure

4.4.3 Privacy-preserving implementation

Our hybrid cost function requires clients to share two distinct types of information: pairwise
feature comparisons and class-level summary statistics (Algorithm 3). Protecting both ne-
cessitates a hybrid privacy strategy that applies di erent mechanisms to each. Our metric
combines SMC and DP. Importantly, the e ectiveness of the framework depends not only
on each mechanism individually but also on the analysis of their joint composition which we

discuss in Section 4.4.3.

Feature cost via SMC. The feature component involves computing pairwise cosine dis-
tances between activation vectors from di erent clients. Revealing these vectors would com-
promise privacy, so we adapt a lightweight secret-sharing protocol for SMC [79]. This allows
clients to jointly compute the dot product matrix while ensuring that only the nal dissim-

ilarity values are revealed.

4For a review of DP and SMC, refer to Section 2.2.2
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Label cost via DP. The label component relies on class-level statistics (means and covari-
ances of activation vectors). To protect these aggregates, clients apply-@a CDP mechanism
[80], adding calibrated noise before sharing. This ensures that the reported statistics obscure
individual contributions while remaining useful for cross-client comparison.

Together, this hybrid framework balances privacy, utility, and e ciency by tailoring
each mechanism to the granularity of the data. At the sample level, dot products are
computationally cheap but highly sensitive to noise; therefore, we use SMC to compute
exact cosine distances while keeping the underlying vectors private. At the class level,
Hellinger distance requires only summary statistics, but secure multiparty evaluation of
Hellinger distance would be prohibitively costly. Instead, we apply DP to release noisy means
and covariances, which preserves the distributional structure while protecting individual

contributions.

Privacy Analysis

Challenge of composing SMC and DP. Having motivated the use of SMC and DP for
feature and label costs, respectively, the challenge lies in analyzing the composition of two
distinct privacy mechanismsjointly. Existing composition theorems assume homogeneous
settings (.e., either all computations use SMC or all use DP). By contrast, our hybrid
framework deliberately combines these approaches to exploit their complementary strengths.
This heterogeneity introduces a challenge: it must be shown that an adversary cannot exploit
the combination of exact outputs (from SMC) and noisy outputs (from DP) to recover more

information than either mechanism would reveal in isolation.

Adversarial model. We adopt a semi-honest adversary model in which the adversary
(e.g., the central server) follows the prescribed protocol but attempts to extract additional

information from all available outputs. The adversary has access to:

The complete matrix of exact cosine distances between activation vectors (from SMC).
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Noisy class-conditional statistics: perturbed means,.. and covariances .. for each

client d and classc (from DP).
Full knowledge of the privacy mechanisms and parameters.

The adversary's objective is to reconstruct the original activation matricebl, and Hg,
thereby recovering sensitive patient-level representations. In principle, the covariance matri-
ces could serve as structural constraints that, when combined with pairwise distances, make

reconstruction via matrix completion or singular value decomposition feasible.

Key result and implications. We provide a composition analysis, based on matrix per-
turbation theory. Our analysis shows that reconstruction is infeasible under the following

condition on the DP privacy parameter:

6p

n

ol

< ; (4.3)

whered denotes the feature dimension of the activations and the number of samples per
client. The complete derivation, including the perturbation framework, spectral gap analysis,
and detailed proof of composition security, is provided in Appendix A.

Interpretation: ~ Our bound ensures that the injected noise is larger than the spectral
gap of the covariance matrix. This prevents adversaries from using the noisy covariance
matrices as side information to recover the original activation vectors from the exact cosine
distance matrix, even when allowing for orthogonal transformations that preserve distances.

Practical guidance: The bound implies that stronger privacy protection is required
when activations are high-dimensional or when client sample sizes are small. In our experi-
ments, a default choice of = 0:1 satis ed the condition across all datasets, providing strong

guarantees while preserving su cient utility for similarity estimation.

4.4.4 Theoretical insights

This section establishes the theoretical basis for our metric by: (i) connecting class-conditional

representational shift to federated training dynamics, (ii) formalizing how gradient diver-
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gence motivates the hybrid cost function design, and (iii) establishing the validity of the

resulting hybrid cost function in an OT framework.

Class-conditional representational shift and gradient dynamics

Our metric quanti es class-conditional representational shift by measuring divergence be-
tween client-speci ¢ distributions pa(H j y) and pg(H j y), whereH = (x) are probe-
network activations. This diers from classical distribution shift analyses that focus on
p(x), p(y), or p(y j X); instead, we directly assess the learned representation space.

This formulation addresses a fundamental assumption of FedAvg: that it converges when
client gradients are unbiased estimates of the global gradient [12]. This requirepresenta-
tional isomorphism(i.e., geometrically compatible latent spaces across clients for each class).
To see why, consider the cross-entropy gradient with respect to the nal layer weight§ for

activation H and labely:
rw (WHy) = p(H;W) e H”;

where p(H; W) is the softmax output and e, is the one-hot vector. When clients learn
incompatible representations for the same claspy(H j y) 6 ps(H j y)), their activation
vectors H di er systematically, propagating directly into con icting gradient updates and
degrading aggregation performance. Restricting transport to same-class activations is essen-
tial: near the nal layer, gradients decompose by class, so divergencep(H | y) directly
induces con icting updates. By contrast, cross-class comparisons capture only natural class

separation, not client heterogeneity.

Proposition 1 (Gradient dissimilarity bound). For same-class sample@H;y) from client

A and (Hg;y) from client B, the gradient di erence satis es
KGa Ggkr Kk pa(Ha;W) ek kHa Hgky + kpa(Ha; W)  pe(Hg; W)k (4.4)

wherepa(Ha; W) and pg (Hg ; W) are the softmax outputs at client®\ and B.
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Proof sketch. The bound follows by decomposing the gradient di erence as
(Pa(Ha; W) &)(Ha Hg)” + pa(Ha;W) ps(Hg; W) Hg

and applying the triangle inequality together with kuv” kg = kuk,kvks.

A complete proof of the gradient dissimilarity bound is provided in Appendix B.
Interpretation.  In this bound, pa(Ha; W) and pg (Hg; W) denote the softmax predictions
obtained by applying theglobal weightdV to activations from clients A and B, respectively.

Gradient divergence therefore arises from two sources:

1. Activation dissimilarity (kHa Hgky): geometric misalignment at the sample level,
captured by cosine distance. Because vectors asenormalized, cosine distance equals

1 H;HB = %kHA HBkg

2. Prediction divergence (kpa(Ha; W) ps(Hg;W)ky): di erences in class probability
vectors for the same label across clients. When activations are modeled as Gaussians,
the expected prediction divergence is upper-bounded by the Hellinger distance between
the corresponding distributions,H(N ( a; a);N( g; 8)). This motivates our use
of the Hellinger distance to capture class-level representational divergence. While
other divergence measures could in principle be considered, Hellinger is chosen for
its desirable properties being a true metric, bounded, and de ned on the statistical
manifold of probability distributions which make it particularly well-suited for our

cost function design.

This decomposition motivates our hybrid cost: cosine distance for sample-level varia-
tion and Hellinger distance for class-level representational divergence. (A discussion of the
theoretical assumptions and limitations of our choices is provided in Section 4.4.6.)

Having motivated our choice of distance measures, we now establish that their combina-

tion yields a mathematically valid optimal transport cost.
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Validity of the OT cost function

For geometric consistency with OT, the cost function used in OT must satisfy the properties
of a metric (symmetry, non-negativity, and the triangle inequality). Simply combining two
distances does not guarantee these properties. For sampglgsof classc, we de ne the cost
in Equation 4.2 with weightsw;s ;w; > 0. Since cosine distance (on,-normalized vectors)
and Hellinger distance are both valid metrics, any positive linear combination of them is

also a metric. Thus, our formulation yields a mathematically sound cost function for OT.

Boundedness. Cosine distance lies ifi0; 2] and Hellinger distance in0; 1]. Their weighted
combination is therefore bounded. This boundedness ensures scores remain comparable
across datasets and tasks, supporting the use of consistent thresholds in practice.

Having established the theoretical basis of our metric, the next section evaluates its

e ectiveness across diverse FL scenarios.

4.4.5 Experimental evaluation

Our evaluation addressed three criteria: (i) Can the metric reliably predict when FL will
improve over local training? (ii) Does it capture real-world heterogeneity? (iii) Can it guide

practical choices among standard and personalized FL algorithms?

Experimental setup

We conducted experiments on six datasets spanning multiple data types and sources of
heterogeneity (Table 4.2).

For criterion 1 (predictive validity) , we used synthetic and benchmark datasets
(Credit, EMNIST, CIFAR) where controlled heterogeneity was introduced through covariate
shift, label skew, and concept shift. These controlled settings allow systematic testing of the

metric and enable comparison with prior literature.
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For criterion 2 (real-world relevance) , we evaluated two medical imaging datasets
(IXITiny, ISIC2019) with natural multi-site partitions. These datasets di er by demograph-
ics, imaging hardware, and protocols. We assessed whether our metric's predictions aligned
with known sources of heterogeneity and reported performance gaps in the literature.

Across criteria 1 and 2, we evaluated performance by comparing local training (baseline)
against FedAvg. We present the percentage change in accuracy (or AU-ROC for imbalanced
medical datasets) relative to the local baseline.

For criterion 3 (guiding algorithm choice) , we extended the comparison to three
popular personalized FL methods: FedProx [48], pFedMe [50], and Ditto [49] to determine
if they negate some of the e ects of high heterogeneity. We also conducted a sweep over
regularization parameters to test whether optimal values systematically varied with our
dissimilarity score, thereby evaluating the metric's utility in guiding algorithm con guration.

We also conducted several secondary analyses to empirically support our theoretical in-
sights and evaluate practical considerations. First, we tracked weight divergence throughout
training to test whether it correlates with our dissimilarity score. Second, we reran all analy-
ses using the standard Wasserstein distance to benchmark our approach against a canonical
baseline. Third, to assess sample e ciency, we compared dissimilarity scores computed on
the full datasets with those obtained from progressively smaller subsamples, thereby esti-
mating the minimum sample size required for stable results.

All experiments were repeated for a speci ed number of bootstrap runs (see Table 4.2).
We report median results with 95% con dence intervals. When making pairwise comparisons

between methods, signi cance was assessed using non-parametric tests.

Validation on synthetic and benchmark datasets

Figure 4.3 validates the metric's predictive power across all six datasets. The 0.2/0.3 decision
thresholds consistently hold: FedAvg improves below 0.2 and degrades above 0.3. Personal-
ized FL methods can show greater robustness, maintaining positive performance at higher

dissimilarity scores, though this is not uniformly the case across all datasets.
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Table 4.2: Characteristics of datasets used in experimental evaluation.

Dataset Task Type Heterogeneity rBuonc;tstrap
Synthetic Binary classi cation Controlled: F, L, C 100
Credit Fraud detection Controlled: F, L, C 100
EMNIST Character recognition Controlled: F, L, C 50
CIFAR-100 Object classi cation Controlled: F,L,C 20
IXITiny* Brain MRI segmentation Natural: site-specic 10
ISIC2019*  Skin lesion diagnosis Natural: site-specic 10

F: feature skew, L: label skew, C: concept shift. *Multi-site medical imaging datasets.

Validation on real-world medical imaging datasets

Having established criterion 1, we next assess criterion 2. We focused on two publicly
available medical imaging datasets, IXITiny and ISIC2019, each of which contains multi-site

partitions with well-documented sources of variation.

IXITiny. The IXITiny dataset contains MRI scans acquired at three sites, two using
Philips machines with similar imaging parameters and one using a GE machine with un-
known imaging parameters. Our metric assigned a low dissimilarity score of0:15 between

the Philips sites, but higher scores 00:28 0:30 between these and the GE site. As shown
in Figure 4.3 (bottom center panel), the low-score pairing (score 0:15) led to federated
performance gains relative to local baselines, while high-score pairings resulted in degrada-
tion. This demonstrates that the metric detects hardware-driven heterogeneity and predicts

when collaboration is bene cial or detrimental.

ISIC2019. The ISIC2019 dataset contains dermoscopy images from four sites: two in
Europe, one in the USA, and one in Australia. One of the European sites used three di erent
imaging devices, resulting in multiple data partitions. Our metric captured this structure:
European sites showed lower dissimilarity scores with each other than with the American
or Australian sites, consistent with prior ndings [35]. More importantly, device-specic

di erences within Europe produced higher dissimilarity than cross-country comparisons. In
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Synthetic Feature Credit EMNIST

CIFAR-100 IXITiny ISIC2019

Figure 4.3. Consistent 0.2/0.3 thresholds predict FL success across diverse
datasets. FedAvg performs best below 0.2, degrades above 0.3. Personalized methods
(FedProx red, pFedMe green, Ditto purple) maintain robustness at higher scores, though
not uniformly across datasets.

other words, the type of imaging machine had a stronger e ect on both dataset similarity
and model performance than geographical location, a pattern also observed by Wen et al.

[81].

Implications. These ndings demonstrate that our metric captures both major and ner-
grained heterogeneity sources, providing actionable guidance for consortium formation and

collaboration decisions.

Guiding personalized FL algorithm selection

We investigated whether our metric could guide the tuning of personalized FL algorithms,
which use a regularization parameter to balance global knowledge with local adaptation.
Figure 4.4 shows a negative relationship across all three personalized FL algorithms, reach-
ing statistical signi cance for FedProx ( = 6:234 p < 0:01) and Ditto ( = 6:730Q

p < 0:01), while pFedMe trended negative but was not signi cant. This indicates that as
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dataset dissimilarity increases (higher score), weaker regularization (stronger personaliza-
tion) becomes optimal. This nding establishes our metric as a valuable tool for making
principled, data-driven decisions about not onlywhether to collaborate but alsohow to

collaborate e ectively.

Figure 4.4: Higher dissimilarity requires stronger personalization. Signi cant neg-
ative correlations (FedProx: = 6:234 p < 0:0% Ditto: = 6730 p < 0:01) show
high-score partnerships bene t from weaker regularization.

Secondary evaluation

Weight divergence correlation. To test whether a single-round assessment anticipates
long-term training dynamics, we tracked weight divergence over multiple rounds. As shown
in Figure 4.5, clients with higher dissimilarity scores (warmer colors) consistently exhib-
ited greater weight divergence than those with lower scores (cooler colors). This separation
appears from the rst round and persists throughout training. Our analysis provides mech-

anistic validation that the metric's scores re ect fundamental FL training dynamics.

Sample size e ciency. We next assessed its practical feasibility by analyzing its sample
e ciency. Sample e ciency is critical in FL where datasets are often small. As shown
in Figure 4.6, dissimilarity scores from subsampled data are plotted against full-dataset

scores, with the dashed diagonal indicating perfect agreement. Estimates become reliable
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