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Abstract

Privus is a Python toolkit for census privacy, instantiated for five countries alongside

two privacy libraries respectively for di↵erential privacy and synthetic data generated via

GANs. The Privus toolkit is designed to be both modular and extensible such that other

countries’ national censuses and other privacy libraries can be seamlessly added to Privus.

Demonstration experiments comparing the accuracy and privacy trade-o↵s of various hyper-

parameters of each privacy library are included in this paper. Much of the research in this

paper has been inspired by the contested decision to apply di↵erential privacy to the 2020

United States census algorithms, driven by the belief that additional exploratory research

and software systems development can be a helpful force for understanding the nuances of

applying privacy-preserving technologies to national censuses.
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1. Introduction

The privacy of personal data is a topic for active software system development as well

as contested political discussion. Among many reasons for such discourse, the ubiquity of

personal computing devices across the world has led to the privacy of personal data becoming

an inherently global topic. In response, governments have historically begun outlining the

legislation necessary to manage the privacy ramifications of emerging personal data tech-

nologies. Notably, this e↵ort goes beyond legislation, as governments have also adopted new

privacy-preserving technologies for their most critical endeavors with personal data, includ-

ing censuses. And while the voices of computer scientists are being heard in these political

discussions, leading to laws with logic that better fits the logic of software, there still appears

to be a lack of technology infrastructure that fundamentally addresses the crux of laws which

define fair practice for personal data. Thus, there remains significant technical work to be

completed.

In order to establish groundwork for the forefront of personal data privacy, one must

understand the origins of discourse on the topic. Consider one of the earliest formalizations

of personal data privacy in the landmark work The Right to Privacy by Samuel D. Warren

and Louis D. Brandeis published in 1890 [27], which states:
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Instantaneous photographs and newspaper enterprise have invaded the sacred

precincts of private and domestic life; and numerous mechanical devices threaten

to make good the prediction that ‘what is whispered in the closet shall be pro-

claimed from the house-tops.’

Although written in the 19th century, the excerpt’s language clearly identifies that techno-

logical advancements, namely “mechanical devices,” pose a problem for maintaining distance

between intimate moments and public ones. And these are not any kind of technology, but

specifically information communication devices: cameras and newspapers. In essence, these

are machines designed to communicate information in a way comparable to the act of a

“whisper,” which is a swift and e↵ective means of conveying any type of knowledge. The

underlying fact that technology has consistently progressed toward automating human com-

munication is the reason that technology has consistently progressed toward communicating

messages that aren’t intended to be widely spread, or rather messages that are only intended

for a select audience. But what Warren and Brandeis fail to consider is while it is possible

for private information to be communicated publicly, that need not be the case. Their pre-

diction that whispers will be proclaimed from house-tops perhaps instead should have been a

cautionary request that those whispers be legislated to mitigate the risk of being proclaimed

publicly, however they were limited by the existing legal frameworks of their time.

In fact, as a direct attempt to counter this risk, the coming decades and especially the

late 20th century would see significant strides toward ensuring that personal data remains

private while also maintaining the information’s utility.
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1.1 Privacy-Preserving Data Analysis

The reason for preserving privacy when analyzing data is analogous to the reason for

including brakes on a car. Without brakes, cars would undoubtedly be driven much more

slowly than they are today. It is because of brakes that we are comfortable accelerating, as

we rely on the mechanism for decelerating rapidly rather than simply waiting for momentum

and friction to stop the fast and massive automobile. If you consider computation on data as

a parallel to a car’s gas pedal, it becomes clear that when that data is private then privacy-

preserving data analysis is the mechanism by which the car is able to move quickly while

remaining safe.

This illustrative example is intended to motivate the reader’s understanding of the benefit

of privacy-preserving data analysis: it enables computer scientists to overcome technical

obstacles rooted in, as Warren and Brandeis would say, information “whispers” that need

remain private. More literally, for commercial applications in industries involving sensitive

data such as healthcare and finance, among many others, privacy-preserving data analysis

can unlock the sharing of isolated datasets which can then be combined into a lake of data

where the value of the whole is far greater than the sum of its parts. Especially with the

advent of data-intensive machine learning algorithms, where having a larger dataset quite

often directly correlates with a more accurate model, privacy-preserving data analysis makes

accessible technical solutions with immense potential for positive social impact.

There are three primary modes of information transmission that should be considered for

privacy-preserving data analysis: information at rest, in transit, and during computation.

Information at rest is data which is being stored but not used. This problem is one cemented

7



in cryptography with a myriad of symmetric solutions, including the Cryptographic Message

Syntax (CMS), such that the information can only be used by the holder of the private key or

a combination of keys which were used for encryption. Second, information in transit is data

which is being sent from one party to another. Nuanced solutions are required to prevent var-

ious man-in-the-middle-attacks, where an untrustworthy actor is able to intercept messages

between the communicating parties. However, there are encryption protocols, including the

Transport Layer Security (TLS) protocol, which can make the risk of message interception a

negligible one. The final mode, information during computation, remains a largely unsolved

problem. How could someone calculate functions on a private dataset without compromising

the privacy of that dataset? While mostly theoretical advancements have happened with such

structure preserving encryption algorithms, such as fully homomorphic encryption, there ex-

ists a more practical intermediary approach suited specifically to the privacy-preservation of

personal data: modifying the underlying information such that individuals cannot be iden-

tified but the dataset can still be computed upon usefully. This mechanism for slowing the

flow of certain information, like brakes on a car, is a means for significantly accelerating the

distribution of personal datasets, enabling more computer scientists to work with the data,

and ultimately advancing the fair interests of all parties involved in the dataset.

With this framework in place for discussing the intricacies of personal data privacy, and

in particular preserving privacy while computing on a dataset of personal information, the

remainder of this paper will hone in on one impactful use-case of personal data: national

censuses.
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1.2 Legal Mandate for Census Privacy

Consider the United States Census: as the digital information systems operating the US

Decennial Census have become increasingly complex, census privacy has become a discussion

of significant importance. Given the vast quantity of financial resources that are allocated

based on the results of a national census, any miscalculations as part of a national census lead

to immediate and impactful social ramifications for massive populations. In fact, an estimated

$1.5 trillion dollars [18] in annual spending will be allocated to hundreds of government

agencies representing hundreds of millions of people according the results of the most recent

US Census. Yet Section 9 of Title 13 of the Code of Laws of the United States of America

legally mandates that the Census cannot disclose information that identifies an individual.

The conundrum is clear: a modern census is necessary to e↵ectively spend trillions of federal

funds, but requires computing on private information, and therefore poses a threat to both

the fair allocation of taxpayer dollars as well as legally maintaining the privacy of every

citizen.

1.3 Alabama v. US Department of Commerce

In 2020, the US Census Bureau decided to apply a new privacy technology, di↵erential

privacy, to the results of the Census. This technique involves applying statistical noise to

data, meaning that the original census results would be modified before funding decisions were

made based on results. The challenge at hand is the fine balance between privacy and utility:

as the data becomes noisier, it becomes more private, but also less accurate. For many, the

relative newness of this technique coupled with its vast implications led to stark opposition
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of the use of di↵erential privacy in the 2020 US Census. This opposition was manifested as

a legal suit on behalf of the State of Alabama in which the US Census Bureau was facing

suit for their application of di↵erential privacy. The goal of the suit was to overturn the

usage of di↵erential privacy in redistricting, but ultimately the suit was dismissed for purely

legal reasons and the court never reached a ruling on the merits of di↵erential privacy. The

fact that this particular problem in modern computer science has led to such relevant social

upheaval provides a strong indication that that there are interesting technical obstacles to

overcome in working toward a functional, yet private, national census.

The crux of discussion around di↵erential privacy being applied to the 2020 US Census was

whether or not the statistical noise introduced di↵erential privacy would lead to unnecessary

inaccuracies in critical redistricting information and other uses. This concept of how much

di↵erentially private noise to apply in a given circumstance is an important one, and is

explored more thoroughly in later sections of this document. Siding with the leading academic

scholars that went on to prove that di↵erential privacy is, in fact, the most viable privacy

technique for the most recent census [13], there is reason to suggest that adding statistical

noise to data to transform data into a more private yet still usable version of the original

data is a valid technique for censuses. However, there are alternative data transformations

which have not yet been as thoroughly examined as di↵erential privacy. One such privacy

technique is synthetic data generated via GANs: leveraging deep generative models to learn

the underlying distribution of the original data such that a new data can be created using the

generative model and the new data is di↵erent enough from the original data to be considered

su�ciently private, but also similar enough to the original data to be considered usable.
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1.4 The Need for a New Software System

Overall, there is a clear need for researchers to experiment with census datasets and

privacy-preserving technologies. There are many di↵erent viable privacy techniques for na-

tional censuses and there simply is not a comprehensive toolkit for comparing these tech-

nologies across many countries censuses. Moreover, while di↵erential privacy was applied to

the latest US census algorithms, di↵erential privacy very may well be succeeded by other

privacy-preserving technologies. In fact, in December 2022, the Chief of the US Census

Bureau’s American Community Survey (ACS) stated that di↵erential privacy will not be

applied to the ACS, and that alternative approaches such as “synthetic data” may be more

appropriate [5]. Since the state of science today is that we will need other privacy-preserving

technologies for the ACS, there is certainly room for other techniques to be researched con-

siderably. In order to properly evaluate these alternatives to di↵erentially private algorithms,

tradeo↵s between privacy and accuracy must be tremendously precise, with easy yet robust

experimentation for verifying results. A generalized toolkit for both national censuses and

privacy primitives would enable this exact type of software system development that censuses

will need in the coming years. And beyond use-cases with government agencies, ongoing aca-

demic research could benefit as well from a generalized census privacy toolkit. For example,

the research conducted in [4] which compares the implications of swapping and di↵erential

privacy on minority populations could have potentially benefited from slightly modifying an

existing census privacy toolkit to conduct experiments rather than creating a novel research

system. Essentially, the motivation for this thesis is to respond to the indisputable need for

a modular and extensible software environment for census privacy research.
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1.5 Privus: Thesis Statement

This thesis develops a toolkit system for census privacy, written in Python, called Privus.

Experiments are also being conducted to evaluate the privacy and utility trade-o↵s of di↵eren-

tial privacy and synthetic data generated via GANs applied to a generalized census schema.

The hypothesis of the thesis is the following: If there existed a software system to

apply di↵erential privacy and synthetic data generated via GANs to many coun-

tries’ censuses, then researchers could e↵ectively experiment with global census

privacy technologies.

The system’s importance is derived from the fact that while census questions and aggre-

gated anonymous results are public information, underlying census data need remain private,

with US Census data even having a legal mandate to be kept private. Essentially, there are

many people, including political and social scientists and marketers, who would like access to

census information but simply cannot have it due to the sensitivity of the information. These

types of scholars are seeking a software environment that is as close as possible to one where

algorithms can be run on raw census responses. And as innovation in structure preserving

encryption continues, it may not be long until near arbitrary functions can be computed on

encrypted census data, perhaps first in a trusted environment where code is audited by a

census bureau before running on the original data. Thus, there is value in a census privacy

toolkit that supports both di↵erential privacy and synthetic data generated via GANs, the

latter of which more closely represents this potential future of census research on encrypted

data, e↵ectively taking a step in the direction of future census privacy research while also

designing Privus to smoothly include new privacy primitives. Moreover, censuses are global
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phenomena, and working across many countries’ censuses under one framework is currently

not an available technology. And even if many countries censuses were to be codified in one

codebase, there are nuanced di↵erences in rather similar questions across various national

censuses. So far, Privus has support for five recent national censuses from the United States,

United Kingdom, Australia, Israel, and Japan. In order to interface between these national

censuses and privacy technologies, the system introduces privacy engineering tools, such as

the Dataset, Humanizer, and Constrainer classes (each of which are further explained int he

Privus System section of this document), to support standard data science processes for any

researcher studying census privacy with Privus.

Overall, a generalized system for analyzing and experimenting with many censuses and

many privacy technologies makes significant strides toward solving the core problems faced by

contemporary census privacy researchers. The key features of this system include modular

and extensible baseclasses for implementing both new countries’ censuses as well as new

privacy primitives, paving the way for a future system that enables robust research that is

independent of both national census and privacy technology. As will be contextualized in the

following Background and Related Work sections, then explained and demonstrated in the

Privus System and Experiments sections, this thesis implements a software system for census

privacy research, including novel findings on the e�cacy of combining di↵erential privacy and

synthetic data generated via GANs. The Experiments section is primarily a demonstration of

the functionality specified in the Privus System section. Directions for future work, including

both additional system development and research enabled by the system, are also detailed

in the final section of the paper. Finally, after the Conclusion of this document, there is an

Appendix with additional information on the Privus system developed for this thesis.
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2. Background

To further establish context for census privacy research, background on the privacy prim-

itives that were considered state of the art prior to di↵erential privacy and synthetic data

generated via GANs is necessary for understanding why the aforementioned newer privacy

primitives were developed. In particular, k-Anonymity and l-Diversity are foundational tech-

niques for preserving the privacy of a database without compromising utility.

2.1 k-Anonymity

The technique of k-anonymity emerged from a popularized Linkage Attack, this one in-

volving combining two datasets mistakenly considered anonymous, one consisting of public

medical records and one consisting of a public voter record, which were combined to identify,

of all people, the governor of Massachusetts [1]. Latanya Sweeney’s response to such a Linkage

was to transform the database D according to a hyper parameter k such that each column in

the database D must contain at least k duplicate entries [21]. Thus, in a k-anonymized data,

at least k minus 1 other records are indistinguishable from any other record with respect to

the anonymized columns. Such a transformation of the underlying data may compromise the

structure of the original data, e↵ectively modifying true observations into fabricated ones,
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however such a transformation brings a greater guarantee of privacy in the database D due

to the fact that linking a non-modified data no longer can enable a Linkage Attack, all thanks

to k-anonymity.

ID Age Zip Code

1 23 92101

2 32 12321

3 77 92101

4 55 12321

5 25 13451

6 13 92101

7 44 12321

8 48 63265

ID Age Zip Code

* 0-40 92101

* 0-40 1****

* 40-80 92101

* 40-80 1****

* 0-40 1****

* 0-40 92101

* 40-80 1****

k-Anonymity Example (k=2) [21]

Consider the above example of k-anonymity where k=2 for the database on the right.

There are two core concepts applied when applying k-anonymity to the data on the left

column: generalization and suppression. First, generalization is the technique of converting

numerical values into ranges of values such that for each column there are only k distinct

values in that column. Note how the database on the left has eight distinct values in the age

column, but the database on the right has applied a generalized range such that there are

only two distinct values. Second, suppression is the technique of carefully removing outliers

from the database. Observe the zip code of row eight in the database on the left: it is the
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only row with a zip code prefix of six, while all other rows have a zip code prefix of either one

or nine. Thus, given that k was set equal to two in this example, converting zip codes into k

distinct ranges is immensely simplified by suppressing row eight from the database. Overall,

when anonymizing information with k-anonymity, one is able to significantly improve the

removal of personal information from a dataset while maintaining enough information for

valuable data analysis.

An immediate topic of concern for k-anonymity is selecting the hyperparameter k. In

theory, selecting an optimal value has been proven to be a problem in the NP-hard complexity

class [17]. In practice, an optimal k is often around ten, but selecting such a value varies

significantly depending on the variance in the underlying population [9]. This notion of

population variance being a key factor for k-anonymity would ultimately become the crux

of the most successful attacks on the technique, as well as the foundations of its successor

technology.

Accordingly, when k-anonymity was originally published, there was acknowledgement of

several attacks against such a privacy-preserving computation technique. Unsorted matching,

complementary release, and temporal attacks all pose threats to the privacy of k-anonymity.

Therefore, investigating extensions of k-anonymity were necessary to pursue true anonymity.

A rather strong extension of k-anonymity is l-diversity, which applies similar principles as

its predecessor technology but significantly improves the means by which information is

redacted, thus helping address the challenges of applying privacy-preserving data analysis to

a population dataset with significant variance in certain columns of data.
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2.2 l-Diversity

Similar to k-anonymity, l-diversity seeks to transform the underlying data in a way that

transforms the original data from its original values, however the resulting values can remain

private even in the scenario in which there is not much di↵erence, or diversity, among the

original data. The reason this is important is due to two specific scenarios. First, consider

the scenario in which the original data has highly repeated values and then k-anonymity

is applied to the data. The issue is that k is fixed across the data, leaving homogeneous

data susceptible to frequency analysis of repeated values and therefore de-anonymized. This

homogeneity attack is detailed formally and empirically in [16]. Additionally, a linkage attack

can still exist against k-anonymized data, specifically when the linked data is a statistic based

on background knowledge. Like in the homogeneity attack, this background knowledge attack

combines an external data source to de-anonymize the k-anonymized data. One such example

is medical records that were k-anonymized were identified to be about heart attacks given

that the labeled condition data had a frequency exactly matching that of the frequency in

the original data, thereby allowing a malicious attacker with the k-anonymized data to infer

that heart attacks were the disease being studied.

How is it then that the constant k in k-anonymity could be replaced with something

variable based on di↵erence in the group’s attributes? The core idea behind l-diversity is

to enforce “well-represented” attributes, meaning that no one attribute is too similar to be

susceptible to linkage attacks. There are three such definitions of well-represented in this

scenario: distinct, entropy, and recursive. Distinct l-diversity enforces every potential value

to be represented at least l times. Entropy l-diversity is where for all equivalence classes of
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potential values in a column, entropy E of data D is greater than or equal to log (l), or more

formally:

E(D) = �
X

d2D

P (D, d) log [P (D, d)] � log (l)

If the condition above holds true for all columns in a dataset, then that table is also considered

to be l-diverse. Recursive l-diversity introduces a new hyperparameter c which ensures that

the most frequently occurring values are less represented and the least frequently occurring

values are more represented, essentially helping make both outliers and repeat data more

valuable in the anonymized dataset.

In the same manner that the authors behind l-diversity recognized strong attacks against

k-anonymity, attacks were recognized against l-diversity in the cases where multiple attributes

are deemed sensitive and need transformations. In particular, a skewness attack exists where

identifying one row of an equivalence class leads to a significantly improved probability of re-

identifying more of a column. Additionally, a similarity attack exists where if the equivalence

classes are similar, i.e. di↵erent types of house ownership enumerations or di↵erent types of

cancer, then an attacker can still infer that the individual owns a house or has cancer,

regardless of the column being l-diverse under any of the three l-diversity paradigms. Due to

these specific scenarios, a new technological approach to personal data privacy was developed:

di↵erential privacy.
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2.3 Di↵erential Privacy

Di↵erential privacy is among the most recently deployed data anonymization techniques

[7]. The fundamental premise is statistical: can we sample noise from a distribution, originally

proposed to be Laplacian, and then use this noise to mask the private data? Choices of a

constant ✏ determine the similarity between the original data and the more private data. More

formally, for any randomized algorithm A, datasets D1 and D2, and positive real number ✏,

A is considered to be ✏-di↵erentially private if the following condition holds:

exp(✏) ⇤ P [A(D2) 2 S] � P [A(D1) 2 S]

In the case of Laplacian di↵erential privacy, A would be transformed into Adp as follows:

Adp(x) = A(x) +N ⇠ Lap(�)

However, like the challenges previously discussed for both k-anonymity and l-diversity,

selecting hyperparameters for this approach remains an imprecise science, and such choices

have been deemed to be critical to the e↵ectiveness of any di↵erential privacy deployment

[15]. And for certain algorithms being made di↵erentially private, the sensitivity of the

statistical mechanism can easily lead to random noise results, showing the significance of

applying di↵erential privacy at algorithmic aggregation steps, such as computing an average

in gradient descent, rather than purely applying noise on an individual record [26]. Moreover,

in critical social use cases such as the US Census, it has been determined that di↵erential

privacy fails to account for natural social rules that are critical to the real-world application
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of the technology [8]. For example, an age cannot be negative. A child cannot be older than

their parent. Certain locations fall out of one state’s region and into another. Such logical

rules of society are not immediately incorporated with the statistical noise of di↵erential

privacy, e↵ectively leaving room for critical miscalculations. However, the trade-o↵ worth

considering is that depending on the value of ✏ selected, di↵erential privacy can guarantee

the resulting distribution of data is indistinguishable from the original data, i.e. anonymized.

But as has been previously mentioned, the fundamental flaw of such data is whether or not

it is still representative enough of the original data that computing on it remains of value in

the particular social case being considered.

Independent of the challenges around hyperparameter selection and use-case specific mod-

ifications, an important topic for evaluating di↵erential privacy is the exact privacy and ac-

curacy trade-o↵ of using a particular di↵erentially private algorithm. There are a number

of ways to evaluate such an algorithm, including training a supervised learning algorithm

on the original data and training the same classifier with di↵erential privacy, then using the

decrease in the di↵erentially private model’s accuracy as a proxy for evaluating the overall

di↵erential privacy accuracy loss. Other techniques include unsupervised prediction based

approaches, unsupervised distributional distance based methods, as well as unsupervised

qualitative approaches [23]. Later sections of this document will discuss the merits of each

approach, including additional background on statistical indistinguishably, which is the foun-

dation from which unsupervised distributional based accuracy measures of di↵erential privacy

are built upon. Additionally, experiments involving the supervised labeling technique will be

conducted on mock census datasets.
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Iterations of di↵erential privacy are constantly being released [20], perhaps in anticipa-

tion of attacks on di↵erential privacy on par with those that led to the general deprecation

of k-anonymity and l-diversity. Among other aforementioned reasons, this historical trend

of privacy-preserving technology advancement necessitates consideration of alternative ap-

proaches, and one such key approach is privacy derived from synthetically generated data.

2.4 “Synthetic” Privacy: privacy that arises by using

synthetic data in place of real data for the purpose

of useful anonymization.

While synthetic data can be defined as data outputted by applying a function to inputted

data, in the context of this paper’s census privacy research, synthetic data will refer to data

generally created by neural networks, and specifically data created by GANs. Variational

autoencoders, as is introduced in [14], would also qualify as a technique for generating syn-

thetic data in the context of this paper’s usage of the phrase synthetic data, however this

research focuses only on the GAN model. In order to maintain the clarity of this definition

throughout the paper, the specific type synthetic data used in this research will be referred

to as synthetic data generated via GANs. Originally introduced by Goodfellow in [11], the

premise of a generative adversarial network is to take two neural networks, one a discrim-

inator that has access to the training data and the other a generator that only has access

to noise and the output of the discriminator. During training, a minimax game is played,

during which the generator learns to map the noise to data which is representative of the orig-

inal data’s underlying distribution while remaining di↵erent from the original data. Given a
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neural network discriminator D and generator G, the minimax game can be formalized as:

min
G

max
D

V (G,D) = Ex⇠pdata(x)[log(D(x)] + Ez⇠pz(z)[log(1�D(G(z)))]

Naturally, there is reason to believe that this deep learning technique could be used to

preserve privacy of the original data if the generated data is di↵erent enough from the original

data that people in the original data cannot be re-identified but remains similar enough to

the underlying distribution that valuable computation can still be performed on the synthetic

data generated via GANs. This possibility and its legal implications were recently explored

by Bellovin et al. in [2]. While not a panacea for privacy, there appears to be significant

merit in using synthetically generated data rather than raw data as a means for preserving

the privacy of the underlying dataset. Aside from the fact that deriving legal classifications

for the di↵erence between di↵erential privacy and synthetic data generated via GANs is a

challenging policy topic, the paper goes on to suggest that the combination of di↵erential

privacy and privacy based on deep generative models may be a stronger solution that either

of the techniques independently. This direction is further explored in the experiments section

of this paper.

There are a number of techniques for evaluating the accuracy and privacy trade-o↵s of

synthetically generated data. One e↵ective technique is the qualitative approach of com-

paring histograms for columns of the original data versus the synthetic data generated via

GANs. Another includes evaluating whether correlations between columns are preserved in

the synthetic data generated via GANs. More empirical evaluations of the quality and safety

of synthetic data generated via GANs will certainly emerge in the coming years, as this is an

active area of privacy-preserving data analysis research. And certainly as both di↵erential
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privacy and synthetic data generated via GANs are combined, novel accuracy metrics must

be defined at the intersection of the two technologies.

As the previous privacy preserving computation techniques have shown us, and perhaps

is inherent in the study of computer security, is the property of technology that is if a

human created the system then there exists a mechanism for a human to break the system.

The age old adage will likely apply to any newly proposed technique for preserving privacy.

However, with each iteration of technology that is meant to protect the privacy of individuals,

strides in the right direction can be made regardless of whether that technology is ultimately

broken by a malicious actor. Therefore, it remains important to explore the frontier of data

anonymization techniques. Challenges that will be specific to the synthetic data generated

via GANs approach involve the unique aspects of machine learning, such as a training phase

that may need to happen on a server separate from the client using the sensitive data, as

well as trade-o↵s in neural network architecture that can have serious impact on the resulting

accuracy of the model. Any system which seeks to apply synthetic data generated via GANs

with additional privacy preserving technologies must certainly keep these trade-o↵s in mind

and seek to develop a tool that generalizes well enough to account for many use cases.
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3. Related Work

There is a significant quantity of existing research on the subject of census privacy, much

of which focuses on techniques for data anonymization. The purpose of this section will be

to establish various degrees of related work which serve as the foundation for this research,

beginning with the history of census privacy and then data anonymization techniques.

3.1 History of Census Privacy

Scholars have identified the earliest censuses in human history to date back thousands of

years, which suggests that censuses are among the core tenants of a functioning civilization

[25]. In fact, any government that has enforced taxation has typically also enforced a census,

primarily with the goal of using that information as the basis for allocating taxpayer funds.

Prior to the widespread adoption of computers, the implications of collecting citizen-level

datasets would not pose a serious concern to a government bureau. However, with the rise

of modern computing, census technologies have undergone a series of evolutions that seek to

uphold as much privacy as possible. This section will now consider the major phases of those

evolutions in the United States Census, compartmentalized by century.

24



3.1.1 19th Century Census Privacy

The earliest US Censuses in the 19th century had no legal measures in place to support

and ensure the privacy of the census. Over the course of the next century, there were

incrementally more strict legal measures introduced, largely due to emerging scholarship on

the foundations of privacy [27]. In particular, first businesses were granted anonymity in

censuses, but the results were still made public for all to view. Next, the census results were

removed from public disclosure, but results could both be purchased as well as accessed by

all municipal governments. Toward the end of the 19th century and the beginning of the

20th century, automation of the census began. And as tabulation machines introduced data

schematics to census systems, new attack vectors began to emerge which could potentially

compromise the security of the census from a purely technological perspective.

3.1.2 20th Century Census Privacy

In the 20th century, with the rise of the modern digital computer, novel information

protection techniques such as data swapping were included in the published census data as

a means of preserving the privacy of respondents. The earliest privacy measures taken to

anonymize census results were actually manual edits to results, where humans were tasked

with reviewing census results before publication and would remove certain rows deemed

dubious for public release. It was also during the 20th century that the notorious 72-year

rule was created, which is a legal mandate that raw census results be made public 72 years

after the census was recorded. Toward the end of the 20th century, more restrictions on

access to census results were introduced, including mandating that municipal governments

could only access census data for demonstrably statistical purposes.
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3.1.3 21st Century Census Privacy

By the turn of the 21st century, the US Census Bureau had begun serious discussions

around applying much more sophisticated privacy-preserving data analysis to census results.

At this time, the original work on k-anonymity, l-diversity, and di↵erential privacy had been

published, with academics largely requesting censuses begin using the novel technologies

to protect the privacy of census respondents. These requests were heard, debated, and

ultimately accepted, with the 2010 US Census being the last census to use ad-hoc privacy

measures, and the most recent 2020 US Census being the first to use di↵erential privacy for

its results. This trend toward transforming census data before publishing has gained traction

since then; this paper will additionally consider synthetic data generated via GANs, too, as

an alternative anonymization technique for the use case of censuses.

3.2 Anonymization

With each passing US Census, the severity of privacy concerns for respondent data con-

tinues to increase. As the concern rises and new data anonymization technique are needed,

there is an opportunity for census privacy technologies to adopt approaches that have worked

well with other use cases. For instance, consider [19] which introduces an unsupervised learn-

ing problem such that anonymity and statistics-preservation are a joint learning objective in

the context of network traces. The fundamental principle of mapping the inputted private

data into a new data that makes personally identifiable information private, i.e. anonymous,

while maintaining the statistical measures over the original data, i.e. statistics-preserving, is

one that extends well beyond network traces and can actually serve as a frame of reference

for other use cases, including censuses.
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However, an essential aspect of any anonymization technique is the degree to which the

anonymized data remains valuable relative to the original dataset. We can formalize this

notion by comparing the distance between the underlying distributions for the original dataset

and the anonymized dataset. More formally, for any function F and datasets D1 and D2,

we can consider D1 and D2 to be indistinguishable if the following condition holds for all

polynomial-time F and all polynomial-bounded x:

P [F (D1) = 1] � P [F (D2) = 1]  x

This notion of computational indistinguishability is a foundational evaluation technique in

cryptography [10] and more broadly applies to evaluating the e↵ectiveness of any anonymiza-

tion technique. Yet in order for hyperparameter x to be equal to zero, then the original data

needs to be entirely preserved in the anonymized data, which poses a risk to the anonymity

of the data, unless it remains encrypted during computation, which currently remains out-

side the scope of practical deployments for census privacy. Thus, selecting a proper x is a

necessary obstacle for perfect privacy, but still is useful in comparing the degree to which a

dataset is truly anonymized by various privacy-preserving data analysis techniques.

3.3 Limitations of Di↵erential Privacy

There are also specific technical limitations to the incrementally more advanced privacy

technologies applied to each census. Issues pertaining to the deployment of Di↵erential

Privacy are outlined in [8], which references how adding statistical noise to information about

humans often leads to results which are humanly impossible. Examples include negative

ages, among other biologically impossible results due to the privacy preserving technology’s
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transformation on data about humans. Thus, any research that attempts to increase privacy

while maintaining functionality on a data that is specifically about humans, unlike network

traces, must also consider and account accordingly for the social implications of adding noise

to human data.

Another key limitation of di↵erential privacy is the process of selecting the noise parameter

✏. Research has identified issues with organizations publishing results of di↵erentially private

computation while withholding the selected ✏ [7], where often the epsilon selection process is

also kept private. Without an agreed upon process for determining how much noise should

be added to certain algorithms, there remains significant limitations to understanding the

quality and safety of the di↵erentially private computation being analyzed.

3.4 Di↵erential Privacy & Synthetic Data via GANs

The potential for deep generative models like GANs to become an alternative di↵erential

privacy has been an actively researched topic [2], yet has not yet been explored in the context

of human data, specifically census questionnaire datasets. There also exists an intersection

of deep generative models and di↵erential privacy where the GAN is trained with di↵erential

privacy and then the privacy-utility trade-o↵ is measured, as is researched in [22] and [24].

The relative quantities of noise applied to the private data at various phases of the public data

release pipeline remain an open area for advances, specifically with census data. However,

with this potential for technological innovation comes the equally worthwhile consideration

that this new technology has not yet been responded to by regulators, which as is detailed in

[6], may make new deployments of synthetic datasets generated via GANs for use cases like

censuses more challenging to enact in the society.
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The rest of this document will outline software system development that has been made

toward creating a general purpose toolkit for the evaluation of and experimentation with

census privacy: Privus.
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4. Privus System

There are two main components to the Privus codebase: censuses and privacy. On the

census side of the toolkit, there are abstractions between nation’s censuses that simplify the

general census questionnaire interface, but there are also elements of each nation’s census that

do not translate to a shared abstraction and therefore require a specific variable or method

on the implementation that isn’t included on the interface. Finding the right balance in API

design such that the privacy tools can run on as generalized of a data structure as possible

while retaining the granularity of nuanced cultural questions asked in a national census has

been a key focus point during the system’s development. On the privacy side of the toolkit,

there are also generalized abstractions for applying privacy primitives to the raw census

data, with a particular focus on enabling flexible data engineering. Overall, this section

will be dedicated to introducing the architectural principles of the system’s design, including

a number of demonstrative examples such as object inheritance and private multi-country

queries, with the intention of providing an overview of the functionality of Privus.
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4.1 Architectural Design Principles

The fundamental aim of Privus’ architecture is to be both modular and extensible. When

combined, these two design principles ensure that a codebase can be developed upon by teams

of engineers, which is a general indication that the codebase is usable by other developers.

Additionally, Privus is not intended to be country-specific by design, so the principle of mod-

ularity helps ensure that privacy tooling can be accessible to scientists with vested interests

in particular censuses, without having to worry about privacy engineering for research on

their specific census. And for global census researchers interested in learning more about the

implications of privacy-preserving data analysis, there is the ability to work with many dif-

ferent synthetic data and di↵erential privacy libraries while only needing to use one interface

for privacy technologies. In all, combining the principles of being both modular and extensi-

ble with a flexible high-level programming language like Python creates the framework for a

system that can be used by data scientists researching census privacy all around the globe.

4.1.1 Modular

When considering how to make Privus as modular as possible, the main challenge faced is

rooted in the fact that each census has significantly di↵erent types of questions pertinent to a

given country’s cultural values. However, upon analyzing census questionnaires, it becomes

clear that there is still overlapping information between censuses that can serve as base

classes which are then inherited by country-specific census implementations. Creating such

abstractions that allow for one country to be easily swapped with another would o↵er a

superb developer experience, but requires finding an abstraction that can successfully wrap

each census to minimize country-specific code.
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To exemplify the ideal API design for abstracting countries into modular pieces of soft-

ware, consider the following pseudocode:

from pr ivus import USCensus2020 , ILCensus2008

censuse s = [ USCensus2020 ( ) , ILCensus2008 ( ) ]

samples = [ c . generate sample ( ) f o r c in censuse s ]

d i f f P r i v = [ s . a p p l y d i f f e r e n t i a l p r i v a c y ( ) f o r s in samples ]

s yn th e t i c = [ s . app l y syn the t i c da ta ( ) f o r s in samples ]

a n a l y s i s = [ s . ana lyze ( ) f o r s in [ d i f fP r i v , s yn th e t i c ] ]

r e s u l t s = [ a . v i s u a l i z e ( ) f o r a in an a l y s i s ]

Note how each of the census objects share an abstraction layer that allows for critical

functionality like creating samples and applying privacy technologies to be applied inter-

changeably. Being able to swap census objects while maintaining key functionality would

enable data scientists to perform analysis that is not necessarily dependent on one country,

thereby enabling international census comparisons. Additionally, by abstracting these nu-

anced census objects into standard interfaces that can consistently have privacy APIs applied

to their data, we can also include hyperparameter configuration when the objects are instan-

tiated, further enabling developers to customize key variables in each layer of the Privus

software stack.
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4.1.2 Extensible

If a software can require as few changes as possible in order to add a new modular

component, then that system is extensible. In the case of creating an extensible census

privacy system, developers must have as little friction as possible when codifying both new

countries as well as new privacy primitives. The former, adding new countries, is an incredibly

nuanced process requiring delicate balance of cultural considerations between nations. The

latter, adding new privacy primitives, is much more of a pure software system design process,

which is certainly geared toward a far more technical audience interested in novel privacy-

preserving analysis research. Due to the process’s technical nature, adding new privacy

primitives will be documented in later sections of this document. For now, due to the

process’s delicate balance of software engineering and social understanding, let us consider

the technique of abstracting a country’s census into generalized base classes.

4.2 Country Abstractions

This section will discuss the challenges of creating an API that bridges di↵erent countries’

constructs of complex social entities. While each census will certainly have response types

that contain overlapping information, other response types will remain unique to a particular

country’s census. Maximizing the amount of response types that can be created by shared

base classes will lead to the most usable API design, however this is a nuanced programming

technique which requires strong understanding of the problems faced by creating a modular

and extensible census toolkit.
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4.2.1 Base Class Example

Representing the situation where many censuses share information across a response type,

consider the following code excerpts describing domestic relationship inquiries from two dif-

ferent national censuses:

from enum import Enum

c l a s s UnitedStates (Enum) :

CHILDREN = 1

RELATIVES = 2

NON RELATIVES = 3

TEMPORARY = 4

NONE = 5

from enum import Enum

c l a s s Aus t r a l i a (Enum) :

HUSBAND ORWIFE = 1

DE FACTO PARTNER = 2

CHILD = 3

STEP CHILD = 4

BROTHER OR SISTER = 5

UNRELATEDFLATMATE = 6

OTHER = 7

NONE = 8

Comparing these enumerations of census domestic relationships demonstrates how there is

overlapping information between countries, but also information unique to each country.

While some of the response types include only a few simple categories, others include highly

detailed representations of various degrees of familial connection as potential answers. For

example, while the above enumerations for the United States and Australia have less than

ten potential options, each of Japan, Israel, and the United Kingdom have over a dozen
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potential answers to the same question, many of which also have overlapping attributes.

Defining a shared abstraction layer for this type of information is a primary challenge of

developing Privus, because the more information that can be cleanly abstracted the more

it becomes easier for future developers to add new censuses to the Privus codebase. One

approach is to define objects that serve as fundamental social units from which these indi-

vidual country’s response types can be defined. Consider the following social unit definitions:

c l a s s Family :

de f i n i t ( s e l f ) :

s e l f . opt i ons = [

‘RELATIVE’ ,

‘UNRELATED’

]

c l a s s NuclearFamily ( Family ) :

de f i n i t ( s e l f ) :

super ( s e l f , NuclearFamily ) . i n i t ( )

s e l f . opt i ons = [

‘PARENT’ ,

‘CHILD’ ,

‘STEP PARENT’ ,

‘STEP CHILD’

]
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c l a s s ExtendedFamily ( NuclearFamily ) :

de f i n i t ( s e l f ) :

super ( s e l f , ExtendedFamily ) . i n i t ( )

s e l f . opt i ons += [

‘GRANDCHILD’ ,

‘GRANDPARENT’ ,

‘COUSIN’ ,

‘NIECE OR NEPHEW’ ,

‘AUNT OR UNCLE’ ,

‘GRANDFATHERORGRANDMOTHER’ ,

‘GREATGRANDSONORGREATGRANDDAUGHTER’ ,

]

When implementing country-specific extensions of these generalized base classes, the US

Census would inherit from Family, the AU would inherit from NuclearFamily, and the UK,

JP, and IL censuses would inherit from ExtendedFamily. Privus’ design allows for minor

country-specific modifications to options in the codification of the census questionnaire itself,

so were another country to be added which needed one less and one new field from the

ExtendedFamily object then that would be an easy modification to make. The fact that

multiple countries are now using the same primitives for building the representation of their

census within Privus exemplifies the role of creating robust abstraction layers in the modular

API design.

Similar overlapping response types include but are not limited to questions pertaining to

age, race, gender, religion, and several additional types of sociological information.
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4.2.2 Unique Data Example

There are also response types which are entirely unique to a particular country’s census,

meaning that a response type must be country-specific. For instance, consider the following

categories of years in Japan:

from enum import Enum

c l a s s Japan (Enum) :

MEIJI = 1

TAISHO = 2

SHOWA = 3

HEISEI = 4

CHRISTIAN YEAR = 5

While other aspects of time such as days, months, years, and age can be abstracted into shared

objects for many censuses, these Japanese year types are unique to Japan, and therefore show

that some countries will require objects that are not shared across censuses. Still, a main

goal of Privus is to maximize the amount of census response types that can be abstracted

across generalized base classes to ensure for as much modularity as possible. And in this

particular case, an underlying layer mapping these country-specific o�cial response into

country-agnostic DateTime objects is a solution for maintaining a general API while still

being able to codify the exact responses from a given country’s census.
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4.3 Privacy Tools

Once these censuses are formatted in a standard data structure, the challenge then sur-

faces of applying various privacy preserving technologies to the censuses in a standard fashion.

In particular, Privus begins with two privacy primitives, di↵erential privacy and synthetic

privacy via GANs (privacy that arises by using synthetic data in place of real data for the

purpose of useful anonymization), but this approach could be extended to other types of

census privacy primitives, including swapping. Consider the following code excerpt where

data engineering is performed before training a di↵erentially private classifier on census data:

from d i f f p r i v l i b . models import GaussianNB

import numpy as np

import pandas as pd

msk = np . random . rand ( l en ( df ) ) < 0 .8

t ra in , t e s t = df [msk ] , d f [ ˜msk ]

y t e s t , y t r a i n = t e s t [ ‘ people ’ ] , t r a i n [ ‘ people ’ ]

X test , X tra in = t e s t . drop ( ‘ people ’ , 1 ) , t r a i n . drop ( ‘ people ’ , 1)

e p s i l o n s = np . l og space (−2 , 2 , 50)

bounds = ( [ 4 . 3 , 2 . 0 , 1 . 1 ] , [ 7 . 9 , 4 . 4 , 6 . 9 ] )

accuracy = l i s t ( )

f o r e p s i l o n in e p s i l o n s :

c l f = GaussianNB ( bounds=bounds , e p s i l o n=ep s i l o n )

c l f . f i t ( X train , y t r a i n )

accuracy . append ( c l f . s c o r e ( X test , y t e s t ) )
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Note how scripts which apply various hyperparameters can be easily engineered atop the

Privus data model for censuses. In this case, di↵erentially private Naive Bayes is applied to

predict the value of one column given the rest of the columns in a census. This implementation

is made possible by IBM’s di↵privlib [12], which will be further addressed in the Experiments

section of this paper. Overall, the privacy tools in Privus can be applied to standard data

pipeline tools such as Pandas DataFrames, which is also usable by modern synthetic data

generation tools.

For instance, we can apply standard synthetic data generation via GANs atop the same

data as follows:

from ctgan import CTGANsynthesizer

import pandas as pd

de f app ly pr iv gan ( i npu t d f : pd . DataFrame , epochs : i n t =10):

ctgan = CTGANsynthesizer ( epochs=epochs )

d i s c r e t e co lumns = input d f . columns

ctgan . f i t ( input d f , d i s c r e t e co lumns )

samples = ctgan . sample ( l en ( i npu t d f ) )

output d f = pd . DataFrame ( samples )

re turn output d f

df = app ly pr iv gan ( df , epochs=20)
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This synthetic data generation via GANs is made possible by MIT’s Synthetic Data Vault

initiative [28], which will also be further detailed in the Experiments section. One obstacle

faced by this project is to also include abstractions across privacy tools, similar to the way

abstractions are necessary across censuses. This means interfaces within each privacy tech-

nology, i.e. a mechanism for supporting many di↵erential privacy libraries, as well as between

privacy technologies, i.e. supporting di↵erential privacy as well as synthetic data generated

via GANs.

4.3.1 Census Privacy Data Constraints

As outlined in [8], applying privacy-preserving techniques that modify the original data

(such as di↵erential privacy and synthetic data generated via GANs) in censuses poses unique

challenges pertaining to data constraints. For example, while age can be represented as an

integer, age cannot be a negative integer. Additionally, a child’s age cannot be greater than a

parents age. Therefore, when di↵erential privacy or synthetic data generated via GANs is ap-

plied to census age data, we must account for these properties of the sociological information

by engineering a post-processing data constraint process. This step’s functionality will be

defined in census objects but applied after the privacy technology, ensuring that all resulting

census data remains within the fundamental confines of the information being analyzed. Ad-

ditionally, this step is meant to be among the most flexible of those in the codebase to ensure

that Privus does not inhibit the developer’s ability to make modifications to their particular

datasets and privacy tools. Not that a developer needs to add data engineering here in order

to use Privus, as this is an optional aspect of the toolkit that serves as a framework for more
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complex analytical techniques to be applied for specific research experiments.

More concretely, in the Privus codebase, there is a class titled Humanizer. The purpose

of this class is to take in anonymized data and “humanize” it according to axioms defined by

the developer. This class is intended to be subclassed for various di↵erent types of “human-

izing” across di↵erent countries census responses. Standardizing this process for statistical

privacy techniques such as di↵erential privacy is a critical step of being able to safely apply

the technology to sociological datasets, both from the perspective of usability and privacy.

Elements of these Humanizer objects can be abstracted as well, so that one Humanizer can

leverage the age modification logic of another Humanizer.

An additional concern unique to census data is that when experimenting with novel

privacy-preserving data analysis techniques, a researcher may want to work with a smaller

dataset than an entire national census. However, making this smaller dataset as representa-

tive of possible as a real dataset is critical for performing computation on census data. One

such reason for wanting this is that with synthetic data generated via GANs, training deep

generative models can be a time and computation intensive process, especially depending

on the complexity of the GANs architecture. Because of this exact reason, in the Privus

codebase there is also a class titled Constrainer. The purpose of this class is to map raw

national census responses into state, city, and municipality-level responses while maintaining

statistical accuracy for the constrained area being modeled. This can be achieved by refer-

encing anonymized census statistics for the area and then codifying those distributions into

the underlying data. Overall, the crux of including this class in the layer between Privus’

census code and privacy code is to ensure that census-specific data engineering is possible

within the Privus system.
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4.4 Toolkit Use-Cases

Having established Privus’ overarching design principles, provided examples of both the

census and privacy sides of the codebase, including middleware designed for a census-specific

developer experience, this section will go on to describe generally valuable use-cases for such

a system. In particular, the ability for a developer for perform multi-country query analysis

and easily export anonymized data will be covered below.

4.4.1 Multi-Country Query

In the current state of Privus, there are five countries which are supported: the United

States, Japan, Israel, Australia, and the United Kingdom. Because these countries are im-

plemented according the generalized Questionnaire object framework in Privus, including

well-abstracted response types, the process for running code against many countries is en-

tirely standardized. Consider the brief excerpt below where each country’s census object is

instantiated and then computed upon:

import ∗ from s r c . c ensuse s . c oun t r i e s

CENSUSES = [ Japan . jp . JPCensus2010 ( ) ,

Uni tedStates . us . USCensus2020 ( ) ,

I s r a e l . i l . ILCensus2008 ( ) ,

UnitedKingdom . uk . UKCensus2021 ( ) ,

Aus t r a l i a . au . AUCensus2016 ( ) ]

SAMPLES = [ c . generate sample ( ) f o r c in CENSUSES]
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4.4.2 Anonymous Data Export

The anonymous data export is an extension of the multi-country query, where the resulting

analysis is securely exported to an external location. Generalizing this process to support

local file storage, cloud storage, as well as other potential data storage locations are supported

robustly. In the Privus codebase there is a class titled Dataset. This key component is

middleware between the census and privacy sides of Privus, similar to both the Humanizer

and Constrainer classes, and acts as the wrapper object for all extract, transform, and load

(ETL) data engineering.

from s r c . data . datase t . d e f au l t import Dataset

from s r c . c ensuse s . c oun t r i e s . Uni tedStates . us import USCensus2020

TEST POPULATION, TEST CSV = in t (10 e6 ) , ‘TEST US2020 . csv ’

datase t = Dataset (USCensus2020 , TEST POPULATION)

datase t . e x t r a c t ( )

datase t . t rans form ( c on s t r a i n e r =‘ c i t i e s ’ , humanizer=True )

datase t . load (TEST CSV, d e s t i n a t i on=‘aws ’ )

While these building blocks were designed for ease of use by other developers, this paper also

conducts experiments on the intersection of di↵erential privacy and synthetic data generated

via GANs.
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5. Experiments

Given the heated discussion around the usage of di↵erential privacy in the 2020 US

Census, experimenting with di↵erential privacy and potential alternative technologies is a

relevant open area for computer science research. Beyond purely building a system for helping

such research, this thesis also includes research based upon usage of the Privus system. In

particular, an experiment was conducted where di↵erentially private census data is compared

with synthetic di↵erential privacy data generated via GANs, where the latter dataset was

created by taking raw census data, generating a new dataset with a deep generative model,

and then applying di↵erential privacy to the synthetic dataset. The fundamental research

question that is seeking to be answered in this experiment is as follows: Does applying

a GAN to census data before training a di↵erentially private classifier on the outputted

synthetic data generated via GANs perform better, worse, or comparably to training the

di↵erentially private classifier on non-synthetic data? As part of working toward answering

this research question, the performance of the di↵erentially private classifier will be evaluated

on non-synthetic data. Then, the quality of the GAN’s synthetic data will also be evaluated.

Finally, the di↵erentially private classifier will be evaluated on the GAN outputted synthetic

data and compared with the non-synthetic data to arrive at the experiment’s conclusion.
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There are two additional classes in Privus which made this possible: Sampler and City-

Constrainer. The Sampler class is the class used to generate raw census data. For now,

there is only one sampler implemented, which generates random census responses. Given that

random responses to a national census lacks correlations for analysis and is also a particu-

larly large dataset, the CityConstrainer class is a subclass of Constrainer that maps random

national censuses into lightly correlated city datasets. For the US, UK, AU, IL, and JP the

cities selected were New York, London, Sydney, Tel Aviv, and Sydney. Based on publicly

available data, these datasets are intended to be baseline data for experimentation.

5.1 Di↵erential Privacy

Di↵privlib is a di↵erential privacy toolkit developed by IBM in 2019 [12]. Both a simple

and accessible library, Di↵privlib supports a number of di↵erent applications of di↵erential

privacy. In particular, the library makes it possible to take a raw dataset and train a di↵eren-

tially private machine learning model on that dataset, finally making it possible to evaluate

the the accuracy tradeo↵ of di↵erential privacy. There is also the ability to customize the

mechanisms which apply noise to the data as well as the hyperparameters for both that noise

and the machine learning models which evaluate the dataset’s utility. For the purpose of

this thesis’ experiments, the Gaussian Naive Bayes classifier was used to evaluate whether

the “age” column in city census data could be predicted well under di↵erential privacy. In

particular, the di↵erential privacy experiment evaluates how this classifier’s accuracy changes

as a function of ✏, thereby working toward a deeper understanding of how an optimal epsilon

can be selected in the scenario of evaluation census privacy techniques.
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5.1.1 Epsilon vs. Accuracy

As earlier sections of this paper have identified, there are significant challenges in applying

di↵erential privacy to census data [8]. Among the most critical challenges is the selection of

an optimal ✏, which can determine whether the data is so noisy that it becomes completely

inaccurate or unchanged enough that it is no longer private. By running the same experi-

ment with various values of epsilon, we can uncover these trade-o↵s and suggest a standard

approach for selecting hyperparameters for di↵erential privacy applied to census data. Con-

sider the following chart which displays the accuracy of a Gaussian Naive Bayes classifier on

di↵erentially private census data:
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As we can see in the chart above, with an epsilon greater than 1, the accuracy of the

classifier plateaus to near perfect accuracy across all datasets. On the other hand, with an

epsilon less than 0.1, the accuracy of the classifier plateaus to negligible accuracy across all

datasets. Between the epsilon values of 0.1 and 1, there appears to be a linear relationship

between accuracy and epsilon. This data suggests that if a census bureau were to want to

render their data entirely usable, which is a privacy concern, then epsilon should be greater

than 1. It also suggests that should the data be rendered unusable, which is less of a privacy

concern, then epsilon should be less than 0.1. The interesting case of selecting an epsilon

between 0.1 and 1 would likely require a larger dataset with more complex experiments to

select optimally. See the Appendix for specific country’s results within this experiment.

5.2 Synthetic Privacy via GANs

The Synthetic Data Vault (SDV) is a software library developed by MIT researchers for

learning the statistical distribution of a dataset such that new data can be generated which

has the same format and statistical properties of the original data. This process is completed

through a minimax optimization game, as is previously addressed in the Background section

of this paper. Synthetically generated data as such has the potential to help augment the

training process for classifiers where the synthetic data is combined with the original data

to create a more robust training dataset, however for the purposes of this privacy research,

there is greater interest in entirely replacing the original dataset with a synthetic dataset.

Therefore, there are a number of critical concerns over the synthetic data generated via

GANs, with the most paramount being the quality of the data.
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5.2.1 Data Quality

This data compares a raw Privus dataset of 100,000 records of New York City census re-

sponses with a synthetic dataset of 100,000 records generated from the original dataset. The

data included seven columns, with the three categorical variable columns being evaluated by

the TVComplement metric (Total Variational Distance) and the numerical variable columns

being evaluated by the KSComplement metric (Kolmogorov–Smirnov test) [3]. A score of 1.0

indicates the synthetic data generated via GANs is exactly the same as the real data while a

score of 0.0 indicates the synthetic data is entirely di↵erent from the real data. In this exper-

iment, the resulting quality is 0.93, indicating that the synthetic data generated via GANs

is reasonably accurate relative to the original dataset but still di↵erentiated significantly.

However, in order for data science to be performable atop the synthetic data generated via

GANs, one must also consider whether or not correlations between the underlying data were

preserved in the synthetic data generated via GANs.
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As the legends in the charts indicate, the r2 correlation between raw columns is near perfectly

preserved in the synthetic data, with the caveat that categorical columns appear to have a

slightly lower correlation than the numerical columns.
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5.3 “Synthetic” Di↵erential Privacy: privacy that arises

by using di↵erentially privately generated synthetic

data rather than real data for anonymization.

Each with their own pros and cons, di↵erential privacy and synthetic data generated via

GANs can actually be combined into one technology. There are two such combinations:

first apply synthetic data generated via GANs then a di↵erentially private algorithm; or,

train a deep generative model with di↵erential privacy. This thesis considers the former

case, which is a pipeline of non-private GANs and a di↵erentially private classifier. As a

whole, the pipeline is not di↵erentially private, and all reported epsilon values pertain only

for the di↵erentially private classifier. Consider the following charts comparing the accuracy

of a Gaussian Naive Bayes classifier versus that classifier’s epsilon when applied to the data

outputted by the previous section’s GAN:
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Aspects of this result indicate that the synthetic di↵erentially private data via GANs

performs comparably to the previous di↵erential privacy experiment. Note that with an

epsilon greater than 1, the classifier is able to perform with near perfect accuracy. With the

exception of the dotted green and yellow lines, which represent Tokyo and Tel Aviv’s synthetic

data generated via GANs, it also appears that with an epsilon less than 0.1, the classifier only

performs with negligible accuracy. Otherwise, for values of epsilon between 0.1 and 1, there

is a linear relationship between accuracy and epsilon. Overall, this is a strong indication that

synthetic data generated via GANs is a strong alternative to raw data when considering a

di↵erential privacy use-case. However, when we consider the above charts for Tokyo and Tel

Aviv’s synthetic data generated via GANs in this experiment, there is a common trend in

both of the above charts: from epsilon values 0.1 to 0.05, the classifier performs significantly

better on synthetic data generated via GANs, while from epsilon values 0.01 to 0.05, the

classifier performs significantly worse on synthetic data generated via GANs. One particular
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di↵erence in the Tokyo and Tel Aviv datasets from other datasets is the presence of more

categorical variables in the datasets for Tokyo and Tel Aviv datasets, specifically due to

certain questions that have more potential responses in those censuses. This means that

when a column is one-hot encoded into a format that can be processed by a classifier, the

result is more boolean columns, with one column for each variable. Ultimately, this leads

to wider columns for datasets with more categorical variables. The relationship between

these data structures and the observed behavior for epsilon remains an area for continued

research with more datasets, model architectures, noise mechanisms, and, of course, more

trials of each experiment to reinforce the observed system performance results. Additionally,

the Appendix includes the charts containing remaining cities epsilon vs. synthetic accuracy

results.

5.4 US Census vs. American Community Survey

An extension of this research which is of particular interest to US Census researchers is

how di↵erential privacy a↵ects the Decennial Census in comparison to the far more detailed

American Community Survey (ACS). Since the ACS includes more questions than the US

Decennial Census, there is the potential for more interesting results to be extracted from that

dataset. While experiments were not conducted with ACS data in this iteration of Privus, the

results suggesting that more categorical variables leads to less representative performance for

synthetic di↵erential privacy generated via GANs (privacy from using di↵erentially privately

generated synthetic data, not real data) indicates that the ACS, with its far more categorical

variables than the Decennial Census, should only consider privacy technologies once they

have been proven on censuses that can be represented in data schemas with less columns.
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6. Future Work

Considering that Privus was designed with developer use in mind and that census privacy

will remain relevant for decades to come, there is significant potential for future work to

be conducted on Privus. This section will acknowledge a few such possible techniques for

development, including brief guides as well.

6.1 Open Source

Privus is intended to be an open source project to maximize the ability for other developers

to add support for more countries and more privacy technologies to the project. With minimal

added work, Privus can be released publicly on GitHub under an MIT License, which would

unlock this opportunity for other researchers to contribute to the project. Once open sourced,

there are a number of features as well as two main initiatives that would add significant value

to the system: adding new national censuses and adding new privacy primitives. Below are

notes on those features as well as guides for each of those initiatives.
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6.1.1 Features

• Dockerization: Adding Docker support to Privus would be a major step toward

enabling more developers to work with the system. This would entail writing a Dock-

erfile that enumerates the dependencies necessary for an operating system to build and

locally run the Privus codebase. Privus currently supports installing Python dependen-

cies through a requirements.txt file, so this Dockerfile would simply need to configure

a recent Python build and then invoke pip install on the requirements file. Additional

engineering could support Docker caching, which would lead to dependencies only need-

ing to be rebuilt when they are upgraded, leading to faster developer iterations when

contributing to Privus.

• Abstractions: The way census responses are aggregated between countries can always

be improved, especially as more countries are added to Privus. This work would entail

defining more interfaces for potential census responses as well as optimizing existing

interfaces. Overall, working toward better designed abstractions will only accelerate

the speed with which developers can add more censuses to the system.

• Sample Distributions: The mechanism which Privus uses to generate baseline cen-

sus responses can be improved. Privus currently supports random responses and con-

strained city-level responses based on aggregate census statistics, but applying those

statistics nationally would enable more experiments on datasets as large as the national

censuses being simulated. While this type of research would require more computing

infrastructure, techniques such as multi-threading may support better research results

on the new sample distributions.
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• Constrainers: Privus currently supports one city-level constrainer class, which maps

raw national census data into smaller datasets. Going a step further and including

a municipality-level constrainer class would support many more research experiments.

Moreover, adding more cities and municipalities to those constrainers would be valuable

to more geographies than were studied in this thesis.

• More Censuses & Privacy Tools: With five national censuses and two privacy tech-

nology libraries in Privus so far, there has been considerable progress toward making

Privus as generalized of a census privacy system as possible. That being said, adding

more censuses and privacy tools will only further the intended impact for the project.

This type of work is truly at the core of evolving Privus into a widely used academic

research tool, and will be further documented in the next section.

6.2 Guide to Extension

The guides contained in this section are meant to exemplify the two main ways the Privus

codebase can expand, which are either by adding more countries to the API or by adding

new privacy primitives. The format of the guides is intended to be comparable to typical

tutorials found in most modern API specification documents. Specifically, this section will

walk through the process by which censuses and privacy tools were added to Privus with

the hope that future developers could reference this guide to implement their own national

censuses and privacy tools in Privus.
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6.2.1 New National Census

The first step in adding a new national census to Privus is finding a public copy of

that census’s questionnaire. Di↵erent countries make these documents accessible in di↵erent

ways, however the five censuses added to Privus were all available on that government’s

census bureau websites. Next, a developer needs only to create a new Questionnaire object

consisting of question and answer objects as follows:

c l a s s USCensus2020Question3 ( Question ) :

de f i n i t ( s e l f ) :

prompt = ‘ I s t h i s house , apartment , or mobile home ’

super ( USCensus2020Question3 , s e l f ) . i n i t ( prompt )

c l a s s USCensus2020Answer3 (Answer ) :

de f i n i t ( s e l f , type : AnswerType=AnswerType .SELECT ONE OPTION) :

opt i ons = HouseholdKind ( ) . opt i ons

super (USCensus2020Answer3 , s e l f ) . i n i t ( type , opt ions )

The key considerations when adding this code are whether or not the code needs a new set

of response categories as well as a corresponding answer type. The answer type is used to

answer the question according to the defined options. See AnswerType.py and the people

directory for defining new answer types and interfaces with question response options.
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6.2.2 New Privacy Primitive

Since new privacy primitives, especially ones added from external libraries like those

used for this research, tend to have a large number of implementation-specific methods, the

interfaces for adding new privacy primitives are intentionally general. This is starkly di↵erent

from census interfaces which share a tremendous amount of overlapping information that can

be used to abstract. Di↵erential privacy and synthetic data generated via GANs instead rely

on statistical transformations and machine learning, which are unique enough to warrant

their own general interfaces. More concretely:

c l a s s Synthet icData ( Pr ivacyPr imi t ive ) :

de f g e n e r e a t e s y n t h e t i c a l l y p r i v a t e d a t a ( s e l f ,

input data : pd . DataFrame

) −> Synthe t i ca l l yPr iva t eData :

r a i s e NotImplementedError ( )

c l a s s D i f f e r e n t i a l P r i v a c y ( Pr ivacyPr imi t ive ) :

de f g e n e r a t e d i f f e r e n t i a l l y p r i v a t e d a t a ( s e l f ,

input data : pd . DataFrame

) −> Di f f e r e n t i a l l yP r i v a t eDa t a :

r a i s e NotImplementedError ( )

For more guiding details, please see the mit.py and ibm.py interface implementations.
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7. Conclusion

In conclusion, this thesis presented privacy-preserving data analysis as it relates to compu-

tation on sensitive, yet socially critical, census data. After providing a historical foundation

of census privacy and reviewing state of the art anonymization techniques, the thesis intro-

duced a new software system for census privacy: Privus. Architected to be both modular and

extensible, Privus is a toolkit for experimenting with five nations’ censuses alongside both dif-

ferential privacy and synthetic data generated via GANs. Experiments were conducted which

compared the performance of di↵erential privacy on raw data versus synthetic data generated

via GANs, and identified that synthetic data generated via GANs can be just as usable as

raw data for su�ciently large values of epsilon. With smaller values of epsilon, however,

there was notable variance in that was not present in the original data, especially for cen-

suses with more categorical variables and thus wider columns once hot-encoded. Therefore,

this research empirically indicates that synthetic data generated via GANs is a worthwhile

privacy primitive that can be e↵ectively combined with di↵erential privacy. More work needs

to be conducted, both in theory and practice, to establish selecting optimal hyperparameters,

and more work developing Privus would support that e↵ort toward a generalized toolkit that

safely enables computer scientists to research private census data.
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Appendix

This appendix includes additional charts from experiments conducted for this thesis. In

particular, below are the charts for all of the individual results from the di↵erential privacy

experiment as well as the remaining individual charts from the synthetic di↵erential privacy

generated via GANs experiment.

Charts
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