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Abstract
Sculpting Visual Cortex: How Recurrent Structure, Modulatory Signals, and Development Shape
V1 Responses

Tuan Huu Nguyen

The primary visual cortex (V1) is the first cortical area to process retinal signals, and the
classical picture featuring feedforward orientation-selective inputs and recurrent amplification is
well established. However, this view is incomplete: V1 receives modulatory inputs from
non-visual sources and orientation selectivity emerges even before visual experience. My thesis
explores how modulation and development shape V1 responses across three complementary
projects. In my first project, I show that optogenetic stimulation of macaque V1 excitatory
neurons produces diverse single-cell responses yet preserves the population statistics of neurons
whose feature preferences match the visual stimulus — a phenomenon we term "rate reshuffling.”
While randomly connected networks can reproduce this effect, they require strong coupling and
tight excitatory-inhibitory cancellation inconsistent with observations. In contrast, I show that
networks with feature-dependent structure generate reshuffling robustly under more biologically
plausible conditions. My second project explores the underlying mechanisms by developing a
mean-field framework for networks with feature-dependent structure in which decomposing
global activity into tuned and untuned components reveals effective interactions between the
visual-stimulus-matched and baseline populations. A linear response analysis then shows that
strongly-coupled, feedback-inhibition-dominated networks exhibit suppressive

baseline-to-matched interactions, robustly explaining the lack of matched responses to the



optogenetic stimulus. In my final project, I characterize how endogenous mechanisms generate
orientation selective and spatially organized visual responses in ferret V1 before the onset of
vision. I propose that strong receptive field biases drive recurrent interactions to form
phase-insensitive responses in layer 4, which are transformed into orientation-selective and
spatially periodic activity in layers 2/3. This structure differs from the mature architecture but
naturally emerges from activity-dependent plasticity driven by geniculate activity prior to
eye-opening. My findings reveal mechanisms by which visually and behaviorally relevant signals
can coexist in separate populations and demonstrate that structured visual representations can

emerge without prior visual experience.
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Chapter 1: Introduction and Background

How do humans and other animals make sense of their environments? Sensory organs such
as the retina and cochlea detect rich information about our surroundings: the luminance and color
within our visual scene, or the intensity of sonic frequencies that we hear. Although this raw
sensory input contains rich information about the external world, it would be insurmountable to
use these signals directly due to their high dimensionality. Humans possess approximately 1.5
million retinal ganglion cells [1] — the output neurons of the retina — and about 7,000 cochlear inner
hair cells [2]. The brain must extract behaviorally relevant features from these high-dimensional
signals.

The brain accomplishes this through neural circuits: networks of neurons connected primarily
by chemical synapses. At a chemical synapse, an action potential (also called a spike) in the presy-
naptic neuron triggers the release of neurotransmitter molecules at the axon terminal. These neu-
rotransmitters bind to receptors on the postsynaptic neuron's dendrites, opening ion channels and
thereby in uencing the postsynaptic neuron's voltage and its probability of ring action potentials.
The pattern of synaptic connections — which neurons connect to which, and with what strengths —
determines how neural populations transform sensory inputs into neural representations. A neural
representation refers to the pattern of action potential ring rates across a population of neurons in
response to a stimulus. Through development and learning, neural circuits come to encode statisti-
cal regularities in sensory inputs, extracting lower-dimensional features useful for behavior. These
representations range from low-level features such as oriented edges in vision [3] or harmonic
structure in audition [4], to high-level features such as object identity [5, 6] or phoneme categories
[7, 8].

A central goal of sensory neuroscience is to understand the neural computations performed

by sensory brain regions: what features are encoded, how circuit connectivity implements these



computations, and how circuits develop these capabilities. The mammalian neocortex — the six-
layered structure forming the characteristic wrinkled outer surface of the brain [9] — has received
particular attention. The cortex is organized into distinct functional areas, broadly categorized as
sensory, motor, or associative [10, 11]. Sensory cortical areas receive and interpret sensory signals
to form conscious percepts [12, 13, 14, 15]. Motor areas plan and execute coordinated movements.
Associative areas integrate sensory and motor information to support higher cognitive functions
such as memory and reasoning. Within sensory cortex, primary sensory areas — including primary
visual cortex (V1), primary auditory cortex (Al), and primary somatosensory cortex (S1) — are
the rst cortical recipients of sensory input. These areas are thought to encode relatively simple,
low-level features, making them attractive targets for understanding the neural basis of sensory
processing.

The primary visual cortex (V1) has served as a canonical model system for understanding sen-
sory processing. The classical view holds that V1 processes visual features through a feedforward
hierarchy: retinal ganglion cells encode local light-dark contrasts and project to the lateral genic-
ulate nucleus (LGN) of the thalamus, which in turn projects to V1 layer 4 (L4). Within L4 of V1,
neurons become selective for oriented edges at particular positions in the visual eld, with this
selectivity thought to arise from the spatial arrangement of LGN inputs [3]. L4, in turn, projects
to layers 2/3 (L2/3), which produces a re ned representation of visual edges that are sent to higher
visual areas for further processing [16, 17]. However, this hierarchical view is incomplete. V1 re-
ceives extensive feedback and modulatory connections from both cortical and subcortical areas [18,
19, 20], and these inputs — many of which do not encode visual features — nevertheless strongly
in uence V1 responses [21, 22]. Furthermore, recent ndings suggest orientation-selective re-
sponses and their spatial organization rst emerge in L2/3 of V1 [23], challenging the notion that
visual representations arise through a strict laminar hierarchy. Understanding how V1 circuits in-
tegrate visual and non-visual signals, and how structured representations develop prior to sensory

experience, requires moving beyond the classical hierarchical framework.



1.1 The Classical Feedforward Model of V1

V1is anideal model system for understanding sensory cortical computation. Its response prop-
erties are extensively characterized, in part by its accessible anatomical location and the distinctive
myelinated stripe in layer 4 that facilitates identi cation [27]. The most quintessential feature of
V1 neurons is their orientation selectivity: they respond most strongly to oriented edges or gratings
(patterns of alternating bright and dark bars) at a particular angle, termed the neuron's preferred
orientation [3, 28, 24, 29] (Figure 1.1A). The neuron's ring rate as a function of stimulus ori-
entation de nes its orientation tuning curve [25] (Figure 1.1B). Beyond orientation, V1 neurons
exhibit selectivity for motion direction, spatial frequency, color, and binocular disparity [3, 24, 30,
31, 32, 33, 34, 35].

Remarkably, orientation preference is spatially organized across the cortical surface in many
mammalian lineages (excluding rodents and lagomorphs). Neurons with the same preferred ori-
entation are arranged in vertical orientation columns spanning all six cortical layers [24, 36]. As
one moves horizontally across the cortical surface, preferred orientations vary smoothly, creating
guasi-periodic orientation maps [37, 38, 39] (Figure 1.1C). These maps exhibit a conserved archi-
tecture across species with cortical columns [26]: orientations repeat with a characteristic spatial
wavelength (the hypercolumn), and topological singularities called pinwheel centers — where all
orientation preferences are represented in their vicinity — occur at a characteristic density of ¢ per
hypercolumn (Figure 1.1D,E). How this stereotyped architecture emerges across distant species
remains a fundamental question.

The classical explanation for orientation selectivity invokes the precise anatomy of feedforward
pathways. Retinal ganglion cells (RGCs) project retinotopically to the lateral geniculate nucleus
(LGN) of the thalamus, which in turn projects to V1 layer 4 (L4). These projections are arranged
such that nearby points in visual space map to nearby geniculate and cortical locations [27] (Figure
1.2A,B). Neurons selectively respond to the presence of visual stimuli within a speci c region

of the visual eld — the neuron's receptive eld. These receptive elds can be further divided



Figure 1.1: Neurons in V1 exhibit strong orientation selectivity and either a quasi-periodic map or a salt-
and-pepper arrangement of orientation preferences.

A V1 neurons respond selectively to the presentation of edges of a preferred orientation within its receptive
eld. Responses from an example complex cell in L4A of macaque V1 to a moving black bar. Left: ori-
entation and position of stimulus with respect to the neuron's receptive eld, indicated by the dashed box.
Right: Example traces from extracellular neural response recording for different bar movement directions.
Action potentials are evident from the spikes in extracellular traces. Adapted from [24].

B A neuron's orientation tuning curve plots its average response as a function of the presented stimulus
orientation. Histogram shows average spike rates of an example simple cell in cat V1 to a ashed bar of
varying orientations. Adapted from [25].

C Rodents and lagomorphs show a salt-and-pepper arrangement of orientation preferences, whereas carni-
vores, primates, and tree shrews show a columnar organization. Left: Phylogenetic tree of major mammalian
orders that have been studied. Right: illustration of salt-and pepper and columnar organizations. Adapted
from [26]

D Orientation maps exhibit spatial quasi-periodicity and topological defects called pinwheel centers. Ori-
entation map recorded in ferret V1 through optical imaging of intrinsic signals. Colors represent preferred
orientations. Adapted from [26]

D Pinwheel densities in tree shrews, galagos (a primate), and ferrets (a carnivore) are, on average, equal to
c. Scatter plot shows the measured pinwheel density vs the hypercolumn size among individual animals for
each species. Adapted from [26] 4



Figure 1.2: The retinotopic arrangement of geniculocortical connections explains how V1 generates orien-
tation and phase selectivity.

A lllustration of the visual pathway from retina to V1. The left hemibrain encodes stimuli in the right visual
hemi eld and vice-versa. Adapted from [40].

B V1 exhibits a precise, orderly mapping of retinotopic locations. Top: Image shown to a macaque. Right
hemi eld is enclosed in the black box. Bottom: Autoradiograph of neural activity in response to the pre-
sented image. Radioactive tracer is injected into V1, and active cells take up more tracer, resulting in the
observed radiation pattern. Adapted from [41].

C, D ON (red) and OFF (blue) subregions of an example LGN neurons (C) and an example L4 simple cell
(D). Circle in (C) shows area of the LGN center subregion. Circles in (D) show superimposed center subre-
gion areas of ON (red) and OFF-center (blue) LGN cells that are functionally connected to the example L4
cell. Functionally connected cells have response cross-correlation functions with peaks at short time lags.
Adapted from [42].

E Arrangement of ON and OFF subregions can explain neural orientation selectivity and phase modulation.
Schematic of the total geniculate input (ER$4) into an example L4 cell with given ON (green) and OFF
(magenta) subregions. Input is greatest (i.e. ERG® most strongly negatively depolarized) when light

and dark bars overlap with ON and OFF subregions. Adapted from [43].

F Complex cells can arise from integrating inputs from simple cells of a common preferred orientation but
varying preferred phases. Adapted from [44].



into subregions where light increments (ON) or decrements (OFF) drive neural responses. LGN
neurons have center-surround receptive elds: one subregion resides in a central area, while the
opposite subregion occupies the surrounding area. LGN cells are thus classi ed as ON-center or
OFF-center depending on the central subregion type [42, 45] (Figure 1.2C).

V1 L4 neurons, by contrast, have spatially segregated ON and OFF subregions that are often
elongated perpendicular to their axis of segregation — so-called simple cell or Gabor-like receptive
elds [42, 43, 46]. This structure arises from the spatial arrangement of ON-center and OFF-center
LGN inputs converging onto the L4 cell (Figure 1.2D). Orientation selectivity follows naturally:

a grating aligned with the elongated axis of the receptive eld maximally activates ON regions
with bright bars and OFF regions with dark bars, producing the strongest response [43, 47, 48, 49,
50] (Figure 1.2E). This feedforward model also explains phase selectivity: because gratings are
spatially periodic, a neuron's response depends not only on orientation but also on the grating's
spatial position (phase) relative to its receptive eld. A neuron's phase selectivity is quanti ed by
the ratio of the AC amplitude () and DC component () of its response as a function of the
grating phase. Simple cells exhibit strong phase modulation, characterizee lpyj 1.

L4 projects strongly to L2/3, which integrate L4 inputs and relay the processed representation
to higher visual areas [16, 17]. L2/3 neurons inherit orientation selectivity from L4 [51, 52], but
exhibit reduced selectivity for certain features due to convergent integration. Most notably, L2/3
neurons are predominantly complex cells with weak phase modulatieng( Y 1), thought to
arise from pooling L4 inputs with similar orientation preference but varying phase preferences
[44, 53, 46, 54, 55] (Figure 1.2F). Similarly, while L4 responses are primarily monocular (prefer-
ring input from one eye), L2/3 neurons pool across L4 cells preferring different eyes to construct
binocular representations [28, 24, 56, 57, 58]. This feedforward model — LGN inputs ! L4 simple
cells ! L2/3 complex cells — elegantly explains the emergence of orientation selectivity and its

laminar organization. However, as we will see, this picture is incomplete.



Figure 1.3: V1 exhibits canonical computations that may be explained by functionally speci c lateral
connectivity.

A Population response to the presentation of two superimposed gratings is smaller than the linear sum of
responses to each stimulus individually. Top and left: contrast levels of individual horizontal and vertical
gratings prior to stimulus superposition. Center: Population response from multi-units in L2/3 to the super-
position of a given pair of individual stimuli. Units are binned by their preferred orientations, and the mean
response within each population is plotted vs populations' orientation preferences. Adapted from [59].

B Population response over retinotopic space decreases in amplitude with increasing stimulus size. Top:
Rate elds computed from kernel smoothed data recorded from mice. Bottom: Gaussian ts to rate elds.
Left: Averaged rate eld of L2/3 pyramidal (excitatory) and PV (inhibitory) cells. Right: Averaged L4
pyramidal rate eld. Colors differentiate between different stimulus sizes, which are indicated as the width
of the bars plotted above the x-axis. Adapted from [60].

C Excitatory cells make more frequent and stronger connections to other excitatory cells with similar re-
sponses. Data collected in mice. Left: Connection probability vs pair response correlation. Right: Mean
EPSP amplitude, a measure of synaptic strength, vs response correlation. Adapted from [61].

D While the connection probabilities between excitatory and inhibitory cells are not functionally speci c,
the synaptic strengths are. Data collected in ferrets. Similar plots as in (C), but for inhibitory to excitatory
connections (left) and excitatory to inhibitory connections (right). Adapted from [62].



1.2 Beyond Feedforward: Recurrent Circuits and Canonical Computations

The feedforward model successfully predicts orientation tuning but often fails to explain many
essential aspects of V1 responses. These failures point to the critical role of recurrent or lateral in-
teractions — connections between neurons within the same cortical layer. These interactions shape
the responses of neural populations tuned to different visual features — the population response —
and underlie the canonical computations performed by V1. Two examples illustrate this:
Normalization: When two gratings of different orientations are simultaneously presented to sepa-
rate eyes, the population response across orientation-tuned neurons is weaker than the linear sum
of responses to each grating alone [59, 63, 64, 65, 66] (Figure 1.3A). Neurons with different ori-
entation preferences compete, suppressing each other's responses.

Surround suppression: When a grating extends beyond a neuron's classical receptive eld, re-
sponses are suppressed compared to optimally-sized stimuli [60, 67, 68, 69, 70]. Neurons in
neighboring cortical regions modulate each other's activity.

Both phenomena require interactions between cortical neurons that cannot be attributed to feed-
forward LGN inputs alone [66, 71]. Understanding these computations requires understanding
V1's recurrent circuit architecture. Cortical neurons are broadly classi ed into two types based
on their neurotransmitter release. Excitatory (E) cells release glutamate, which binds to AMPA
and NMDA receptors and increases the postsynaptic neuron's ring probability [72]. Inhibitory (1)
cells (also called interneurons) release GABA, which decreases postsynaptic ring [73, 74]. Inhi-
bition not only prevents runaway excitation and epileptic activity [75, 76], but actively implements
suppressive computations like normalization and surround suppression [71, 77].

Recurrent connections in V1 are not random but exhibit functionally speci c connectivity:
synapses preferentially form between neurons with similar orientation preferences [61, 62, 78,
79, 80, 81, 82, 83] (Figure 1.3C,D). This holds for excitatory-to-excitatory (E E), excitatory-
to-inhibitory (E 1), and inhibitory-to-excitatory (I E) connections. As | review in Chapter 2,

phenomenological circuit models incorporating this structured connectivity and nonlinear neural



dynamics can explain V1's canonical computations [84, 85, 86].

How does functionally speci c connectivity arise? Activity-dependent synaptic plasticity — the
restructuring of synapses based on patterns of neural activity — underlies much of circuit develop-
ment. While diverse plasticity rules govern long-term potentiation (LTP; synaptic strengthening)
and long-term depression (LTD; synaptic weakening) across different cell types [72, 74, 87, 88],
many follow Hebb's principle: “neurons that re together wire together” [89]. Hebbian learning
rules (reviewed in Chapter 2) strengthen synapses when pre- and postsynaptic activity is correlated,
while anti-Hebbian rules weaken them. The prevalence of functionally specic E E and E |
connectivity suggests that excitatory synapses in V1 follow Hebbian learning, while inhibitory

synapses follow anti-Hebbian rules.

1.3 The integration of feature-tuned visual and untuned, non-visual inputs in V1

The simple functional division of cortex into separate regions that preform distinct computa-
tions has been challenged by evidence that neural correlates to decision making [90, 91, 92], behav-
ioral states [93, 94, 95], body movements [96, 97, 22], and working memory [98] are widespread
across cortex and can be even be found in V1. Therefore, computations integrating sensory, motor,
and cognitive signals may occur in primary sensory cortices rather than exlusively in associative
areas. A recent work suggested that V1 bene ts from receiving locomotor (running) signals be-
cause it must adapt to differences in sensory statistics between stationary and locomoting states
in order to optimally encode visual information [99]. While this normative principal can explain
the observed modulations in V1 responses evoked by locomotion, the mechanisms underlying how
neural circuits implement this computation are poorly understood.

In contrast to the strongly orientation-tuned visually-evoked inputs into V1, many non-visual
inputs are received by cells without regard for their sensory feature tuning [96, 18]. To study
how V1 integrates such untuned modulatory signals with feature-tuned visual inputs, a “circuit-
busting” approach involves replacing biological untuned inputs with precisely controlled arti cial

ones. Optogenetic methods, in which genetic tools force speci ¢ neural cell types to express light-



sensitive ion channels that can be opened by laser stimulation, have become a quintessential tool
for introducing cortical perturbations [76, 100, 101, 102, 103, 104, 105, 106, 107]. Thus, studying
how V1 responds to untuned optogenetic perturbations can allow us to gain a mechanistic circuit-
based understanding of the interactions between untuned modulatory and tuned visual inputs.

In Chapter 3, my collaborators and | analyze two datasets measuring the responses evoked by
the addition of untuned optogenetic activation of V1 excitatory neurons on top of a visual stimu-
lus [108]: One dataset recorded in mice [109] and the other recorded in macaques [110]. In both
species, we nd that while the laser induces large and diverse responses among individual neurons,
it has a weak or insigni cant effect on the distribution of neural activity at higher visual contrast —

a phenomenon we call reshufing. Through numerical and mean- eld analyses, we show that two
conditions are necessary to produce an approximately unchanged variance in population ring af-
ter optogenetic perturbation: 1) strong heterogeneity in individual optogenetic responses and 2) the
suppression of the mean optogenetic response. We demonstrate that unstructured models with un-
tuned visual and optogenetic inputs and non-speci ¢ random connectivity can produce reshuf ing,
but require unrealistically strong synaptic coupling such that recurrent inhibition signi cantly can-
cels the mean optogenetic input and generates a suppressed mean response [111, 112]. In contrast,
we nd that structured, feature-dependent models incorporating orientation-tuned visual inputs and
functionally speci c random connectivity can produce reshuf ing in a regime where excitation and
inhibition only partially cancel, which is more consistent with experimental data [113]. However,
the mechanism underlying how structured models produce reshuf ing were left unexplored.

In Chapter 4, | develop a general theory of how feature-dependent random models integrate
untuned and tuned inputs [114]. | show through a mean- eld analysis [115] that the statistics of
the population response are well characterized by an effective model describing interactions be-
tween populations who prefer the presented visual stimulus (“matched”) and populations ring at
baseline levels (“baseline”). This effective model exhibits a striking asymmetry in which base-
line populations project strongly to matched ones, but the reverse projections are weak. Since

untuned inputs target both populations equally, as opposed to tuned inputs that preferentially target
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the matched population, an untuned perturbation not only directly drives the matched population
but also indirectly affects it by modulating the baseline activity. Through a linear response analy-
sis, | demonstrate that the indirect baseline-mediated pathway is suppressive in suf ently strongly
coupled, feedback-inhibition-dominated networks. In the context of reshuf ing, the cancellation
between direct optogenetic drive and indirect baseline inhibition can explain how functionally spe-

ci ¢ networks produce suppressed mean optogenetic responses with realistic levels of coupling.
Finally, 1 show that presenting the model with a second visual stimulus weakens the effective
feedback from baseline to matched populations, resulting in a weaker indirect suppression of the
matched optogenetic response. Thus, my model predicts that the presence of an untuned perturba-

tion, e.g. an optogenetic stimulus, can effectively weaken response normalization.

1.4 Endogenous development of V1 orientation representations

Previous work has shown that carnivores do not require visual experience to develop orientation
selectivity and maps, but rather experience is needed to maintain and re ne them [117, 118, 119,
120, 121]. Thus, endogenous mechanisms — those that are innate rather than learned through
experience — must underlie the initial development of orientation representations. However, it is
unclear to what extent endogenous development is shaped by genetic and biomolecular factors
vs through activity-dependent synaptic plasticity [122]. Theoretical models have demonstrated
that Hebbian learning can drive the development of orientation-selective simple cell receptive eld
in L4 under realistic developmental conditions [123]. However, no models of L4 development
alone are able to produce realistic orientation maps through activity-dependent plasticity without
patterned visual experience [123, 124, 125, 126, 127], calling into question how activity-dependent
mechanisms can produce the observed early modular ( periodic) maps.

Recent evidence has suggested L2/3 may be able to generate orientation selectivity and maps
through its intrinsic connectivity with input from, but without instruction from L4. This conclusion,
if true, would defy the classical view of V1 as a sequential laminar processor in which representa-

tions rstarise in L4. Prior to eye opening, L2/3 of ferret V1 exhibits spontaneous activity patterns
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Figure 1.4: By eye opening, L2/3 of ferret V1 can produce orientation-selective, periodic response patterns
with different orientation-tuning properties than its L4 inputs.

A Spontaneous L2/3 activity in ferret V1 prior to eye-opening exhibits spatial periodicity and spans mil-
limeters of cortex. Example z-scored spontaneous L2/3 activity patterns measured from wide eld calcium
imaging in ferrets prior to eye-opening. Adapted from [116].

B The structure of spontaneous correlation patterns align with the structure of measured orientation map.
Left: Spontaneous activity orrelation between the seed point (green dot) and a given wide eld image pixel.
Black solid lines indicate locations preferring horizontal stimuli. Right: Orientation map measured at eye
opening. Colors represent preferred orientations and brightness indicates orientation selectivity. Adapted
from [116].

C In visually naive ferrets (at eye-opening), feedforward inputs are more weakly orientation selective than,
and exhibit stronger orientation preference mismatch than later responses that incorporate recurrent inputs.
Left: Schematic of relationship between latency from response onset and contributions to the voltage re-
sponse. Short latency responses primarily re ect feedforward L4 inputs, while long latencies re ect the
integrated feedforward and recurrent inputs. Middle: Average orientation selectivity of voltage responses
in 100 ms time window as a function of latency from response onset. Red curves show data ferrets at eye
opening (naive) and black curves show data from animals with at least ve days of visual experience (ex-
perienced). Right: Absolute difference in preferred orientation (mismatch) between responses in each time
window and the full response (FR) averaged across 1 s. Adapted from [52].

12



that are periodic, similar to orientation-tuned response patterns [116, 128, 129, 130] (Figure 1.4A).
Furthermore, the spatial structure of the spontaneous correlations strongly align with the structure
of the orientation maps that develop by eye-opening [116] (Figure 1.4B). Finally, the L4 inputs
received by L2/3 are signi cantly less orientation selective than, and strongly mismatched in pre-
ferred orientation to, the L2/3 responses [52, 23] (Figure 1.4C). However, the exact mechanism
by which L2/3 generates orientation selectivity and realistic maps is unknown. In addition, the
structure of the L4 orientation representation present at eye opening has been unexplored, as are
the activity-dependent mechanisms that can produce it.

In Chapter 5, | analyze receptive eld and grating-evoked spiking responses measured in L4
and L2/3 of ferret V1 at eye opening to model the early structure and its development. | nd
that early L4 receptive elds are sparsely elongated and exhibit strong bias towards one dominant
sub eld, in contrast to the balanced ON/OFF sub elds of adult L4 receptive elds. | then show that
the L4 spiking responses are signi cantly less phase-modulated than their receptive elds would
suggest, indicating L4 recurrence actively reduces phase modulation. To explain how non-speci c
recurrent connectivity reduces L4 phase modulation without strongly diminishing its orientation
selectivity, | demonstrate that the L4 orientation map must to be locally clustered. In addition, | nd
that LGN responses prior to eye opening and activity-dependent Hebbian plasticity can drive the
development of the observed receptive elds and the inferred locally correlated L4 map. Finally,
| show that models of strong, heterogeneous L2/3 recurrent connectivity can produce moderate
orientation selectivity, a modular orientation map, and strong orientation preference mismatch
from its L4 inputs given three essential factors: 1) the L4 orientation map is not modular, 2) the
L4 inputs are weakly and sparsely orientation-selective, and 3) the L4 inputs patterns are spatially

smooth.
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Chapter 2: Review of phenomenological models of V1 circuits and

development

2.1 Random models of local V1 circuits and the balanced state

Abstract phenomonological models of cortical dynamics allow a rst-principals understand-
ing of the mechanisms underlying how the known neural circuits produce the observed cortical
response properties and canonical computations. The simplest network models explore local V1
circuits of functionally similar (i.e. receiving similar inputs) and randomly connected E and | neu-
rons [111, 112, 131]. Within each population, labeled by the cell type = - , there are #
neurons receiving homogeneous feedforward inputsThe total input D — which abstractly rep-
resents a neuron's membrane potential or summed total ionic currents — and the ring rate A of
the 8-th neuron is denotefl Bnd A, respectively. The presence or absence of a synapse from
neuron B to neuron B, denoted as¥? | is typically binary and Bernoulli distributed with a con-
nection probability that may depend on the connection type (i.e. the cell types of the pre- and
postsynaptic neurons). When a synapse exists, its strength or ef cacy — which linearly abstracts
how changes in presynaptic ring rate affect the postsynaptic net input — is generally assumed to
be homogeneous but connection type-dependent and is denoted @3sgure 2.1A). Finally, the
model evolves either according to rst-order voltage-based or rate-based dynamics, depending on
whether the net inputs D or ring rates A are treated as the principal dynamical variables. Given an
intrinsic timescale g and an input-output or activation function 5 1D° that represents the relationship

between net inputs and ring rates, the voltage-based network obeys the dynamical equation

& &
gdgctflm = Do, PoINice, - Aico=5coo- (2.1)
=—- 8=1
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Figure 2.1: Random models can characterize the effective interactions between populations, while feature
space models can reproduce many canonical computations.

A Schematic of mean- eld analysis of random models. Neurons within each population (red: excitatory,
blue: inhibitory) make random projections, but the mean interaction between neurons can be summarized by
a recurrent weight representing the product of the mean in-degree and the mean synaptic ef cacy. Adapted
from [108].

B,C Schematic of a ring model (B) and a 1D spatial model (C). Excitatory (red) and inhibitory (blue) units
are located on discrete sites in feature space, and make their strongest projections nearby units. Solid curves
show schematic of orientation-tuned feedforward inputs for two grating orientations into the ring model and
the relationship between stimulus size the feedforward input width into the spatial model. Adapted from
[86].

D The ring model combined with the SSN mechanism can produce sublinear response summation when
presented with two gratings, resembling response normalization. Red curves show excitatory population
response for each individual stimulus or the two stimuli combined. Bottom: Comparison between the two
grating-evoked population response (black), the linear sum of responses to each individual grating (green)
and the mean of responses to individual gratings (orange). Adapted from [86].

E The 1D spatial model with a linear activation function can produce a non-monotonic relationship between
rate eld amplitudes and stimulus size, resembling surround suppression. Top: Stimuli and feedforward
input elds for three different stimulus sizes. Bottom: Excitatory rate eld. Firing rates can be negative due

to linear activation function. Adapted from [86].
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while the rate-based network obeys the equation

ggée?lco = B1co spfico-  Bice =O ° Pop1c0 (2.2)

d =— 8=1

Egs. (2.1) & (2.2) may admit a stable steady state, but the network may also produce intrinsically
generated chaotic dynamics [115, 132, 133].

The behavior of these random models can be analyzed by borrowing mean- eld theory tools
from statistical physics. As long as the system is not globally unstable, the net inputs and ring
rates of all neurons become stationary processes after evolving a suf cient amount of time. Letting

denote the average number of synapses received by cells of type (the mean in-degree), if

is suf ciently large then the central limit theorem asserts that the net ingl#€ Dcan be
approxima}ted as independent samples from a stationqry Gaussian process-GPHY° where
D=#11 5 DPiCo0is the mean input and*BP = #1 ) s D icopiC, B D iC°D'C, BP
is the input cross-covariance fungtion [115, 134, 135]. Letting=A# 1 ) 321@1000 denote the
mean ring rate and 1B° = #! ) 5 MB1coNC | B denote the rate autocorrelation function,
these four quantities must satisfy a set of self-consistent equations that can be derived by computing
the population and disorder average of Egs. (2.1) and (2.2) and solving for their stationary behavior.

The self-consistent equations for the voltage-based model are

0
D = A s - A= h5 1DPD NiD — 1000 —
d2 (3 (23)
1 g 2@ go= 2 1BO— 1B° =h51D°51E9 N
E D - 1Bo 100
while the equations for the rate-based model are
0
A =h5 1DPD NiD — 1Q00 — D= A . —
d2 C) (2-4)
1 g% BO=hSIDOSIEY o, - Be= 180
E D iB° 10°
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The mean- eld approach thus fully characterizes the network activity by a small set of interacting
order parameters representing the mean and uctuating components of the net inputs and ring
rates.

A major result from studying random models demonstrated that the observed strong temporal
irregularity of cortical ring can be explained by a balanced state solution to Eq. (2.4). Balanced

Op_,the

networks assume the in-degrees are equal £ = ), the inputs scale as =
synaptic ef cacies scaleas = ° -p_,and the input-output function is the Heaviside function
1GO representing a binary spiking state that is either quiescén&(8) or active (& = 1). This
last assumption guarantees that the network generates intrinsic chaotic dynamics [115] and that
the net inputs exhibit uctuations even in the absence of time-varying inputs. In the limit 1,
the balanced state solution is one in which 0 YYA1 and both the mean input @nd the stan-
dard deviation of the inputh)Ware 0O11°[111, 112]. Because the input uctuations have the
same amplitude as the mean input, the balanced state produces neuron spiking patterns that are
uctuation-driven rather thanhdriven by the mean inputs, which produces irregular ring. How-
ever, in order to satisfy D= oA, 0 0 AI P— O 110, the balanced state requires
substantial cancellation, or “tight balance”, between the mean excitatiSn A ;| © IO_and
inhibition © Ap_,which are both orders of magnitude larger than the net input after cancella-
tion. Another issue of the balanced state is that it produces ring rates that are approximately linear
with respect to the inputs, which prevents the model from producing the strong sublinear effects ex-
hibited by canonical computations. To see this, de ne the vectors ;sh194p_, »u¥s =D , and
»r¥s = A and the recurrent weight matrix »]% = © P— which represents the effect of the
average ring of the presynaptic population on the mean postsynaptic inputs. &ikceO 11°
butk] k-khk O P— , the top-right equation of Eq. (2.4) admits an approximate solution

r=] 'h,o 2 _ (2.5)

5

in which the ring rates essentially scale linearly with the strength of the feedforward inputs.
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Alternative models have succeeded in producing a uctuation-driven spriking regime with
D —p—loo O 11° without such tight excitation/inhibition balance while permitting nonlinear
network response behavior [84, 131, 136]. One such model is the supralinear stabilized network
(SSN), in which the relationship between mean inputs and ring rates is expansive [84, 113, 137,
138]. If this relationship is a recti ed power law —i.e. AlGE@f with =i 1, whereb& =G if

G j 0 and equals zero otherwise — then the network steady state satis es the equation

r=Hr,h c (2.6)

When the inputs are largé&lifk 1), a nite solution to Eq.(2.6) requires that the mean rates scale
askrk O tkhk® which impliesk]r .h k O k k= . Thus, the netinputs u =]r , h scale
sublinearly with the strength of the feedforward inputs, allowing for D 11° even wherkhk is

large. Furthermore, it can be shown that the solution to Eq. (2.6) can be decomposed into terms
that scale linearly and sublinearly with the input strength, permitting the network to implement
nonlinear canonical computations. Finally, wHérk is not too large, thenD= 1}, jA , °

j, JA O 11°can be satis ed in a regime where the net excitation and inhibition are of the same

order of magnitude as the net input after cancellation, producing a “loose balance” of excitation

and inhibition that is consistent with experiments [50, 113, 139, 140, 141, 142].

2.2 Feature space models and the implementation of canonical computations.

At alower level of abstraction than the previous random models of local networks, feature space
models are used to investigate the role of functionally speci ¢ connectivity in shaping population
responses. One particular feature space mode, which is used to study the interaction between
complex cells in a hypercolumn, is the ring model [84, 143, 144, 145]. As a periodic variable, the
space of orientation preferences is a ring. Ring models assume that for eaclewdrty spaced
discrete orientation preferences, the mean activity of populations of E and | neurons that prefer that

orientation can be represented by one E and one | “unit” located at the corresponding location on
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the ring (Figure 2.1B). Labeling the preferred orientationstas180 \for8 = 1—e e+« —# where

\ = 180 <#,, the ring rates of cell type are denoted as A®. The recurrent connectivity

is assumed to scale proportionally to the ring spacing \ and be translationally invariant — i.e. the
interaction from unit A\ ® to A 1\® can be expressedas \, \®\ °  where\8\ ° =

min \®\ °-180 \8\ 9 I, \8 \ 9 is a monotonically decaying function of the
difference in orientation preference, then the network connectivity is functionally speci c. In the
continuum limit (# ! 1), discrete sums can be replaced by continuous integrals and the steady
state ring rates satisfy the equation

1 1

Ane=5  d\% 1\ kepan® a0 1\ Kojan® e . (27)

For more general feature space models, Eg. (2.7) can be adapted to describe population re-
sponses over retinotopic space [60, 86, 146, 147, 148, 129, 149] (Figure 2.1C) or different sensory
features [49, 150]. Analytically analyzing Eq. (2.7) requires either making an ansatz (or assump-
tion) about the shape of the population respons&A84, 60] or studying models with convenient
formsfor, tk\ \ %°and 1\°[143, 144, 145]. When combined with the SSN mechanism,
feature space models have successfully reproduced a variety of cortical phenomena including many
canonical computations [49, 84, 60, 145, 147, 148, 149, 150, 151, 152] (Figure 2.1D,E). Atan even
lower level of abstraction, cortical sheet models take into account the spatial arrangement of neural
feature preferences — such as the presence of feature maps or salt-and-pepper organization — to ex-
amine the interaction between spatially dependent and feature-dependent connectivity [153, 154,

151, 23].

2.3 Hebbian plasticity and the development of simple cell receptive elds.

Dynamical models of neural activity can be combined with synaptic plasticity to model the
development of neural connectivity. Correlation-based Hebbian learning rules assume that changes

in synaptic strengths are proportional to the correlation between pre- and postsynaptic activity and
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can yield weights approximating the principal component of the input uctuations [155, 156, 157].
To see this, consider one postsynaptic cell with raigfeceiving feedforward inputs from several
postsynaptic neurons with rate$,4A The number of synapses that can form between any given
pair is constrained by physical limitations of the neural axon and dendrite overlap, which can
be modeled by an “arbor” value® that represents the average number of synapses fguioA
Aospcletting, 8denote the feedforward weight from presynaptic neufnta the postsynaptic

cell, a purely Hebbian rule assumes that®dC / 8 A,.gtC°o A,4C°. If plasticity occurs

on much slower timescales the uctuations in neural ring, then one can average over the faster
neural dynamics to arrive at an effective dynamical equation for the weight dynamics. Denoting
the correlation matrix of the presynaptic activity a°= AéM' A 3a4 whereD =) 1 @@’) DiC°
denotes temporal averaging, linear neural dynamics (;B@db\l s 8, lead to weight learning

dynamics of the form

gLf/ 80

89 910, 2

9
Thus, the components of the synaptic weights in the eigenbasis of the arbor-modulated feedforward
correlation matrix 8 89grow exponentially at a rate proportional to the corresponding eigenvalue

— with the principal eigenvector (the one corresponding to the largest eigenvalue) growing fastest
[157, 158, 159]. In the context of V1, Hebbian learning has been utilized to explain the devel-
opment of orientation-selective simple-cell receptive elds through principal component selection
[124, 125, 126, 123, 127, 160].

However, the exponential dynamics from pure Hebbian learning are unstable and must be bal-
anced by additional constraint that can introduce new interactions between neighboring synapses.
Fpr example, constraining the summed total synaptic weights received by the postsynaptic cell
(I g 9 to remain constant [159, 161] can be accomplished by decreasing all synaptic ef cacies

by a common term (subtractive constraints) or by proportionally rescaling each weight (divisive
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|
contraints). The constrained weight dynamics, which satisfg, 8 dC = 0, follow the equations

|' I _9,8 8? 91C0
q 8 8 g 8Y %ico 8 — 5 under subtractive constraints,
(’j—/ i ' zs 89 9o (2.9)
_E 8 4 89 %ico | &CoT] fco under divisive constraints.

8

Divisive constraints retain the principal component selecting properties of naive Hebbian learning.
In contrast, subtractive constraints introduce additional winner-take-all competitive interactions
between synapses such that individual synaptic strengths either fall to zero or saturate to given
maximum bounds [161, 162]. In receptive eld development models, imposing subtractive con-
straints induces competition between LGN inputs that can produce strong segration of ON and

OFF subregions [124, 125, 126, 123, 127, 160].
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Chapter 3: Mechanisms underlying reshuf ing of visual responses by

optogenetic stimulation in mice and monkeys
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