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Abstract

Ultra-Broadband Silicon Photonic Link Design and Optimization

Aneek Enrique James

Carbon emissions associated with deep learning and high-performance computing have

reached critical levels and must be addressed to mitigate the potential damage to the environment.

Optical solutions have been widely accepted as a necessary part of any comprehensive

intervention, primarily in the form of ultra-broadband wavelength-division multiplexing (WDM)

optical interconnects to connect spatially distanced compute nodes and, in the further term, as

dedicated photonic deep learning accelerators and photonic quantum computers. Silicon photonic

interconnects provides the most promising platform for satisfying the required performance,

device density, and total wafer throughput by leveraging the same mature complementary

metal–oxide–semiconductor (CMOS) infrastructure used to fabricate modern electronic chips.

However, implementing these links at scale requires unprecedented levels of integration density in

the associated silicon photonic integrated circuit (PICs). The potential explosion in PIC density

poses a significant design challenge towards guaranteeing that designers are capable of both an

exhaustive design space exploration and rigorous design optimization within reasonable design

cycles. Higher level design abstractions—that is, representations of designs that accurately

capture system behavior while simultaneously reducing model complexity—are needed for more

efficient design and optimization of PICs.

This work contributes two novel design abstractions for the rapid optimization of

ultra-high-bandwidth silicon photonic interconnects. The first contribution is a novel process



variation-aware compact model of strip waveguides that is suitable for circuit-level simulation of

waveguide-based process design kit (PDK) elements. The model is shown to describe both loss

and—using a novel expression for the thermo-optic effect in high index contrast materials—the

thermo-optic behavior of strip waveguides. Experimental results prove the reported model can

self-consistently describe waveguide phase, loss, and thermo-optic behavior across all measured

devices over an unprecedented range of optical bandwidth, waveguide widths, and temperatures.

The second contribution is a generalized abstraction for designing WDM links in the multi-free

spectral range (FSR) regime, a technique for avoiding aliasing while using microresonators with

FSRs smaller than the total optical bandwidth of the link. Extensive simulation and experimental

results prove that the aforementioned abstractions described collectively provide a powerful

toolset for rapid interconnect design and optimization. The advances in this thesis demonstrate

the utility of higher-level design abstractions for fully realizing the potential silicon photonics

holds for keeping pace with ever-growing bandwidth demands computing systems in the

post-Moore’s Law era and beyond.
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Chapter 1: Introduction

1.1 The Tyranny of Interconnects

1.1.1 Contending With the End of Moore's Law

The semiconductor industry is a crucial pillar of our highly connected, industrialized world,

supporting the computing power that has become a fundamental commodity much like land or oil.

Yet, unlike oil, the production of this computing power relies on an intricate web of tools, chem-

icals, supply chains, and software, often produced by only a handful of engineering companies.

Miniaturizing and fabricating semiconductor chips presents immense engineering challenges, and

their production requires Nobel Prize-winning innovation [1, 2], breakthroughs in manufacturing

and supply chain, and unmatched ef�ciency. As one becomes more aware of the many choke points

where failure can jeopardize the entire ecosystem, the remarkable advancements thus far become

all the more extraordinary.

The remarkable progress made in computing power thus far has become a crucial foundation of

our society. Most of the world's GDP relies on devices powered by semiconductors [4]. The fate

of critical infrastructures such as the military, healthcare, and communication systems depends

on harnessing as much computing power as possible. The COVID-19 pandemic in 2020 high-

lighted this dependence as millions of workers relied on telecommuting tools daily for the past two

years. Moreover, the advent of new cloud-based tools has shifted a rapidly growing percentage of

computing to hyper-scale data centers (DCs) and high-performance computings (HPCs). This un-

precedented digital growth over the past decade has brought about signi�cant changes to billions of

people's daily lives, such as high-de�nition video conferencing, arti�cial intelligence-aided drug

discovery, and the internet-of-things. However, the carbon footprint of such hyper-scale DCs has

become a signi�cant environmental concern. The carbon emissions associated with computation-
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Figure 1.1: Adapted from [3]. Current workloads are consuming an exorbitant amount of energy
and the problem is getting exponentially worse—realistically, we will not decrease our computing
demands nor will they plateau. The energy consumption cost of big data is quickly becoming a
major environmental issue. Cost of training one deep learning model is 6 times that of the total
lifetime Co2 emissions of one car.

ally intensive workloads have surpassed those of other familiar sources, as illustrated in Figure

1.1.

The demands for signi�cant processing power are not static; instead, both the total volume and

size of individual models are growing exponentially, with hundred-billion-parameter deep neural

networks now incorporated into commercial models [5, 6]. The proliferation of large language

learning models for dialog applications like ChatGPT is one example of this surge in demand [7].

ChatGPT generated widespread discourse on its capabilities, applications [8, 9, 10] and ethical

implications [11, 12, 13] within just a few short months since its public release. It is becoming

increasingly clear that scaling computing power will cause DCs and their associated networks to

consume enormous amounts of power. Trends suggest that this demand could represent as much as

20% of all global electricity by 2030, as depicted in Figure 1.1. The growing energy consumption

(as well as the associated carbon emissions) of DCs presents a pressing challenge that requires

addressing.

The accompanying increase in computing power is driven by the approaching end of Gordon
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Figure 1.2: Adapted from [14]. Technology scaling options along three dimensions. The graph's
origin represents current general-purpose CMOS technology, from which scaling must continue.
All the dimensions, which are not mutually exclusive, aim to squeeze out more computing per-
formance. PETs: piezo-electric transistors, TFETs: tunneling �eld-effect transistors; NTV: near-
threshold voltage.
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Moore's 1965 prediction that the number of components that could �t on each chip would double

annually as engineers learned to fabricate smaller and smaller transistors [15]. This law, which

eventually became known as "Moore's Law," has been the primary force motivating innovation

in the semiconductor industry. Moore's law is not a physical law, but rather an economic theory

that describes a powerful market force. Despite the limitations posed by numerous physical mech-

anisms, new approaches have emerged to continue Moore's scaling (Fig. 1.2). As discussed in

detail in [14], conventional technology scaling for digital electronics has faced multiple challenges

over the past 50 years, threatening Moore's observations about performance improvement. In the

1980s, scaling the power density of bipolar transistor logic (the basis for most digital logic) became

impractical, leading to a wholesale transition to more ef�cient CMOS logic technology, enabling

two more decades of technology scaling. In 2004, Dennard scaling - a set of scaling rules for

achieving greater density, faster switching speed, and lower power dissipation in transistors [16] -

began to fail, resulting in a power density crisis similar to the bipolar junction transistor crisis [14].

1.1.2 Parallel Computing and the Impending Interconnect Bottleneck

In response to the lack of clock-frequency growth per processing core, computer architects

adopted multi-core technology, exponentially increasing the number of per-chip cores. This ap-

proach enabled technology scaling until 2014, and the parallel computing paradigm emerged as

a way to form a larger computing system using separate cores, chiplets, or racks. But there's no

such thing as a "free lunch": while the energy ef�ciency of logic gates continues to scale (albeit

more slowly), wire's data-carrying capacity and ef�ciency are not improving at the same pace. The

primary limitations to the clock speed of a processor chip are the relatively slow propagation of

electrical signals down the global interconnect, and the long distances that need to be covered, both

of which worsen as feature sizes (e.g., wire widths) get smaller. As discussed in [17], the funda-

mental issue is the energy required to charge an electric line (� ), which is necessary to transmit

any data on said line:

� = � ;+2
A– (1.1)
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where� ; is the capacitance of the line and+A is the voltage used to charge the line. The energy

required to charge a global interconnect line up to Vdd is currently about 0.15 pJ (or 0.8 MeV),

which is roughly 10,000 times larger than the switching energy of a transistor [17]. In the future,

processors will likely incorporate hundreds or even thousands of cores that communicate with each

other via a network on a chip (NoC) [18]. However, even many-core chips that use the latest metal

wire technology, including low-voltage swings and repeaters, may still allocate their entire power

budget (150 W to 200 W) for interconnects [19]. To mitigate this issue, one power management

technique is to power down speci�c areas of the chip to prevent overheating. However, this tech-

nique creates “dark silicon” areas that can limit multi-core scaling [20]. Interconnects presently

devour roughly 50% of a microprocessor's power, and it is expected to increase, consuming up

to 80% of the total microprocessor power [21]. The interconnect problems discussed above are

even more signi�cant in supercomputers. Supercomputers aiming for the exascale, with the ability

to conduct 108 operations every second, experience signi�cant reliability concerns with no viable

resolution in sight [22]. The implications of this are clear: there is now a data transmission-energy

consumption wall that is rapidly escalating for future generations of silicon technology. As the

impeding end of Moore's Law has demanded the move toward larger computing networks, there is

a pressing need for advances in interconnect technology to keep pace [23].

1.2 Optical Interconnects Enabled by Silicon Photonics

Explicitly re-state the problem as needing to achieve optimal performance in HPC and DC pro-

gramming, it is clear we need to �nd a balance between data locality and bandwidth density (Fig.

1.3). Bandwidth density, measured in Gbps/mm, plays a critical role in determining energy ef�-

ciency, represented in pJ/bit. However, electrical interconnects face challenges in maintaining the

balance between bandwidth density and energy ef�ciency. On the other hand, optical �ber trans-

mission has a history of low energy costs—could optics potentially provide a solution to address

the concerns of bandwidth density? By integrating photonics into the physical layer, we can elim-

inate these aforementioned data locality limitations. The bosonic nature of photons supports high
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Figure 1.3: Adapted from Gordon Keeler, DARPA and [3]. Data locality currently critical in HPC
programming performance in terms of bandwidth density, measured by Gbps/mm, and energy
ef�ciency, in terms of pJ/bit; by augmenting the physical layer with photonics these bounds can be
removed entirely. Optics is distance-agnostic in terms of bandwidth and energy, and the gains are
tremendous if it is co-packaged with the compute.

degrees of parallelism in spatial modes and wavelength, enabling thousands of independent data

channels to be transmitted over a single optical �ber without interference. Therefore, using optical

interconnects to take advantage of the favorable properties of light and achieve distance-agnostic

loss and high parallelism is the most effective solution to this issue.

Optical interconnects in the form of pluggable transceivers are widely used in current HPC and

DC systems to achieve high communication bandwidth over distances of approximately 100 me-

ters. Many of these implementations utilize multimode �ber and vertical cavity surface emitting

lasers (VCELs). However, the use of electrical signals over chip, package, and board-level metal-

lic interconnects before reaching the pluggable transceiver modules still poses a challenge. The

transmission distances in the electrical domain, which are on the order of centimeters, prevent the

full bene�ts of optics - increased bandwidth, massive parallelism, and signi�cantly reduced energy

consumption - from being realized. To fully exploit the potential of optical interconnects, it is cru-

cial to establish data paths between electronics and photonics that are on the order of millimeters.

To understand what is required to get here, it should be noted that, while optics is an inherently
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Figure 1.4: Fundamental components of a dense wavelength-division multiplexing (DWDM) sys-
tem, consisting of a source, a transmitter, and a receiver. The source generates a signal that is
transmitted over an optical �ber using the transmitter, which communicates the data via different
wavelengths of light. The receiver on the other end then receives and decodes these signals for fur-
ther processing. Resonant devices are typically employed dense wavelength-division multiplexing
(DWDM) systems to provide precise wavelength selectivity, enabling simultaneous transmission
of multiple signals over a single optical �ber.

lower energy method for transmitting data, additional energy is required for both electro-optic

conversion and operating a laser. Hence, the question arises as to how far data must be transmitted

for the extra energy consumption to justify the use of optics. Naeemi et al. [24] de�ned a "partition

length" beyond which photons are a more ef�cient means of information transport as compared to

electrons:

! part = , min

s
 0

5max
(1.2)

where, min is the minimum wire width (and, by assumption, waveguide width) available at the

board level 0 = 6•152� 1016 Hz and depends on the electronic conductor material and assumed

conductivity mechanism, and5max is the maximum modulation frequency for either the electrical

or optical signal. What this original equation failed to account is that, by sending more than one

signal per �ber, this de�ned partition length is divided by the total number of channels in a link:

! part =
, min

#

s
 0

5max
(1.3)

One particularly attractive means for increasing the number of channels on a single �ber is
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Figure 1.5: Adapted from [25]. Material stack cross-sections for standard silicon photonics pro-
cesses. (a) Dedicated photonics-only process offered by Advanced Micro Foundry (AMF) includ-
ing passives, actives, and epitaxial germanium photodetectors (adapted from [26]). (b) Monolithic
silicon photonics process offered by GlobalFoundries including CMOS transistors alongside pas-
sive and active photonic devices.
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through WDM. WDM is widely used in the telecommunications industry to improve the collec-

tive data rate in a single �ber by selectively encoding data onto different colors of light. Each

color, or carrier wavelength, acts as an independent data channel, leading to a signi�cant increase

in overall data rate as the number of wavelengths grows. Optical interconnects between chips

were recognized early on as having signi�cant advantages for long-distance communication chan-

nels, even before they became a major bottleneck in real-world systems. Furthermore, studies

have shown that assuming optimistic yet realistic performance from these optical interconnects,

intra-chip metallic interconnects on the order of millimeters could be replaced, offering substantial

enhancements in both bandwidth and energy. In WDM systems, the ring resonators described se-

lectively modulate a single wavelength on a given waveguide, and can be moved to an “OFF” state

where they are transparent to the data �ux in the waveguide (Fig. 1.4).

1.2.1 Silicon Photonics-Enabled DWDM

Although various material platforms with acceptable optical properties could theoretically be

utilized to create photonic interconnects, using the established, precise tooling employed by the

microelectronics industry to construct optical circuits on silicon chips is the most elegant solu-

tion. The fabrication of photonic circuits using silicon technology not only offers a clear path to

high-volume scaling, but also makes it possible to construct high-performance CMOS transistors

directly on the same chip alongside optical devices. In addition, a silicon-based platform could

bene�t signi�cantly from the electronic packaging infrastructure to co-package the photonic en-

gine with compute electronics, thereby allowing dense millimeter-scale connections between the

two chips.

Silicon photonics is highly appealing as a material platform for integrated photonics for a vari-

ety of reasons. From an economic perspective, being able to leverage the tremendous investments

in CMOS infrastructure allows silicon photonics to follow a pre-established model to volume scal-

ing with low price-per-unit. From a fundamental perspective, the high index contrast between

silicon and silicon dioxide (SiO2) in silicon-on-insulator (SOI) processes permits micron-scale

9



Figure 1.6: Advances across silicon photonics has led to a breakthrough of the technology platform
and its use for several applications.

devices which are highly transparent (negligable material absorption loss) at standard telecom-

munications wavelengths. The combination of these two alluring properties led to substantial

engineering efforts to make silicon a viable photonic platform despite its host of drawbacks.

Prior to the silicon photonics revolution, silicon was thought to be a poor optical material.

This was largely due to silicon: (i) possessing an indirect bandgap, which prevents lasing and

ef�cient photodetection, and (ii) lacking a linear electro-optic (Pockels) effect (due to its cen-

trosymmetric crystal structure), which prevents ef�cient electro-optic modulation. However, these

drawbacks have been largely mitigated over the past three decades (Fig. 1.6), including the dis-

covery of carrier-based modulation through the plasma dispersion effect [27], epitaxial growth

of high responsivity germanium photodetectors [28], deposition of ultra low-loss silicon nitride

(Si3N4) waveguides on SOI wafers [29], and heterogeneous integration of III-V-on-silicon lasers

[30]. Furthermore, all facets of the silicon photonics platform have been optimized such that many

contemporary devices built in silicon have performance rivaling other discrete optical components

built from more traditional optical materials such as lithium niobate. Demonstrations over the

years have shown silicon photonic (SiPh) modulators with¡ 50GHz bandwidth [31], photodetec-

tors with > 60 GHz bandwidth [32], waveguide losses below 0.2 dB/m [33], �ber-to-chip coupling
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losses below 0.5 dB [34], and submilliwatt thermo-optic phase shifting [35]. With a full device

library established, research in silicon photonics began to shift from single devices to complex

large-scale circuits.

1.3 Scalable Kerr Comb-Driven DWDM Architecture

While past demonstrations have focused on coherent communications using integrated Kerr

frequency combs as DWDM sources [36, 37, 38, 39, 40, 41], high performance computer and

data center interconnects require low latency and low energy per bit, making intensity-modulated

direct-detection (IM-DD) solutions more appealing than coherent solutions due to the absence of

energy-intensive and latency-inducing digital signal processing (DSP). In particular, IM-DD links

with native error-free signaling do not require forward error correction (FEC) and thus have no

encoding overhead, easing requirements on the electronics to reconstruct the original bit stream.

Additionally, coherent communication links require a local oscillator at the receiver, necessitating

another light source which consumes additional energy. To emphasize these realistic conditions

for future short-reach links, we focus our analysis and experiments on modest single channel data

rates (10 – 16 Gb/s/_) using a standard non-return-to-zero on-off-keying (NRZ-OOK) modulation

format. Our link analysis indicates that these modest per-channel data rates with massively parallel

scaling in the number of wavelength channels per �ber lead to higher energy ef�ciencies while

still maintaining terabit/s per �ber aggregate bandwidths. Interconnects with high bandwidth, low

energy consumption, and low latency are critical for future disaggregated data center architectures,

which are uniquely enabled by the combination of these three properties.

The proposed scalable link architecture is shown in Fig. 1.7. The source consists of an external

or integrated CW laser which pumps a silicon nitride (Si3N4) dual-microresonator system to gener-

ate the normal-group velocity dispersion (GVD) comb source. Standard single mode �ber (SMF)

is used to connect the source to the transmitter chip. The transmitter architecture uses a binary tree

of asymmetric Mach–Zehnder interferometer (MZI) to split the comb spectrum into even and odd

groups at each stage. After the comb is divided into subgroups, the groups traverse separate buses
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Figure 1.7: Adapted from [42]. Overview of the scalable system architecture and fabricated trans-
mitter chip. (a) Schematic of the proposed scalable link architecture for a highly parallel DWDM
SiPh interconnect using a broadband Kerr frequency comb source. CW: continuous-wave, GVD:
group velocity dispersion, SMF: single mode �ber.
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of cascaded microdisk modulators, taking advantage of the spectral selectivity of resonant modu-

lators to encode independent data streams onto different coloured comb lines. After each channel

is modulated, they are recombined using an identical binary tree of MZIs and coupled off the chip

into the SMF . At the receiver, the modulated comb lines traverse a �nal MZI binary tree and are

then incident on buses with cascaded resonant �lters tuned to match the respective wavelength

channels. Each resonant �lter has a photodetector (PD) at its drop port to convert the optical data

streams back into the electrical domain. This architecture naturally enables a dis-aggregated laser

source, which allows the pump and comb to be separately stabilised away from the harsh thermal

environment of co-packaged optics and electronics. The burden of (de-)multiplexing hundreds of

comb lines into independent buses, where each bus supports only a single channel with a single

modulator/receiver, is prohibitive in terms of footprint and energy consumption requirements. By

taking advantage of the wavelength selectivity of resonant modulators and �lters, the number of

buses can be substantially reduced and thus relax these requirements. However, restrictions stem-

ming from the resonator FSR and off-resonance insertion loss typically limit the use of traditional

single bus architectures in cases where the comb bandwidth exceeds the FSR.

1.3.1 Experimental Transmitter Demonstration

This scalable architecture was veri�ed experimentally, by fabricating a 4.15 mm� 1.1 mm

photonic transmitter chip designed for 32 wavelength channels in a commercial 300 mm foundry

through the AIM multi-project wafer (MPW) service. The (de-)interleavers were implemented as

ring-assisted MZIs (RAMZIs) with �at pass- and stop-bands [43]. Two stages of de-interleavers

subdivide the comb into four groups, which are incident on banks of eight cascaded microdisk

modulators (Fig. 1.8). After modulation, the groups are recombined onto a single �ber using two

stages of RAMZI interleavers. While the transmitter chip only requires a single �ber in and a

single �ber out for data transmission, six ancillary optical input/output (I/O) ports provide tapped

light from the circuit at various points for (de-)interleaver and modulator alignment.

The proof-of-principle transmitter and receiver was designed for 32 wavelength channels and
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