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Abstract

Fine-Grained Lineage on Analytical Engines and Their Applications

Haneen Mohammed

Fine-grained lineage tracks the relationships between inputs and outputs of a query, enabling

applications such as debugging, auditing, and what-if analytics. Despite its practical value,

existing implementations fall short in practice. Relational approaches incur significant overhead

on analytical workloads, while physical approaches are designed for row-oriented engines and do

not translate to modern vectorized interpreted execution. Beyond runtime overhead, integration

into mature engines requires balancing engineering cost with performance, a trade-off prior work

has largely ignored. Even with fast capture, interactive applications require both fast lineage

access and lineage representations designed for efficient evaluation. This dissertation addresses

these challenges.

First, we show that low-overhead, tuple-level lineage capture is feasible in interpreted,

vectorized engines by exploiting the equivalence between lineage and data movement. Using

static data-flow analysis, we identify existing execution variables that encode lineage implicitly,

and instrument DuckDB to create SMOKEDDUCK, a lineage-enabled analytical engine. On

TPC-H, SMOKEDDUCK reduces lineage capture overheads by up to three orders of magnitude

compared to prior approaches and supports interactive lineage queries at sub-second latency.



Second, we provide the first apples-to-apples evaluation of Query-level, Operator-level, and

Function-level capture within a single analytical engine. Query-level overhead is dominated by

serialization and materialization, Operator-level reduces this but adds annotation overhead for

aggregations, and Function-level achieves the lowest overhead at the highest engineering cost.

Our results suggest that combining Operator-level and Function-level instrumentation provides

the best balance between engineering effort and runtime performance.

Third, we show how optimizing lineage access and representations enables interactive

what-if analytics. What-if queries underlie many provenance-based applications, including

debugging, sensitivity analysis, and hypothetical reasoning, and their response is bounded by

intervention evaluation latency. By leveraging integer-based lineage rather than symbolic

representations, our system accelerates intervention evaluation by up to four orders of magnitude

over existing provenance-based methods, raising throughput to >1𝑀 interventions per second and

making it possible to brute-force existing applications.

Together, these contributions show that fine-grained lineage can be captured with low

overhead in modern vectorized engines, that engineering cost is a critical but previously

unexamined dimension of lineage system design, and that lineage can be represented and

evaluated efficiently enough to power interactive what-if applications at scale.
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Chapter 1: Introduction

1.1 Data & Data-Pipelines

The world today is awash with data and dataflows. Modern data-driven systems continuously

collect data from user interactions, business transactions, and sensor-driven systems.

These large volumes of raw data go through data-pipelines that clean, transform, and aggre-

gate them into summaries such as aggregated metrics, histograms, and reports. These summaries

are used to update dashboards, trigger alerts, and flag anomalies such as a drop in sales. Often,

these summaries serve as a proxy for understanding the underlying data. At the other end of the

data-pipeline, analysts, engineers, and automated agents consume these results to make decisions.

Figure 1.1 illustrates this structure.

Figure 1.1: Data-pipelines in data-driven systems. Data from diverse sources (e.g., social media,
transactions, sensors) flows through pipelines such as ETL jobs, streaming systems, and workflow
tools, where it is cleaned, transformed, and aggregated. Despite this diversity, pipelines share a
common structure in which transformations are expressed as relational operations. The resulting
data is consumed by downstream applications, including dashboards, alerts, and automated agents.

Relational Pipelines Dominate. Data-pipelines take many forms, including Extract-Transform-

Load (ETL) workflows, streaming systems, notebooks, and ad-hoc scripts [1, 2, 3]. Despite their
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diversity, most pipelines ultimately execute transformations that correspond to relational opera-

tions such as joins, filters, and aggregations [4, 5]. This is not limited to SQL pipelines. Many

widely adopted pipeline frameworks structure pipelines as directed acyclic graphs of SQL queries,

where each node transforms the output of upstream steps (e.g., dbt [6]). Even pipelines written

in Python or Spark rely on the same underlying abstractions: filtering rows, joining tables, and

computing aggregates, which map directly onto relational algebra [7, 8, 1, 9, 5, 10]. Consequently,

understanding modern data-pipelines largely reduces to understanding how data flows through re-

lational queries [11, 12].

Complex Pipelines Require Provenance. Modern data-pipelines often consist of many trans-

formations connected in a large dependency graph [2, 13]. As data and query complexity increase,

interpreting query results becomes harder [14, 15]. Even simple queries can be difficult to reason

about, since the relationship between input and output depends not only on the query structure but

also on the underlying data. As a result, it becomes difficult to trace how specific inputs influ-

ence final outputs, creating practical challenges across many common tasks, including debugging

incorrect results [16, 17], ensuring reproducibility of datasets [1], and verifying compliance with

regulations such as GDPR [18].

Addressing these tasks requires answering questions such as: Which datasets contributed to a

given output? Which transformation produced it? What upstream inputs does it depend on? These

are provenance questions, and they can only be answered by tracking how data was produced. This

is the role of data lineage [14, 19, 4].

Example 1 Figure 1.2(a) shows a workflow in which data from raw_customers and raw_orders

is transformed into stg_customers and stg_orders, and then aggregated into the fact table

fct_orders using Q1.

Q1 = SELECT c.cust_id, count() AS orders_cnt

FROM stg_customers c JOIN stg_orders o ON c.cust_id = o.cust_id

GROUP BY c.cust_id
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(c)  Tuple-level Lineage
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Figure 1.2: Lineage at different levels of granularity. (a) Table-level lineage captures dependencies
between relations in a workflow. (b) Column-level lineage captures how output attributes depend
on input attributes. (c) Tuple-level lineage captures how individual output records (e.g., 𝑞𝑖) are de-
rived from input records (e.g., 𝑐𝑖, 𝑜𝑖). The workflow transforms raw_customers and raw_orders

into fct_orders via staging tables and query Q1.
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After receiving an alert for an unexpectedly high orders_cnt for cust_id = 1, an analyst

may want to investigate how this value was derived. This requires tracing the result through the

workflow, identifying the input rows in stg_customers and stg_orders that contributed to it, and

examining whether any of these inputs are incorrect.

Analysts may also perform what-if analyses by excluding certain input rows, such as orders

from a particular state or month, to observe how the result would change.

In another scenario, suppose customer cust_id = 1 requests that their personal data be

deleted. To satisfy this request, analysts must determine which entries in fct_orders were derived

from that customer’s data and ensure all affected aggregates are updated or removed.

Similarly, compliance teams may need to verify that restricted data has not been used in

producing certain reports or models.

In practice, users often lack full visibility into intermediate results and must reason about how

outputs were produced. This motivates the need for tools that support stepping through transfor-

mations, performing what-if analyses, and tracing how individual records propagate through the

pipeline [20, 21]. Data lineage provides the foundation for enabling these capabilities.

1.2 Data Lineage / Provenance

Data lineage, also known as data provenance,1 helps answer these questions by tracking how

data was produced, including its origins and the transformations applied to it [4].

Provenance is a broadly used concept and means different things in different contexts [22].

In general, lineage can be viewed as metadata about objects and the dependencies between them.

In the context of data-pipelines, these dependencies arise from the transformations that connect

inputs to outputs, forming the basis for reasoning about how data flows through a system.

For example, in a family tree, lineage describes relationships between individuals, while in the

art world, provenance records the ownership history of a painting and establishes its authenticity.

These examples illustrate that provenance, while intuitive, can be complex to define precisely.
1We use these terms interchangeably throughout.
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In data systems, lineage serves a similar role. It records how a dataset was created, the trans-

formations applied, and the sources it depends on [10, 4]. Depending on what is tracked, lineage

can range from coarse-grained (table- or column-level) to fine-grained (tuple-level) lineage [4], as

illustrated in Figure 1.2.

Relational Data Lineage. Relational data lineage captures how data flows through relational

queries [10, 4]. A query 𝑄 represents the transformations in a data-pipeline, taking one or more

input relations D = {𝑅1, . . . , 𝑅𝑛} and producing an output relation 𝑅𝑜𝑢𝑡 , i.e., 𝑄(D) = 𝑅𝑜𝑢𝑡 . These

transformations correspond to relational operators such as joins, aggregations, filters, and pro-

jections. In this setting, lineage describes the relationship between the inputs and outputs of 𝑄,

capturing how elements of the input relations contribute to elements of the output [11, 23]. De-

pending on the level of granularity, these inputs and outputs may correspond to entire relations,

individual attributes, or tuples.

Coarse-Grained Lineage. One common form is coarse-grained lineage, which captures depen-

dencies between tables or between columns [4].

Table-level lineage records which input datasets were used to produce a given output. For

example, query Q1 depends on the stg_customers and stg_orders tables. Column-level lineage

provides a more detailed view by tracking how output columns depend on input columns. For

instance, cust_id in the output depends on cust_id from both the customer and order tables.

Most production systems today primarily provide lineage at the table and column level. Plat-

forms such as Snowflake [24], Databricks [25], and Microsoft Azure [26] provide built-in lineage

at the table and column level, often complemented by specialized tools such as Collibra [27] and

Alation [28].

Coarse-grained lineage is useful for understanding dependencies between datasets and for

tasks such as impact analysis. However, it does not capture how individual records in the output

relate to specific input records, limiting its usefulness for debugging, auditing, and fine-grained

analysis.

5



Fine-Grained Lineage. To overcome the limitations of coarse-grained lineage, we focus on fine-

grained lineage, also known as tuple- or row-level lineage.

Fine-grained lineage captures dependencies between individual input and output tuples [29,

11, 23, 12]. Instead of tracking dependencies at the level of datasets or columns, it records exactly

which input tuples contributed to each output tuple.

For example, in query Q1, an output tuple may depend on multiple input tuples from both the

customer and order relations. Fine-grained lineage captures these relationships explicitly, allowing

us to trace each output back to the specific inputs that produced it.

This level of detail enables tasks such as debugging incorrect results, performing what-if

analysis, and verifying compliance at the record level, none of which are supported by coarse-

grained lineage.

State of the Art. Data provenance has strong theoretical foundations [4, 10, 5, 30], and exist-

ing work formally defines what must be captured to satisfy certain dependency properties [31].

Declarative approaches implement this by rewriting queries to propagate provenance annotations

alongside data [32, 33, 34], which works well for simple queries but introduces 2–1000× overhead

on analytical workloads and nearly 8× on a simple group-by query (Figure 4.2) [35, 33, 36]. Phys-

ical instrumentation avoids this by recording dependencies directly during execution [12, 37, 38];

Smoke, the state of the art, achieves 2–20% overhead on TPC-H but is a research prototype built

from the ground up to support lineage capture in a row-oriented compiled engine. When applied

to a modern vectorized columnar engine, where per-row overhead is no longer masked, it incurs

nearly 5× overhead on the same query [12] (Figure 4.2). It remains an open question whether low-

overhead lineage tracking is possible in modern analytical engines that employ data parallelism

and vectorization [39, 40].

Why Efficiency Matters Efficient lineage support requires two distinct properties. Capture over-

head affects every query run by the system and must be kept low. Query latency affects the appli-

cations that consume lineage and must support interactive response times.
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Many lineage applications are user-facing and inherently interactive [41, 12], as illustrated

in Figure 1.3(C), where what-if analysis, debugging, and interactive visualization require low-

latency lineage access to remain interactive [42].

Capture overhead also matters independently of lineage query latency, since it affects every

query running in the system. In production pipelines, queries run continuously over large inputs,

and even modest capture overhead compounds across pipeline stages [2, 1]. This makes it not real-

istic to expect organizations to deploy lineage capture without strong performance guarantees [20,

43].
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Figure 1.3: Overview of the thesis. (A) A lineage-enabled analytical engine captures fine-grained
lineage during query execution. (B) Integrating lineage into a mature engine raises engineering and
maintenance challenges. (C) Fast lineage enables interactive applications such as what-if analysis,
debugging, and visualization. The three parts of this thesis address these in turn: (I) efficient
lineage capture, (II) engineering cost of instrumentation, and (III) lineage applications.

1.3 Challenges

Unlike table- or column-level lineage, which can be determined by inspecting the query plan,

tuple-level lineage is data-dependent and cannot be determined without executing the query.

7



Existing approaches that remain within the relational model capture this by encoding lineage

as annotation columns alongside the query result, producing a denormalized table whose size can

dwarf the original output [35, 33]. Physical approaches loosen this constraint by instrumenting the

execution engine directly, allowing dependency tracking to be specialized to the execution model

and giving control over when and where lineage is stored and in what format [12]. However, per-

tuple dependency tracking still introduces runtime overhead proportional to data size, and this cost

is not masked in modern vectorized engines where execution is amortized over chunks [12, 20].

A second challenge is that lineage capture is an afterthought in mature analytical engines.

These systems are not designed with lineage in mind, and adding support requires retrofitting it into

a large, stable codebase with no standard integration point [43]. Even a capture approach with near-

zero runtime overhead still requires an engineer to implement it, including understanding engine

internals, modifying existing components, and maintaining that integration as the engine evolves.

A practical lineage capture approach must therefore consider how to balance runtime overhead

with integration and maintenance cost, a trade-off that prior work has largely ignored [43].

A third challenge is that lineage-driven applications are interactive by nature, and their re-

sponsiveness requires both fast lineage access and lineage representations designed for efficient

evaluation. What-if queries, debugging, and explanation engines all explore how a query’s output

changes due to hypothetical updates to input data, and their response time is bounded by the latency

of evaluating each hypothetical update, which can take minutes or hours for complex queries and

large datasets [44]. To remain interactive, existing approaches either restrict the types of supported

queries, require explanations to be pre-specified, or apply sampling and approximation [41, 44].

Efficient lineage support therefore requires optimizing not only capture overhead, but also lineage

query latency and the design of representations that enable efficient application-level evaluation.

A fourth challenge is that, to justify the engineering effort of integrating lineage, organiza-

tions need a compelling suite of practical use cases. Prior work has explored applications such as

interactive visualization assuming access to fast fine-grained lineage [41], but the broader potential

remains largely untapped. In particular, what-if analysis, a building block for explanation, debug-
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ging, and sensitivity analysis, requires evaluating large numbers of hypothetical updates efficiently,

a capability that prior provenance-based systems, which rely on symbolic circuit representations

with poor data locality, are too slow to support [44, 45, 46]. This motivates the need to explore not

only how to capture lineage efficiently, but also how to represent and evaluate it to power practical

applications at interactive speeds.

1.4 Dissertation Overview and Contributions

Data provenance is well-studied theoretically [4, 5], but existing implementations fall short

in practice. Systems that stay within the relational model incur significant overhead on analytical

workloads [35, 33], while those that instrument the execution engine are too costly to integrate and

maintain [12, 20]. Modern analytical engines, built around interpreted, vectorized execution [47],

lack practical fine-grained lineage support.

This thesis addresses this gap. We show that lineage can be captured with low overhead in

modern vectorized engines, that engineering cost is a critical but previously unexamined dimension

of lineage system design, and that lineage can be represented and evaluated efficiently enough to

power interactive applications.

The thesis is organized in three parts, each addressing one of the challenges above, with the

following central research questions:

Part I: Fast Lineage Capture (Figure 1.3(A)). How can fine-grained lineage be captured with

minimal overhead in an interpreted, vectorized execution model? (Chapter 4)

Part II: Engineering Cost of Instrumentation (Figure 1.3(B)). What are the trade-offs between

implementation complexity and runtime performance when integrating lineage into a database

system, and how can they be balanced effectively? (Chapter 5)

Part III: Lineage Applications (Figure 1.3(C)). How can lineage enable interactive, high-throughput

what-if analytics? This thesis shows that many lineage-driven applications can be reframed as

what-if queries over the lineage graph, and that evaluating these queries at scale enables applica-

tions that were previously too slow to be practical. (Chapter 6)
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Chapter 2 and Chapter 3 provide background and related work, and the subsequent chapters

address these research questions in detail.

1.4.1 Part I: Fast Lineage Capture

In Chapter 4, we show that low-overhead fine-grained lineage capture is achievable in modern

analytical engines that employ data parallelism and vectorization [39, 40]. Our insight is that lin-

eage and data movement are equivalent in columnar data processing logic, and existing execution

variables already encode lineage implicitly. We leverage standard data-flow analysis techniques to

identify these variables and show that, if materialized during query execution, they are sufficient to

reconstruct fine-grained lineage. We apply these techniques to build SMOKEDDUCK, a version of

DuckDB [48] that captures and queries lineage. On TPC-H, SMOKEDDUCK reduces lineage cap-

ture overhead from logical approaches ranging from 0.1× to >500× down to as low as 0–0.2×, and

supports for the first time in a mainstream columnar system 17 out of 22 instantaneous (<100ms)

lineage queries and non-interrupting for the rest (<1s) at scale factor 10, a 10× improvement over

existing approaches.

1.4.2 Part II: Engineering Cost of Instrumentation

While Part I shows that low-overhead lineage capture is achievable, the engineering cost

is so high that it is not realistic to expect organizations to invest engineering effort to integrate

and maintain lineage capture [20]. In Chapter 5, we revisit the design space of lineage capture

techniques to address the question of how to balance implementation complexity with runtime

efficiency.

Lineage capture approaches range from methods that stay within the relational model to those

that modify the query executor to track dependencies during execution [32, 12, 34]. These ap-

proaches vary in terms of engineering effort, performance, and access methods. Since these meth-

ods have historically been designed and evaluated in the context of very different systems, such as
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tuple-at-a-time engines [49, 34, 12] or blocking-based dataflows [8], it remains unclear what their

trade-offs really are on modern interpreted, vectorized analytical engines.

To this end, we present an apples-to-apples evaluation of three lineage-capture approaches

within DuckDB [48] at different levels of abstraction: query-level, operator-level, and function-

level. Query-level can be implemented as a rewriting layer outside the engine; operator-level

requires transforming the query plan and implementing an additional operator; function-level

requires modifying existing operator implementations, which must be maintained as the engine

evolves.

Our results show that combining operator-level and function-level instrumentation provides

the best balance between engineering effort and runtime performance, using the former for one-to-

one operators and the latter for aggregations.

1.4.3 Part III: Lineage Applications

In Chapter 6, we show how fast fine-grained lineage unlocks a rich class of interactive applica-

tions. What-if analytics serves as a unifying framework for a wide range of applications, including

sensitivity analysis, hypothetical reasoning, data cleaning, and probabilistic databases [16, 15, 50,

45, 46], where each explores how a query’s output changes due to hypothetical updates to input

data. Their response time is bounded by the latency of evaluating each hypothetical update, which

can be in the minutes or hours for complex queries and large datasets [44]. Their main bottleneck

is the cost of re-evaluating the query under each hypothetical update, and prior approaches either

rely on IVM, which suffers from large memory overheads, or provenance-based methods that rely

on symbolic circuit representations with poor data locality, which are slower still [44, 51].

FADE is a compilation engine that uses lineage to evaluate hypothetical deletion and scaling

updates at low latency and high throughput. FADE forgoes conventional provenance representa-

tions as symbolic expressions [5] and instead leverages their underlying relational structure, accel-

erating evaluation on average by 1000× against IVM and 10,000× against prior provenance-based

approaches [44]. In addition, FADE develops a suite of optimizations, including compilation,
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parallelization, incremental evaluation, and sparse representations, that collectively raise evalua-

tion throughput to >1 million updates per second, a rate that can brute-force existing applications

within 1𝑠.
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Chapter 2: Background

In this chapter, we introduce the background and concepts needed for the rest of the thesis.

The chapter is organized into two parts. The first part covers the foundations of data provenance,

while the second describes modern analytical database systems, which are the target of our tech-

niques for efficient tuple-level lineage capture.

2.1 Relational Model and Lineage

We consider a relational database D = {𝑅1, · · · , 𝑅𝑚} consisting of 𝑚 relations. A query 𝑄

over D produces an output relation 𝑅𝑜𝑢𝑡 , denoted as 𝑄(D) = 𝑅𝑜𝑢𝑡 . Let D𝑄 ⊆ D be the subset of

relations referenced by 𝑄.

Relational queries are expressed using operators such as selection, projection, join, and aggre-

gation. These operators define how input tuples are transformed and combined to produce output

tuples.

Lineage describes the relationship between the input relations D𝑄 and the output relation

𝑅𝑜𝑢𝑡 [10, 4]. In the relational model, this relationship is represented as a relation 𝑅𝑙𝑖𝑛𝑒𝑎𝑔𝑒 that maps

each output tuple to the input tuples that contributed to it, with one row per derivation [11, 23]:

𝑅𝑙𝑖𝑛𝑒𝑎𝑔𝑒 (𝑜𝑖𝑑𝑅𝑜𝑢𝑡 , 𝑖𝑖𝑑𝑅1 , . . . , 𝑖𝑖𝑑𝑅𝑛
),

where |D𝑄 | = 𝑛. Each column 𝑖𝑖𝑑𝑅𝑖 corresponds to the identifier (e.g., primary key) of a tuple

in relation 𝑅𝑖, and 𝑜𝑖𝑑𝑅𝑜𝑢𝑡 identifies the corresponding output tuple. An example is shown in

Figure 2.1(g) for query 𝑄1 (Figure 1.2). The first output tuple (cust_id = 1) is derived from two

input tuple pairs, one for each order associated with that customer, so its lineage spans two rows in

𝑅𝑙𝑖𝑛𝑒𝑎𝑔𝑒.
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Figure 2.1 shows query representations (a-d) and lineage representations (e-h) for 𝑄1, illus-

trating how the same lineage can be expressed as a graph, symbolically, relationally, or physically.
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(a) SQL query

SELECT c.cust_id, count(*) AS orders_cnt

FROM stg_customers c

JOIN stg_orders o ON c.cust_id=o.cust_id

GROUP BY c.cust_id

(b) Relational Algebra
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Figure 2.1: (Top) Representations of query Q1 (Figure 1.2). (a) SQL: declarative form. (b) Re-
lational algebra: equivalent relational expression. (c) Logical plan: tree of relational operators.
(d) Physical plan: concrete physical operators used during execution. (Bottom) Representations of
tuple-level lineage for Q1. (e) Graph: how tuples are combined through joins (×) and aggregations
(+). (f) Symbolic: provenance polynomial representation [5]. (g) Relational encoding: lineage
materialized as a relation via query rewriting. (h) Array-based encoding: lineage captured as inte-
ger arrays during physical execution.

2.2 Data Provenance and Lineage

The term data provenance has been used in different ways across domains [4, 22]. In this

work, we focus on relational data lineage: given a query 𝑄(D) = 𝑅𝑜𝑢𝑡 , lineage describes how each

output tuple in 𝑅𝑜𝑢𝑡 depends on tuples from the input relations D𝑄 [11, 23]. We use the terms

provenance and lineage interchangeably throughout.
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2.2.1 Provenance Semantics

Different provenance semantics interpret the dependency structure between input and output

tuples in different ways [4, 5]. Where-provenance [10, 52] identifies the source tuples and at-

tributes from which output values are copied. Why-provenance [10] captures sets of input tuples

sufficient to produce an output, known as witnesses. How-provenance [4, 5] represents the full

computation that led to an output tuple as a subgraph of the dependency graph. Other models, such

as lineage [53, 11] and copy-contribution semantics [32], capture subsets of this information at

different levels of granularity. The most general formulation is provenance polynomials [5], which

encode the dependency structure symbolically, as illustrated in Figure 2.1(f). For a comprehensive

treatment, we refer the reader to prior surveys [4, 30].

In this thesis, we focus on tuple-level transformation lineage1, which captures which input

tuples contribute to an output tuple, how tuples are combined (via ×), and how multiple derivations

arise (via +). Because lineage is captured based on data movement during execution, certain

dependencies that do not manifest at runtime (e.g., due to short-circuiting in semi-joins) may not

be recorded [12, 35]. These dependencies can be recovered by disabling such optimizations or

modifying operator implementations.

2.3 Workflow Provenance

Workflow provenance captures dependencies at the level of data pipelines, where nodes rep-

resent tasks (e.g., scripts, queries, or processing steps) and edges represent data or control flow

between them [1, 2]. These workflows are typically modeled as directed acyclic graphs (DAGs),

in which data flows through a sequence of transformations before being consumed by downstream

applications. This model corresponds to the data pipelines illustrated in Figure 1.1, where trans-

formations are composed across multiple stages.

1’tuple-level lineage’ is used as shorthand for ’tuple-level transformation lineage’, and we use it interchangeably
with ’fine-grained lineage.’
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Workflow provenance is commonly used in ETL pipelines, workflow orchestration systems,

and data transformation frameworks to track how datasets are produced and how changes propagate

through a pipeline [6, 8].

However, this model operates at a coarse level of abstraction [4, 1]. While it captures depen-

dencies between tasks or datasets, it does not describe how individual records are derived within

those tasks. In particular, it cannot identify which specific input tuples contributed to a given output

tuple, nor how they were combined during query execution.

In contrast, relational data lineage captures dependencies within queries, modeling how output

tuples are derived from input tuples through relational operators such as joins and aggregations.

This fine-grained view enables applications such as record-level debugging, what-if analysis, and

fine-grained auditing [16, 15, 22].

In this thesis, we focus on relational data lineage, which provides the level of detail required

to support these applications.

2.4 Lineage Capture

Lineage capture refers to the process of recording dependencies between input and output

tuples during query execution. Provenance semantics define what lineage to capture, while cap-

ture mechanisms determine how this information is computed and stored [4]. Different capture

approaches produce lineage in different representations, which in turn affects storage cost, access

patterns, and query performance.

In practice, lineage capture systems adopt one of two main strategies, illustrated in Fig-

ure 2.1(g,h).

2.4.1 Declarative Approaches

Declarative approaches capture lineage by rewriting queries to propagate provenance infor-

mation alongside data [32, 34]. Given a query 𝑄, these methods construct a rewritten query 𝑄+

that produces both the original result and lineage annotations.
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For standard relational operators (e.g., selection, projection, join, and union), this is typically

achieved by augmenting the projection list with tuple identifiers from input relations, ensuring

that each output tuple carries information about its source tuples. Aggregation requires additional

techniques, such as join-back rewriting or window-based methods, to associate output tuples with

contributing inputs [32, 33].

Example 2 The lineage of 𝑄1 can be captured by rewriting it into 𝑄1+, which joins 𝑄1’s output

back with the input relations to recover the contributing tuple identifiers:

𝑄1+ = 𝜋𝑄1.𝑟𝑖𝑑, 𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟.𝑟𝑖𝑑, 𝑜𝑟𝑑𝑒𝑟.𝑟𝑖𝑑 (𝑐𝑢𝑠𝑡𝑜𝑚𝑒𝑟 ⊲⊳ 𝑜𝑟𝑑𝑒𝑟𝑠) ⊲⊳ 𝑄1

Each row in𝑄1+ pairs an output tuple identifier with the identifiers of the input tuples (customer.rid

and orders.rid) that contributed to it, as illustrated in Figure 2.1(g).

While declarative approaches are portable and require no engine modification, encoding lin-

eage as additional columns in a denormalized result can significantly increase query complexity

and data size. For queries with complex aggregations or nested subqueries, the size of the lineage

encoding can dwarf the query result itself [35, 33].

2.4.2 Physical Approaches

Physical approaches capture lineage by instrumenting the execution engine. In these methods,

operators are modified to record input-output relationships during execution, which are then stored

in auxiliary data structures.

Unlike declarative approaches, physical methods are not constrained by relational representa-

tions and can store lineage in compact, normalized formats (e.g., arrays or specialized data struc-

tures). Systems such as Smoke [12] demonstrate this approach by maintaining lineage mappings

in memory.

However, physical approaches must be carefully adapted to the execution model of the under-

lying system. In modern analytical engines, particularly those using vectorized execution, naively
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tracking lineage at the tuple level can introduce significant overhead due to the mismatch be-

tween vectorized processing and fine-grained dependency tracking, making efficient instrumenta-

tion challenging [12, 20].

2.4.3 Eager vs. Lazy Capture

Lineage is ultimately consumed through queries over the dependency graph, often in user-

facing applications that require low-latency responses [41, 42] (e.g., Figure 1.1). As a result, the

capture strategy has a direct impact on query performance and responsiveness.

Lineage capture approaches can be broadly classified as eager or lazy. Eager approaches

record lineage during query execution, introducing additional runtime overhead but making lineage

immediately available for subsequent queries [12]. The goal of such systems is to minimize capture

overhead while supporting interactive access to lineage.

In contrast, lazy approaches defer lineage computation until it is explicitly requested, avoiding

overhead during base query execution at the cost of increased latency when lineage is queried [32,

34]. These approaches are well suited when lineage is infrequently accessed.

This thesis focuses on eager lineage capture, aiming to achieve low-latency lineage queries

while minimizing runtime overhead.

2.5 Lineage Representation and Querying

Lineage can be represented in multiple ways, including relational tables, graph structures,

and symbolic expressions [5, 4]. While these representations can be viewed as encoding the same

underlying dependency graph, their implementations differ and affect storage cost, access patterns,

and query performance.

Some systems store lineage within the relational model, maintaining compatibility with SQL

and existing database infrastructure [34, 32, 49]. Others use explicit graph-based representations,

such as integer-encoded dependency graphs [12], or symbolic representations like provenance
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polynomials and circuits [5]. The choice of representation often aligns with the capture approach

and directly impacts lineage capture overhead and query efficiency.

Lineage queries are typically expressed as traversals over the dependency graph [11]. Com-

mon types include backward tracing (from outputs to inputs), forward tracing (from inputs to

outputs), and recomputation queries that leverage lineage to update or validate results efficiently.

Because lineage queries operate over graph structures, they can exhibit complexity similar to gen-

eral graph queries [54].

Efficient support for these queries depends critically on both the representation of lineage and

the mechanisms used to capture it.

2.6 Applications

Applications that require reasoning about relationships between input and output data can

be naturally expressed as lineage queries. These applications rely on different forms of lineage

traversal, depending on their goals.

A common class of applications uses backward lineage to trace outputs to their contributing

inputs. These include debugging unexpected results [16, 54, 2, 17, 55], diagnostics [56], security

analysis [22, 54], and auditing for compliance [18].

Because lineage results can be large, especially in analytical workflows [35], many systems

employ summarization techniques to improve interpretability. This is particularly important for

applications such as data cleaning [57, 58, 59] and query explanation [45, 46].

A second class of applications leverages lineage to accelerate recomputation and support in-

teractive analysis. These include speeding up machine learning retraining [50, 60], iterative ana-

lytics [3, 61], and interactive visualizations [62].

Many of these applications require low-latency lineage queries [42, 41], making efficient

lineage capture and querying critical for practical deployment.
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2.7 Modern Analytical Database Systems

Analytical query engines are designed to process large volumes of data at interactive speeds [48,

63]. Two execution models dominate modern systems: compiled execution, which generates

query-specific machine code, and vectorized execution, which processes data in fixed-size batches [64,

65].

2.7.1 Execution Models

Compiled Engines. In compiled execution, the query plan is translated into low-level ma-

chine code tailored to the specific query, following a data-centric model where code is generated

around the data rather than the tuple-at-a-time iterator model [64, 65]. This minimizes interpre-

tation overhead and enables aggressive compiler optimizations. However, compilation introduces

per-query latency on first execution and increases system complexity, making the engine harder to

debug, maintain, and evolve [64, 47].

Vectorized Execution. Vectorized engines process data in fixed-size batches of tuples, com-

monly referred to as vectors or chunks [39]. This approach improves cache locality and leverages

SIMD parallelism [66, 67] while retaining the flexibility of interpreted execution [64, 65]. Vec-

torized execution is widely adopted in modern analytical systems, including DuckDB, Snowflake,

and ClickHouse [48, 68, 63].

Vectorized engines share several architectural patterns that enable high performance. Exe-

cution is organized around a modular operator API, where operators exchange data in fixed-size

chunks [39]. Queries are executed in parallel across multiple threads, often using morsel-driven

scheduling [69], while some operators (e.g., joins and aggregations) maintain shared state such as

hash tables. Systems also employ buffering and caching strategies to improve throughput and may

short-circuit computation when possible [48].

This combination of vectorized execution, parallel processing, and modular design enables

modern analytical systems to achieve high performance while remaining flexible and maintainable.
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These properties make vectorized architectures a natural target for lineage capture techniques, but

they also introduce challenges for efficiently tracking fine-grained dependencies during execu-

tion [12, 20].

2.7.2 DuckDB

DuckDB [48] is an in-process, columnar analytical database that uses vectorized execution.

It incorporates many best practices from modern analytical engines [70, 69, 71, 39], including

modular operator APIs, chunk-at-a-time processing, and pipelined execution. Queries in DuckDB

are executed over pipelines of operators, with data flowing between operators in fixed-size chunks.

This design improves CPU efficiency by leveraging cache locality and SIMD parallelism while

avoiding the materialization of large intermediate results.

To parallelize execution, DuckDB uses morsel-driven data parallelism [69], where input data

is partitioned into small units of work (morsels) that are dynamically scheduled across worker

threads. Most operators process their assigned morsels independently, while shared structures such

as hash tables for joins or aggregations are carefully synchronized. The combination of vectorized

execution and morsel-driven parallelism allows DuckDB to achieve high performance on analytical

workloads while remaining lightweight and easy to embed in applications.

DuckDB’s extensions framework enables the addition of specialized operators and utilities as

installable extensions. In the context of this thesis, it provides a practical mechanism for integrating

lineage capture into DuckDB without requiring invasive modifications to the core engine.
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Chapter 3: Related Work

This chapter reviews prior work on data lineage, focusing on how lineage is captured, repre-

sented, and used in practice. We organize existing approaches into three areas, covering lineage

capture techniques, lineage representations, and lineage-driven applications. We then analyze the

limitations of these approaches and position the contributions of this thesis relative to existing

systems and models.

3.1 Lineage Capture Approaches

Lineage capture approaches fall into two main categories. Declarative approaches operate

within the relational model, while physical approaches instrument the execution engine directly.

3.1.1 Declarative (Logical) Approaches

Declarative approaches capture lineage by rewriting queries to propagate provenance infor-

mation alongside data within the relational model [33, 32]. Given a query 𝑄, these methods con-

struct a rewritten query 𝑄+ that produces both the original result and lineage annotations, without

modifying the execution engine.

Systems such as Perm [32] and GProM [33] implement this approach by propagating tuple

identifiers through query rewriting. Müller et al. [35] take a two-phase approach, logging execu-

tion decisions during query processing and reconstructing lineage in a subsequent step. Similar

rewriting-based techniques have been applied to data preparation pipelines [8] and Python-based

workflows [13], facing the same portability-overhead trade-off.

Declarative approaches are portable, as they can be implemented on top of any relational

engine without engine modification [32, 34]. Their main limitation is overhead, as the rewritten
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query must obey the relational model, encoding the query result and the lineage graph within a

single denormalized table whose size can dwarf the query result itself [35, 32]. Since lineage con-

tains one row per derivation, output tuples with many contributing inputs produce many rows; in

a basic SPJA query, each join input contributes an annotation column and aggregations require a

join-back to recover per-tuple dependencies, and complex queries such as those with nested sub-

queries further increase rewriting complexity [72]. This limits suitability for interactive analytical

workloads [35]. Chapter 5 evaluates these trade-offs in a direct comparison on a modern vectorized

engine.

3.1.2 Physical Approaches

Physical approaches capture lineage by instrumenting the execution engine to record input-

output dependencies as a side effect of query execution [12, 37, 38]. Rather than rewriting queries,

these methods modify physical operators to track how input tuples contribute to output tuples dur-

ing execution. Compared to declarative approaches, physical methods reduce overhead by avoiding

large intermediate results and storing lineage in compact auxiliary structures [12]. However, this

efficiency comes at the cost of tighter coupling with the execution engine, making such approaches

harder to implement and less portable across systems [43].

Beyond portability, a key limitation is that existing physical approaches, including Smoke [12],

are designed for row-oriented execution models and make simplifying assumptions that limit their

applicability to modern analytical engines. First, Smoke assumes each operator’s interface mirrors

its logical counterpart and that inputs and outputs are entire relations. In chunk-based execution,

this means lineage is tracked only within individual chunks and not at the relation level. Second,

the per-tuple tracking overhead is masked in row-based execution but becomes evident in columnar

engines, where execution costs are amortized over chunks of records by leveraging hardware vec-

torization [20]. Applying Smoke’s techniques to a columnar engine can incur nearly 5× overhead

on a simple group-by query [20]. Chapter 4 addresses these limitations with capture techniques

tailored to vectorized analytical engines. This work adapts data flow analysis [73] to identify
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which variables in the query engine implicitly encode lineage, using Use-Definition chains [74] to

determine which branches must be logged during execution.

3.1.3 Taint Tracking and Annotation Propagation

Taint Tracking (TT). Taint tracking is a technique from software security [75] that associates an-

notations with data and tracks their propagation through program execution [76, 77]. Propagation

rules define how annotations flow from inputs (sources) to outputs (sinks) and how they are com-

bined. Dynamic approaches faithfully track execution but incur high runtime overhead [77], while

static approaches [78] rely on reachability analysis to infer whether tainted data reaches a sink, but

can lead to overtainting due to dynamic dispatch and unconditional propagation.

Lineage and Taint Tracking. Lineage can be expressed using taint tracking by labeling each

input tuple with a unique identifier and propagating these identifiers through computations. Prior

systems [79, 80, 81, 82] adopt this approach, typically defining propagation at the level of logical

operators. This is conceptually similar to declarative lineage capture, but annotations are propa-

gated during execution rather than materialized via query rewriting. However, maintaining annota-

tions at per-tuple granularity introduces significant overhead, particularly in analytical workloads,

where large data volumes amplify the cost of tracking and combining annotations [35].

3.2 Lineage Representation and Systems

Lineage representation impacts storage cost, query performance, and system integration [4].

Existing systems adopt different representations depending on how lineage is captured.

Declarative approaches typically encode lineage within the relational model [33, 34], while

physical approaches favor compact graph- or array-based structures [12]. Other systems use sym-

bolic representations, such as provenance polynomials or circuits, to capture richer dependency

semantics [5, 83].

These design choices introduce trade-offs between portability, efficiency, and expressiveness.

However, existing approaches typically optimize for only a subset of these properties, and no single
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representation simultaneously achieves low capture overhead, efficient lineage querying, and low-

cost integration with modern analytical database systems [43].

3.3 Lineage Applications

Lineage enables a wide range of applications that require reasoning about input-output data

dependencies [54, 84]. All of these applications require fast access to lineage at query time.

3.3.1 Debugging, Cleaning, and Auditing

Systems such as SubZero [16], Titian [2], and Newt [17] use backward lineage queries to

trace unexpected outputs to their contributing inputs, supporting debugging and query explanation.

Data cleaning systems [57, 58] and auditing tools [22, 18] rely on the same mechanism to locate

errors and track data flows for compliance. Because lineage results can be large, systems such

as Scorpion [45] and ERDB [46] employ summarization to improve interpretability. A common

limitation across these systems is that they assume fast lineage access; when lineage is expensive

to capture or query, interactive use becomes infeasible [41].

3.3.2 What-if Analysis

What-if queries are the building block for a wide range of applications, including sensitivity

analysis, data cleaning, probabilistic databases, and ML retraining [45, 46, 15, 50]. These applica-

tions differ in the type of interventions they evaluate, but share a common bottleneck in the cost of

re-evaluating the query under each hypothetical update.

General approaches such as IVM [51] suffer from large memory overheads and slow eval-

uation when the number of interventions is large. Prior systems address this by restricting the

problem. Scorpion [45] is limited to incrementally updatable aggregation functions, ERDB [46]

requires pre-defined explanation templates, and Caravan [85] requires pre-specified parameterized

interventions. Even with these restrictions, they still take seconds or minutes per query [44].
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Provenance-based methods [5, 34] annotate output tuples with symbolic polynomial expres-

sions and re-evaluate them under different variable assignments, avoiding full recomputation in

theory. In practice, ProvSQL [34] is slower than both IVM and re-running the query from scratch

due to the recursive evaluation of circuit-based representations, which causes non-sequential mem-

ory accesses and poor code locality [44].

Chapter 6 addresses these limitations with FADE, which represents provenance as integer

arrays on a per-operator basis and evaluates interventions in tight loops, outperforming IVM by

1000× and prior provenance-based approaches by 10,000× [44].

3.4 Practical Adoption and Engineering Trade-offs

Prior work on lineage capture has largely focused on runtime overhead and storage efficiency,

with limited attention to integration complexity, maintainability, and deployment [43]. In prac-

tice, approaches that require modifying and recompiling the database engine impose significant

barriers to adoption, especially for mature analytical systems with large codebases and established

user ecosystems. Prior work does not systematically study the trade-off between runtime perfor-

mance and engineering cost across different capture approaches on a common system. Chapter 5

addresses this gap with an apples-to-apples comparison of three capture approaches on DuckDB,

evaluating both runtime overhead and implementation complexity.
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Chapter 4: SmokedDuck: Fast Lineage Capture in Analytical Engines

S1. sel,n = EvalEq(vconst,IN);
log({‘sel’, sel}); 
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Figure 4.1: Lineage instrumentation and querying overview. (A) The developer registers a set of
data functions with their descriptors. (B) To instrument a data program, the developer highlights
two data sources one as a source (IN) and a sink (OUT). (C) Our lineage instrumentation algorithm
takes the sink and source and constructs UD-chain graph to recommend data structures to log and
(D) the developer add logging statements (E) then register instrumented function in the FuncLib.
(F-H) Query execution stores information needed to compute lineage queries in a log.

4.1 Introduction

Fine-grained provenance (or lineage) tracks the relationships between a query 𝑄’s input and

output records 𝑅𝑜𝑢𝑡 . Users can then run backward lineage queries 𝐿𝑄(𝑂,𝑄, 𝐷) to identify the

input records from relations in 𝐷 that contributed to a subset of output records 𝑂 ⊆ 𝑅𝑜𝑢𝑡 , and

depending on the precise semantics, how these inputs were combined to produce those outputs.

Different applications require the ability to trace from a given output to the specific input

data that contributed to its derivation, and potentially understand how they were combined. This

information is essential in several domains, such as data debugging, to identify errors in data

transformations [16, 54, 2, 17, 55]; security, to enforce access control and prevent unauthorized

data propagation [22, 54]; and auditing, to ensure regulatory compliance [18], among others [8,

58, 59, 86, 87, 3, 61, 46, 45]. This ubiquity highlights the importance of lineage systems for both

traditional as well as emergent domains.
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Unfortunately, querying lineage is too expensive for the above applications, as it requires

tracking per-record dataflow throughout query execution over millions or billions of records. Ex-

isting declarative approaches such as Perm (or its optimization in GProm) [33, 32] logically rewrite

the input query to propagate lineage as additional query attributes during execution. Since the

rewritten query must obey the relational model, the query result and the lineage graph must be

computed and encoded within a single denormalized table whose size can dwarf the query result

itself. For instance, in a basic SPJA query, each range variable introduces an additional annotation

column to track the input row the output record depends on, and aggregations replicate the output

by its group size. Thus, despite sophisticated optimizations [32], the rewritten query still slows

TPC-H queries by >2−1000× [35, 88, 33] on PostgreSQL, and by nearly 8× on DuckDB for a

simple group by query over a 10M row input table consisting of 2 integer attributes and 10 output

groups (Figure 4.2).

An alternative approach is to physically instrument operator implementations to emit lin-

eage as a side-effect, effectively generating lineage in a normalized representation. For instance,

Smoke [12] is an in-memory row-oriented query compilation engine that inlines lineage capture

logic within the operator logic. It generates a unique id for each tuple, and relies on existing data

structures (e.g., hash tables) to propagate the annotations along with the original payload, then

persist them as compact 1- or 2-D integer arrays. These techniques reduce runtime overhead to

2−20% on TPC-H.

However, Smoke makes a number of simplifying assumptions that limit its applicability to

modern analytical query engines. First, Smoke critically assumes that each operator’s interface

mirrors its logical counterpart and that its inputs and outputs are entire relations conveniently rep-

resented as arrays of records. This means tracking input and output identifiers based on their

array offsets is sufficient. In the context of chunk-based processing, this only tracks lineage within

individual chunks and not at the relation level. In contrast, modern query engines employ opti-

mizations such as interpreted plan execution, chunking, caching, and multi-threading for software

engineering and performance reasons. These features violate Smoke’s simplifying assumptions
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and introduce non-trivial complexity that makes reasoning about instrumentation difficult. Thus,

extending physical instrumentation to modern columnar engines requires rethinking how lineage

is represented and tracked in order to minimize bookkeeping overheads.

Second, it assumes a row-oriented execution model, which masks its per-row lineage tracking

overhead. In a columnar engine like DuckDB, it incurs nearly 5× overhead on a simple group-by

query [48] (Figure 4.2). This is because columnar engines amortize execution costs over chunks

of records by leveraging hardware vectorization.

To support low overhead lineage capture in a production analytical engine, this work departs

from the previous capture methods are rooted in relational algebra (logically like Perm, or phys-

ically like Smoke), and takes a program analysis perspective that tracks data dependencies at the

function and statement levels. Our key insight is that functions in an analytical engine follow a

columnar data model, which is needed to support vectorization. This allows us to leverage a mild

equivalence between array data movement and lineage.

Figure 4.2: Lineage capture relative overhead for a group by query 𝛾𝑔,𝑠𝑢𝑚(𝑣) (𝑇) with |𝑇 |=10M
and 10 output groups. Logical approaches propagate annotations using query rewriting approach
(Perm, GProm) [33, 32]. Smoke applies techniques from [12] to a vectorized interpreted engine
(DuckDB). This work uses techniques specialized for Vectorized engines.

Vectorization & Columnar Data Model. The columnar data model stores each attribute in a

logical relation as a collection of arrays, each representing a subrange of the attribute in the rela-

tion [39]. Vectorized execution follows this data model to process fixed-size chunks in order to

benefit from SIMD parallelization, cache locality and reduced memory bandwidth usage.
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Data Movement & Lineage. Data movement is arguably the major bottleneck in data-intensive

applications [89, 66], and nearly all columnar engines use a small number of vectorized data-

movement functions as the building block to implement physical operators [90, 66, 91]. These

data movement functions require that the inputs dictate the data-flow for a data chunk (which

represents a subrange of records). For example, vectorized store 𝐵 ←𝑚 𝐴[𝑙] consumes a bitmask m

that encodes which elements in A (from an array of offsets l) to copy contiguously into B. If A[l] is

the input, then m,l reconstructs lineage for elements B[0:|m|]. We refer to m,l as lineage artifacts

(LAs) that encode data movement patterns because they already exist during program execution.

Opportunity and Challenges. In principle, given the LAs for every data movement instruction

along the data-flow path from a function’s input to output relation—which amounts to pinning

or copying existing variables—and all control decisions, we may reconstruct the lineage for any

output record. Further, the LAs are simple integer arrays amenable to fast lookups and compres-

sion [92].

However, applying these ideas to a modern analytical engine with modern optimization fea-

tures is non trivial and raises three main challenges. First, it is clear that naively capturing LAs for

every array access and branching decision will cripple query runtime. Which candidate variables

and program states are relevant to reconstruct the end-to-end lineage of an SQL query? Second,

the engine’s logic is spread across dozens of physical operators and hundreds of functions. How

can a developer systematically and incrementally instrument the engine? Third, lineage queries

need to piece together data flows across a large number of LAs. Is fast lineage query execution

even possible, and can its execution reuse the existing query engine?

Approach. This work describes a bottom-up instrumentation approach we used to instrument

DuckDB [48] that is motivated by taint tracking (TT). Given a function, TT tracks data depen-

dencies by annotating source variables with labels and propagating the labels through program

execution so that the desired sink variables are correctly annotated. At each function call along

data flows between source and sink, the runtime looks up custom propagation logic in a function

library (which we call FuncLib) that computes the output labels [75].
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Philosophically, prior lineage capture methods follow a similar approach but model the query

plan as the program whose source and sink are the database relations and query result: logical

rewrite approaches [32, 33] annotate each input record, model the program as the logical query

plan, and define custom propagation policies for each logical operator; Smoke implicitly annotates

each input record based on its array offset, models the program as the physical query plan, and

externalizes the effects of physical operator propagation policies as lineage arrays [12].

In contrast, we directly instrument the query engine logic without assuming knowledge of

operator semantics—operators are simply collections of functions. Our primary assumption is

that functions follow a columnar data model. This allows us to avoid per-tuple capture overheads

by capturing lineage on a chunk-wise basis, which allows lineage capture to amortize capture

overhead by the level of vectorization (2048 in DuckDB).

We start by initializing the FuncLib with 10 “atomic” functions (Section 4.3.1) for which their

LAs are well-defined. These include hardware/software vectorized functions and data structures

that can be logically abstracted as arrays with getter and setters (e.g., ART index [71]). We then

start from the executor entry point, and recurse into its function calls until we reach a leaf function

whose statements are all found in FuncLib. We add instrumentation calls to log LAs before every

data movement instruction along its data flow paths as well as branching decisions to capture the

control flow. Once a function has been instrumented, we add it to FuncLib and instrument the next

leaf function.

Since LAs are arbitrary blobs, each entry in FuncLib also provides methods to interpret LAs to

support lineage querying. These are manually specified when initializing FuncLib and are inferred

for instrumented functions. SMOKEDDUCK executes lineage queries using DuckDB’s executor as

a tree of joins over the LAs: we build lightweight indexes to accelerate these queries, and introduce

a custom lineage join operator that computes lineage across statements using in-memory LAs.

SMOKEDDUCK is packaged as a fork of DuckDB with a lightweight Python library. Users is-

sue a PRAGMA statement to enable and configure lineage capture, so that subsequent SELECT queries

capture lineage. The user can query lineage via the result cursor or by accessing virtual lineage
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relations in the database. SMOKEDDUCK has been used to support high-throughput what-if ana-

lytics [44] and data science visualizations for teaching [9, 20].

Contributions and Chapter Outline. To summarize, we make the following contributions:

• We use the connection between data movement and lineage in columnar models to motivate

function-level lineage capture by identifying and storing LAs—existing variables in the program.

We describe how a Use-Definition graph helps identify variables to capture within a function.

• We introduce a systematic method to incrementally instrument a modern interpreted columnar

query engines.

• We develop SMOKEDDUCK, which adds low-overhead lineage capture and fast lineage querying

to DuckDB.

• Our experiments show that function-level capture in SMOKEDDUCK consistently outperforms

logical rewrite approaches. On TPC-H SF=10, SMOKEDDUCK is on average 116× (min: 11×,

max: 969×) faster, and answers lineage queries on average within 110ms.

Scope. This work focuses on showing that fast lineage capture and querying is possible in a modern

interpreted columnar engine and developing a methodology to simplify the manual instrumentation

process. Automatic instrumentation tools is a promising direction for future work.

4.2 Preliminaries

We build on the data and lineage model introduced in Chapter 2 and the lineage capture

approaches surveyed in Chapter 3, including connections to taint tracking analysis. We focus only

on the aspects necessary to describe our function-level lineage model and its implementation.

We follow provenance polynomial semantics (Section 2.2.1), tracking input contributions, tu-

ple combinations (×), and multiple derivations (+), instantiated under copy-contribution semantics.
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4.2.1 Function-Level Data Model

Our work targets columnar engines that employ vectorized execution. A relation 𝑅(𝑎1, · · · , 𝑎𝑘 )

is logically modeled as 𝑘 1D arrays 𝑅𝑎1 , · · · , 𝑅𝑎𝑘 of length 𝐿𝑒𝑛(𝑅𝑎𝑖 ) = |𝑅 |, where 𝑅𝑎 𝑗
[𝑖] refers to

𝑎 𝑗 ’s value in the 𝑖𝑡ℎ tuple. While the relational model is unordered, their columnar representation

is ordered, and we use array offsets as relation keys.

Unlike prior approaches that model lineage at the level of relational or physical operators,

we adopt a function-level view of execution. Functions are treated as transformations over arrays,

and all variables are modeled uniformly as arrays (with scalars represented as single-element

arrays). This abstraction reflects the implementation of modern analytical engines [65, 90, 91,

66]. In practice, columns are partitioned, so variables are marked if they represent a subrange of a

relation’s column; if they represent columns from a source relation, the scan operator marks them

with the appropriate relation id. Data structures such as indexes or linked lists are also modeled as

arrays (see Section 4.4.2), enabling a uniform treatment of data dependencies.

To summarize, functions consume and emit marked arrays, and our goal is to track their

element-wise data flows. We apply this model to instrument DuckDB [48], and discuss its appli-

cability to other engines such as ClickHouse [63] and Velox [93].

4.2.2 Opportunity

Fast lineage capture requires that the query engine does no more work than is sufficient to

reconstruct lineage, and that the extra work is small relative to execution throughput. Although

tracking element-wise arrays update is prohibitive, vectorized instructions process multiple ele-

ments at a time, which amortizes overhead over the size of the array. Further, fast analytical

engines tend to minimize the amount of data movement, so the number of instrumentation points

is low.
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4.3 Lineage ∼ Data Movement

This section relates lineage and function-level data movement for both capture and lineage

reconstruction, and then outlines the challenges that common analytical engine features introduce.

4.3.1 Function-level Lineage.

Data movement fundamentally reduces to moving array elements from specific input to out-

put locations. For instance, sink[o] = src[i], or sink = assign(sink,src,o,i) in function

form, copies an element from array src to sink, where the integers 𝑜 and 𝑖 fully encode the data

flow for element sink[o]. Vectorized instructions simply generalize scalar execution by process-

ing multiple array elements in a single instruction. Rather than scalars 𝑜 and 𝑖, their inputs encode

element-wise data flow for the batch of elements.

We model the data dependency for a function 𝑓 with a backward mapping function bw(𝑜𝑖𝑑; A) =

𝑖𝑖𝑑𝑠 that maps output element id 𝑜𝑖𝑑 in sink to the input element ids 𝑖𝑖𝑑𝑠 in source. A =

{𝑎1, . . . , 𝑎𝑘 } is the subset of arguments passed to 𝑓 (e.g., i,o for assign() above) that are suf-

ficient to reconstruct this dependency. To know which elements were updated, 𝑅(A) defines the

output ids valid for A, and bw() returns an empty set if 𝑜𝑖𝑑 ∉ 𝑅. For example, assign() above is

characterized by:

A = {𝑖, 𝑜}, bw(𝑜; A) = {𝑖}, 𝑅(A) = {𝑜}

We call A the function’s lineage artifacts (LAs) and the set (A,bw, 𝑅) as the function’s descriptor

(FD).

Primitive Functions All data movement eventually reduces to hardware instructions, which we

call primitives functions. While the data dependency patterns for the vast majority are the identity

function (bw(𝑜) = 𝑜) and can be ignored, analytic engines also rely on a small number of data

movement primitive functions [65, 90, 91, 66] that exhibit non-trivial dependency patterns and for

which FD and their LAs are well-defined. We give two examples below.
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1. Indexed store1 (sink[𝑣 [𝑖]] = src[𝑖], 𝑖 ∈ [0, 𝑛)) writes the 𝑖𝑡ℎ element in src to 𝑣 [𝑖] in sink.

Thus, 𝑣 and its length 𝑛 are sufficient to reconstruct its data movement. The lineage of the

𝑜𝑡ℎ output element is the index of the last input that wrote to it:

A = {𝑣, 𝑛}, bw(𝑜; A) = {max{𝑖 | A.𝑣 [𝑖] = 𝑜}}, 𝑅(A) = {A.v[𝑖] | 𝑖 ∈ [0,A.𝑛)}

2. Indexed fetch2 is another common pattern that uses the index 𝑣 to locate where to read from

src, sink[𝑖] = src[𝑣 [𝑖]], 𝑖 ∈ [0, 𝑛):

A = {𝑣, 𝑛}, bw(𝑜; A) = {A.v[𝑜]}, 𝑅(𝐴) = [0,A.𝑛)

For exposition, this work assumes that each function takes as input a single array variable

that represents a column and outputs a single array, however general functions may consume and

emit multiple columns (e.g., binary expressions). In these cases, the FD defines bw 𝑖, 𝑗 for the pairs

between the 𝑖𝑡ℎ input and 𝑗 𝑡ℎ output variables.

Statement-level Lineage. A statement 𝑆 calls a function 𝑓 that consumes and returns arrays. In

this work, we are interested in reconstructing the lineage across statements for arrays that logically

represent columns. Given an index 𝑜𝑖𝑑 into the output array out and a desired input array in, its

lineage over a statement 𝑆 is defined as follows, where FD 𝑓 is its function’s descriptor:

𝐿𝑄(𝑜𝑖𝑑, 𝑜𝑢𝑡, 𝑖𝑛,FD 𝑓 ) =


FD 𝑓 .bw(𝑜𝑖𝑑,FD 𝑓 .𝐴) if 𝑜𝑖𝑑 ∈ FD 𝑓 .𝑅(FD 𝑓 .𝐴)

⊥ otherwise

Function-level Lineage. Functions are composed of multiple statements along with control flow

logic, and lineage across functions depends on its dynamic data flows. Figure 4.3 illustrates the

1Commonly called Selective Store if the indices in 𝑣 are sequential or encoded as a bit mask. Otherwise,
known as Scatter [66].

2Commonly called Slice or Selective Load if the indices in v are sequential or encoded as a bit mask.
Otherwise known as Gather [66].
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core constructs of composition, branching, and multiple paths, and how we reconstruct lineage

across statements in a function. 𝐿𝑄(𝑜𝑖𝑑 = 0, 𝑐1, 𝑎1) specifies a lineage query from sink variable

𝑐1 in statement S5 to source variable 𝑎1 in statement S1, for output record with id 0. We use

superscript to uniquely identify every version of a variable, so the lineage query can be simplified

to 𝐿𝑄𝑐1{𝑎1 (0), where{ denotes all paths between the sink and source. When they are part of the

same statement, we use→.

S1. t2 = assign(t1, a1, 0, 1 );  
S2. b2 = assign(b1, t2, 0, 0 );  
S3. if (..predicate..)
S4.   b3 = assign(b2, a1, 1, 0 ); 
S5. c1 =  sum(b?[0],  a1[2]);    

Figure 4.3: Code example that shows lineage across statements. The statement’s sink , source ,
and their LAs variables are highlighted with red, blue, and green boxes respectively.

To reconstruct the lineage, we recurs along each of three data flow paths from 𝑐1 to 𝑎1:

(𝑐1→𝑏3→𝑏2→𝑡2→𝑎1), and (𝑐1→𝑏3→𝑎1), (𝑐1→𝑎1), (𝑐1→𝑏2→𝑡2→𝑎1),.

𝐿𝑄𝑐1{𝑎1 (0) =𝐿𝑄𝑏?{𝑎1 (𝐿𝑄𝑐1→𝑏? (0)) ∪ 𝐿𝑄𝑐1→𝑎1 (0) (4.1)

𝐿𝑄𝑏3→𝑎1 (0) ∪ {𝑎[2]} (4.2)

𝐿𝑄𝑏2{𝑎1 (0) ∪ {𝑎[2]} (4.3)

𝐿𝑄𝑡2{𝑎1 (𝐿𝑄𝑏2→𝑡2 (0)) ∪ {𝑎[2]} (4.4)

𝐿𝑄𝑡2→𝑎1 (0) ∪ {𝑎[2]} (4.5)

{𝑎[1], 𝑎[2]} (4.6)

𝑐1 in S5 is derived from 𝑏? and 𝑎1 which are both marked with the same source relation because 𝑏?

is ultimately derived from 𝑎1. Thus, it depends on 𝑏? [0] and 𝑎[2] (Equation (4.1)). 𝑏? is versioned

with a ? because its value may be 𝑏2 or 𝑏3 depending on the branch taken3. Suppose the branch

was taken, so that 𝑏? resolves to 𝑏3. Equation (4.2) finds that S4’s partial update did not modify

3In practice, 𝑏? is also versioned by introducing a 𝜙() statement[74] to denote when two branches merge, but we
omit this to keep the examples simple.
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𝑏[0] (0 ∉ FD𝑎𝑠𝑠𝑖𝑔𝑛.𝑅(1, 0)), so we decrement 𝑏3 version to 𝑏2, and eventually trace back to 𝑎[1]

because 0 ∈ FD𝑎𝑠𝑠𝑖𝑔𝑛.𝑅(0, 0) and 0 ∈ FD𝑎𝑠𝑠𝑖𝑔𝑛.𝑅(0, 1) for both 𝐿𝑄𝑡2{𝑎1 and 𝐿𝑄𝑏2→𝑡2 . We call

statements where 𝑜𝑖𝑑 ∈ FD.𝑅(·) a covering statement. Finding them is one of the bottlenecks

which we optimize for in Section 4.5.

This example illustrates three core constructs. Sequential statements define a single data flow

path and we recursively apply FD.bw from sink to source. A variable that is dependent on multiple

data flows unions their lineage together if they are marked with the same source relation—for

instance, 𝑏? and 𝑎1 in S5. Finally, branching decisions are logged so only the traversed branches

are used to reconstruct the lineage. The only case not present in the example is when a variable is

dependent on data flows marked with different source relations. In query engines, this only occurs

in functions that implement cross-product or join, where a variable may combine attributes from

different source relations (e.g., 𝑇.𝑥+𝑅.𝑦). To reconstruct provenance polynomials that preserve the

join structure, we handle functions whose inputs are labeled with different sources differently: the

paths from the function’s output 𝑜 to each labeled source 𝑠𝑖 is treated as a separate query 𝐿𝑄𝑏{𝑠𝑖

and accumulate the provenance for each source separately. This results in a nested structure that

mirrors the provenance polynomial.

4.3.2 Modern Analytical Engines

While analytical engines follow the above model, modern implementation features complicate

efficient instrumentation.

Consider 𝛾𝐴,count(*)(𝜎𝐴<10(𝑇)) written as a single function in Figure 4.4 (right side). We color

variables with red (sink), blue (source), or green boxes (LAs), and statements as gray if they are

not part of the lineage. S1 scans the full column T.A; S2 evaluates the filter expression and stores

the offsets and count of the matching records in sel and count; and S3 uses sel to filter scan_col

with an indexed fetch operation called Slice() (see Section 4.3.1 footnote).

S4-7 initialize the heap for the aggregate hash table. S8 computes addr1 (offsets into the hash

table) where the running counts will be stored, and S9 internally performs this copy as a scatter
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S1. scan_col = GetColumn(scan_state);

S2. count = executor.SelectExpression(scan_col, sel);
S3. filter_col.Slice(scan_col, sel, count); 

S4. total_groups = 1 << bits; 
S5. data = Alloc(width * total_groups);
S6. addr1 = get_addresses(data);
S7. InitializeStates(group_type, payload_type, 

addr1, total_groups);

S8. ComputeGroupLocation(filter_col, addr1, count);
S9. UpdateStates(aggregates, addr1, filter_col);

S10. addr2 = get_addresses(data);
S11. FinalizeStates(agg_col, addr2);

Scan.GetData(&scan_col,
&scan_state);

Filter.Eval(&scan_col, 
&filter_col);

Agg.Init(group_type, 
payload_type,
bits,width,data);

Agg.Sink(&filter_col, 
&agg_state);

Agg.GetData(&agg_col, 
&agg_state)

Figure 4.4: Simple filter-groupby query on a single column. Lines are grouped by the equiv-
alent modular implementation on the left. Arrows point from variable use to where they were
defined/updated.

operation that updates aggregates. Finally, S10 constructs addr2 to store hash table offsets for

non-empty buckets, and S11 uses addr2 to gather the entries into the output column agg_col.

Only S3, S9, and S11 exhibit non-trivial data movement along the data flow between source

scan_state and agg_col (depicted as dashed lines). S11 uses addr2 to move hash table entries to

the output array agg_col, S9 uses addr1 to map hash table entries to the filter column filter_col,

and S3 uses sel and count to filter the input scan_col, which models the input relation. Thus,

addr1, sel, count, and addr2 are sufficient to reproduce this query’s lineage.

We see that if the query were a single function like Figure 4.4, then instrumentation would

be relatively straight forward. However, modern analytical engine features incorporate numerous

features that complicate lineage capture.

1. Modular API. DBMSs encapsulate logic as sub-operators whose implementations are spread

across multiple functions and files (depicted as the left margin in Figure 4.4). This requires

applying analysis to each function independently and encapsulating the lineage capture and

querying logic within each function, and then connecting function calls together.
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  ... initialize states ...
S1. while (true) 
S2.   Scan.GetData(scan_chunk, scan.state);
S3.   if (scan_chunk.size() == 0) break;
S4.   Filter.Eval(scan_chunk, filter_chunk, filter.state);
S5.   if (filter_chunk.size() == 0) continue;
S6.   Agg.Sink(filter_chunk, Agg.state);

Figure 4.5: Figure 4.4 is modified to read chunks instead of the whole column. Variables with
partial red and blue colors indicate that it is used as sink and source within the function.

2. Chunking. Columnar databases use chunk-at-a-time evaluation [39], but this means that a

variable only represents a subrange of a column, so its internal indices no longer uniquely

identify a row in its logical relation. It is necessary to either track the subranges that chunks

represent or track chunk-level dependencies in order to recover the row that a chunk element

represents.

3. Interpreted Plan execution. Interpreted engines model the query as a plan of generic oper-

ators, and use dynamic dispatch during query execution. Thus, the data flow is not statically

known. This implicitly is a form of branching and requires us to track the virtual function at

runtime.

4. Caching. In most cases, the output chunk of a child operator is directly passed as input to

the parent. However, caching is used to accumulate small chunks after selective filters. This

requires a way to track data movement into and out of the cache state.

5. Shared State. Multi-threading distributes chunks across workers to leverage parallelization.

While most work is independent, some workers must access shared data, such as hash tables

in joins and aggregations. The order in which workers access the shared data is nondeter-

ministic, and would require the system to force an order when logging LAs across workers.

Looking Ahead While statement-level lineage in theory should be simple, applying it to real-

world analytical engines is challenging as it is not practical to enumerate every engine feature
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and write custom instrumentation logic for each. Instead, we need a uniform way to analyze the

engine’s implementation to minimize custom work.

One might be tempted to inline all function calls to reduce the engine to a single function

(akin to Figure 4.4). However, in is not possible because queries are not known statically, and

naive inlining is known to exponentially increase the code size [94]. Thus, we need a method to

help developers instrument the code as-is. It is also important to avoid over-instrumentation, which

incurs undue overhead, and avoid under-instrumentation, which would prevent reconstruction of

provenance.

In the subsequent sections, we first describe an overview of how we instrument an analytical

engine and use the logged artifacts and data flow to execute lineage queries. We then describe

optimizations we use to reduce capture overhead and lineage query latency, and use DuckDB’s

hash aggregate operator as a case study for instrumentation.

4.4 System Overview

In this section we introduce the main components of our framework, describe how a developer

use them to instruments a query engine and how an end user run lineage queries over the execution

log generated from an instrumented engine.

4.4.1 Instrumentation Workflow

SMOKEDDUCK involves two phases (Figure 4.1). The offline phase instruments functions in

the query executor to add the appropriate LAs logging statements so that during the online phase,

when a base query𝑄⊥ is executed with lineage logging turned on, the instrumented functions write

LAs to the Lineage Storage Manager, which post-processes and indexes them. SMOKEDDUCK then

translates the user’s lineage query into a fast query plan over the LAs.

Offline Instrumentation. The developer first initializes the set of primitive functions in FuncLib

(Figure 4.1A), and then chooses a function in the executor’s call graph whose statements are com-
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posed of functions in FuncLib. For instance, Exec() calls the function PipelineEval(), which

makes a virtual function call to OP::Eval() that resolves to a simplified version of Filter::Eval()

(4.1B). The developer marks the input IN and output OUT arrays that represent relations, and con-

structs a use-def graph that encodes the data-flow within the function (described in Section 4.4.2).

This finds the LAs sel in statement 2 (4.1C), and the developer adds a log() statement (4.1D).

The use-def graph is later used to interpret the execution log during lineage querying, so the graph

and the function are registered in FuncLib (4.1E).

Online User Perspective. The user enables lineage using a PRAGMA statement, and executes a

SQL query (4.1F). During execution, the LA[1,3] is added to the execution log 𝐿; the lineage

storage manager indexes them to accelerate lineage queries (4.1G). Finally, the user uses the result

cursor to execute a lineage query (Figure 4.1H) that retrieves rows in Rel that contributed to the

1𝑠𝑡 output row. The user can choose different provenance semantics for the lineage query by by

replacing the function with polynomial() to return provenance polynomial semantics encoded as

a relation (Section 2.1)

4.4.2 Architecture

We now describe the main components in Figure 4.1.

Use-Definition Chain Graph. In program analysis, the Use-definition Chain Graph (UD-chain) [74]

is a common representation of a function’s data flow, and we use it to identify which variables and

branches to log, as well as during lineage querying to trace the data-flow from sink to source

variables.

We briefly review its definition and refer readers to Rapps et al. [74] for a full treatment. Each

node in a UD-chain is a pair of a versioned variable and a statement. Variables are assigned a

version that is incremented on every update statement; this forms a unique id that identifies the

variable and its statement, so we use this as the node id (𝑛𝑖𝑑). An edge connects the statement that

uses a variable to the statement that defines it. Throughout this paper, we overlay the UD-chain
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graph on the code samples. For instance in Figure 4.1D, OUT used in S3 is defined as OUT in

S2, so there is an arrow between them. Similarly, IN is used in S2 and defined in the function’s

argument list.

The UD-chain is typically constructed by applying transformations that makes implicit pro-

gramming abstractions explicit [73] such as recursively unpacking objects into a set of arrays,

modeling pointer dereferences as array access in an array that represents memory (e.g., rewrite

b=*ptr as b[0]=mem[ptr]), simplifying nested expressions into multiple statements with inter-

mediate variables, and ensuring that arguments passed by reference are explicitly returned. For the

rest of the paper, we will apply these transformations and use Python-like syntax for clarity.

The Function Library (FuncLib). The FuncLib is pre-populated with primitive functions by

specifying the source and sink variables, LAs, range, and backward functions (their FD, see Sec-

tion 4.3). In addition, many functions are logically primitive and it is simple to define their FDs.

These include data structures that can be modeled as arrays (e.g., DuckDB’s ART index [71]

and Vector class) and software analogues to hardware instructions (e.g., DuckDB’s Slice(),

Scatter()). We treat entries in FuncLib as primitive functions and incrementally instrument

higher-level functions composed of primitive functions. After a function is instrumented, it is reg-

istered in FuncLib, along with its UD-chain, and we set the flag isInst to distinguish it from the

primitive functions (Section 4.4.3).

Execution Log While the UD-chain statically represents all potential data dependencies, vari-

ables defined along branches or loops are dynamic and require runtime information to resolve their

actual values. We capture this dynamic behavior in an ordered, append-only Execution Log 𝐿

during function execution. 𝐿 stores FD.A variables (LAs) and branching decisions that arise from

e.g., conditionals, virtual function calls, and threading. For instance, conditionals log the identifier

of the executed block, while virtual function calls log the invoked object class.
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4.4.3 Offline Instrumentation

We describe how to instrument a single function’s implementation given its UD-chain and

pre-populated FuncLib. Then we describe how to instrument function calls and multi-threaded

execution.

Single Function Instrumentation. We assume that the function is provided as a UD-chain (Sec-

tion 4.4.2) and the functions invoked are all registered in FuncLib. The developer first labels output

and input variables that logically represent relations with a unique relation id. For each data-flow

between a pair of input and output variables, we identify the statements whose function call has an

entry in FuncLib entry that specifies LAs. We then insert a log statement before the function call

to write for each LAs its node id and contents. For example Figure 4.6(B) logs the 𝑛𝑖𝑑 = 𝑠𝑒𝑙1 and

its content, which is the LAs for Slice() between 𝐼1 and 𝑂5.

We log branching for control-flow and virtual function calls differently. Control flow dynam-

ically changes the code blocks that are executed (labeled B:1, B:2, etc in Figure 4.6(A)), so we

log the block id during execution. For instance, Figure 4.6(A) logs B:1 for each iteration of the

loop. For virtual function calls, we log the object’s class. In Figure 4.6(A), op1.eval() would log

filter.

Function Call and Multi-threading. The query engine is implemented as a dag of function

calls. We first topologically sort the call graph where the root is the function that returns the final

result. We then start from each leaf function 𝑓 that satisfies the conditions of single function

instrumentation above. After instrumenting 𝑓 , the developer adds it to the FuncLib and includes

the labeled variables and UD-chain, and marks it as a non-primitive function (sets the isInst flag).

𝑓 is removed from the call graph and we repeat the procedure. For instance, after istrumenting

filter in Figure 4.6B, it is treated as a primitive function in Figure 4.6A.

Shared variables in multi-threaded execution pose a challenge because multiple threads may

write to them concurrently. For these variables, we write their entries to a shared global log, which
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#   nid       LAs 
1  B          0
2  s1,e1        0,4 
3  sel1     [0,2,3]
4  B         5
5  op1      ‘filter’
6  s2,c1        0,3
7  B          1
8  s1,e1        4,8 
9  B          4
10 op1     ‘filter’
11 s2,c1        3,4
12 B          1

def query(op1):
 col1=[] 
 IN1=[0,3,0,0,0,0,0,0]
 for i in range(2):
   s1=i*4; e1=(i+1)*4;
   I1 = get_range(IN1, s1, e1)
   O1 = op1.eval(I1)
   s2=len(col2); c1=len(O1);
   col3 = append(col2,O1,s2,c1)

  return col4B
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def filter::eval(I1):

 sel1,n1=ExprEqual(0,I1)

 if (n1==len(I1)):

  O2 = I

 else if (n1
 
> 0):

  O3 = Slice(I1,sel1)
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  O4 = []
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Figure 4.6: lineage query over variables in (A). (B) defines instrumented function used in (A). (C)
A’s execution log. (B) optimized execution log. We use the versioned variable name as the node
identifier.

enforces a globally serial oredering for log entries. We tag each log entry with the thread’s worker

id 𝑤𝑖𝑑. Unfortunately, writing to a shared log causes write contention that exacerbates runtime

slowdowns for lineage capture. We can avoid this if the developer can certify that threads only

access non-overlapping regions of the variable (e.g., parallel hash table build). In these cases, their

entries can be written to thread-local logs (Section 4.5).

4.4.4 Online Lineage Query

We use Figure 4.6 to revisit Section 4.3.1 and describe how the lineage query 𝐿𝑄𝑐𝑜𝑙4{𝐼𝑁1 (2)

is executed using the log in Figure 4.6C. The query executes a simple pipeline with one operator:

it loops over an input column IN1 in chunks of 4 and performs a virtual function call to an equality

filter (filter::eval()) to remove non-zero elements. Here, the red arrows connect a variable to

its previous version(s); the specific version is resolved during execution.

For brevity we refer to the FD for the three functions with non trivial data movements append(),

slice(), and get_range() as 𝑓 𝑑𝑎, 𝑓 𝑑𝑠, and 𝑓 𝑑𝑔. 𝑓 𝑑𝑠 follows Indexed Fetch (Section 4.3.1),

while 𝑓 𝑑𝑎 and 𝑓 𝑑𝑔 are defined as follow:

Aa = {𝑠, 𝑐}, bw𝑎 (𝑜; A) = {𝑜 − 𝑠}, 𝑅𝑎 (𝐴) = [𝑠, 𝑠 + 𝑐)

Ag = {𝑠, 𝑒}, bw𝑔 (𝑜; A) = {𝑜 + 𝑠}, 𝑅𝑔 (𝐴) = [0, 𝑒 − 𝑠)
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We now highlight how the log resolves LAs and dynamic branching decisions during query

execution. The algorithm walks along the path col4{ IN1 starting from col4 in the last log record

(#11). Since col4 depends on col1 in block B:0 and col3 in B:1, it searches for the largest branch

record with either of those ids and finds record #12 with value 1. This means col4 was derived

from col3 in B:1. We decrement the log record to #11 and set the new sink to col3, then walk up

the trace to find the statement’s LAs. Using the log record (#11) we find (𝑠2 = 3, 𝑐1 = 4). The

statement’s lineage is empty bw𝑎 (2; 3, 4) = ⊥ because the statement does not cover output row 2

(2 ∉ 𝑅𝑎 (3, 4) = [3, 7)).

We decrement the variable version to col2. Since it depends on either col1 in B:0 or col3 in

B:1, we check again the largest branch record with either of those ids and find the next B entry at

#7. It specifies that col2 was derived from col3 in B:1 due to the loop. This time, the output row

is covered by the LAs in #6 (2 ∈ 𝑅𝑎 (0, 3) = [0, 3)). Calling 𝑏𝑤𝑎 (2, (0, 3)) = 2 shows the output

row’s was derived from O1[2].

We set the new sink to O1, derived from calling op1.eval(I1) which recurses into filter::eval()

(log record #5).

We load the UD-chain for filter::eval() and recursively apply the above steps between

its sink O5 and source I1 starting from entry #4: of the three paths, entry #4 shows that O3 in B:5

was last taken. The FuncLib entry for Slice() specifies sel1 as the lineage artifact. This is the

covering statement, and 𝑏𝑤𝑠 (2; [0, 2, 3]) = 3 states that I1[3] used to derive the output for the

filter call.

Back in query(), we now evaluate 𝐿𝑄 𝐼1{𝐼𝑁1 (3). Its entry #3 specifies (s1=0, e1=4). The

get_range() call covers row id 3, so 𝑏𝑤𝑔 (3; 0, 4) = 3 states that I1[3] depends on IN1[3]. Since

this is the source, the lineage query is completed.

Although this algorithm can correctly reproduce lineage, it is expensive because each call

require us to walk the log in a linear scan to search for a node id. In addition, looking up the

next covering statement require a check for every partial update. The next section describes how
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we optimize lineage querying and integrate its execution as a DuckDB query plan. Section 4.5.2

describes a simple extension to reconstruct provenance polynomials.

4.5 Instrumentation In Practice

We now present lineage capture and query optimizations and our experience instrumenting

DuckDB.

4.5.1 Optimized Lineage Capture

The main overheads in the basic instrumentation are due to over-logging and poor memory

layout, which we now address.

Redundant Column Lineage. In most relational algebra operators, all columns follow identical

data-flows, so that it is sufficient to capture lineage for a single output column. The only exceptions

are when qualifiers such as DISTINCT and FILTER are applied to a subset of attributes (e.g.,

SUM(distinct price). In these cases, we statically determine them and explicitly log their data

flows.

Memory layout optimization. Query execution repetitively applies the same logic to data chunks:

the single-log representation mixes lineage artifacts which have different data types, which incurs

dynamic memory allocation overheads as well as metadata overhead to store the node id for every

log record. We address this by normalizing the log by node id: the LAs for a given statement are

stored sequentially and since they have a fixed datatype, can be pre-allocated as based on estimated

cardinalities.

Example 3 Figure 4.6(D) shows the optimized layout for Figure 4.6(C). (𝑠2, 𝑐1) and (𝑠1, 𝑒1)

respectively store the LAs in pre-allocated arrays for append() and get_range().

During lineage query execution, the single log lets us infer that, after resolving a branch (e.g.,

#11 states that 𝑐𝑜𝑙4 depends on block B:1), we can resume from the preceding log record (e.g.,

46



#10). However, partitioning the log by node id breaks this dependency. Thus, we must track this

explicitly. For instance log record #5 is stored as the first entry in the ifelse partition along with

a pointer to its preceding record. Similarly, whenever an instrumented function (e.g., op1.eval())

is called, the partition for the output variable (e.g., 𝑂1) stores a pointer to last code block in the

function call that modified the return value (e.g., B:5).

Loops repeatedly execute the same block. Rather that repeatedly track the branch to the same

block id, we log the number of iterations instead. Thus, entries #7 and #11 are represented as

𝑐𝑛𝑡 = 2 in Figure 4.6(D).

In addition, because the database operators avoid overwriting shared variables, we keep a

separate log for each thread to avoid write contention. However, since we model the heap as

a shared array that is accessible by all threads, reusing a buffer could lead to multiple threads

overwriting the same region of the heap. In such cases, we order updates to the shared variable by

logging in a shared log the worker id and the offset into the workers log that wrote to it.

4.5.2 Lineage Query Optimizations & Semantics

The decomposed log improves node id lookup over the log from a sequential scan to a simple

constant cost. For instance, to check whether B:1 was last executed, it suffices to inspect the loop

block’s 𝑐𝑛𝑡 field. Inlining bw() further eliminates function call overheads.

While these techniques improve upon the naive approach, some operations still involve linear

scans over partitions. For example, to find the covering LAs we still need to inspect every partial

update. For instance, col3 in Figure 4.6A, we need to iterate over the partition for s2,c1 in Fig-

ure 4.6D which identifies 0,3 in the first entry in the partition. Ideally, we want to avoid linear

scans. We next describe additional optimizations that further accelerate querying.

Indexing Partitions. We avoid lineage scans to find the covering statement over partial updates

by using a light-weight index over statement that partially update a variable. By default, we use

a hash map with 𝑜𝑖𝑑 as key and a pointer to the log entry with 𝑜𝑖𝑑 ∈ 𝑅. If the data movement
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is sequential (e.g. append chunks to an array), we use Zone Maps. For example, the zone map

in Figure 4.6D looks up the LAs that cover a given output id. Similarly, we build indexes for

non-constant bw() functions such as Scatter, which requires O(n) to find the index of a matching

entry.

Lineage query plan. Lineage querying is often modeled as a path query that traverses the graph

defined by edges at each operator in the query plan [38]. In our case, it is over edges at each

statement along the query’s data flows between sink and source(es).

We model each log partition as a table of edges with schema (oid, id, #). We add the offset

into the log (#) where oid was updated because (oid, id) is not globally unique. We compose the

path query as a sequence of joins. Each time an output depends on inputs with different labeled

sources, we start a new path query to each source.

  oid     id      #         
    0       2       0          

S1. tl1 = Slice(A1, lsel1)

S2. tr1 = Slice(B1, rsel1)

S3. C1 = sum(tl1, tr1)

S4. D2 = append(C1,D1,s1,e1)

Base Query                 

⋈

⋈

L
o
g
i
c
a
l

L
o
gs1,e1: lsel1:

P1=D↝C

P2=C↝A  

P3=C↝B

rsel1:0,1 [1] [2]

 oid      id      #            
   0        0       0 

  oid     id      #      
    0       1       0         

#000

Figure 4.7: Left: a sample code that compute S.A+T.B into𝐶 then then appends it to 𝐷. Right(top):
The logical lineage relations for 𝐿𝑄𝐷2{𝐶1 , 𝐿𝑄𝐶1{𝐴1 , and 𝐿𝑄𝐶1{𝐴1 . Right(bottom): correspond-
ing log with concrete values for LAs for a single instance of the code.

Example 4 Figure 4.7(left) computes S.A+T.B for a pair of matching tuples whose offsets are

𝑙𝑠𝑒𝑙1 [0] = 1 and 𝑟𝑠𝑒𝑙1 [0] = 2. Figure 4.7(bottom right) shows the content of the log after

execution. S1-2 stores the two tuples into 𝑡𝑙1 [0] and 𝑡𝑟1 [0], and 𝐶1 [0] stores their sum (S3). The

sum is appended to 𝐷1, which increments its version to 𝐷2 (S4). Figure 4.7(top right) shows the

logical view over the decomposed paths 𝑃1 = 𝐷2 { 𝐶1, 𝑃2 = 𝐶1 { 𝐴1, and 𝑃3 = 𝐶1 { 𝐵1. For

instance, 𝑃1 stores the offset 𝑖𝑑 into 𝐶1 that updated 𝐷2 at 𝑜𝑖𝑑 (in green), and the log entry #—the
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example only has one entry for e.g., lsel1, but in most cases, there are multiple log entries due to

loops, so the # is used to disambiguate which one. Similarly, 𝑃2 and 𝑃3 track the dependencies

from the sum 𝐶1 to the inputs A and B

Joining on 𝑃1.𝑖𝑑 = 𝑃2.𝑜𝑖𝑑 derives the dependency from 𝐷 to 𝐴. Similarly, joining on 𝑃1.𝑖𝑑 =

𝑃3.𝑜𝑖𝑑 derives the dependency from 𝐷 and 𝐵.

Supporting Provenance Semantics While SMOKEDDUCK supports a variety of provenance se-

mantics, our cursor API has convenience functions for lineage queries under lineage and prove-

nance polynomial semantics. This is easily supported simply by handling matches differently at

each “join” statement (where the inputs are labeled with different source relations).

To reconstruct lineage to each source relation, we accumulate the input ids after join the path

query to that source. For instance, the lineage for source 𝐴 in Figure 4.7 is expressed as the

following under set semantics: (𝑃1 ⊲⊳𝑃1.𝑖𝑑=𝑃2𝑜𝑖𝑑 𝑃
2).

While lineage returns a set of ids for each source relation, provenance polynomials capture

which tuples in the source relations were ultimately joined together. This requires annotating the

lineage for each input to a “join” statement with the join output it contributed to, so the lineage

that contribute to the same output tuple can be matched. For instance, the following returns the

provenance polynomial for 𝐷2 in Figure 4.7 by joining on 𝑃1.(𝑖𝑖𝑑, 𝑜𝑖𝑑, #):

(𝑃1 ⊲⊳𝑃1.𝑖𝑑=𝑃2𝑜𝑖𝑑 𝑃
2) ⊲⊳ (𝑃1 ⊲⊳𝑃1.𝑖𝑑=𝑃3𝑜𝑖𝑑 𝑃

3)

Although these are written as logical queries, we efficient execute them using a custom lineage

join operator that computes lineage across statements using in-memory LAs.

Operator-level Lineage. Applications like debugging and what-if analytics [8, 44] require lin-

eage for each operator. By default, SMOKEDDUCK exposes lineage at the pipeline granularity

because within a pipeline, it tracks lineage using within-chunk offsets. We address this by vir-

tually materializing each operator output: it appends each chunk to a non-materialized relation.
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This tracks two integers (chunk offset and size) and performs no data movement so the overhead

is negligible.

4.5.3 Case Study: DuckDB

DuckDB [48] embodies many best practices [70, 69, 71, 39], including pipelined execution

and morsel-driven data parallelism [69] over data chunks. We instrumented DuckDB’s physical

operators and pipeline executor following our analysis-informed methodology. During the course

of this project, DuckDB introduced extensions framework for packaging custom functionality. It

is now possible to package fast lineage capture as an installable extension, and we are planning

this as future work.

We describe how Perfect Hash Aggregate is instrumented because it embodies the different

forms of data-flow and branching that make analysis challenging, and illustrates opportunities

to optimize lineage capture. We then describe our experience updating the instrumentation as

DuckDB’s execution model and operator implementations changed over time.

  addr
  0x60     
  0xc0           
  0xc0     
  0x60    
  

+
b
a
s
e
_
h
t
*

t
u
p
l
e
_
s
i
z
e

    chunk.data 
  a      b       c
  1     10      1    
  2      5       2        
  2      3       3   
  1      3       4   
  

S1. def Sink(.., chunk, lstate.ht):

S2.   for (..): 

S3.    groups.data[g_idx++] = chunk.data[ref_idx]

S4.   for (..): 

S5.     for (..ref_idx used by agg..):

S6.       aggs.data[a_idx++] = chunk.data[ref_idx]

S7.   lstate.ht = AddChunk(lstate.ht, groups, aggs)

S8.   return lstate.ht

S9. def AddChunk(ht, groups, aggs):

S10.  addr = computeGroups(ht, groups)

S11.  for (..): addr[i] = addr[i]+base_ht*tuple_size

S12.  for (..):

S13.    ht.mem = UpdateStates(ht.mem, addr,aggs.data[i],..)

S14.    addr = AddInPlace(addr, ht.agg[i].payload_size)

S15.  return ht
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      …            …
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          sum(b) count(c)

   0x60     0           0

     …             …
   0xc0     0           0

aggs.data[0]        
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Figure 4.8: Perfect Hash Aggregate: dashed arrows represent references, solid blue arrows are
derived data, while sold green arrows shows how addr values moves from aggregates payload to
the hash aggregate table. Sources and sink variables are colored blue and red, respectively.
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Instrumenting Perfect Hash Aggregate. While the earlier example in Figure 4.4 showed a

compiled version of hash aggregate that takes a single column as input, operators in practice take

multiple columns as input and are implemented across multiple functions. Figure 4.8 illustrates

Agg.Sink() for the perfect hash aggregate, which does not need to consider hash table overflow,

and one iteration of execution to compute sum(b)— the dashed arrows are memory references, and

solid arrow show data dependencies. Although the control flow appears complex, the data-flow is

simple and only a single variable addr needs to be logged once. To keep the example accessible,

we assume aggregations over single column and single threaded execution.

Sink() takes as input a data chunk (a list of columns in chunk.data) and the hashtable

lstate.ht (which is a memory-allocated buffer modeled as an array). In the upper right of Fig-

ure 4.8, chunk contains 4 rows and columns a,b,c, and the hash state where their aggregates will

be stored–we assume base_ht=0 and tuple_size=24 for convenience. The first for loop collects

the grouping columns in groups while the second collects the payload columns in aggs that are

needed for each output aggregate. The call to AddChunk() updates the hash table, which is returned

alongside the data chunk.

AddChunk() first computes addr to store the offsets into the hash table for each row (mid-

dle right of Figure 4.8) and then translates them into absolute memory addresses (addr in bottom

right). For each aggregation function (S12), it retrieves the relevant payload column aggs.data[i]

(e.g., b for sum(b)) and calls UpdateStates() to scatter its values to update the appropriate buck-

ets in ht.mem. For instance, 10 and 3 in aggs.data[0] update the first entry at 0x6 in the hash

table to the value 13. Finally, it calls AddInPlace() to shift addr and prepare for the next ag-

gregation (e.g., count(c)). Notice that the only lineage artifact is addr . The final step calls

Agg.GetData() (not pictured) which constructs an array gaddr of the non-empty elements in the

hashtable for each aggregate (e.g., sum(b)) and gathers them into the output column (not pictured).

An initial instrumentation would log addr immediately before the UpdateStates() call in

S13. However, this redundantly stores a copy of addr for every output aggregate even thought their

data flow patterns are identical. Instead, it is sufficient to store addr (in the build step) and gaddr
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(in the gather step) for the first aggregate. Automatically identifying this type of optimization is

difficult, and required knowledge of the semantics.

Instrumentation as DuckDB Evolved. During the course of this project, DuckDB’s pipeline

executor changed from a pull- to a push-based execution model. The pull-based model involves a

complex control flow to move intermediate results between parent-child operators, because each

operator needs to iterate over its child operator and check for new chunks. This required extra

logging statements to capture branching outcomes inside the operators.

In contrast, the current push-based model simplifies the logic because it concentrates the data

movement between operators into a single pipeline execution function, which simply iterates over

the operators in a pipeline and passes the output of one operator as the input to the next one.

Instrumenting this directly follows the UD-chain analysis in Section 4.4.2. Each operator is also

simpler because the data chunk is passed in as a function argument, so we mainly needed to remove

the logic for pulling from the child.

In addition, while the implementation of operators evolved over time, the core data move-

ment logic remained largely stable. However, additional dataflow paths were introduced to handle

special cases—for example, radix partitioning in hash joins, or spilling to disk in hash aggregates

when data exceeds memory limits that followed the UD-chain analysis.

4.6 Evaluation

In this section, we show that SMOKEDDUCK maintains negligible lineage capture overhead

that does not disrupt interactivity (<20%) in analytical workloads and supports lineage querying

instantaneously (<100ms), or at worst, without causing interruption (<1s).

We start with microbenchmarks of single operators followed by end-to-end TPC-H query

evaluation. We run all experiments on a cloud server with 16 vCPUs, 64GB of RAM.

Systems. We compare SMOKEDDUCK (SD) against logical rewriting (Logical) [32, 49]

which augments each query to include lineage annotations. Specifically, in Logical we use

52



Figure 4.9: Summary of lineage capture Relative overhead (%) per physical operator for both SD
and Logical

tuple identifiers as the annotation column. We also compare with Logical-OPT, which utilizes

optimizations from state-of-the-art rewriting rules [49, 72]. We separate the optimization rule that

uses WINDOW operator to compute lineage for aggregates as Logical-Window.

We run all methods on DuckDB for an apples to apples comparison. Although Smoke [12]

is most similar in terms of physical operator instrumentation, Figure 4.2 shows its high overhead

when applied to vectorized interpreted engine, as it introduces overhead per tuple, so we don’t

include it.

Metrics. For capture, we report the relative runtime overheads compared to queries with no

lineage capture (Baseline). We isolate the cost to materialize the final annotations as relational

tables, which is necessary to query and access the lineage for Logical.

4.6.1 Micro-Benchmarks

We quantify physical operators’ capture overhead as we vary input cardinality and operator

selectivity. Figure 4.9 shows a scatter plot of the relative overheads for each data point detailed

below.
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Filter and Filter Scans. We evaluate the query 𝜎v=0(T), with 𝑇 (𝑖𝑑𝑥 int, 𝑣 float, 𝑐𝑜𝑙 float). 𝑣 and

𝑐𝑜𝑙 are randomly chosen from the range [0, 100). We vary |𝑇 | ∈ {1𝑀, 5𝑀, 10𝑀} and selectivity

𝑠 ∈ {0.02, 0.2, 0.5, 1.0}.

Non-Equi Join We use the query 𝑇1 Z𝑇1.𝑣<𝑇2.𝑣 𝑇2 to evaluate loop-based joins, including merge

join (Merge), nested loop (NL), and block nested loop (BNL) joins. We keep |𝑇1 | fixed –𝑇1(𝑖𝑑 int,

𝑣 float)– at 1𝑘 and vary |𝑇2 | ∈ {10𝑘, 100𝑘, 1𝑀} –𝑇2(𝑖𝑑 int, 𝑣 float). To control selectivity, we set

𝑠 ∈ {0.2, 0.5, 0.8} by randomly matching a subset of 𝑣 values to the join predicate.

Equi-Join. We evaluate the equality based Hash Join using 𝑇1 Z𝑇1.𝑧=𝑇2.𝑧 𝑇2 with the (indexed)

relation 𝑇1 = 𝑧𝑖𝑝 𝑓𝜃,𝑔(𝑖𝑑 pkey, 𝑧 int, 𝑣 float), and relation 𝑇2 = 𝑧𝑖𝑝 𝑓𝜃,𝑔(𝑖𝑑 pkey, 𝑧 int, 𝑣 float).

𝑧 is drawn from the Zipfian distribution with 𝑔 distinct values and skew 𝜃. 𝑖𝑑 is a sequential

identifier and 𝑣 ∈ [0, 100). We vary selectivity of the join condition by varying 𝑔 ∈ {5, 10, 1𝑘},

𝜃 ∈ {1, 0.5, 0.80} and |𝑇2 | ∈ {10𝐾, 100𝐾, 1𝑀}.

Hash Aggregate We evaluate both the Hash Aggregate and Perfect Hash Aggregate operators

using the query 𝛾𝑧,𝑠𝑢𝑚(𝑣) (𝑇). We vary |𝑇 | ∈ {1𝑀, 50𝑀, 10𝑀}, and number of unique values

𝑔 ∈ (10, 100, 1000) of a zipfian relation 𝑇 = 𝑧𝑖𝑝 𝑓1,𝑔 (𝑖𝑑, 𝑧, 𝑣).

Summary: SD consistently maintains low relative overhead 8% (min: 0%, max: 23%) which

includes the cost to copy and persist LAs in memory. Logical average relative overhead 404%

(min: 3%, max: 14004%). Both systems overhead is correlated with output selectivity. Logical

is dominated by annotation materialization costs (on average 90% of total overhead), which is

necessary cost to access captured lineage. Annotation propagation during execution overhead for

Logical is on average 9% (max: 62%) of total overhead.
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Figure 4.10: TPC-H SF=10 relative capture overhead. Queries are grouped by structure. Of all
TPC-H queries, SD relative overhead is consistently (< 10%). Out of all logical approaches only
4 queries achieve low capture overheard (< 20%).

4.6.2 TPC-H Lineage Capture

Figure 4.10 reports the relative capture overhead for TPC-H 𝑆𝐹 = 10 (𝑆𝐹 = 1 has similar

trends) on SD, Logical, Logical-OPT, and Logical-Window. The overhead is sensitive

to the structure of the query, so we group the queries into three categories.

1. Joins-Aggregations. These queries perform a zero or more joins followed by an aggregation.

Logical overhead is proportional to query fanout. In contrast, SD logs LAs and its cost is

proportional to the number of chunks. For instance, Q1 is a non-selective group-by that creates

few groups. Logical’s relative overhead (611%) is 2 orders of magnitude higher than SD (4%).

Logical-OPT is the same as Logical on this class of queries. Overall, SD have an average

speedup of 43× (min:11×, max:147×).

2. Uncorrelated sub-queries This group includes uncorrelated subqueries that generate enor-

mous annotations for Logical. For instance, Q11 contains a subquery in the HAVING clause,

and the rewritten query produces results 42804x larger than the original query. Materializing and

propagating large annotations slows the query by 30836% on SF=1. SD uses an efficient normal-

ized representation with 5% overhead. On this class of queries, SD have an average speedup of

1534× (min:22×, max:5583×).

3: Correlated sub-queries The rewrite rules in Glavic et al. [72] result in cross-products and

complex predicates containing correlated sub-queries. For Q2,4,17,20,21, Logical did not scale

to even 𝑆𝐹 = 1. Logical-OPT relative overhead on average is 157% (min: 75%, max: 250%)
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and fails to scale for Q22 and Q11 at sf 10. SD have an average speedup of 1411× (min: 16×,

max:8322×).

Summary: Increasing fanout increases Logical overhead since it computes denormalized re-

lation. In addition, the choice of the rewrite rule affects the overhead. For instance, Logical-Window

improves over Logical on average by 3.5× (min: 0.3×, max: 10×). SD overhead is function of

number of chunks processed per operator which amortizes overhead over multiple tuples. Across

all queries SD’s overhead is consistently low (< 20%). Overall, on TPC-H SF=10, SMOKEDDUCK

achieves an average speedup of of 116× (min: 11×, max: 969×)

Multi-threading We repeat the above experiments as we increase the number of workers. Both

SD and Logical relative overheads remain consistent to Figure 4.10.

Lineage Size Logical materializes lineage as relations, and we report their size in uncom-

pressed Parquet format. For TPCH SF=1 workload, Logical memory usage on average is 1GB

(min=<1MB, max=13GB), while SD has an average of 15MB (max= 106MB) and scales linearly

with scale factor. SD is lower than Logical due to the efficient normalized representation. In

practice, lineage artifacts are highly compressible as shown by recent work [92] with an average

storage reduction of 5×.

4.6.3 TPC-H Lineage Queries

We aim for lineage queries that are instantaneous (<100ms) or non-interrupting (<1s) [42].

Figure 4.11 reports lineage query costs for a single random output record on TPC-H SF=10.

SD uses the indexes described in Section 4.5.2 and runtimes are averaged over 5 queries. For

Logical we add a filter that would output only a single value for the base query, so any captured

lineage only refers to this single output. At SF=10, 17 queries are instantaneous for SD and the

remaining 5 are non-interrupting. For Logical, there are no instantaneous queries and only 5 are
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non-interrupting. At TPC-H SF=1, all SD lineage queries are instantaneous and the speedup over

Logical is consistent with SF=10.

SD is at least 5x faster than Logical for all queries except for Q11,14. This improvement is

primarily due to the low overhead of persisting LA instead of processing metadata columns during

query execution, as well as other reasons like duplication due to aggregation leading to larger

Logical outputs as noticed in other works [35]. Q11,14 are all fast for Logical because of

base query simplicity and effective predicate pushdown for the lineage filter.

Analyzing non-interrupting queries for SD we see two trends: large output sizes (Q1,11,14,15)

and large fan-outs (Q4,7,9,11,12,14). Large output sizes occur when there is a base query aggre-

gate with few buckets resulting in a single 𝑜𝑖𝑑 being associated with many 𝑖𝑖𝑑𝑠 - over 14 million

for Q1. Large fan-outs happen when there are one or more base query joins and a final aggrega-

tion. Even if the aggregation itself doesn’t lead to a large output size, it will saturate the remaining

pipelines in the lineage query - e.g. Q7,9,11 all have 5 joins leading to a 5x impact of the final base

query aggregation.

Figure 4.11: Lineage query latency on TPC-H SF=10. SD is consistently orders of magnitude
faster than Logical.
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4.7 Discussions

While this work focused on the intricacies of instrumentation for DuckDB, we believe that

these principles generalize to vectorized interpreted engines such as ClickHouse [63] and Velox [93],

as they follow a similar execution model to DuckDB—vectorized, pipelined, and interpreted.

In this work, we explored an extreme approach that tracks lineage at the function level, and

showed the performance efficiencies of this approach. Unfortunately, its engineering cost is high

as it requires the developer to instrument and recompile the DBMS. In the next chapter, we study

the trade-off between engineering cost and overhead for instrumentation at the query, operator, and

function granularities.

Another promising direction is to instrument execution engines built on Intermediate Repre-

sentations (IR) that follow a columnar execution model, such as Voila [90]. These IRs maintain

relations and record semantics and define common data-movement functions over them that com-

pose to implement sub-operators (functions). This makes the data flows simple since the semantics

of records is encoded in the language.

4.8 Conclusion

This work introduced a novel approach to achieving low-overhead lineage capture in vector-

ized, interpreted engines by leveraging pre-computed data structures that encode lineage (LAs),

and constructing lightweight indexes to expedite lineage access.

We leverage standard data-flow analysis techniques to identify which variables and pro-

gram state are necessary to reconstruct end-to-end lineage for any SQL query. We use FuncLib,

which annotates data-movement functions’ arguments with roles (sink, source, LAs), as well as a

LQ()function that computes lineage between sink and source given LAs. We utilize FuncLib as

well to break down executor’s code and apply incremental instrumentation, bottom-up.

We build SMOKEDDUCK, a fork of DuckDB [48] that reuses LA to support fast lineage cap-

ture and provide access methods to efficiently query lineage. On TPC-H SF=10, SMOKEDDUCK
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reduces lineage capture overhead from logical approaches 0.1𝑥 to >500𝑥, down to as low as 0–0.2𝑥,

and supports for the first time in a mainstream columnar system 17/22 instantaneous (<100𝑚𝑠) lin-

eage queries and non-interrupting for the rest (<1𝑠) on SF=10, a 10𝑥 improvements over existing

approaches.
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Chapter 5: Lineage Capture Trade-offs: A Case Study in DuckDB

5.1 Introduction

In Chapter 4, we answered positively to the question of whether fast lineage capture in modern

relational analytical engines is possible. Despite that, the engineering cost is so high that it is not

realistic to expect organizations to invest engineering efforts to integrate and maintain lineage

capture. Our findings in Chapter 4 provides a new approach to to reduce eager lineage capture

overhead. As presented in Chapter 2, lineage capture approaches range from methods that stay

within the relational model to those that modify the query executor to track dependencies during

execution [32, 12, 20, 34]. These approaches vary in terms of engineering effort, performance,

and access methods. Since these methods have historically been designed and evaluated in the

context of very different systems—such as tuple-at-time DBMSes [49, 34, 12] or blocking based

dataflows [8]—it remains unclear what their trade-offs really are on modern vectorized interpreted

analytical engines.

To this end, this work presents an apples-to-apples evaluation of three lineage-capture ap-

proaches within the popular modern vectorized analytical DBMS: DuckDB [48]. We implement

the Query(Q)-, Operator(Op)-, and Function(F)-level methods within DuckDB’s query engine

through a combination of SQL rewriting [32], query plan transformation and instrumentation of

the engine source code.

We evaluate the three methods on the standard TPC-H benchmark. We find that Q-Level

overhead is dominated by serialization and materialization overheads. Op-Level improves over

Q-Level materialization overheads, but adds execution overheads to aggregate annotations. F-

Level has the least overhead, at the cost of higher engineering cost, since it modifies 23 existing

files compared to Op-Level which is implemented as a separate extension.
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SELECT b2, count(*) as cnt
FROM A,B

GetData(...) { ...
log.add({‘Gather’,idx});
... }
Sink(...) { ...
log.add({‘UpdateState’,idx})
;
...}
Execute(...) { ...
log.add({‘Reference’, 
rhs_offset, lhs_offset, 
count});
... }
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Figure 5.1: This figure shows the three lineage capture approaches evaluated in this paper on the
query 𝑄 = 𝛾𝑏2,count(∗) (𝐴 × 𝐵). (1) Query-Level: Rewrites the original query 𝑄 into 𝑄+ that
augments lineage information with the output (Section 5.2.1). (2) Operator-Level: Transforms
operators in the query plan to propagate lineage at the operator level, with the help of the Lineage
Manager (LM) operator. Each LM operator removes lineage annotations from its child operator
and, (except for the root) inserts a new ID column for tracking lineage in the parent operator
(Section 5.2.2). (3) Function-Level: Modifies the implementation of physical operators to capture
lineage artifacts—variables that track dependencies—during query execution (Section 5.2.3).

Scope. This work focuses on evaluating the trade-offs between lineage capture approaches and

their engineering cost within a modern analytical engine. We restrict our evaluation to in-memory

execution and do not consider scenarios where data exceeds memory capacity or requires dis-

tributed processing. Our goal is to evaluate lineage capture overhead on base query execution

within this setting, rather than the performance of lineage queries, which depends on representation-

specific access patterns.

5.2 Compared Methods

In this section, we discuss the three approaches we compare Q-Level, Op-Level, and F-

Level instrumentation and how we implement them in DuckDB for a direct comparison of these

approaches.
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5.2.1 Query-level instrumentation (Q-Level)

Q-Level instrumentation uses purely relational approach to capture lineage. It modifies an

input SQL query, Q, into Q+, which augments the result of the original query with lineage informa-

tion. This is achieved through algebraic rewrites that propagate lineage dependency information

during query execution. The algebraic rewrites are defined for each relational algebra operator and

is applied recursively for an algebraic expression [32, 49].

Example 5 Given Q=𝛾𝑏2,𝑐𝑜𝑢𝑛𝑡 (∗) (𝐴 × 𝐵) in Figure 5.1, Q-Level instrumentation associates for

each output result, the set of input tuples used to compute the output. This is done recursively,

starting with the group-by operator, the rewriting rule joins the aggregated result with the input to

the aggregation 𝛾𝑏2,𝑐𝑜𝑢𝑛𝑡 (∗) (𝐴× 𝐵) ⊲⊳ (𝐴× 𝐵). Finally, the cartesian product rewrite rule includes

propagating annotation columns–row identifiers (rid)– from 𝐴 and 𝐵. The final rewritten algebraic

expression:

𝜋𝑏2,𝑐𝑛𝑡,𝐴.𝑟𝑖𝑑,𝐵.𝑟𝑖𝑑

(
𝛾𝑏2,count(*)→𝑐𝑛𝑡 (𝐴 ⊲⊳ 𝐵) ⊲⊳ 𝜋𝐴.𝑟𝑖𝑑,𝐵.𝑟𝑖𝑑,𝑏2(𝐴 ⊲⊳ 𝐵)

)
The output relation associates the original output result with its lineage as shown in Figure 5.1 .

This approach is the most convenient for the developer to support since it works at the query

level and is database agnostic. However, it introduces a performance cost, since the rewriting rules

alter the algebraic structures and makes it harder to optimize. Despite efforts to introduce spe-

cialized optimization rules [49], this approach is fundamentally limited for analytical queries with

aggregation and nested sub-queries. This is because the rewriting rules produces denormalized

intermediate relations that imposes additional overhead on upstream operators.

Implementation Details. This method is sensitive to the rewrite rules applied. To demonstrate

that, we benchmark three variants, the first follows the standard rules from [32, 72]. The next

variant, (Q-Level-OPT) applies optimizations specialized for lineage queries [49]. We separate
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the optimization rule that uses WINDOW operator to compute lineage for aggregates (Q-Level-

W). All variants use row identifiers as the annotation column.

5.2.2 Operator-level instrumentation (Op-Level)

Q-Level has two major drawbacks that Op-Level aims to address. First, its reliance on using

SQL to compute lineage requires the provenance annotations to be included as part of the query’s

output, increasing serialization and storage overhead. Second, it inlines lineage capture directly

into the relational algebra execution, which increases the payload for each parent operator as anno-

tations accumulate during execution. For example, a join produces two output annotations. A plan

with 𝑛 joins would accumulate 𝑛+1 annotation columns that adds overhead to upstream operators.

Instead, we would like the additional annotation overhead for an operator to be bounded by

the number of input relations to the operator. Op-Level achieves this by rewriting each operator in

the plan to propagate the operator input annotations independently.

For example a table scan operator is modified to read rows identifiers. One-to-One operators

like filter and projection are modified to propagate the input annotation to the output. A join

operator propagates input annotations from its left and right sides to the output. One-to-Many

operators like Aggregation, accumulates all input annotations that maps to an output group using

LIST() aggregation function that appends annotations to a list.

To avoid propagating additional annotations to upstream operators we strip the complex lin-

eage annotations from each operator’s output– those that results from a join or an aggregation–

before passing the non-annotated output to its parent. This is accomplished by inserting a Lineage

Manager (LM) operator after operators that returns complex lineage annotations. The operator re-

moves the additional lineage annotations and inserts a new record id column to annotate the parent

operator’s inputs. This cannot be expressed through query rewriting and operates at the physical

plan level.

Example 6 Given the query plan for 𝑄 in Figure 5.1, Op-Level first starts from the leaf nodes,

table scans for A and B, and adds row identifiers (rid) to the scan list. The Cartesian product is
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then modified to take as input the annotations from both sides. After the Cartesian product, we

inject LM-Op to strip the annotations propagated by the cartesian product and replace it with a

single annotation column. The aggregation operator is modified to take as input the annotations

column and add an aggregate function to accumulate the annotations per output group. An LM-Op

is finally added at the root operator to strip the annotations prior to returning the result to the user.

This approach offers improvements to the Q-Level approach, at the cost of a higher engineer-

ing cost which requires adding a new operator, access to a query’s plan, and modifying the query

plan to propagate annotations during execution as well as inserting the LM operator to bound input

annotations to a single column per operator’s input.

Implementation Details. We extend the engine with the LM operator using the DuckDB’s exten-

sions API. Stripping annotations from the payload is efficient in columnar execution model, since

attributes are independent from each other. We use DuckDB’s compressed representation of a se-

quence to replace complex annotations with new identifiers. We accumulate all stripped lineage

in-memory in a global array per LM operator. The extension consists of around 450 lines of code

in 5 new files.

5.2.3 Function-level instrumentation (F-Level)

Op-Level improves over Q-Level by persisting annotations in-memory and reducing anno-

tations payload for upstream operators. It still requires each operator to include the annotations

during execution, which for pipeline breakers like Group By or Hash Join, the annotations payload

adds additional materialization overheads. In addition, for Group By, accumulating variable length

lineage for an output group using aggregation functions becomes the bottleneck.

F-Level instrumentation introduced by SmokedDuck [20] addresses the above drawbacks by

modifying operator implementations —namely the functions that implement operator and query

engine logic— to log sufficient metadata about data-movement within these functions. The key

idea is that the inputs and outputs of functions in columnar engines are chunks that represent

horizontal partitions of the input relational. Thus each element in these arrays logically correspond
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to a row in the input relation. Tracking the data movement of these elements between function

inputs and outputs is equivalent to tracking data lineage under copy semantics [31]

SmokedDuck leverages how data-movement functions takes as input variables that encode

lineage. For example, a Group By can be implemented using two vectorized functions, first an

UpdateState() function that has similar data-movement patterns as a scatter function. It takes as

input the locations of where the input rows should be scattered into (the unique group each row

maps to), second a Gather() function that reads the aggregated results and constructs the output

relation. The data movement across the scatter and gather describes how each input cell moved to

the output cell, which is equivalent to the lineage. SmokedDuck refers to these input arguments to

functions like UpdateState(), Scatter(), Gather() as Lineage Artifacts (LA) and showed that

capturing LAs for each function between the query’s input and output columns are sufficient to

reproduce lineage. This reduces lineage capture to only persisting exiting variables in-memory.

Example 7 Given the query plan for 𝑄 in Figure 5.1, the lineage for the Cartesian product is the

size of the output chunk and the offset of the first rows used from each side of the join (e.g. the log

for second chunk processed by ×+.Exec is 0 for the first input row from A and 1 for the second input

row from B). Lineage for Hash Group By is the input to UpdateState() and Gather() functions,

which dictates how input is scattered in-memory, and where it is gathered from to construct the

output.

Although this approach involves higher engineering costs to instrument operator implementa-

tions, its lineage overhead is very low since the only work is to persist existing variables by copying

or pinning them in memory.

Implementation Details. We use SmokedDuck [20] implementation that modifies the existing

operators to persist in-memory lineage artifacts that encode the lineage graph. The implementation

adds around 150 lines across 23 files and 350 lines in 5 new files.
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Figure 5.2: TPC-H SF=10 relative capture overhead Q-Level, Op-Level, F-Level. We include Q-
Level-OPT and Q-Level-W that applies optimization rules to Q-Level. Queries with short-circuit
plans are separated.

5.3 Evaluation

We compare lineage capture overhead for Q-Level,Op-Level, and F-Level on the standard

TPC-H benchmark [95] and on micro benchmarks that isolate the overhead per operator. All

experiments run single threaded on a cloud server with 64GB of RAM.

Figure 5.3: Relative overhead for Hash Join and Hash Aggregates. Q-Level and Op-Level are
dominated by materialization overhead for Hash Join. Materializing variable length aggregate
results in high execution cost for Op-Level.

5.3.1 Micro-Benchmarks

We focus on blocking operators that materialize to evaluate the overhead added by the anno-

tations payload.

Hash Join. We use the primary-foreign key join query𝑄 = 𝑇1 Z𝑇1.𝑖𝑑=𝑇2.𝑧 𝑇2. The foreign key𝑇2.𝑧

references 𝑇1.𝑖𝑑 and follows a Zipfian distribution (𝜃 = 1). We control the number of join matches

by varying the distinct values of 𝑇1.𝑖𝑑 and vary 𝑇2’s cardinality |𝑇2 | ∈ {100𝐾, 1𝑀, 5𝑀}. Figure 5.3

(right) shows relative overhead when |𝑇2 | = 5𝑀 . All three approaches have low execution overhead

66



(< 6𝑚𝑠). Q-Level overhead is dominated by the materialization overhead (240ms). Op-Level

ability to strip and persist annotations in-memory reduces materialization overhead by 6𝑥.

Hash Group By. We use the query𝑄 = 𝛾𝑧,𝑠𝑢𝑚(𝑣) (𝑇) and vary the cardinality |𝑇 | ∈ {1𝑀, 50𝑀, 100𝑀}

and the number of unique values in 𝑧 ∈ (10, 100, 1000) using a Zipfian distribution (𝜃 = 1).

Figure 5.3 (left) shows relative overhead when |𝑇 | = 10𝑀 . F-Level has the lowest over-

head (20ms) because its overhead is proportional to the number of processed chunks. Q-Level’s

overhead is dominated by the cost to materialize the lineage (700ms). In contrast, Op-Level over-

head is dominated by the cost to accumulate annotations in a list with the aggregation function

LIST(rid), that increase as the fanout increases (180ms-300ms).

5.3.2 TPC-H Lineage Capture

Figure 5.2 reports the relative capture overhead for TPC-H 𝑆𝐹 = 10 (𝑆𝐹 = 1 has similar

trends) on Q-Level, Op-Level, and F-Level. We separate queries that uses operators with short-

circuit since it affects the lineage capture semantics for Op-Level and F-Level. On the full lineage

group, the three methods capture provenance polynomials. In addition, Op-Level and F-Level

captures sufficient information to answer Why-Not lineage queries.

As expected, Figure 5.2 shows Q-Level has the highest overhead (average: 1294%, max:

13424%, min: 75%) and is sensitive to the rewrite and optimization rules applied. For instance,

Q-Level rewrite rules [49] result in cross-products and complex predicates containing correlated

subqueries. For Q2,4,17,20,21, Q-Level did not scale to even 𝑆𝐹 = 1. Q-Level -OPT relative

overhead on average is 157% (min: 75%, max: 250%) and fails to scale for Q11 and Q22 at SF

10. In addition, although Q-Level-W generally improves on Q-Level on average by 7.3𝑥, it has

negative impact on Q1,Q2 Q10.

Increasing the output fanout increases Q-Level overhead since it computes denormalized re-

lation and its overhead is dominated by annotation propagation during query execution as shown

by Q1. Although Q1 is a simple non-selective group-by query on a single table that creates few
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groups, yet its relative overhead is 3 orders of magnitude higher than F-Level (6%) and Op-Level

(57%). Similarly, a complex query such as Q11 with a subquery in the HAVING clause didn’t scale

to SF10. On SF1, its lineage is 4 orders of magnitude larger than the original query. Materializing

and propagating large annotations slows the query by 45701%. F-Level and Op-Level uses an

efficient normalized representation with overhead of 2% and 35% respectively on the same scale

factor.

Op-Level overhead is dominated by the cost to propagate annotations (avg: 13%, max: 78%)

compared to the cost to persist annotations in-memory (avg: 7%, max: 24%). In the other hand,

F-Level consistently have low capture overhead (<10%) and is mainly dominated by the cost to

persist lineage artifacts in-memory.

On plans with short-circuit Op-Level and F-Level has low average overhead (12% and 9%

respectively). Op-Level wins over F-Level for Q2, Q4, and Q17 because it doesn’t capture lineage

for the projected side of a semi join, while F-Level only misses dependencies that were never

evaluated due to the short-circuit path.

5.4 Conclusions and Discussion

This work was evaluated in the context of DuckDB, which is a vectorized interpreted analyt-

ical engine. Other analytical engines do not follow these designs. Blocking dataflows [8] makes

Op-Level approach easier to adopt because each operator processes and materializes intermediate

results before passing them to the next stage. These differences are important because DuckDB’s

operators execute in a non-blocking manner, making it harder to adopt the Op-Level approach.

However, the vector-at-a-time evaluation amortizes the overhead of applying the logic of the LM

operator.

In addition, vector-at-a-time processing of DuckDB allows the F-Level approach to take ad-

vantage of vectorized execution functions that takes as input values that encode the lineage graph.

While we did not explicitly measure engineering effort, there is a clear difference in the three ap-

proaches we evaluated. Q-Level can be implemented outside the DBMS as a rewriting layer, while
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Op-Level simply requires transforming the query plan and implementing an additional operator

to strip lineage annotations and generate IDs. In contrast, F-Level requires modifying operator

implementations, which must be maintained as operator implementations evolve.

The evaluation results shows that aggregation operators has the highest overhead for Op-

Level. A combination of Op-Level and F-Level methods where F-Level is localized for aggrega-

tion operators could balance performance and engineering cost.
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Chapter 6: More Than a Million What-ifs Per Second

In the previous chapters, we showed that low-overhead tuple-level lineage is possible on mod-

ern OLAP RDBMSes. In this chapter, we show how many of its applications can be reframed as

what-if analytics, and show how we can take advantage of integer based lineage to accelerate

what-if evaluation.

6.1 Introduction

What-if queries are the building block for a wide range of applications, such as sensitivity

analysis, deletion-based query explanations, data cleaning, debugging, interactive visualization,

data integration, probabilistic databases, and query-by-example [45, 46, 96, 97, 58, 20, 41, 98,

99, 100]. These applications measure changes to a query 𝑄(𝐷)’s output when deleting subsets

of the query’s input relations (“deletion interventions”) or transforming attribute values used to

compute aggregated metrics (“scaling interventions”). They primarily differ in the type and set of

interventions to evaluate, and their main bottleneck is the cost to quickly re-evaluate 𝑄 under each

intervention. Let us examine three exemplar applications:

• What-if Analysis and Hypothetical Reasoning evaluates user-specified interventions on 𝑄.

For instance, how would profits change if click rates increased by 80% in all California cities?

• Explanation Engines & Why Analysis help explain unexpected trends in an aggregation query

𝑄(𝐷)’s results. A common form of explanation [45, 96, 46] identifies a conjunctive predicate

𝑝 such that removing the input that matches the predicate 𝑄(𝜎¬𝑝𝐷) has a desired result on the

query output. To do so, explanation engines search the space of all 𝑁 𝑡ℎ-order equality predicates

for those that maximize a loss function over 𝑄(𝜎¬𝑝𝐷).
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Figure 6.1: Provenance-based intervention for a cross-filter visualization. (a) Input relations are
annotated with ids, and (b) query results are annotated with provenance polynomials that describe
how tuples are joined (×) and aggregated (+). (c) In the visualized results, clicking on NY updates
the lower chart by re-running 𝑄2 without 𝑏1,𝑏3. (d) Existing methods set the existence bits 𝑏1 =

𝑏3 = 0 in the provenance circuit and recursively compute the circuit—often slower than re-running
the query. (e) FADE models provenance as dense arrays (𝐵𝑙 , 𝐵𝑟 , 𝐵𝛾) and interventions (𝐼𝐴, 𝐼𝐵)
as bit vectors over operator inputs where 1 means intervene (e.g., delete) rather than ‘exist’. Join
uses provenance to ∨ the appropriate interventions (𝐼𝐴 [𝐵𝑙] ∨ 𝐼𝐵 [𝐵𝑟]), and group-by counts the
non-intervened join results. On TPC-H SF=1, FADE evaluates >1𝑀 interventions per second.

• Possible Worlds and Incomplete Databases Conditional tables (c-tables) [101] encode incom-

plete databases where tuples are annotated with propositional formulas over random variables.

Probabilistic databases extend c-tables with a probability space over random variable assign-

ments, and a query output’s probability can be estimated using monte-carlo methods by re-

evaluating 𝑄 over sampled database instances.

Many applications require searching over a large space of candidate interventions—tens of thou-

sands or even millions—and are bound by the throughput of intervention evaluation. General

approaches such as incremental view maintenance (IVM) are designed for arbitrary database in-

terventions and suffer from large memory overheads and slow evaluation when the intervention is

large [51].

Thus, prior applications identify problem-specific assumptions to heuristically prune the search

space and/or perform efficient pre-computation. For instance, Caravan [97, 102] uses apriori

knowledge of the desired hypothetical scenarios (parameterized interventions) and pre-computes

provenance circuits that include special variables that turn on/off combinations of hypotheticals.
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Explanation engines suffer from similar constraints: Explanation-Ready Databases (ERDB) [46]

requires the developer to pre-define explanation templates in order to pre-compute tables to accel-

erate IVM, Scorpion [45] is limited to incrementally updatable aggregation functions such as SUM

and COUNT, and DIFF [96] heuristically uses minimum support (number of tuples that match the

predicate) to prune the search space. Even ignoring the offline costs, they still take seconds or

minutes to run.

What if it is possible to evaluate interventions at a sufficiently high throughput that such

heuristics and assumptions are not necessary? For instance, monte-carlo methods for probabilistic

queries typically draw 100-1000 samples [103]. Similarly, given a set of 10 attributes each with 50

unique values, there are only 112,000 second-order conjunctive predicates to evaluate. A system

that can evaluate 1𝑀 interventions per second would greatly accelerate existing search heuristics,

support ad-hoc questions, and solve many practical problems within a second using brute force.

The Promise of Provenance. A promising method that matches the needs of these applications

is to use data provenance to accelerate query re-evaluation. Most data provenance systems [104,

34] today are built on the provenance semiring formalism [5] (Section 6.3). Each output tuple is

annotated with a symbolic polynomial expression that describes how input tuples (variables) were

joined (×) or unioned (+) during query processing. Re-evaluating the query result under different

interventions is equivalent to re-evaluating each polynomial under different variable assignments

for Select-Project-Join-Aggregate-Union (SPJAU) queries .

Example 8 Output tuples in Figure 6.1(b) are annotated with a provenance polynomial 𝑜 𝑗 ,𝑖 that

records how the output tuple was computed. Setting 𝑏2 = 0 deletes 𝐵’s second tuple, which updates

𝑜1,1 = 1 and 𝑜1,2 = 0. This indicates that only 𝑜1,1 remains. Similarly, setting 𝑏3 = 0 updates the

output aggregates of 𝑜1,1 to 6.

In theory, provenance-based re-execution addresses the drawbacks of IVM because 1) it performs

strictly less work since all data dependencies and join matches are known apriori, 2) it does not

need to maintain large intermediate relations and reduces memory pressure, and 3) the re-execution
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cost is independent of the intervention size. In practice, ProvSQL [34] is the only system that

implements provenance-based IVM for deletion and scaling interventions. Unfortunately, it is

slower than general IVM systems like DBToaster [51] and even re-running the query from scratch

due to recursive evaluation of the circuit-based representation. This makes non-sequential memory

accesses, which wastes memory bandwidth and CPU cache. Each node also executes a different

operation, which reduces code locality.

Example 9 Figure 6.1(d) depicts the standard circuit-based representation [105] of the prove-

nance polynomials for 𝑜2,1. The circuit is stored as a directed acyclic graph (DAG) and evaluated

by recursively traversing it in a top down fashion.

Our key insight is that every output tuple shares the same circuit structure—all circuit nodes

that correspond to the same logical operator apply the same logical/arithmetic operations and ac-

cess the same data. We can improve instruction and data locality by representing provenance and

re-executing the polynomials on a per-operator basis. This can be analogized as the difference

between row- and column-oriented query execution.

Example 10 Figure 6.1(e) depicts per-operator representations for the join and group-by opera-

tors of Q2, along with the intervention evaluation code. In contrast to the circuit representation,

the provenance is represented as integer arrays: 𝐵𝑙 [𝑖] (𝐵𝑟 [𝑖]) specifies the input offset in A (B) for

the 𝑖𝑡ℎ join result, and 𝐵𝛾 [𝑖] specifies the indexes of the join results that contribute to the 𝑖𝑡ℎ group

(and consequently query output 𝑜2,1). FADE takes as input interventions 𝐼𝐴, 𝐼𝐵 as bit masks over

the input relations, – 1 to interven (delete/scale).

In this part of the thesis, we show how we use tuple-level lineage to evaluate what-if queries

at low-latency and high-throughput by using provenance-based intervention evaluation. This work

is built on top of SMOKEDDUCK [20] which enable capture per-operator provenance as dense 2D

(for group-by) or 1D (other operators) integer arrays during query execution with very low runtime

overhead—as little as 0% for some TPC-H queries.
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FADE observes that these provenance arrays, when used for intervention evaluation, are

amenable to fast scans, parallelizaton, and hardware vectorization. FADE first translates the initial

query𝑄’s execution plan into a corresponding intervention plan composed of pre-defined operators

as well as operators generated and compiled at run time. Given matrices that encode the desired

interventions, the intervention plan quickly evaluates them using tight loops.

Although the high level intuition is simple, achieving high throughput for practical appli-

cations is difficult—a straight-forward implementation processes a mere 20 interventions/second.

This is because every step—both intervention generation and evaluation—of the process must be

high throughput in order to avoid bottlenecks. This leads to several interlocking challenges.

First, fast intervention evaluation is sensitive to the provenance representation as it impacts

hardware prefetching, caching, and memory utilization. For instance, using backward provenance

for group-by requires inefficient scattered memory accesses over the input tuples. In addition,

fast provenance capture techniques evaluate operators bottom-up during query execution, and can

over-generate provenance for intermediates that do not contribute to any output tuples [20, 12].

This directly increases the amount of wasted work during intervention evaluation.

Second, intervention representation is important because dense bit-matrix representation is

quadratic in size with respect to the input database size and number of interventions. For example,

100,000 interventions on an input table with 1M records would be 12.5GB. A more efficient rep-

resentation is necessary to avoid materializing and processing over gigabytes of interventions for

applications like explanation engines, which search large intervention spaces.

Third, the appropriate intervention implementations, as well as the appropriate level of paral-

lelization, batching, and vectorization, vary greatly depending on the base query, the set of inter-

ventions, available resources, and the complexity of the group-by aggregation functions. There are

too many factors for a single approach to adequately support, and an effective automated approach

is needed to choose the best intervention plan on a per-query basis.

Contributions and Chapter Outline. In summary, we contribute:
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• FADE, a module that supports fast what-if query evaluation for ad-hoc SPJAU queries with

nested aggregates, and exposes a general and expressive what-if API that subsumes most prior

specialized what-if systems

• A suite of effective optimizations including: software and hardware data parallelism, such as

multi-threading, batched execution, and SIMD-vectorization; incremental intervention evalua-

tion when the aggregation function is expressible as a ring; a sparse representation for mutually

exclusive intervention sets, such as all conjunctive equality predicates of a fixed arity; and ef-

ficient provenance pruning to reduce the space and runtime complexity of provenance-based

intervention evaluation.

• Extensive experimental comparisons between FADE, the IVM engine DBTOASTER, and prove-

nance based engine ProvSQL. In relative terms, FADE is on average 1,000× and 10,000× faster

than DBTOASTER and ProvSQL, respectively. In absolute terms, FADE can interactively eval-

uate hundreds of thousands of interventions on multi-join queries in <100ms.

6.2 Motivating Use Case and API

This section describes a data-driven use case [15] that uses sensitivity analysis, what-if, and

how-to functionality as well as two other use cases that FADE can accelerate. We include code

snippets in the use case, and then formally introduce FADE’s API and semantics.

6.2.1 Analytics Use Case

Mona is a data scientist studying customer churn rates at her company. She runs an initial

query and plots the result as a line chart:

SELECT EXTRACT(MONTH FROM date) AS month,

LinearRegressionUDF(churn, clicks) AS slope

FROM sales JOIN custs USING (cid)

WHERE date >= CURRENT_DATE - INTERVAL ’6 months’

GROUP BY EXTRACT(MONTH FROM date) ORDER BY month
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(U1) What-if Analysis. Mona has a $30𝐾 budget and from past experience, knows that adding $5K to

an email campaign in a city should increase the email click rate by 10% for that city’s customers. She thus

asks: What if we increase email click rates by 60% in all California cities? This is expressed as:

O.whatif({’custs.click’: 1.6, ’where’:"custs.state=’CA’"})

(U2) Sensitivity Analysis. Mona notices that the churn rate has steadily risen in the past two months.

She wants to understand this rise, so asks the system to identify data slices that the rise is most sensitive to.

She suspects it may be related to the state of sale and age of the customers, and performs sensitivity analysis

that deletes every combination of state and age (e.g., state=CA∧age=20s) and finds those that minimize

the churn rate. To answer the question Which combination of state and age that if removed, minimizes the

churn rate the most?, she first defines a metric that computes the churn rate in the post-intervention query

result and then calls FADE to return the top-3 state, age combinations that minimize the metric:

metric = lambda pre,post:abs(post["churn"])

O.whatif({’where’:"custs.state=? and custs.age=?"},

{’k’:3, ’metric’:metric, ’objective’:"minimize"})

(U3) How-to Analysis. Mona then submits a How-to question to identify which subset of Californian

cities she should target, assuming she increases their click rate by 30% each. Formally, she asks Which city

if we increase their click rates by 30% would minimize the churn rate the most?, and executes:

O.whatif({’custs.click’:1.3, ’where’:"custs.city=?"},

{’k’:3, ’metric’:metric, ’objective’:’minimize’})

Focusing now on Palm Springs, she submits a second How-to question to understand how many resources

to put into her campaign. Specifically, for different increases in the email click rate, how much would the

churn reduce and is the marginal reduction worth the increased budget? This is expressed as How much

should we increase click rates for customers in Palm Springs city that would minimize the churn rate the

most?. She searches between 0 to 100% increase in click rates:

O.whatif({’custs.click’: range(1, 2, 0.1), ’where’:"city=’Palm Springs’"},

{’k’:3, ’metric’:metric, ’objective’:’minimize’})
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To summarize, the above use case switches between several related tasks:

1. Deletion Intervention: removing one or more subsets of input (U2)

2. Scaling Intervention: scale the aggregated attribute of the subset of input tuples that match one (U1) or

multiple (U3) predicates.

3. Ranking interventions based on a custom metric over the intervened query result and return the top-K

answers (U2, U3).

In addition to extending data analysis with interactive sensitivity, what-if, and how-to analysis, FADE

supports many other use cases.

(U4) Interactive Cross-Filtering. Prior work [106] aims to interactively update cross filtering based

visualizations. In a typical cross filtering setup, users highlight data of interest in one view and the results

of another view update to consider only the selected subset. While [106] already makes use of provenance

metadata to identify the selected data in one view, it could also use FADE instead of IVM to update the

results of the other view.

For example, if a user selects state ‘CA’ in a map visualization, a linked histogram visualization is

updated by a hypothetical delete request to remove all other influence from tuples that are not in ‘CA’ state.

O.whatif({’where’:"cust.state<>’CA’"})

FADE can further accelerate the interactions further by prefetching the results for multiple states at once:

O.whatif({’where’:"custs.state<>?"})

(U5) Probabilistic Databases. Probabilistic databases [107] annotate each tuple with the probability

that it exists in the database. Calculating probabilistic query results evaluates the provenance polynomial

over input tuple probabilities. Since this must be done for every possible output row, query evaluation is #𝑃-

complete. Monte Carlo methods were proposed in [107] to estimate output tuple probabilities by sampling

database instances from the probability distribution and averaging the query results over the samples. FADE

can express this by specifying the target list as a random sample whose tuple probabilities are given by

attribute prob in the table.

O.whatif({’where’: { ’B’: {p: ’B.prob’, n: 1000}}})
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6.2.2 API Overview

The FADE Python API extends a query’s result cursor with a general whatif()method that specifies

the set desired intervention(s), optional semantics if there are interventions over multiple tables, and an

optional objective to rank the interventions and return the top k:

O = con.execute(Q)

O’ = O.whatif(intervention, operation, objective)

Interventions and Operation. The core component of deletion and scaling interventions is the whereclause,

which specifies the subsets of the query’s input tuples to intervene. Deletion interventions are fully described

by the whereclause, while scaling interventions also specify how attribute(s) are scaled:

whereclause // deletion

{ [attrname: scalefactors]+, whereclause } // scaling

Below, we introduce whereclause, scaling interventions, and then the semantics of interventions on

multiple tables.

The whereclause is the core component of an intervention, which specifies the subsets of the query’s

input tuples to intervene upon. The whereclause maps an input relation 𝑅 to a Target Matrix 𝑀 =

[𝑆1, . . . , 𝑆𝑛] that encodes a batch of 𝑛 subsets of R, where 𝑆𝑖 ⊆ 𝑅:

{ [relationname: targetmatrix]+ } // whereclause

By default, 𝑀 is a dense numpy array. 𝑆𝑖 is bitmask over 𝑅, where 1 deletes/scales and 0 preserves the

corresponding tuple. Although flexible, materializing the target matrix and passing it to FADE is impractical

when 𝑅 and batch size are large. For instance, 1M tuples and a batch size of 100K would require 12.5GB.

Thus, we introduce two declarative target matrix specifications for common use cases:

1. Predicates: Notice that each bitmask in the target matrix is logically a predicate over the relation. Thus,

we express the target matrix with a list of predicate strings, where each string represents one or more

predicates that are logically concatenated into the target matrix. Each predicate string is of the form

attr op v where attr is a fully qualified attribute, op is a comparison operator, and v is a constant.
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A common application is to search a space of conjunctive equality predicates, so for equality predicates,

the constant can be replaced with a parameter ?, which binds all domain values. For instance, A=?

and B=? and C<1 expresses all combinations of A and B values.

2. Random Samples: given a list 𝑝 of tuple probabilities (or uniform if not specified), we generate 𝑛 samples

where each sample draws tuple 𝑖 with probability 𝑝 [𝑖]. For instance, {p: [0.5, 0.5], n: 10}

generates 10 samples, each sample includes both tuples with uniform probability. 𝑝 may also be specified

as an attribute in the sampled relation.

Scaling Interventions are specified by mapping fully qualified attribute names to a scaling factor 𝑠 𝑓 . The

input attributes marked 1 in the target matrix are scaled by 𝑠 𝑓 , and the rest retain their original value. As a

convenience, users can supply a list of scaling factors and FADE evaluates each one. All references to the

scaled attribute in the query plan will use the scaled values instead. We restrict attributes to those that are

not part of any control flow decision (e.g. filter or join conditions) to ensure new tuples are not added to the

query result through attribute scaling/updates. For instance, the following scales the first and third rows in

𝐵 in two ways: decreasing them by 50% and doubling their values.

{ ’B.q’: [-0.5, 1.0], ’where’:{’B’:[[1,0,1]]} }

Multi-table Semantics. If the whereclause specifies target matrices for multiple relations, either explic-

itly or using a string predicate (e.g., A.a=1 and B.b=1), then we assume that each matrix has the same

number of columns (interventions). For deletion interventions, each intervention is logically a predicate

over a base relation, but how to combine them across multiple relations is ambiguous. There are two se-

mantics that the user can choose from using the operation argument. OR semantics simulates deleting

tuples from the base relations: if any tuple is deleted, all derives tuples are deleted as well. In contrast,

AND semantics simulates a conjunctive predicate that spans the base relations, where an intermediate tuple

is deleted only if all participating tuples are deleted.

A wrinkle arises when the scaled attribute and whereclause reference disjoin tables (e.g., scale

A.$ where B.q>1). It is not obvious which tuples in A should be scaled prior to joining A and B. Given the

restriction that A.$ (and any derivatives) cannot be used for control flow, we rewrite the base query plan

before it is executed into a canonical form by pushing all projection expressions and group-by aggregations

79



that are not involved in control flow above the joins. The tuples to scale are thus defined by the target

matrix after the join results. Note that projections can further be removed by inlining their expressions into

the aggregation functions that reference them. Canonicalization simplifies the query plan by eliminating

projections that might involve scaled attributes.

Optimization Objective. Many applications wish to find “the best” interventions given a search space.

To support this use case, the user can specify a metric to optimize, whether to minimize or maximize the

metric, and a top K value. This is primarily to avoid the communication costs of sending all intervention

results to the client, and to avoid the need to materialize result values for all interventions.

A metric is a lambda function given by the user that is evaluated for each intervention. It takes the

original and updated query results 𝑝𝑟𝑒 = 𝑄(𝐷) and 𝑝𝑜𝑠𝑡 = 𝑄(𝐼 (𝐷)), respectively, as dataframes indexed by

the column names and returns a numerical score value per intervention. For instance, the following measures

the total difference between half the original query’s churn rates and the churn rates of the intervened queries:

metric = lambda pre,post:sum(pre["churn"]/2-post["churn"])

6.3 Problem Setting

We now introduce provenance and its use for view maintenance, existing limitatons, and the motivation

behind FADE.

Provenance and View Maintenance. Provenance polynomials is a general model based on semi-ring

annotations [5]. Each output tuple is annotated with a symbolic polynomial expression that represents its

derivation tree: each variable represents an input tuple, and operators union (+) or join (×) tuples together

(see Figure 6.1 for an example). K-semimodules [36] extend this framework to support aggregation by also

logging the expression values passed into the aggregation function (e.g., the values of 𝐵.𝑞 in Figure 6.1(a)).

Provenance polynomials are sufficient for view maintenance under deletions for monotonic queries

including SPJAU queries [5, 36] because deletions do not generate new tuples. Provenance polynomials

express deletion interventions by setting the variables of the deleted tuples to the semiring zero element

(e.g., false for normal relational algebra). The logic is very simple: 𝜎 and Union deletes its output tuple

if its contributing tuple is deleted, ⊲⊳ if either contributing tuple is deleted, and 𝛾 if the entire group is
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deleted. K-semimodules support attribute scaling as long as 1) the values of the variables referenced in the

aggregation expression are logged, and 2) the scaled attributes do not affect the query’s control flow in a

way that introduces new tuples under intervention (e.g., not used in filter, grouping, join conditions). Once

the aggregate’s input values have been updated, it simply re-evaluates itself over the non-deleted inputs.

In theory, provenance-based view maintenance should be competitive or more efficient than IVM be-

cause it skips filters and joins re-execution, does not need to build nor maintain hash tables, and does not

perform work that does not contribute to tuples not in the output.

Limitations of Existing Approaches. The dominant ways to evaluate deletion and scaling inter-

ventions are based on provenance circuits [34, 105, 97] and Provisioning Autonomous Representation

(PAR) [97]. We now describe their limitations.

Provenance Circuits. All modern provenance management systems capture provenance as circuits

(e.g., Figure 6.1(d)). A provenance circuit is a directed acyclic graph (DAG) where the leaves are tuple

variables, and interior nodes are operators (semiring + or ×, or an aggregation function). An operator takes

its children as input and routes its output to its parents. During query execution, each operator computes

each output tuple’s provenance circuit from the circuits of its inputs.

To the best of our knowledge, ProvSQL [34] is the only publicly available DBMS that supports

provenance-based interventions. It maps tuple variables to semiring elements, and evaluates the circuit

top-down using user defined types and functions (e.g., Figure 6.1(d)). For instance, deletion interventions

would use the boolean semiring and map (×, +) to (&, |).

Circuits benefit from simplicity. The representation is independent of the query plan and how prove-

nance was tracked, which also simplifies the evaluation logic. Unfortunately, operator independence comes

at a deep performance cost due to poor instruction and data locality. Circuit evaluation relies heavily on

branching and pointer-based accesses to find the next instruction, which prevents efficient out-of-order exe-

cution and leads to non-sequential memory accesses. These access patterns make poor use of CPU caches

and memory bandwidth.

Provisioning Autonomous Representations and followup work [97, 102, 108] are similar to ERDB [46]

in that they pre-compute data structures—specifically provenance circuits—to accelerate pre-registered
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classes of deletion and scaling intervention such as those supported by FADE. Theoretically, the general

approach requires provenance size that is exponential in the number of hypothetical scenarios [108], and the

main techniques are to reduce the granularity of interventions (e.g., allow users to delete at year rather than

month granularity). However, this still requires the expensive overhead of capturing provenance circuits,

compressing them, and then evaluating the circuits, all of which take between seconds to hours on TPC-H

SF=10. Ultimately, this approach is neither fast nor suitable for ad-hoc analysis.

The Opportunity. Provenance circuits are stored on a per-tuple basis, and incur considerable overhead

when used for intervention evaluation. However, unlike general circuits, provenance circuits have structured

access patterns that are amenable to a more efficient per-operator representation and execution, analogous

to the difference between row and columnar query execution. In addition, recent provenance systems like

Smoke [12] and SmokedDuck [20] generate provenance in precisely this representation.

Per-operator Provenance-based Evaluation. All circuit nodes produced by the same query oper-

ator have the same operation type and access their inputs in the same way. For instance, 𝜎 evaluates the

same predicate for every input tuple. This circuit-based execution is a consequence of the circuit-based

representation that existing provenance-capture DBMSes such as ProvSQL [34] capture and expose.

An alternative to this per-tuple circuit representation is a per-operator representation [12] where each

operator’s provenance is modeled as a 1D or 2D integer arrays, where the 𝑖𝑡ℎ element stores the tuple offsets

of the inputs that contributed to the 𝑖𝑡ℎ output tuple. For instance, filter’s provenance is a 1D array 𝐵𝜎

where 𝐵𝜎 [𝑖] stores the input tuple offset for the 𝑖𝑡ℎ output tuple. The join provenance in Figure 6.1(e)

consists of integer arrays 𝐵𝑙 (and 𝐵𝑟 ) where their 𝑖𝑡ℎ element stores store the offset of the left (and right)

input tuple that contributed to the 𝑖𝑡ℎ output tuple. Similarly, the group-by provenance 𝐵𝛾 is an array where

the 𝑖𝑡ℎ element stores the offsets for all input tuples in the group that emits the 𝑖𝑡ℎ output tuple.

This array representation is amenable to fast evaluation because the structure of the computations for

all tuples of a given operator are identical, and the regularity results in intervention logic is amenable to data

parallelism and improved instruction and data locality. Figure 6.1(e) shows example intervention evaluation

code for the join-aggregation query. Rather than the base tables A and B, it takes as input interventions 𝐼𝐴

and 𝐼𝐵 where each element is set if we want to intervene on the corresponding input tuple (e.g. delete/scale).
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Since the join’s provenance arrays 𝐵𝑙 and 𝐵𝑟 specify which input tuples contribute to each intermediate join

result, 𝐽 = 𝐼𝐴[𝐵𝑙] ∨ 𝐼𝐵 [𝐵𝑟 ] computes which join results are still present under the intervention. Simi-

larly, the aggregation provenance 𝐵𝛾 is used to locate all contributing input tuples and exclude any selected

tuples from the updated results by inverting 𝐽. Since these are standard matrix operations, we can batch

interventions by simply adding extra columns of interventions to 𝐼𝐴 and 𝐼𝐵.

Fast Provenance Systems. The key opportunity is that recent work developed a columnar analytical

database that efficiently captures per-operator provenance polynomials for SPJAU queries. The system,

SmokedDuck [20], instruments DuckDB’s [48] physical operators to emit dense integer arrays in precisely

the above representation (e.g., 𝐵𝑙, 𝐵𝑟 , 𝐵𝛾 in Figure 6.1(e)). On TPC-H queries, its provenance capture incurs

an average runtime slowdown of 10% (max: 33%) across SF=1 to 10; the resulting lineage is compact (8MB

vs 1GB database). As we show in the end-to-end experiments, this overhead is sufficiently low to support

ad-hoc provenance capture and provenance applications such as FADE while out-performing specialized

systems like Caravan, ERDB, and others.

Scope. FADE is an application of fine-grained provenance-capturing databases [12, 20], meaning it takes

as input the dense array provenance representation generated during query execution by a system such as

SmokedDuck [20], and uses the provenance to accelerate hypothetical deletion and scaling what-if queries

for SPJAU queries. It supports nested group-by over the last group-by operator, similar to supported class

of queries by ERDB [46] where SPJU operators appear below all aggregates. In general, we limit scaling

to attributes used in aggregate functions and that do not affect the query’s data flow (e.g., filter or join

conditions, grouping expressions)—these are often called “measures” in BI analytics. This ensures new

tuples are not added to the query result through attribute scaling/updates. We assume Union under bag

semantics concatenates its input tables and under set semantics is followed with a group-by operator.

6.4 System Architecture

FADE extends SMOKEDDUCK to support fast and high-throughput what-if analysis. This section

describes the FADE architecture and its components.
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Figure 6.2: FADE runs in two phases within SMOKEDDUCK. In phase 1, SMOKEDDUCK captures
per-operator provenance and k-semimodules (e.g., values of c) during base query execution (blue
data). In phase 2, the user submits a what-if query, and the optimizer chooses and configures the
optimal physical intervention evaluation operators and plan. FADE then quickly generates and
evaluates the interventions, and returns the top-k based on the optimization metric.

6.4.1 Design Overview

FADE is implemented inside SMOKEDDUCK to avoid Inter-Process Communication between FADE

and SMOKEDDUCK. Figure 6.2 shows the end-to-end workflow for 𝑄 = 𝛾𝑏,𝑠𝑢𝑚(𝑐) (𝜎𝑎=1(𝑇)). FADE runs

in three phases. When the client submits the base query Q , FADE first rewrites the physical plan into a

canonical form (Section 6.2.2) to ensure that, when the query engine captures provenance during plan ex-

ecution, FADE caches the values of all attributes referenced in aggregation expressions (e.g. T.c for Q).

During query execution, FADE uses SMOKEDDUCK’s instrumented operators [20] to efficiently capture

backward provenance on a per-operator basis (blue data in Figure 6.3). FADE then walks the query plan and

generates an intervention evaluation plan where each operator translates into a corresponding intervention

operator (ioperator) (e.g. 𝛾 is replaced with 𝐸𝛾 and 𝜎 with 𝐸𝜎). The optimizer uses memory resources and

provenance statistics gathered during base query execution to decide the appropriate physical ioperators and

the optimal level of batching and parallelism (Section 6.5.5). Finally, when the user makes a whatif()

call (e.g. whatif({‘where’:‘T.c=4’})), FADE parses any string predicates in the whereclause
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𝐵□), which maps output to input tuple offsets for physical SPJAU operators. Fade transforms the
group-by provenance to a forward representation 𝐹𝛾 that maps input to output offsets.

and scans the database to generate an internal target matrix representation. (e.g. ‘T.c=4’ is replaced with

[0,0,0,1]), (Section 6.5.2). The executor loads the previously captured provenance into the interven-

tion plan and processes the interventions as a batched stream. The optional top-k module evaluates the

optimization metric and returns the optimal interventions, and their updated query results.

Many of the above steps can be freely scheduled depending on application needs. Although provenance

capture is low overhead, if the base query cannot accept any slowdown, it can be run without provenance

capture and then scheduled to run again with provenance capture during user think time [109]. Similarly,

the optimizer and compilation can run immediately after provenance capture, or deferred to when the user

makes a whatif() call via the Python API; in this work we use the latter policy.

6.4.2 Naive Design

The major challenge to designing FADE is to ensure that the end-to-end what-if query process is

fast. This means that any pre-processing must be cheap, that intervention generation and evaluation are

high-throughput, and that no component is a bottleneck. We outline a naive design that fails to meet these

requirements, and the challenges that still must be addressed.

Intervention Plan. FADE walks the base query plan and generates an intervention plan with the iden-

tical structure, but each intervention operator (ioperator) is specialized to evaluate deletion or scaling in-

terventions. Each ioperator is initialized with its corresponding operator’s provenance (blue arrows in Fig-
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ure 6.2); it takes as input a target matrix and outputs a target matrix for the parent ioperator (Section 6.4.2).

Aggregation ioperators additionally take the cached values of the attributes referenced in the aggregation

functions and an optional scaling specification as input, and also output updated aggregate values. Ex-

ecution is bottom up on a per-operator basis. We now describe naive templates for each operator using

numpy-style pseudocode. Projection under bag semantics is 1-to-1 so can be ignored, and modeled as a

group-by under set semantics. Figure 6.3 lists example provenance representations used by each ioperator.

Selection (𝐸𝜎). The backward provenance B𝜎[o] stores the offset 𝑖 of the input tuple that contributed to

the 𝑜𝑡ℎ output. It scans the provenance and copies the corresponding bits from target matrix in to the target

matrix out:

for o, i in enumerate(𝐵𝜎):

out[o,:] = in[i,:]

Join (𝐸⊲⊳). The backward provenance B𝑙[o] and B𝑟[o] respectively contain the input tuple offsets 𝑖𝑙 and

𝑖𝑟 that generated it. Under AND semantics, an output tuple is deleted if both inputs are deleted (their bits are

both 1), while under OR semantics, the output is deleted if either input is deleted. In the following code, in𝑙

and in𝑟 are the target matrices from the left and right tables, op corresponds to logical & or | depending on

the semantics:

for o, (𝑖𝑙, 𝑖𝑟) in enumerate(zip(𝐵𝑙,𝐵𝑟)):

out[o,:] = in𝑙[𝑖𝑙,:] op in𝑟[𝑖𝑟,:]

Aggregation (𝐸𝛾). The backward lineage B𝛾[o] stores a list of input offsets (𝑖𝑖𝑑𝑠) for the 𝑜𝑡ℎ group (output

tuple). The ioperator also takes the cached values of all attributes referenced in the aggregation function and

an optional list of scaling factors SFs for scaling interventions. For deletion interventions, if any input is

not deleted, then its group is non-empty and the output tuple is preserved. For legibility, the code assumes

a single scale factor sf and sum aggregation over a single attribute cached in vals, but the logic supports

arbitrary aggregations e.g., median(a+b):

for o, iids in enumerate(B𝛾):

vs = vals[iids]

out[o,:]=in[iids,:].apply(&) // deletion only

agg[o,:]=(vs×!in[iids,:]).sum(axis=0) // deletion only

agg[o,:]=(vs×(1+(sf×in[iids,:]))).sum(axis=0) // scaling
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Figure 6.4: Group-by intervention evaluation latency using forward (Listing 6.5.1) vs. backward
provenance (Listing 6.4.2), varying groups & threads for scalar & SIMD variations.

in is inverted via ! because 1 means delete, whereas it means scale for the scaling intervention. Subsequent

group-by ioperators consume the target matrix out and updated values agg.

Intervention Generation. FADE by default represents the target matrix as a n×m dense matrix to

encode m interventions for a relation with n rows. Each column is called a target list and encodes the subset

of intervened tuples using a bit mask. The application can directly submit the target matrix that FADE

passes along to the intervention evaluator. However, if the user specifies conjunctive predicate strings, then

FADE splits the string into separate per-relation predicates 𝑝𝑅 for each relation 𝑅. FADE then computes a

target list 𝑇𝐿𝑅 by running: 𝑇𝐿𝑅 = Π𝑝𝑅 (𝑅). 𝑚 interventions (a parameterized predicate such as A=? or an

explicit list of predicate strings) can be batched by executing Π𝑝𝑅1 ,..., 𝑝𝑅𝑚
(𝑅) to construct the target matrix.

6.4.3 Challenges

The naive design exhibits numerous performance bottlenecks that cripple its end-to-end throughput.

We ran a microbenchmark using TPC-H Q7 with SF=1 and 1000 random interventions over all 6 input tables.

The naive design processes 8 interventions/second end-to-end, when taking intervention generation and

evaluation into account. We list the main reasons for the poor performance below, along with the proposed

solution that we detail in the following sections. Our final optimized system increases the throughput by

1920× to 174K interventions/second.
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Group-by Operator Design. Although the above ioperator designs for join and filter based on their

backward provenance are already high-throughput, aggregation (Listing 6.4.2) exhibits severe scalability

limitations that lead to poor throughput. Figure 6.4 illustrates the results of a scalability benchmark. We

initialize the provenance B𝛾 for a group-by over 10𝑀 input records with few (8) or many (10K) groups,

where the distribution of bucket sizes are either uniform (zipf=0) or skewed (zipf=1). We then vary the

degree of parallelization along the x-axis by assigning each worker thread an output tuple to update in a

round robin fashion, and report the time to process 1024 interventions. The red line in Figure 6.4 shows

poor scalability for skewed bucket sizes when there are fewer than <1000 groups. This is because the naive

work distribution results in imbalance in assigned workload per thread. In general across all groups, scalar

FADE-forward is 1.5× (max: 4×) faster than FADE-backward, and SIMD variants is 1.8× (max: 3.7×)

faster. We discuss SIMD optimization further in Section 6.6.5.

Solution: we design and optimize an alternative ioperator to use forward provenance, which scales linearly

with the number of threads (Section 6.5.1).

Intervention Generation. Our declarative target matrix specification—both string predicates and ran-

dom samples—makes it very easy for users to specify large sets of intervention. Suppose table T(a,b,c)

contains 1M tuples and the domain of each attribute is 100. Then the string predicate A=? and B=?

and C=? would generate 1003 = 1𝑀 interventions, and the fully materialized target matrix would be

125GB. Even if FADE can generate the target matrix in batches, intervention generation would cripple the

end-to-end throughput.

Solution: we design specialized target matrix representations for the common case of parameterized con-

junctive equality predicate strings, which enables a compact sparse representation of size 𝑁 × 𝑘 , where 𝑁 is

the relation cardinality and 𝑘 is the number of parameterized attributes in the predicate. We then specialize

the physical ioperators to efficiently evaluate over this sparse representation. Section 6.5.2 describes this in

more detail.

Provenance Size. The ioperators use provenance to access values in their input target matrix, however

this can lead to non-sequential memory access patterns if the base operator is highly selective. For instance,
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the backward provenance for group-by can lead to scattered memory accesses of the target matrix when

scanning the provenance of a given bucket.

In addition, provenance capture is performed bottom-up, so it could have materialized a considerable

amount of irrelevant provenance data if the base query was highly selective. Thus, intervention execution

performs unnecessary work that is proportional to the amount of irrelevant provenance. For instance, if a

base query plan executes 𝜎 𝑓 𝑎𝑙𝑠𝑒 (𝐴 × 𝐵), the cross-product provenance size with be quadratic in size, yet

the query does not generate any results so all of its provenance is irrelevant. Note that this contrasts from

circuit-based provenance representations which by definition, only contain derivations of tuples in the query

result.

Solution: FADE post-processes the provenance to prune irrelevant provenance and transform backward

to forward provenance representations if needed (Section 6.6.5). We show that after pruning, provenance

evaluation is linear in the number of tuples in the intermediate result after all joins.

Large Plan Space. Aggregation necessitates multiple physical ioperators that consume backward and

forward provenance. In general, aggregation and scaling interventions introduce many more complex trade-

offs that are dependent on the properties of the base query, database contents, and interventions. For instance,

aggregation ioperators need to read and write the attribute values referenced in their expressions, and the

user may want to update many aggregate expressions in the output. This greatly increases memory usage as

compared to the bit-packed target matrices, and adversely affects the degree of parallelism and batching that

the intervention executor can employ. Furthermore, aggregation exhibits different constraints performance

characteristics depending on whether using backward or forward provenance representations; for instance,

the forward approach is restricted to aggregates that can be incrementally updated.

Solution: we design an optimizer to quickly search through the large physical plan space to choose the

appropriate physical operators and configure them for high end-to-end throughput. A benefit of using

provenance-based evaluation is that all cardinalities and needed statistics are apriori known.
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Figure 6.5: Provenance pruning propagating filtered tuples oids from the parent of a join to each
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6.5 High-throughput FADE Design

In this section, we describe optimizations for multi-dimensional parallelism using both multi-threading

and vectorization, as well as a technique we refer to as provenance pruning which provides upper bounds

for execution SPJAU queries that are linear in the join output size.

6.5.1 Provenance Post-processing

Provenance Pruning. In contrast to provenance circuits, FADE can “over-produce” provenance that

does not contribute to any output results. Prior works have proposed pruning provenance [110, 111, 22,

112] as a way to reduce its size, however it has not been proposed in a general workflow context for the pur-

pose of supporting provenance-based intervention evaluation for SQL queries. Pruning greatly accelerates

intervention evaluation—up to 80× even taking pruning cost into account (Section 6.6.5).

The high level algorithm is straight forward. Starting with a desired subset of the output tuple offsets

(say, the user only wants to update two of the output tuples), we recursively walk the tree top down, use

each operator’s backward provenance to lookup the input tuple offsets, and use those as the desired output

offsets for the child operator. For example, Figure 6.5 prunes the provenance of a join operator. [1,2] are

the output ids we wish to keep, so we look up in 𝐵𝑙 and 𝐵𝑟 for their contributing input offsets—[4] and

[3,7] are the outputs for the left and right child, respectively. We then recompute the backward provenance

so they index into the l/r_oids arrays for the child operators.
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Since group-by does not filter tuples and is always after filter and join in the canonicalized query plan,

we only require pruning logic for filter and join. The logic is simple and efficient. In the below pseudocode,

oids is the set of output ids to keep, 𝐵𝜎,𝑙,𝑟 denotes the backward provenance for filter and join’s left and

right children, and np.unique() deduplicates its first argument and indices into the deduplicated array

to reconstruct the original (the pruned backward provenance). {c,l,r}_oids denote output ids of the

child/left/right operators to keep.

// filter

iids = B𝜎[oids] // oids is output ids to keep

c_oids, B𝜎 = np.unique(iids, return_inverse=1)

// join

l_iids, r_iids = B𝑙[oids], B𝑟[oids]

l_oids, B𝑙 = np.unique(l_iids, return_inverse=1)

r_oids, B𝑟 = np.unique(r_iids, return_inverse=1)

Forward Provenance. The group-by ioperator design that uses backward provenance suffers from poor

scalability due to random lookups and work imbalance across threads (Section 6.4.3). Even though it is

necessary for holistic aggregates that require processing all of a group’s tuples at once, aggregates that are

distributive can be computed incrementally and in parallel. Thus, we propose a design based on forward

provenance, which is a simple 1D array that maps input tuple offset to the output tuple (bucket) it contributes

to (𝐹𝛾 in Figure 6.3). This design can horizontally partition the input and evenly distribute work across

threads. vals caches the aggregated attribute values, in,out are the input and output target matrices, sf is the

scaling factor, and agg is the updated aggregates.

for i, o in enumerate(F𝛾):

out[o,:] &= in[i,:] // deletion only

agg[o,:] = vals[i] × !in[i,:] // deletion only

agg[o,:] = vals[i] × (1+(sf×in[i,:])) // scaling only

Figure 6.4 shows that this forward provenance design scales linearly and is generally robust across experi-

mental conditions.
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6.5.2 Efficient Intervention Generation

As described in Section 6.4.3, the dense target matrix representation is prohibitively large to material-

ize when there are hundreds or thousands of interventions—easily the case when using parameterized pred-

icate strings to specify the target matrix. We now describe an efficient sparse representation for conjunctive

equality predicates of the form a=? and b=? ..., as well a generalization that supports conjunctions

of range predicates. Both accelerate all ioperators prior to aggregation—the former guarantees memory and

runtime costs linear in the input relation, while the latter defers target matrix materialization until aggrega-

tion. Our examples will focus on equality and ≤ operators, but inequality and other range operations are

straightforward to support via logical transformations (𝑎! = 1 is !(𝑎 = 1)).

Conjunctive Equality Predicates. This class of predicates is commonly used in applications like ex-

planation engines [45, 46] to search for user-interpretable predicates that the output is most sensitive to.

Figure 6.6 A The key property is that each tuple matches exactly one predicate (intervention), and thus

the target matrix can be represented as a single integer array the size of the input relation. The sparse array

stores the index of the non-zero column index in the dense matrix. For a predicate string of the form A.a=?

and A.x=? and B.b=?, we first partition by table (e.g., A.a=? and A.x=?, B.b=?), and generate

sparse representations for the predicates over each table (e.g., one for 𝐴 and one for 𝐵). Note that the sparse

representation is equivalent to a dictionary encoding of the column, so in many DBMSes, constructing this
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is free for string attributes. Let 𝑁𝑥 be the active domain size for attribute 𝑥, and 𝐴𝑡𝑡𝑟𝑠(𝑝) be the set of

unique attributes in the string predicate 𝑝; the total number of interventions is Π𝑎𝑡𝑡𝑟∈𝐴𝑡𝑡𝑟𝑠 (𝑝)𝑁𝑎𝑡𝑡𝑟 .

The join propagates the left and right sparse target matrices (distinguished by a ‘sparse’ prefix); 𝑁𝑟 is

the number of interventions in 𝑟:

for o, (𝑖𝑙, 𝑖𝑟) in enumerate(zip(𝐵𝑙,𝐵𝑟)): // join

sparse_out[o] = sparse_in𝑙[𝑖𝑙] × N𝑟 + sparse_in𝑟[𝑖𝑟]

The first group-by after joins and filters needs to materialize the updated aggregate values for each

intervention, so it emits a 𝑁 × 𝑀 matrix where 𝑁 (𝑀) is the number of output rows (interventions). We

illustrate deletion intervention evaluation and the variation for scaling interventions is very similar. The core

logic enumerates over the intervention space. For the itv’th intervention, we test if the input row is included

in the intervention set by replacing pred(sparse_in[i], itv) with sparse_in[i]==itv.

out[:,:] = 1

for i, o in enumerate(F𝛾):

for itv in range(sin.max()):

pval = pred(sparse_in[i], itv)

out[o,itv] &= pval //deletion

agg[o,itv] += vals[i] × !pval //deletion

agg[o,itv] += vals[i] × (1+(sf×pval) //scaling

The subsequent group-bys consume fully materialized target matrices, and reuse the previous tem-

plates.

Conjunctive Range Predicates. Range predicates are challenging because each input tuple can satisfy

multiple interventions. Figure 6.6 B We observe that the range clause a≤i implies a≤j if 𝑖 ≤ 𝑗 . Thus,

for each tuple, the sparse representation for a≤? can simply store the minimum attribute value that satisfies

the predicate. We replace pred(sparse_in[i], itv) with sparse_in[i]<=itv to test if the i’th row

belongs to the intervention set.

The ioperator designs are similar to those for equality predicates. The filter and join ioperators sim-

ply propagate the sparse target matrices and the group-by ioperator materializes all interventions. Fig-

ure 6.6 C Given a predicate over relation 𝑅 with 𝑘 parameterized clauses, we construct a |𝑅 | × 𝑘 matrix
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where each parameterized clause is encoded in a separate column. The inclusivity test is the conjunction of

each parametrized clause test.

Variations. There are many variations of the above code templates omitted for brevity, such as batch-wise

intervention processing or supporting multi-attribute aggregation functions. For instance, suppose we wish

to scale 𝑦 in the query 𝛾 𝑓 (𝑥+𝑎) , 𝑓 (𝑥∗𝑥 ) (𝛾𝑎, 𝑓 (𝑦)→𝑥 (𝑇)). The outer group-by references the nested aggregated

value 𝑥 as well as the value of 𝑎. 𝑥 will be emitted from the child ioperator as a matrix that encodes its value

across all interventions, while 𝑎 is cached as an array. For these cases, FADE compiles a custom aggregation

ioperator based on the base query and which final aggregates the whatif() call requests.

6.5.3 Incrementally Removable Aggregations

The primary downside for the preceding group-by ioperator designs is that the cost to update a single

output tuple’s aggregate is still linear in vals because we need to scan vals in order to remove the deleted

values and recompute the output. This heavily penalizes group-bys with many groups. Incrementally re-

movable [45] aggregation functions, such as sum and avg, are amenable to an alternative design where

updating each output tuple is linear in its provenance size. The idea is to subtract the deleted values from the

original aggregation results. Below, we assume a sparse target matrix representation and sum aggregation

for clarity.

The first group-by intervention ioperator initializes agg[i,:] with the original aggregation result of

the 𝑖𝑡ℎ output tuple, replicated across all interventions. It then scans the input tuples and computes, for

each intervention, the total adjustment to the aggregate of the corresponding output group. For deletion

interventions, it accumulates in removed[i,j] the total value that should be subtracted from output group 𝑖

under intervention 𝑗 . For scaling interventions, it accumulates in scaled[i,j] the additional value contributed

by the scaled tuples. The final aggregate for each intervention is then obtained by applying these adjustments

to the original result, i.e., subtracting removed and adding scaled.

The output target matrix out[i,j] is set to 1 only when the 𝑗 𝑡ℎ intervention deletes all tuples contributing

to the 𝑖𝑡ℎ output group. To detect this case, we maintain del_count[i,j], which counts how many tuples

mapped to group 𝑖 are deleted under intervention 𝑗 , and compare it with count[i], the total number of

tuples in group 𝑖. If they are equal, the corresponding output group is deleted.
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removed[:,:] = 0

scaled[:,:] = 0

del_count[:,:] = 0

for i, o in enumerate(𝐹𝛾):

del_count[o, sparse_in[i]] += 1 // deletion only

removed[o, sparse_in[i]] += vals[i] // deletion only

scaled[o, sparse_in[i]] += vals[i]×(sf-1) // scaling only

agg[:,:] = agg[:,:] - removed[:,:] + scaled[:,:]

out = del_count == count[:]

Similarly, range predicates are a simple extension of equality predicates. For a predicate of the form

a≤?, the sparse encoding for tuple 𝑖 stores the minimum intervention index whose threshold satisfies the

predicate. Consequently, tuple 𝑖 contributes to all interventions at or before this index. The group-by

ioperator therefore first accumulates the per-group deletion and scaling adjustments in removed and scaled,

exactly as in the equality case. Since these adjustments are recorded only at the boundary intervention, the

operator computes a prefix sum over the intervention dimension to propagate each tuple’s contribution to

all earlier interventions. The resulting cumulative adjustments are then applied to agg to produce the final

intervention results.

removed[:,:] = 0

scaled[:,:] = 0

del_count[:,:] = 0

for i, o in enumerate(𝐹𝛾):

del_count[o, sparse_in[i]] += 1

removed[o, sparse_in[i]] += vals[i]

scaled[o, sparse_in[i]] += vals[i]×(sf-1)

for o in range(output):

for c in range(1, n_interventions):

removed[o,c] += removed[o,c-1]

scaled[o,c] += scaled[o,c-1]

del_count[o,c] += del_count[o,c-1]

agg[:,:] = agg[:,:] - removed[:,:] + scaled[:,:]

out = del_count == count[:]
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This forward provenance-based design is always beneficial for incremental aggregates when using the

sparse target matrix representation because the sparse representation reduces the target matrix from quadratic

to linear in size, and the total ioperator cost to linear in the number of input values. Thus, we exclusively

use the forward ioperator design in the experiments.

6.5.4 Parallel Execution

FADE executes the entire plan over a batch of interventions at a time. This is to simplify the executor

design, and because a what-if application may wish to dynamically decide which batch of interventions to

evaluate next based on the results of the current batch (e.g., to support pruning heuristics). Thus the goal is

to process each batch as quickly as possible.

For horizontal parallelization, the provenance and input target matrices are stored in shared memory,

and each worker is assigned a subset of the provenance to scan and process. For filter and join, they use

backward provenance so this logically partitions the output tuples across workers; it does not exhibit any

write contention and scales linearly. For the forward-provenance group-by designs presented in this section,

we logically partition by input tuples so there can be write contention for updating the same aggregate

values. Instead, each worker writes their results to a private buffer, we merge the buffers to construct the final

results at the end. The need for private buffers whose size are proportional to the number of interventions

necessitates an optimizer to trade-off memory utilization and throughput improvements. FADE also uses

SIMD vectorization as a form of vertical parallelization.

6.5.5 Optimizer

A benefit of provenance-based evaluation is that we have full selectivity and cardinality statistics about

the inputs (𝑁𝑜) and outputs (𝑂𝑜) of every operator. Given these statistics, we developed a simple optimizer

to determine, per-operator, the number of interventions per batch 𝐵𝑜 and the number of workers 𝑊𝑜 to

horizontally parallelize. We first use the cost model to evaluate all combinations of (𝑊𝑜, 𝐵𝑜) for each

operator 𝑜, where we discretize batches to powers of 2. We then identify the bottleneck operator with the

highest cost, and use its optimal batch size 𝐵∗ as the global batch size. We then iterate over each operator

and find the optimal𝑊𝑜 given 𝐵∗.
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Cost Model. Let 𝐴 be the number of aggregation functions in the group-by. We describe simplified

operator cost models that estimate 1) the total memory needed to execute an operator, which must not

exceed a fixed memory bound 𝑀 , and 2) the expected runtime to evaluate 𝐼 total interventions. For clarity,

we ignore operator selectivity and assume each aggregation references a single and different attribute. The

cost of a plan is the sum of all operator costs.

𝑚𝑒𝑚𝑜 =


𝑊𝑜 ∗ ((𝐴 ∗𝑂𝑜 ∗ 𝐵) +𝑂𝑜

𝐵
64 )) + 𝑁𝑜

𝐵
64 + (𝐴 ∗ 𝑁𝑜) if groupby

𝐵
64 ∗𝑂𝑜 + 𝐵

64 ∗ 𝑁𝑜 else

𝑐𝑜𝑠𝑡𝑜 ∼ 𝑁𝑜

𝐵

𝑊𝑜

+∞ ∗ (𝑚𝑒𝑚𝑜 > 𝑀)

The group-by memory usage includes each of the 𝑊𝑜 workers’ output buffers, the input target matrix, and

cached attribute values; the other operators simply require input and output target matrix buffers. The

operator cost is proportional to the level of horizontal parallelization, but is infinity if the memory usage

exceeds 𝑀 .

Additional Heuristics We use several heuristics for other optimization decisions. We decide to prune

the provenance if the base query’s join and filter operators filtered more than 30% of the input tuples. We

also generate group-by templates that process between 𝐴 ∈ {1, 2, 3, 4} aggregation functions at a time, and

run the optimizer for each 𝐴 to choose the best setting. If the number of output groups exceed 1000 or if the

group-by uses holistic aggregates, then we revert to the slower backward-provenance ioperator design; since

this design partitions based on output groups, there is not worker contention and we simply use all workers.

Finally, if the whatif() call specifies a metric function, we can restrict interventions to only update the

output aggregated attributes (often only one aggregation) that are referenced by the metric.

6.5.6 Cascade-Delete

The user may wish to define a target matrix over a table𝑇 not referenced by the base query𝑄. Although

it may appear that the intervention does not affect 𝑄, it can due to referential integrity constraints—deleting

a tuple in 𝑇 may cause a cascading delete that affects a table referenced by 𝑄. Prior work [46] requires
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knowing the desired IVM intervention apriori, and composes a join query to translate it into a delta over the

queried relations. FADE uses a similar mechanism but supports arbitrary ad-hoc interventions. For each

path 𝑇 { 𝑅 where 𝑅 is referenced by 𝑄, it executes the query 𝑄𝑇{𝑅 = 𝛾𝑇.𝑟𝑖𝑑 (𝑇 ⊲⊳ . . . ⊲⊳ 𝑅) and capture

its provenance. FADE then uses this provenance to propagate the target matrix over 𝑇 into a target matrix

over 𝑅, and then executes the intervention plan as usual.

6.6 Experiments

We compare FADE with state-of-the-art IVM and circuit-based view maintenance systems in terms

of raw intervention evaluation throughput on the standard TPC-H benchmark. We report end-to-end com-

parison with the ERDB on real-world datasets and conclude with ablation studies. The throughput results

naturally translate to the cross-filter and probabilistic query applications so we do not run separate experi-

ments for them.

6.6.1 Experimental Settings

Systems. All following systems are logically equivalent under deletion and scaling interventions. Given

the same interventions, all systems return the same solution.

1. DBT: We configure DBT to generate C++ code it evaluates one intervention at a time. For each

table used by the query, we apply all deletions/scaling interventions of a single table ∀𝑒 ∈ Δ𝐷. We

report code compilation and initial database loading separately from intervention evaluation runtime.

Scaling interventions are treated as update deltas (delete then insert). DBT-P is a variation that

first uses backward provenance to prune the input database to the sufficient subset to evaluate the

interventions.

2. PROVSQL: To the best of our knowledge, PROVSQL [34] is the only other provenance system

that supports provenance-based view maintenance. We run the PROVSQL extension on POST-

GRESSQL 13 and report the arithmetic circuit evaluation time relative to base query execution.

PROVSQL’s circuits do not contain non-contributing tuples, so pruning is not needed. View mainte-

nance systems need to consistently beat from scratch execution to be practically useful, and PROVSQL

often fails to do so.
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3. FADE: We report provenance capture overhead, code generation and compilation, intervention gen-

eration and evaluation; end-to-end results consider all four costs. The suffix lists the optimizations

used: 𝑊𝑛 for horizontal parallelization where 𝑛 is the number of workers, P for pruning, B for batch-

ing, D for SIMD FADE without any suffix indicate the optimal configuration. FADE is configured to

recompute all aggregates to report worst case results.

4. ERDB [46] rewrites a set of non-overlapping interventions (each input tuple contributes to at most

one intervention) into a single SQL query that can be materialized offline to accelerate intervention

evaluation. Our end-to-end evaluation compares with ERDB’s reported results on two queries from

different workloads (NSF [113] and flights datasets [114]).

Workload and Metrics. We evaluate 11 out of 22 TPC-H queries that both IVM and provenance-based

view maintenance can support (namely, SPJAU queries) and vary scale factor from 1 to 10. All queries have

one aggregate function except for Q1 with 8 aggregate functions. All queries have an average of 3 output

tuples except Q3 (11620 tuples), Q9 (175 tuples), Q10 (37967 tuples). Provenance on SF=1 is on average

19MB (0.8 − 45MB) and 5MB (3𝐾𝐵 − 45MB) after pruning; it scales linearly with DB size.

We report throughput as interventions/second, and relative speedup when studying optimizations and

scalability. To keep the text easy to read, we will primarily report results for queries {1, 3, 5, 7, 9, 10, 12}

as they are representative of the rest of the workload. For completeness, Section 6.6.2 reports results for all

supported TPC-H queries.

Interventions. Our initial experiments generate random interventions with varying tuple intervention

probability on all input tables of a query to simulate complex interventions across many database tables.

End users, in their effort to understand what really affects query results, may want to perform complex

interventions across many database tables. To simulate such a complexity, we choose interventions that

randomly delete tuples from multiple tables at a time. To represent interventions of varying granularity, we

vary the deletion probability of each tuple being deleted, always keeping the same probability across tables.

We will then generate sets of interventions using parameterized conjunctive equality predicates, and control

the number of interventions by varying the number of unique attributes values for the intervened attributes.
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Implementation. All our experiments are executed on Google Cloud c2-standard-16 machines

(16 vCPU, 64GB memory). Vectorized operations use AVX-512, a 512-bit SIMD instruction set on Intel

processors. We generate and compile C++ programs using GCC 11.2.0.

FADE uses code generation and compilation if the base query 1) computes aggregation over an expres-

sion or 2) contains multiple aggregation functions. In the latter case, we partition the aggregation functions

into groups of up to 4 and generate code templates for all four conditions; the optimizer then picks the

appropriate templates. FADE’s code generation and compilation takes 1𝑠 and is independent of the size of

the database.

6.6.2 Comparison with Baselines

In this first experiment, we compare the performance of FADE against IVM baselines DBT, and

DBT-P on TPC-H SF=1. For a fair comparison, we evaluate single-threaded FADE without SIMD, using

the dense target matrix, and vary pruning (FADE-𝑊1 and FADE-𝑊1-P).

Setup and Pre-processing cost. FADE takes on average 141ms to capture provenance, 480ms to cache

input to aggregates values, 54ms (max 113ms) to post-process the provenance data and allocate output

buffers for the ioperators, and 30𝑚𝑠 for provenance pruning—a total of 705𝑚𝑠 on average. Both DBT and

DBT-P requires a code generation and compilation step, each step having an average latency of 5 seconds.

DBT-P also takes on average 14s to prune the base tables (though the procedure is not optimized). Since

our focus here is to evaluate raw evaluation throughput, they are excluded from throughput calculations.

Single Deletion Intervention Evaluation. Figure 6.7 evaluates all systems for a single intervention

with intervention probability 0.1 on SF=1. FADE-𝑊1 and FADE-𝑊1-P take on average 6ms (max: 41ms)

as compared to 116ms (max: 1sec) for DBT-P and 8sec (max: 39sec) for DBT. FADE-𝑊1-P is faster than

DBT-P on average by 129× (max: 1000×) except for Q19 that is instantaneous for both systems and Q6

– a selective single table aggregate query that benefit’s from the incremental evaluation of DBT-P. Even

without pruning, FADE-𝑊1 is competitive with DBT-P; when >99% of tuples are pruned, FADE-𝑊1 is

only 3𝑚𝑠 (max: 9ms) slower than DBT-P.
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Figure 6.7: Latency of FADE-𝑊1, FADE-𝑊1-P, DBT, DBT-P, with intervention probability
of 0.1, and the original query on POSTGRESSQL and PROVSQL without deletions at SF 1.
PROVSQL runs out of memory for Q1 & Q8

Figure 6.8: Latency of FADE-𝑊1, DBT, FADE-𝑊1-P, and DBT-P, varying intervention proba-
bility (x-axis) at SF 1.
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Figure 6.8 shows that FADE variants are insensitive to intervention probability with overall lower

execution runtime compared to DBT variants.

Excluding Q19 (<0.1ms), FADE-𝑊1 and FADE-𝑊1-P are consistently 5−>1000× faster than DBT

and DBT-P for all queries except Q1 and Q6. The two queries are essentially a single table group-by query

of which FADE re-evaluates its aggregates over the original input, while DBT-P takes advantage of the

incrementally removable property of the aggregates and only evaluates aggregates over Δ𝐷.

Single Scaling Intervention Evaluation. We evaluate scaling intervention by selecting a random

attribute from lineitem table, applying a fixed scaling factor, and varying the number of scaled tuples by

varying the intervention probability between 10−3 and 0.5. DBTOASTER implements scaling as deletion

followed by insert. We see similar trends to deletion interventions, DBT-P wins over FADE-𝑊1-P for Q1

and Q6 with small target list.

PROVSQL. FADE-𝑊1 is faster than PROVSQL by between 7× (Q19) to 10,000× (Q14). Although some

of the performance gap can be attributed to differences in the underlying DBMSes, PROVSQL is also on

average 15×, and up to 50×, slower than re-running the base query on POSTGRESSQL. Q1 and Q8 did not

finish due to a circuit limit error.

6.6.3 Scalability

Database Size. Data locality is more important with larger data sizes because the relative size of the

CPU cache shrinks. Figure 6.9 reports the throughput of FADE with 8 workers, SIMD, and the maximum

batch size within memory limits for SF 1 to 10. Throughput decreases linearly with scale factor, yet FADE

still evaluates up to 0.5𝑀 interventions per second at SF=10, which for many applications is interactive

speed.

Workload-Specific Optimizations. We ablate the sparse encoding and incrementally removable opti-

mizations by evaluating a parameterized conjunctive equality predicate. We intervene the lineitem table

because it’s used by all TPC-H queries. To control the intervention size, we add a synthetic asynth attribute

to lineitem, assign to it 2048 unique values uniformly, and run a deletion intervention predicate asynth=?

at SF=10. We include pruning time overhead to FADE variants.
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Figure 6.9: Throughput of intervention evaluation using 8 threads and vectorization for TPC-H
scale factors 1, 5 and 10.

Figure 6.10: Throughput of the base query execution (Baseline), and throughput when evaluating
2048 interventions using DBT-P, FADE, FADE-SPARSE, and FADE-SPARSE-Δ.
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Figure 6.10 shows throughput of FADE, the two optimizations, DBT-P and the base query as a ref-

erence. Evaluating 2048 interventions using FADE, FADE-SPARSE, and FADE-SPARSE-Δ are on average

15×, 260×, and 1000× faster than the base query, respectively. As expected, sparse encoding reduces mem-

ory and compute from quadratic to linear, and has the largest wins. Incremental computation particularly

benefits aggregate-heavy queries like Q1, where it is 100× faster than FADE-SPARSE.

Memory. From SF=1 to 10, the memory (provenance and dense target matrix) used by naive FADE with

batch size 2048 grows linearly on average from 1.9GB to 19GB. Provenance pruning and sparse encoding

reduces used memory by 28× (67MB to 672MB).

6.6.4 End-to-end Evaluation

We now reproduce experiments from the ERDB explanation experiments [46]. ERDB uses two base

queries: a group-by on the NSF awards dataset, and a nested group-by on the Flights dataset. We restate

ERDB’s reported numbers because their code and exact settings are not available. The numbers are not

strictly apples-to-apples because ERDB runs as SQLServer queries.

NSF Awards. This query references two tables: Awards (table A, 400K tuples) and Institution (table B,

419K). The user computes the top 5 institutions that received CS NSF funding, where the core logic is:

𝛾B.instName,𝑆𝑈𝑀 (A.amount)→𝑇𝑜𝑡𝑎𝑙 (𝜎dir=′𝐶𝑆′∧year≥1990(𝐴 ⊲⊳ 𝐵))

The user then asks why the funding gap between UIUC and CMU is so high. To provide explanations,

ERDB evaluates the effect of applying 170𝐾 pre-generated deletion interventions that in total delete 1.3𝑀

tuples from Awards. Each intervention deletes less than 10 tuples on average. These interventions are

specified by 8 parameterized predicates. Some are simple (e.g. "institution.name=?") and benefit from

FADE’s sparse representation (Section 6.5.2). Others are complex expressions that need to be executed

explicitly to construct a dense target matrix. For example the following query finds Top-10 PIs with highest

average award amounts:

investigator.pi IN (SELECT pi FROM (

SELECT i.pi, AVG(a.award) AS totalAward
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FROM awards AS a JOIN investigator AS i ON a.ai = i.ai

GROUP BY i.pi ORDER BY totalAward DESC LIMIT 10))

Following ERDB, we submit their 8 predicates ahead of time to FADE and pre-compute their corresponding

target lists. ERDB does not report the pre-processing times, so we cannot compare. However, FADE

takes 2 seconds to generate the target matrices, <5𝑚𝑠 to capture provenance, and 3ms to post-process the

provenance. In total, the provenance is 5MB.

The user submits a what-if query that requests the top 10 pre-registered predicates (by passing in the

targetmatrixid returned from pre-processing) that minimize the difference between the total awards

between both schools (with UIUC having group 0 and CMU having group 1):

O.whatif(targetmatrixid, {’k’:3, ’objective’:’minimize",

’metric’: lambda _, post: post["total"][0]-post["total"][1] })

ERDB evaluates this query in 3.4 seconds (1.6s to evaluate interventions, 1.8s to score and rank) despite

favorable IVM settings where each intervention deletes ∼10 tuples. In contrast, FADE evaluates all inter-

ventions <5𝑚𝑠—multiple orders of magnitude faster. Even when taking pre-processing time into account,

FADE is faster than ERDB. We believe that at this latency range, FADE can be used interactively for ad-hoc

what-if analyses.

Flights Dataset. The flights dataset contains 123𝑀 tuples and is 11GB. The base query runs in 10𝑠 and

uses a nested aggregation to compute the slope of the linear regression line between scheduled departure

and actual departure times. The user asks why the slope is high, and ERDB evaluates 887 interventions in

82𝑠. They do not report pre-computation time.

In FADE, the base query takes 2.8s to run with additional 53ms overhead from provenance capture and

caching input attributes to the aggregate functions. Pre-processing overhead takes 140ms to post-process the

provenance, and 1s for compilation. Unfortunately, the ERDB paper does not report what their interventions

are, so we conservatively generate 887 random interventions with 0.1 tuple intervention probability, which

takes 400ms. Finally, evaluating the interventions takes 250ms. Even taking all pre-processing time into

account, FADE is still >28× faster than ERDB’s intervention evaluation time.
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Figure 6.11: Throughput and Speedup against FADE-𝑊1 from Figure 6.7 as we incrementally
stack optimizations.

6.6.5 Ablation Study

Although FADE is much faster than all baselines for processing one intervention (Figure 6.7), it only

processes <1𝐾 intervention/second (Baseline bar in figure 6.11). We now incrementally add optimizations

from Section 6.5 that cumulatively increase the throughput to hundreds of thousands of interventions per

second. These include batching (+B), horizontal parallelization (+W), provenance pruning (+P), and SIMD

(+D).

Interventions Batching. Figure 6.11 shows that batching 2048 interventions (+B) is 13× faster than the

baseline because 1) FADE packs 64 interventions in one int64 and only uses one & and | instruction, 2) the

bit-packed target matrix representation improves data locality for all operators, and 3) batching amortizes

fixed ioperator call overheads.

Worker Threads FADE reduces single operator evaluation by horizontally partitioning input data equally

across threads. Figure 6.11 (+B+W) improves throughput by on average 87× over the baseline when using

8 workers. This is also a linear 8× speedup over batching only, with the exception of Q10 (4.7× faster)

because it generates a huge number of output groups, which slows down the final merge step. In general,
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Figure 6.12: Vectorization speedup with and without pruning over multi-threading execution for
representative queries as we vary size of interventions in a batch.

the merge step will need to aggregate more data than the original group-by operation if the ratio of input to

output tuples is below the number of workers.

Provenance Pruning. Provenance strictly reduces the amount of work intervention evaluation needs to

perform. Figure 6.11 (+B+W+P) is on average 579× faster than the baseline and 5× (max: 17×) faster than

+B+W. For instance, Q7 has the largest speedup because pruning removes more than 90% of the join and

filter provenance. In contrast, pruning is slower than +B+W for Q9 and Q10. This is because we include the

pruning cost (avg 30ms, max 340ms) and pruning only removes <30% of the provenance, which does not

offset the cost. This is a similar reason why the filter-aggregation Q1 doesn’t see strong pruning benefits.

This motivated our optimizer heuristic threshold of 30% for deciding whether or not to prune.

SIMD. FADE leverages the bit-packed target matrix to evaluate multiple interventions at a time using

SIMD instructions for the join and filter, and for aggregates whose instructions can be vectorized (e.g.,

counts, sums).

Figure 6.11(+B+W+P+D) is on average 1.8× (max: 3.8×) faster than +B+W+P. Pruning is the key

ingredient to benefit from SIMD because it increases the goodput of the CPU. Without pruning, most opera-

tors are memory-bound so improving CPU utilization has little benefit. After pruning, group-by becomes the

bottleneck because it is compute-heavy. Q1 is an exception because it’s already compute-heavy query and

pruning removes few tuples. At the same time, larger batch sizes are not always better. Figure 6.12 varies

the batch size and reports SIMD speedups with and without pruning relative to (+B+W+P) and (+B+W) re-

spectively for representative queries. We see that larger batch sizes have varying wins for different queries,
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it can have negative effect as in Q1 and Q9, no effect as in Q5, or increased wins as in Q12. The degree of

speedup is affected by the memory pressure from 8 worker as we increase the batch size.

6.7 Conclusion

The majority of what-if analyses—from sensitivity analysis, deletion-based explanation engines, and

how-to analyses—are predicated on the ability to quickly evaluate and rank many deletion and/or scaling

interventions. Unfortunately, evaluating interventions is slow: IVM scales poorly with intervention size

and requires expensive materialization, while provenance-based view refresh has poor data locality and

inefficient execution strategies. At the same time, application-specific solutions use ad-hoc heuristics to

prune the search space and still take seconds or minutes to run.

FADE is a provenance-based intervention evaluation engine that is sufficiently high-throughput to

brute force solve many what-if applications within a second. FADE leverages the relational structure of

provenance circuits to generate efficient, parallel evaluation code, and evaluate >1𝑀 interventions per

second—orders of magnitude higher throughput than any prior approach. This enabling interactive time

query explanations over more complex queries and data than previously possible.
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Epilogue

Fine-grained data lineage is well-studied theoretically, but existing implementations fall short in practice.

Systems that stay within the relational model incur significant overhead on analytical workloads, while

physical approaches are designed for row-oriented engines and do not translate to modern vectorized

interpreted execution. Beyond runtime overhead, integration into mature engines requires balancing

engineering cost with performance, a trade-off prior work has largely ignored. Even with fast capture,

lineage-driven applications require both fast lineage access and lineage representations designed for

efficient evaluation. This thesis addressed these challenges by building lineage support that is low-overhead

to capture, whose engineering trade-offs are well-characterized, and whose lineage representation and

evaluation are efficient enough to power interactive applications.

The first part showed that low-overhead lineage capture is possible in vectorized interpreted engines. The

key insight is that data movement functions in columnar engines implicitly encode lineage as array offsets

and bitmasks (LAs), which are sufficient to reconstruct end-to-end tuple-level lineage. We use data-flow

analysis to identify which variables are necessary, organize this in FuncLib to support incremental

bottom-up instrumentation, and implement these ideas in SMOKEDDUCK. On TPC-H SF=10,

SMOKEDDUCK reduces capture overhead from prior logical approaches (0.1×–>500×) to as low as

0–0.2×. It also supports, for the first time in a mainstream columnar system, 17 out of 22 instantaneous

lineage queries (<100ms) and the rest non-interrupting (<1s).

The second part addressed the question of how to balance implementation complexity with runtime

efficiency. While Part I showed that low-overhead capture is achievable, the engineering cost of

function-level instrumentation is high, as it requires modifying and recompiling the engine. Since lineage

capture approaches have historically been evaluated on different systems, it remained unclear what their
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trade-offs are on a modern vectorized interpreted engine. We presented an apples-to-apples evaluation of

query-level, operator-level, and function-level capture within DuckDB, finding that query-level overhead is

dominated by serialization and materialization, operator-level reduces this but adds annotation overhead for

aggregations, and function-level achieves the lowest overhead at the highest engineering cost. Our results

suggest that combining operator-level and function-level instrumentation, using the former for one-to-one

operators and the latter for aggregations, provides the best balance.

The third part showed how fast fine-grained lineage unlocks a rich class of interactive applications. What-if

queries are the building blocks for explanation engines, sensitivity analysis, data cleaning, and probabilistic

databases, where each application asks how a query’s output changes under hypothetical updates to input

data. Their main bottleneck is the cost of re-evaluating the query under each update; prior approaches

either rely on IVM, which suffers from large memory overheads, or provenance-based methods, which

have poor data locality and are slower still. FADE addresses this by leveraging the relational structure of

provenance to generate efficient, parallel evaluation code, achieving >1𝑀 interventions per second, on

average 1000× faster than IVM and 10,000× faster than prior provenance-based approaches. This enables,

for the first time, interactive what-if analysis over complex queries and large datasets, making it possible to

brute-force many existing applications within a second.

Together, the three parts of this thesis show that fine-grained lineage can be captured with low overhead in

modern vectorized engines, that engineering cost is a critical but previously unexamined dimension of

lineage system design, and that lineage can be represented and evaluated efficiently enough to power

interactive what-if applications at scale.

Future Work. This work opens several promising directions for future research.

First, while this thesis focuses on relational data pipelines, many real-world data workflows extend

beyond relational systems, including machine learning pipelines, streaming systems, and heterogeneous

data processing frameworks. Extending lineage capture techniques to these settings raises new challenges,

particularly in handling non-relational operators, user-defined functions, and cross-system dataflows.

Second, we restrict our study to in-memory execution within a single-node analytical engine. Extend-

ing these techniques to out-of-memory settings, including support for spilling, compression, and distributed

execution, is an important direction for scaling lineage to larger datasets.
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Third, lineage capture remains one point in a broader design space that includes trade-offs between

granularity, performance, storage overhead, and engineering complexity. Exploring additional points in this

space, such as hybrid approaches that combine coarse and fine-grained lineage or selectively capture lineage

based on workload characteristics, could further improve practicality and scalability.

Fourth, as data and queries evolve, maintaining lineage state incrementally without full recomputation

could enable continuous lineage tracking in dynamic environments.

Finally, improving integration and deployment remains a key challenge. Modular, non-invasive ap-

proaches, such as extension-based integration, can lower the barrier to adoption and generalize across dif-

ferent database architectures and execution models.

Together, these directions point toward a broader vision in which lineage becomes a first-class feature

of data systems, supporting interactive, scalable, and explainable data analysis across diverse workloads.
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