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Submitted in partial fulfillment of the
requirements for the degree of

Doctor of Philosophy
under the Executive Committee

of the Graduate School of Arts and Sciences

COLUMBIA UNIVERSITY

2024



© 2024

Matija Medvidović
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Abstract

Neural-network compression methods for computational quantum many-body physics

Matija Medvidović

Quantum many-body phenomena have been a focal point of the physics community for

the last several decades. From material science and chemistry to model systems and quantum

computing, diverse problems share mathematical description and challenges. A key roadblock in

many subfields is the exponential increase in problem size with increasing number of quantum

constituents. Therefore, development of efficient compression and approximation methods is the

only way to move forward. Parameterized models coming from the field of machine learning

have successfully been applied to very large classical problems where data is abundant, leveraging

recent advances in high-performance computing.

In this thesis, state-of-the-art methods relying on such models are applied to the quantum many-

body problem in two distinct ways: from first principles and data-driven, as described in chapter 1.

In chapters 2 and 3, the framework of quantum Monte Carlo is used to efficiently manipulate varia-

tional approximations of many-body states, obtaining non-equilibrium states occurring in quantum

circuits and real-time dynamics of large systems. In chapters 4 and 5, simulated synthetic data is

used to train surrogate models that enhance original methods, allowing for computations that would

otherwise be out of reach for conventional solvers.

In all cases, a computational advantage is established when using machine learning methods

to compress different versions of the quantum many-body problem. Each chapter is concluded by

proposing extensions and novel applications of new compressed representation of the problem.



Table of Contents

Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiii

Dedication . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xiv

Chapter 1: Introduction and Background . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1 Neural networks and quantum Monte Carlo . . . . . . . . . . . . . . . . . . . . . 1

1.1.1 Variational Monte Carlo . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.1.2 Variational quantum state definition . . . . . . . . . . . . . . . . . . . . . 4

1.1.3 Estimation of expectation values: the local observable trick . . . . . . . . . 7

1.1.4 Sampling . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.1.5 Stochastic optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

1.1.6 Time-dependent Variational Monte Carlo . . . . . . . . . . . . . . . . . . 17

1.1.7 Overlap optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

1.1.8 Quantum state tomography via maximum likelihood estimation . . . . . . . 25

1.1.9 Variational state choices . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

1.1.10 Symmetries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

1.1.11 Many-electron variational states . . . . . . . . . . . . . . . . . . . . . . . 31

1.2 Density functional theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

1.2.1 Hohenberg-Kohn theorems . . . . . . . . . . . . . . . . . . . . . . . . . . 34

i



1.2.2 Kohn-Sham DFT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

1.2.3 Machine learning and DFT . . . . . . . . . . . . . . . . . . . . . . . . . . 40

1.2.4 Training nonlocal density functionals . . . . . . . . . . . . . . . . . . . . 42

1.3 Renormalization group methods . . . . . . . . . . . . . . . . . . . . . . . . . . . 43

1.3.1 Functional renormalization group . . . . . . . . . . . . . . . . . . . . . . 43

1.3.2 Continuous �ow models . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

Chapter 2: Classical variational simulation of quantum circuits. . . . . . . . . . . . . . . 47

2.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 47

2.2 Background and Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

2.2.1 The Quantum Approximate Optimization Algorithm . . . . . . . . . . . . 48

2.2.2 Classical variational simulation . . . . . . . . . . . . . . . . . . . . . . . . 50

2.2.3 Approximate gate application . . . . . . . . . . . . . . . . . . . . . . . . . 52

2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

2.3.1 Simulation results for 20 qubits . . . . . . . . . . . . . . . . . . . . . . . . 56

2.3.2 Simulation results for 54 qubits . . . . . . . . . . . . . . . . . . . . . . . . 57

2.3.3 Comparison with other methods . . . . . . . . . . . . . . . . . . . . . . . 60

2.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 61

Chapter 3: Variational quantum dynamics of two-dimensional continuous models. . . . . 64

3.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 64

3.2 Model and Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.2.1 Variational simulation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 66

3.2.2 Hamiltonian Monte Carlo . . . . . . . . . . . . . . . . . . . . . . . . . . . 69

ii



3.2.3 The trial wavefunction . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.3.1 Benchmarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 76

3.4 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

Chapter 4: Compression methods for two-body vertex functions. . . . . . . . . . . . . . . 82

4.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

4.2 Hubbard model phase diagram from FRG . . . . . . . . . . . . . . . . . . . . . . 84

4.3 Learning continuous latent �ows . . . . . . . . . . . . . . . . . . . . . . . . . . . 86

4.3.1 Data preprocessing . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

4.3.2 Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

4.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.5 The Dynamic mode decomposition . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.6 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

Chapter 5: Nonlocal neural-network distillation of density functional theory. . . . . . . . 96

5.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

5.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

5.2.1 The global density approximation . . . . . . . . . . . . . . . . . . . . . . 97

5.2.2 The attention mechanism . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

5.3 The training procedure . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.3.1 The regularized cost function . . . . . . . . . . . . . . . . . . . . . . . . . 104

5.3.2 Calculations using Gaussian basis sets . . . . . . . . . . . . . . . . . . . . 105

5.3.3 The dataset . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

iii



5.4 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.5 Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

References. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .111

Appendix A: Exact results for QAOA circuit simulation. . . . . . . . . . . . . . . . . . .139

A.1 Exact application of one-qubit Pauli gates . . . . . . . . . . . . . . . . . . . . . . 139

A.2 Exact application of two-qubit gates . . . . . . . . . . . . . . . . . . . . . . . . . 140

A.3 Exact cost formula for shallow QAOA instances . . . . . . . . . . . . . . . . . . . 141

A.4 Relation to t-VMC . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

Appendix B: Numerical details of real-time variational simulations. . . . . . . . . . . . .146

B.1 Hamiltonian Monte Carlo details . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

B.2 Numerical regularization schemes . . . . . . . . . . . . . . . . . . . . . . . . . . 148

B.3 The time-dependent variational principle and ODE integrators . . . . . . . . . . . 150

B.4 Reference tensor-network calculations . . . . . . . . . . . . . . . . . . . . . . . . 152

B.4.1 Angular momentum basis . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

B.4.2 Convergence and cutoffs . . . . . . . . . . . . . . . . . . . . . . . . . . . 153

B.5 The integration error metric . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

B.6 Variational Quantum States on a circle . . . . . . . . . . . . . . . . . . . . . . . . 156

Appendix C: Vertex compression neural network architecture details. . . . . . . . . . . .160

C.1 fRG Mean Field Channel Decomposition . . . . . . . . . . . . . . . . . . . . . . . 160

C.2 Dynamic Mode Decomposition . . . . . . . . . . . . . . . . . . . . . . . . . . . . 163

iv



List of Figures

1.1 Neural Quantum States for many-body simulations. Different systems can be tack-
led by this technique, including quantum systems of interacting spins of qubits,
fermionic lattice systems and interacting electrons in molecules, amongst others.
The wave function amplitudes are given by the output of a neural network that takes
as the input the corresponding basis element labelx. Monte Carlo sampling is used
to evaluate spectating values, overlaps and gradients, which are used to optimize
the parameters of the neural networks. Different types of many body simulations
can be realized, including the search of ground-state wave functions, the simula-
tion of the time evolution of quantum states, the simulation of quantum circuits or
quantum state reconstruction. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

1.2 A schematic representation of optimization dynamics within the variational mani-
fold M k . Optimization trajectories�ow towards lower energy states on the land-
scape� ¹\ º under imaginary time evolution operator4� g� . In the case of real-time
evolution4� 8�C, energy is conserved and trajectories are constrained to level-sets
de�ned by the initial statejk ¹C= 0ºi . . . . . . . . . . . . . . . . . . . . . . . . . 14

1.3 A schematic representation of the time-dependent variational Monte Carlo (t-VMC)
algorithm. After de�ning the initial state as a variational wavefunctionk \ ¹0º ¹xº,
the exact time-evolved trajectory4� 8�C jk \ ¹0ºi can be projected onto the variational
manifoldM k . The precise numerical implementation of this projection is an area
of active research. However, Monte Carlo sampling ofjk j2 is necessary in all
cases, to estimate real-time dependence of a set of observables&. . . . . . . . . . 19

1.4 A schematic representation of the restricted Boltzmann machine. . . . . . . . . . . 28

1.5 A schematic representation of the convolution operation in two dimensions. A3� 3
�lter is shown convolving a5 � 5 input array with no extra padding, producing a
3 � 3 output. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

1.6 A schematic representation of the self-consistent �eld (SCF) loop in density func-
tional theory. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

v



1.7 A diagrammatic representation of the truncated fRG �ow equation for thw two-
particle vertex function with generic quantum numbersU8. . . . . . . . . . . . . . 44

2.1 The QAOA quantum circuit. A schematic representation of the QAOA circuit
and our approach to simulating it. The input state is trivially initialized toj¸ i .
Next, at each?, the exchange of exactly (* � ) and approximately ('- ¹Vº = 4� 8V-)
applicable gates is labeled (see Sec. 2.2). As noted in the main text, each (exact)
application of the* � gate leads to an increase in the number of hidden units by
j� j (the number of edges in the graph). In order to keep that number constant, we
"compress" the model (see Sec. 2.2), indicated by red dashed lines after each* �
gate. The compression is repeated at each layer after the �rst, halving the number
of hidden units each time, immediately after doubling it with* � gates. After the
�nal layer, the RBM is parametrized by\ opt, approximating the �nal QAOA target
statej$–#i . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

2.2 Benchmarking the cost function for 20 qubits. a: The exact variational QAOA
landscape at? = 1 of a random20-qubit instance of a 3-regular graph is pre-
sented, calculated using the analytical cost formula (see Appendix A). The opti-
mum is found using a gradient-based optimizer [62] and marked. The restricted
cut along the constant-V line and at optimalWis more closely studied in panel
b. b: RBM-based output wavefunctions are contrasted with exact results.c: A
similar variational landscape cut is presented at? = 2. Optimal ? = 2 QAOA pa-
rameters are calculated using numerical derivatives and a gradient-based optimizer.
ParametersW1, V1 andV2 are �xed at their optimal values while the cost function
W2-dependence is investigated. We note that our approach is able to accurately
reproduce the increased proximity to the combinatorial optimum associated with
increasing QAOA depth?. (The dashed line represents the minimum from? = 1
curve in panel b.) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

vi



2.3 Simulating 54 qubits. a: Randomly generated 3-regular graphs with 54 nodes
are considered at? = 1–2–4. At each?, all angles were set to optimal values
(except for the �nalW?) for a smaller graph of 20 nodes for which optimal angles
can be found at a much smaller computational cost. Cost dependence along this
1D slice of the variational landscape (a higher-dimensional analogue of panel a of
Fig. 2.2) is investigated. The dashed line represents the exact cost at? = 1. Error
bars were too small to be visible on the plot. At? = 2, this 54-qubit simulation
approximately implements 162 RZZ gates and 108'- gates while at? = 4 there
are 324 RZZs and 216'- s. b: An array of �nal stochastic estimations of single-
qubit �delities (see Sec. 2.2.3 for formula) in the course of optimizer progress.
The system presented consists of 54 qubits at? = 2 where exact state vectors are
intractable for direct comparison. In these simulations,V1, V2 andW1 are kept at
their optimal values. OptimalW2 value (for givenV1, V2, W1) is shown with a dashed
line. We note that the �delity estimates begin to drop approximately asW2 increases
beyond the optimal value. A similar qubit-by-qubit trend can be noticed across all
system sizes and depths? we studied. . . . . . . . . . . . . . . . . . . . . . . . . 59

2.4 Benchmarking with exact �delities. Fidelities between approximate RBM varia-
tional states and quantum states obtained with exact simulation, for different values
of ? = 1–2–4 and number of qubits. QAOA angles$–# we use are set to optimal
values at? = 4 for each random graph instance. Ten randomly generated graphs
are used for each system size. Error bars represent the standard deviation. . . . . . 60

2.5 Comparison with Matrix Product States. A range of MPS-based QAOA simula-
tions are compared to our RBM ansatz performance on both 20-qubit and 54-qubit
graphs at? = 2. In the 20-qubit case, we see quick convergence to the QAOA cost
optimum with increasing bond dimension. Approximation ratio with of the RBM
output is shown on the y-axis. However, on a 54-qubit graph, MPS accuracy in-
creases approximately logarithmically with bond dimension. An approximation of
the MPS bond dimension required for reaching RBM performance is extrapolated
to be� 1•5 � 104 which amounts to� 1010 free parameters. . . . . . . . . . . . . 62

3.1 Top: The ansatzk U¹) º architecture used for simulations of two-dimensional QRM
systems. It amounts to a two-layer convolutional neural network with an activation
function given by Eq. 3.15. To enforce periodicity and improve expressivity, we
precalculate sines and cosines of input angles which are treated as different in-
put channels by the CNN. The �nal layer outputs a single channel and all of its
components are summed into a single complex number (because of complex pa-
rametersU 2 C%) we then interpret asln k U¹) º. Bottom: An illustration of the
Hamiltonian Monte Carlo algorithm. Dummy momentum variables are introduced
and sampling the given# -dimensional probability distribution is rewritten in2# -
dimensional phase space with an arti�cial effective Hamiltonian~� . Samples are
collected as snapshots of solutions of Hamilton's equations of motion. . . . . . . . 69

vii



3.2 Fidelity and vorticity as functions of time.Left : Time-dependent many-body �-
delity � ¹Cº de�ned in Eq. 3.19, for a number of quenches. For trajectories quench-
ing to values of65 in the same equilibrium phase, we see convergence to nonzero
values at late times. Conversely, trajectories with65 ¡ 6 2 converge to� ¹C!
1º = 0. Additionally, g1•2 (the time it takes for �delity to decrease by50%) is
shown to scale linearly with6 in agreement with the appropriate uncertainty re-
lation � � � C� 1•2. Right: The onset of vorticity (de�ned in Eq. 3.18) for three
quenches of increasing magnitude. . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.3 One- and two-dimensional benchmarks and comparison with tensor-network data.
Evolution was performed starting from a coherent superposition statejk ¹0ºi /¯

d) j) i . Results are compared with the TEBD tensor-network algorithm evolving
a matrix product state (MPS) in the conjugate angular-momentum eigenbasis (see
Sec. 3.3.1 and Appendix B.4).Left : A one-dimensional benchmark on a chain
with # = 64 rotors and open boundary conditions.Center: A two-dimensional
benchmark of the t-VMC method on a4 � 4 lattice and open boundary conditions.
We note that disagreement between t-VMC and TEBD results appears as the max-
imum bond dimensionj max is reached. Singular value cutoff of10� 12 was used.
Right: The growing number of MPS parameters%MPS associated with the increas-
ing bond dimensionj is plotted in units of the number of the CNN parameter count
%CNN as a function of time. One- and two-dimensional cases are compared. A cut-
off of j max = 1000was reached in the 2D system for the singular value cutoff of
10� 9. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

3.4 Results for different quenches from initial value68 = 3 on a two-dimensional8 �
8 square lattice.Left : Potential energy, magnetization and angular variance as
functions of real time. For the small quench to65 = 4•5, we observe the expected
behavior with slower approach to the new ordered equilibrium state. Convergence
is similar to adiabatic change. The moderate quench to65 = 6•0 exhibits a sharp
increase in rotor angle variance is accompanied by a single �ip (right panel) in
the average magnetization atC� � � 1. For the large quench to65 = 9•0, many
rotor �ips occur after the �rst one, indicating much more detailed exploration of
the underlying Hilbert space. Convergence to the new equilibrium starts taking
place only forC& 5� � 1. Right: A parametric plot of the mean rotor direction.
We observe a more thorough exploration of the magnetization sphere for larger
quenches. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

viii



3.5 Effects of key hyperparameters on magnetization measurements. All experiments
were performed on a one-dimensional chain with# = 32. Top: Effects on mag-
netization estimates by varying the number of HMC samples# B. Errors were esti-
mated using bootstrap resampling independently at different times show expected
scalingf " / # � 1•2

s in all cases.Middle: Variance change in magnetization esti-
mates by varying the number of leapfrog integrator steps! between HMC propos-
als. In the! ! 1 limit, HMC approaches the random-walk Metropolis sampler.
Bottom: Bias increase associated with changing the_2 cutoff parameter in Eq. 3.9. 79

4.1 a) Diagrammatic representation of the one-loop fRG �ow equation for the 2-particle
vertex function V� . b) Fermi surface (FS) of theC� C0 tight-binding model for
C0 = � 0•25C. The blue points indicate the 48 momenta used to patch the FS. The
black dashed lines are the Umklapp surface of perfect nesting atC0 = 0. . . . . . . 86

4.2 The deep learning architecture de�ned by Eqs. 4.3 and detailed in Appendix C. . . 87

4.3 Top: False-color representation of amplitude of vertex function V� ¹k1–k2–k3º at
a late stage of the renormalization process, for different representative initial con-
ditions. To represent a function of three momenta we �x the �rst outgoing wave
vector k3 and present the vertex as a function of the two independent incoming
vectors. Following Ref. [276], (left) V forC0 = � 0•075Cwith k3 �xed at patch 6;
(central) V forC0 = � 0•25Cand k3 is �xed at patch 25 to emphasize the diagonal
features important for the Cooper channel; (right) V forC0 = � 0•45Cand k3 �xed
at patch 6. These choices correspond to AFM,3-wave SC and FM instabilities
respectively [275]Bottom: Same as top but for the predicted dataV̂

�
¹k1–k2–k3º.

We highlight that these data belong to the test set. . . . . . . . . . . . . . . . . . . 89

4.4 Correlation matrix of the latent vectorsz� at differentC0 values for� = � 0 (a) and
� ! 0 (b), respectively. The correlation matrix is de�ned as the scalar product
kernel»�z¹C01º � �z¹C02º¼between normalized latent variables�z, whereC01 andC02 are any
of the0 � � C0•C Ÿ0•5. Red (blue) features correspond to a high (low) degree of
statistical correlation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

4.5 a) Three-groups K-Means clustering [309] of neuron activation inK V as a function
of C0 for � ! 0. b) Evolution of the three channel leading eigenvaluesF2�

0 ¹� º as a
function ofC0before the breaking of the one-loop approximation. . . . . . . . . . 92

4.6 a) MSEs from the DMD reconstructed fRG dynamics for� C0•C= 0 (AFM), � C0•C=
0•32 3-wave SC and� C0•C= 0•475 FM regimes as a function of the number of
singular values# (+ � included in the SVD scheme. b) Comparison between unseen
ground truth V� ¹k1–k2–k3º and DMD reconstructed datâV
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Chapter 1: Introduction and Background

1.1 Neural networks and quantum Monte Carlo

Parts of this section were adapted from:

M. Medvidović and J. Robledo Moreno, Neural-Network Quantum States for Many-Body Physics,

arXiv:2402.11014.

Variational quantum calculations have borrowed many tools and algorithms from the machine

learning community in the recent years. Leveraging great expressive power and ef�cient gradient-

based optimization, researchers have shown that trial states inspired by deep learning problems

can accurately model many-body correlated phenomena in spin, fermionic and qubit systems. In

this section, we derive the central equations of different �avors of variational Monte Carlo (VMC)

approaches, including ground state search, time evolution and overlap optimization, and discuss

data-driven tasks like quantum state tomography. An emphasis is put on the geometry of the

variational manifold as well as bottlenecks in practical implementations. An overview of recent

results of �rst-principles ground-state and real-time calculations is provided.

The remarkable progress in machine learning has inevitably trickled down and revolutionized

the physical sciences [1]. In particular, machine learning has shown great promise for the numer-

ical study of quantum many-body systems [2]. Machine learning and the quantum many-body

problem share many similarities. Both �elds are established in the intersection between applied

linear algebra in large vector spaces, probability and statistics, and challenging optimization tasks.

Therefore, it is only natural to wonder whether machine learning techniques can be applied to

tackle the quantum many-body problem and further our knowledge of the underlying physical pro-
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cesses that govern the collective behaviour of interacting quantum particles. This chapter specif-

ically addresses the application of machine learning techniques to existing numerical many-body

methods to improve their accuracy and ef�ciency.

The approximation of many-body wave functions by neural networks is one of the most promis-

ing avenues in the �eld [3]. This parametric family is referred to asneural quantum states(NQS).

Neural networks provide a compact and accurate representation of the exponentially-scaling com-

ponents of the many-body state. The accurate representation of quantum states is only possible

thanks to the large expressive power of neural neural networks to represent complex functions [4,

5, 6]. It has been empirically and theoretically demonstrated that neural networks can approxi-

mate relevant quantum states whose entanglement entropy scales with the number of degrees of

freedom of the problem [7, 8, 9, 10, 11] (volume-law scaling), while traditional variational states

like thematrix product state[12] (MPS) are not capable of ef�ciently describing highly-entangled

states [13]. More generally, it has been shown that any ef�ciently-contractabletensor network

(TN) state can be ef�ciently mapped into a neural network [9, 10].

The approximation of quantum states by neural networks relies on the gradient-based optimiza-

tion of the weights and biases, since expectation values, overlaps and gradients thereof requires the

use of Monte Carlo stochastic techniques for their estimation. It is this optimization where the

greatest challenges for NQS arise, compared to other many-body methods like thedensity matrix

renormalization group[12] (DMRG) to optimize the parameters of a MPS. The characterization

of the parameter optimization and its improvements remains an active �eld of research [14, 15, 16,

17, 18].

Despite these challenges, NQS have demonstrated an enormous potential in the description

of challenging many-body problems, including systems of interacting spins [19, 20, 21, 22, 20,

23] and systems of interacting fermions [24, 25, 26, 27, 28, 29]. These techniques have also

demonstrated outstanding levels of accuracy in the description of the time evolution of many-

body systems [30, 31, 32, 14, 33], the simulation of quantum circuits [34, 35] and quantum state

tomography tasks [36].
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Comprehensive review papers in the �eld are available, focusing on the practical implementa-

tion of these techniques [37], electronic structure problems [38] and neural-network architectures

and applications [39].

This chapter introduces, in a self-contained and pedagogical manner, the main concepts and

theory behind the description of many-body wave functions using neural network approximations,

their optimization and applications. Section 1.1.1 introduces the general framework of variational

Monte Carlo (Sec. 1.1.2) and the need for Monte Carlo techniques to estimate expectation values

of observables (Sec. 1.1.3) and gradients with respect to variational parameters. Section 1.1.1 also

introduces the main sampling methods required to estimate such expectation values (Sec. 1.1.4)

and four scenarios for variational parameter optimization: ground state search (Sec. 1.1.5), time

evolution (Sec. 1.1.6), overlap optimization (Sec. 1.1.7) and (data-driven) maximum likelihood

estimation (Sec. 1.1.8). These four techniques are the basis for the applications described in later

sections. Section 1.1.1 ends with a description of the fundamental concepts behind the imposition

of symmetries in NQS calculations (Sec. 1.1.10).

Overall, an emphasis is put on methods for unitary transformation of many-body wave func-

tions to describe the time evolution of man-body systems and to simulate quantum circuits. These

methods are introduced in detail and discussed in Chapters [MM: Reference chapters!] . This

section concludes with a brief discussion of the many-electron problem through the lens of NQS.

A more thorough overview of many recent advances in this rapidly evolving �eld can be found in

Ref. [40].

1.1.1 Variational Monte Carlo

In this section, we introduce the variational Monte Carlo (VMC) algorithm, motivating the

optimization problem through the basic variational theorem of quantum mechanics (see Fig. 1.1).

Stochastic estimators of Hilbert-space operators are introduced as a necessary approximation of

full expectation values and Monte Carlo sampling algorithms are motivated as an essential tool in

that process. We discuss both imaginary and real-time calculations through a common geomet-
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Figure 1.1: Neural Quantum States for many-body simulations. Different systems can be tack-
led by this technique, including quantum systems of interacting spins of qubits, fermionic lattice
systems and interacting electrons in molecules, amongst others. The wave function amplitudes are
given by the output of a neural network that takes as the input the corresponding basis element label
x. Monte Carlo sampling is used to evaluate spectating values, overlaps and gradients, which are
used to optimize the parameters of the neural networks. Different types of many body simulations
can be realized, including the search of ground-state wave functions, the simulation of the time
evolution of quantum states, the simulation of quantum circuits or quantum state reconstruction.

rical picture of Hilbert-space trajectories projected onto a variational manifold. Gradient-based

optimization techniques of increasing complexity are introduced as a consequence of discretizing

these trajectories. Finally, some common convergence metrics are proposed and discussed.

1.1.2 Variational quantum state de�nition

Consider a general Hilbert spaceH , spanned by basisf jxi g of product states, or their com-

pletely symmetrized (or antisymmetrized) versions for systems of indistinguishable bosons (or

fermions). The set of basis states satis�es the closure relation1 =
Í

x jxihxj. The following discus-

sion applies to a wide variety of many-body systems. Some examples of systems and bases that
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they use to span the many-body Hilbert space include:

• Spin systems:jxi 7! j"" • • •" i –j#" • • •" i • • •

The basis is composed by all possible tensor products of single spin states in the reference

quantization axis.

• Qubit systems:jxi 7! j00• • •0i –j10• • •0i • • •

The basis is composed by all possible tensor products of single qubit states in the computa-

tional basis.

• Fermionic systems:jxi 7!
Î "

?=1

�
0y

?

� =?
jœi •

The ketjœi refers to the Fock vacuum and0y
? is the creation operator that adds a fermion to

fermionic mode (or single-particle state or spin orbital)?. " labels the number of single-

particle states that span the Hilbert space.= 2 f0–1g" is the vector that labels the occupancy

of each fermionic mode. Many-body Hilbert space basis is obtained by populating fermionic

modes in all possible ways. For a review of second quantization see Ref. [41].

• Bosonic systems:jxi 7!
Î "

?=1

�
1y

?

� =?
jœi •

The ketjœi refers to the Fock vacuum and1y
? is the creation operator that adds a boson to

bosonic mode (or single-particle state)?. " labels the number of single-particle states that

span the Hilbert space and# the number of bosons in the system.= 2 f0– #g" such that
Í "

?=1 =? = # is the vector that labels the occupancy of each bosonic mode. The basis for the

many-body Hilbert space is obtained by the population of the bosonic modes in all possible

ways. For a review of second quantization see Ref. [41].

Since the dimension of the Hilbert space for the above many-body systems grows exponentially

or combinatorially with system size, a trial wave function based on the direct enumeration of all

of the wave function amplitudes is not feasible beyond small system sizes. Instead, we introduce a
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general unnormalized variational quantum state

jk \ i =
Õ

x

k \ ¹xº jxi – (1.1)

de�ned on the basisx and parameterized by%real or complex parameters\ . Without loss of

generality, we assume\ 2 R%. For a discussion of all the possible cases, we refer the interested

reader to an excellent overview in Ref. [42]. The setM k =
�
jk \ i j \ 2 R%

	
is called thevariational

manifoldand, by de�nition, contains all states exactly representable by the trial statek \ . The goal

of the techniques presented in following sections is to �nd the set of variational parameters\ such

that jk \ i approximates a target many-body state as closely as possible. The variational statejk \ i

is de�ned by its amplitudes, which are functions of the basis element labelsx

k \ : x ! C• (1.2)

We require that the functionk \ can be evaluated at a polynomial cost in the number of degrees

of freedom of the problem (number of spins, qubits, single-particle basis elements, particle number

etc.). This requirement is the root of the approximate nature of the approach. The most general

variational statek \ is represented by the lookup table of wave-function amplitudes for each basis

state. However, due to the exponential or combinatorial growth of the Hilbert space dimension, this

lookup table requires the storage of exponentially or combinatorially many amplitudes, making it

not ef�ciently computable.

A neural quantum state is a variational wave function for whichk \ is partially or completely

de�ned by a neural network whose weights and biases are part of the variational parameters\ .

A neural network de�nes a parametrized model family, whose functional form relies on the se-

quential composition of layers of parametrized transformations [43]. They also satisfy a universal

approximation theorem [4, 5, 6], that states that for a suf�ciently-large number of parameters, a

neural network can approximate any target function to any speci�ed accuracy.
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1.1.3 Estimation of expectation values: the local observable trick

The characterization of the physical properties of a many-body system (like the energy, suscep-

tibilities...), as well as the parameter search fork \ requires the ef�cient computation of expectation

values of the form:

h&i k \
=

hk \ j & jk \ i
hk \ jk \ i

• (1.3)

where& is a generic many-body operator. The direct calculation of the numerator and denominator

of the expectation value require the evaluation of a sum that contains a number of elements that

grows exponentially or combinatorially with the number of degrees of freedom of the problem.

Evaluating Hilbert space averages in Eq. 1.3 cannot be performed exactly. However, estimates can

be made through Monte Carlo summation or integration. In general, expressions of the following

form can be estimated

h5¹xºi x� ? =
Í

x ?¹xº 5¹xº
Í

x ?¹xº
�

1
# s

# sÕ

8=1

5¹x8º (1.4)

using# s samples from the (unnormalized) distribution?¹xº. This is a direct consequence of the

central limit theorem [44]. To make contact with the quantum VMC setting, we rewrite the energy

expectation in Eq. 1.3 as:

h&i k \
=

Í
x hk \ jxi hxj & jk \ i

Í
x0 hk \ jx0i hx0jk \ i

=
Õ

x

jhxjk \ i j 2

Í
x0 jhx0jk \ i j 2

hxj & jk \ i
hxjk \ i

=
Õ

x

?\ ¹xº & ! ¹xº (1.5)

where

?\ ¹xº / jk \ ¹xºj2 and & ! ¹xº =
hxj & jk \ i

hxjk \ i
(1.6)

de�nes thelocal observablefunction & ! ¹xº. Note that the evaluation of the local observable

requires the calculation of the overlaphxj & jk \ i . This is only possible if for every basis statejx0i

the number of connected non-zero matrix elements tojxi grows at most polynomially with the

number of degrees of freedom of the problem. The unbiased estimator to the expectation value

of & is then obtained as the empirical average (Eq. 1.4) of the associated local observable& !
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evaluated at basis state con�gurationsx8sampled from the state:

h&i k \
�

1
# s

# sÕ

8=1

& ! ¹x8º = h& ! ¹xºi x�j k \ j2 • (1.7)

An operator of special relevance is the Hamiltonian of the system� . The associated local

observable received the name of local energy� ! = hxj� jk \ i•hxjk \ i . An overview of relevant

sampling-related algorithms and details is given in Sec. 1.1.4. In all cases, ef�cient calculation of

many decorrelated samples is crucial for correctly resolving gradients and other averages.

1.1.4 Sampling

As noted in Sec. 1.1.5, Monte Carlo sampling is used for evaluation of relevant averages in

Eq. 1.24. The goal is to obtain samplesf x8 : 8= 1– • • • – #sg � ?¹xº to evaluate sums of the

type given in Eq. 1.4, given an analytical probability distribution?¹xº. Most commonly, well-

established Markov-chain Monte Carlo (MCMC) black-box samplers from classical statistics lit-

erature are used [45]. However, with certain restricted classes of trial states calledautoregressive

states, ef�cient and exact sampling is possible. We review both cases in the following section.

Often, MCMC algorithms are run in two steps – �rst a new samplex0 is proposed from a

current onex and then it is either accepted or rejected according to the Metropolis-Hastings [46,

47] probability:

?accept= min
�
1–

?¹x0º
?¹xº

�
(1.8)

assuming the usual constraints of detailed balance and ergodicity. It can be shown that bias-

ing the random walk of proposed states with Eq. 1.8 is guaranteed to converge to the correct

distribution ?¹xº. We refer the the detail-oriented reader to Refs. [48, 49]. In the context of

wavefunction-baseed variational calculations such as VMC, the probability distribution is given by

?¹xº / jk \ ¹xºj2. Note that in the Metropolis-Hastings sampling procedure the probability distribu-

tion ? is not required to be normalized. Consequently, when using a Metropolis-Hastings sampler,

the trial state does not need to be explicitly normalized.
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In the context of VMC, the most popular choice of MCMC scheme is the simplelocal Metropo-

lis sampler, relying on small local changes to statesx to propose new onesx0. Depending on the

physical system at hand, the simplest and most common update schemes can take different forms.

For systems with discrete degrees of freedom such as spins, we can simply �ip a random spin

in the statex to obtainx0. This is thesingle-spin �ip update. If particle number or magnetization

conservation needs to be enforced, pairs of up-down spins can be �ipped simultaneously. We note

that a sequence of such updates can be concatenated into a single larger update if acceptance rates

are high enough.

For some systems, an ef�cient cluster update scheme can be constructed, greatly improving

state space exploration. This is especially useful in the case of systems near criticality, where the

correlation length is large and single-spin updates are inef�cient. A popular cluster update scheme

is the Wolff algorithm [50] for the Ising model. For a review of cluster algorithms, we refer the

reader to Ref. [48].

In the case of continuous degrees of freedom such as electron positionsx in a molecular system,

a small local update is usually de�ned as

x0 = x ¸ Xx – where Xx � N ¹ 0–� 2º • (1.9)

The normal distribution variance is set by� 2, a hyperparameter tuned to achieve a certain

acceptance rate. If the variance is too small, acceptance rates are high but individual updates stay

too close to the original state, halting ef�cient exploration of the state space. If it is too large,

acceptance rate drops becausex0can randomly hop too far outside of high probability regions and

the sampler becomes inef�cient. This version of the local Metropolis scheme is sometimes called

therandom walk Metropolis(RWM) algorithm.

Another option for continuous systems isHamiltonian Monte Carlo(HMC) [45, 51, 52], of-

fering a systematic way of making large steps in proposals while still keeping acceptance prob-

abilities high, unlike RWM. This can result in lower MCMC autocorrelation times, allowing
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for treatments of larger systems with less overall runtime spent on sampling. For a probabil-

ity distribution ?¹xº, HMC augments the con�guration space with arti�cial momentum variables

0 = ¹c1– • • • – c# º � N ¹ 0– " º:

?¹xº /
¹

d# 0 exp
�
�

1
2

0> " � 10 ¸ ln ?¹xº
�

(1.10)

for some positive-de�nite matrix" . The integrand in Eq. 1.10 can be read as an effective Boltz-

mann distribution4� Ve� induced by an effective classical HamiltonianVe� ¹x–0º. MCMC proposals

can then be constructed through numerical integration of Hamilton's equations, starting from the

current statex – particles in equilibrium following classical equations of motion conserve the de-

sired Boltzmann distribution. Readers interested in an intuitive geometrical picture are referred to

an excellent review in Ref. [49]. Hamiltonian Monte Carlo is used in chapter 3 to greatly speed up

evaluations of integrals needed for real-time simulation of$ ¹2º quantum rotor models.

As a special case of the general Markov chain algorithm, autoregressive sampling is an exact

andembarrassingly parallelalgorithm for sampling probability distributions?¹xº of the form

?¹xº = ?¹x1– • • • –x# º =
Ö

8

?¹x8jxŸ8º = ?¹x1º ?¹x2jx1º � � � ?¹x# jx# � 1– • • • –x2–x1º (1.11)

where we have de�ned the setxŸ8 = f x1– • • • –x8� 1gby slight abuse of notation. If a distribution can

be written in the form of Eq. 1.11, then a simple autoregresive sampling approach can be used by

iterating the following two steps for each8= 1– • • • – #� 1:

1. Samplex8 � ?¹x8jxŸ8º and concatenate toxŸ8.

2. Use samples to de�ne?¹x8̧ 1jxŸ8̧ 1º.

We note that this procedure relies on being able to ef�ciently and exactly sample each con-

ditional ?¹x8jxŸ8º. As a consequence, componentsx8 have to be chosen to be suf�ciently low-

dimensional.

Some additional choices have to be made when generalizing autoregressive distributions to
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complex wavefunctionsk ¹xº. For example, authors in Ref. [53] choose to add a phase function

globally by multiplying the expression in Eq. 1.11 by48q¹xº whereq is unrestricted while authors in

Refs. [54, 55], choose to further decomposeq¹xº =
Í

8q¹x8jxŸ8º. Either way, the only restriction

to including the phase is thatjk ¹xºj2 has to have the structure of Eq. 1.11.

1.1.5 Stochastic optimization

The goal in variational calculations is to minimize the energy expectation

� = � ¹\ º =
hk \ j� jk \ i
hk \ jk \ i

� � 0 • (1.12)

The energy in Eq. 1.12 is now a function of parameters\ and an upper bound to the true

ground state energy� 0 for all \ . Our task then boils down to �ndingoptimal parameters\ opt =

argmin� ¹\ º that best approximate the ground state withinM k . Modern gradient-based optimiza-

tion methods are often used to �nd\ opt in an iterative manner, starting from an initial guess. The

expression for the relevant gradients6 = r \ � ¹\ º can be obtained by direct computation starting

from Eq. 1.12. However, in this review, we choose to derive a more general geometrical ap-

proach to this optimization problem from a physical point of view – imaginary time evolution.

The remainder of this section is devoted to connecting these ideas from statistical physics to such

optimizers.

Imaginary time evolution well-known trick for systematically �ltering out ground statej0i

components out of arbitrary trial statesjk i , provided that the trial state is not orthogonal to the

ground state:

j0i / lim
g!1

4� g� jk i – (1.13)

which can be made obvious by formally expandingjk i =
Í

= 2= j=i in the energy eigenbasis

� j=i = � = j=i . We then have

4� g� jk i =
Õ

=

2= 4� g� = j=i / j0i ¸
Õ

=¡ 0

2=

20
4� g¹� =� � 0º j=i (1.14)

11



assuming a non-degenerate ground state and20 = h0jk i < 0. The second term in Eq. 1.14 vanishes

under theg ! 1 limit because� = ¡ � 0 for all = ¡ 0 by de�nition. We apply imaginary

time evolution to our trial state in small increments:4� g� = 4� Xg� � � � 4� Xg� . In other words, we

iteratively update our parameters\ 0 = \ ¸ X\ so that:

jk \ ¸ X\i / 4� Xg� jk \ i – (1.15)

where the proportionality sign accounts for the possible change in the overall normalization. There-

fore, if j	 \ i = jk \ i •
p

hk \ jk \ i is the normalized version of our variational state of choice, then

j	 \ ¸ X\i = 4� Xg� j	 \ i . We note that the differential version of Eq. 1.15,d
dg j	 \ i = � � j	 \ i is

known as the Bloch equation and can serve as an equivalent starting point for the following analy-

sis.

We are now in a position to derive the projected equations of motion for variational parameters

\ . We note that the following derivation plays out almost identically for the case of real-time

evolution, upon substitutionXg ! 8XC. Related methods for real-time evolution are discussed in

Sec. 1.1.6. Taylor-expanding both sides of Eq. 1.15 in small parameters,

4� Xg� j	 \ i = ¹1 � Xg� º j	 \ i ¸ � � �

j	 \ ¸ X\i = j	 \ i ¸
Õ

`

X\` m̀ j	 \ i =

 

1 ¸
Õ

`

X\` D `

!

j	 \ i ¸ � � � –
(1.16)

where we exploit the following chain of identities

m̀ j	 \ i =
Õ

x

m̀ 	 \ ¹xº jxi =
Õ

x

	 \ ¹xº m̀ ln 	 \ ¹xº jxi =

=

 
Õ

x0

m̀ ln 	 \ ¹xº jx0ihx0j

!  
Õ

x

	 \ ¹xº jxi

!

= D ` jk \ i –

(1.17)
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to construct a convenient representation of derivative operators

m̀ 7! D ` =
Õ

x

m̀ ln 	 \ ¹xº jxihxj (1.18)

on the variational manifoldM k . Truncating the Taylor expansions in Eq. 1.16, we get

Õ

`

D ` j	 \ i ¤\ ` = � � j	 \ i (1.19)

and reduce the original equation to �nding¤\ ` = argmin_



 Í

` D ` _` � �



 . To build a convenient

way of solving for ¤\ , we left-multiply byh	 \ j D y
a and relabel indices:

Õ

a



D y

` D a
�

	 \
¤\ a = �



D y

` �
�

	 \
– (1.20)

yielding a linear system.

Finally, we need to unpack the fact that we usually do not have access to the full normalized

statej	 i . Instead, we need to substitutej	 i 7! jk i •
p

hk jk i . The expectation value changes

trivially into the form that can be evaluated using Monte Carlo sampling, as discussed in the main

text. However, variational derivative operatorsD ` pick up an extra term because

m̀ ln 	 = m̀ ln k \ �
1
2



m̀k \

�
�k \

�
¸



k \

�
�m̀ k \

�

hk \ jk \ i
= m̀ ln k \ � Re



O`

�
k \

(1.21)

assuming that
�
�m̀k \

�
= m̀ jk \ i and that all of the variational parameters\ are real: \ 2 R%.

Therefore, we are free to substituteD ` 7! O ` � Re


O`

�
in Eq. 1.20. Diagonal operatorsO` are

de�ned bym\ ` jk \ i = O` jk \ i or

O` =
Õ

x

mln k \

m\̀
¹xº jxihxj – (1.22)
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Figure 1.2: A schematic representation of optimization dynamics within the variational manifold
M k . Optimization trajectories�ow towards lower energy states on the landscape� ¹\ º under imag-
inary time evolution operator4� g� . In the case of real-time evolution4� 8�C, energy is conserved
and trajectories are constrained to level-sets de�ned by the initial statejk ¹C= 0ºi .

resulting in

Re
Õ

a

n

Oy

` Oa
�

k \
�



Oy

`
�

k \
hOai k \

o
¤\ a = � Re

n

Oy

` �
�

	 \
�



Oy

`
�

k \
h� i k \

o
– (1.23)

which allows us to rewrite the �nal equations of motion for variational parameters as( ¤\ = � 6 in

the limit of Xg! 0, where¤\ = d\•dg and

( `a = 2 Re
�


Oy
` Oa

�
�



Oy

`
� 


Oa
�	

–

6` = 2 Re
�


Oy
` �

�
�



Oy

`
� 


�
�	

•
(1.24)

In Eq. 1.24,̀ – a– • • •indices denote parameter dependence. Averagesh�i � hk \ j�jk \ i•hk \ jk \ i are

performed with respect to the trial state itself at imaginary timeg.

It must be noted that the expression in Eq. 1.22 is only well de�ned ifk \ ¹xº < 0. Through
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the Monte Carlo estimation of( and6, one implicitly assumes that the support of the amplitudes

and their gradients is the same. If this is not the case, the expression in Eq. 1.24 for( and 6

may contain a bias term [14]. We note that6 = r \ � ¹\ º is precisely the gradient that could have

been obtained by direct differentiation of Eq. 1.12. The matrix( is commonly called thequantum

geometric tensor(QGT) orquantum Fisher information matrix[56, 57, 58] and acts like the metric

tensor of the parameter manifoldM k induced by the distance in the surrounding Hilbert spaceH

between un-normalized states de�ned in Eq. 1.1. In other words, it can be shown that the following

expansion of the quantum �delity� ¹�–�º holds:

� ¹k \ ¸ X\– k\ º =
jhk \ ¸ X\ jk \ i j 2

hk \ ¸ X\ jk \ ¸ X\i hk \ jk \ i
= 1 �

1
2

Õ

`a

( `a X\` X\a ¸ � � � • (1.25)

The geometrical picture of this optimization procedure then becomes clearer – imaginary time

evolution induces a set of trajectories on the Hilbert spaceH connecting different initial states to to

the ground statej0i . Because we are limited to variational statesjk \ i , we project the true trajectory

onto the variational manifoldM k . The states on the projected path
�
�k \ ¹gº

�
are parametrized by the

solution to( ¤\ = � 6. The choice of how to discretize progress along this projection with sequential

parameter updates is left to individual users. A schematic representation of such imaginary time

dynamics is given in Fig. 1.2.

In addition, the( matrix can be treated in several different approximations:

• If no approximations are made and a simple Euler integrator is used to discretize the the top

level ODE( ¤\ = � 6, one recovers thequantum natural gradient(QNG) or thestochastic

recon�guration(SR) update rule [57, 56]:

\ 0 = \ � Xg (� 16 (1.26)

We note that more sophisticated integrators can be used as well, usually chosen from the

Runge-Kutta (RK) family [59, 60].
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• If ( is instead approximated in block-diagonal form, theKronecker-factored approximate

curvature(KFAC) [61] optimization scheme is recovered. Usually,( `a is assumed to vanish

if ` and a belong to different layers of the neural network statek \ but other choices are

possible.

• If we approximate( � 1 in Eq. 1.26, we obtainstochastic gradient descent(SGD):

\ 0 = \ � [ r \ � ¹\ º – (1.27)

upon substituting6` = m̀ � ¹\ º. We identifyXgwith the learning rate[ .

• Finally, if we keep( = 1, we can use any of the popular optimizers from the deep learning

literature such as Adam or Adamax [62], RMSProp [63] and others [43].

This hierarchy of increasingly complex optimizers is well-motivated by differential geometry

on the manifoldM k . Quantum natural gradient can be thought of as steepest descent optimization

in curved space with metric tensor( , guaranteeing that the state described by the updated parame-

ters is close in Fubini-Study metric to the initial state. For more insights into geometry on quantum

variational manifolds, we refer the interested reader to an excellent review in Ref. [64].

While producing fast convergence and reliable results, the QNG/SR algorithm is sometimes

avoided in practice due to the computational overhead for NQS with many parameters. The over-

head is coming from the need to solve an%� %linear system at each step, where%is the number

of parameters. Recently, a group of authors in Ref. [22] introduced a computational trick allowing

them to calculate the full preconditioned gradient( � 16 using only a# s� # s matrix inversion, where

# s is the number of samples. This simple trick reduces to exploiting a property of a Moore-Penrose

pseudoinverse [65] when evaluating( � 16 in the �nite-sample approximation

( � 16 =
�

�Oy �O
� � 1

�Oyn = �Oy
�

�O �Oy
� � 1

n (1.28)

where �O8` = hx8j
�
O` �



O`

� �
jk \ i • hx8jk \ i and n8 = � ! ¹x8º. The new algorithm was named
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minSRand opens the door to QNG on states with� 106 � 107 parameters.

In summary, the complete program reads:

1. Choose a basisjxi and de�ne a parameterized wavefunctionk \ ¹xº.

2. Approximate averages in Eq. 1.24 using MC samples and obtain6 = r \ � .

• If optimizing using natural gradients, calculate thepreconditioned gradient( � 16 using

an appropriate pseudoinverse( � 1.

3. Update parameters using a gradient-based optimizer.

4. Go to 1. and repeat until convergence.

After convergence has been reached, a measure of the quality of the obtained approximation is

necessary. A common choice is the energy variance

Var� =


� 2�

k \
� h� i 2

k \
(1.29)

which vanishes as the true ground state is approached. However, recently, a version of the scaled

variance, theV-score, has been proposed by a wide group of authors in Ref. [29] as a more con-

sistent measure of proximity to the ground state across different Hamiltonians and even Hilbert

spaces. It is de�ned as:

V-score=
# Var�

¹� � � 1 º2
– (1.30)

for a system of# degrees of freedom and an appropriately chosen reference energy� 1 . In essence

– lower V-score is better. For a discussion of relevant details and V-scores across different methods

and many-body Hamiltonians, we refer the reader to Ref. [29].

1.1.6 Time-dependent Variational Monte Carlo

The geometrical picture introduced in section 1.1.5 can be readily generalized to projections

of other types of trajectories in the Hilbert spaceH onto the variational manifoldM k . One of the
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most important developments in that �eld is unitary evolution in real time. The only difference is

replacingg ! 8 Cin Eq. 1.15. Reusing notation from Eq. 1.24, the relevant equation of motion

then becomes( ¤\ = � 5, where

5̀ = 2 Im
�


Oy
` �

�
�



Oy

`
� 


�
�	

(1.31)

and, expectedly,¤\ = d\•dC. We note that the expression in Eq. 1.31 is just the imaginary part of

the energy gradient6 that was discarded in the case of imaginary time evolution in Eq. 1.24. This

method is called the time-dependent variational Monte Carlo (t-VMC). A good overview of the

fundamentals can be found in Refs. [44, 42].

For smaller systems, well-chosen variational states and shorter time horizons, Euler integration

can be suf�cient to produce good results. However, following the imaginary-time recipe and using

a �rst-order method to stepC! Ç XCoften leads to problems when scaling the algorithm. A part

of the solution is to use higher-order and adaptive ODE integrators.

The reason is that the imaginary time evolution in Eq. 1.14 always has a well-de�ned limit

while evolution in real time does not. In other words,( ¤\ = � 6 as an ODE is guaranteed to

approach a �xed point for a wide range of initial conditions while its real time counterpart( ¤\ = � 5

is volume-preserving, up to projection errors. This is a direct consequence of the unitarity of the

time-evolution operatorU¹ Cº = 4� 8�C. As entanglement entropy grows under time evolution, the

question becomeswhen, not if the simulation will become dominated by variational manifold

projection errors.

In order to delay this cutoff point and make t-VMC useful for larger systems at intermediate

times, regularization methods are used when calculating¤\ = � ( � 1 5. Speci�cally, the( matrix

in Eq. 1.24 can become singular for trial states with many parameters like deep neural networks,

preventing ef�cient inversion. Authors in Refs. [66, 67, 68] avoid this problem by restricting

choices of trial states while authors in Ref. [14] choose to bypass explicit inversion by directly

optimizing the overlap between the trial state at timeCand an estimate of the state at timeÇ XC.
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Figure 1.3: A schematic representation of the time-dependent variational Monte Carlo (t-VMC)
algorithm. After de�ning the initial state as a variational wavefunctionk \ ¹0º ¹xº, the exact time-
evolved trajectory4� 8�C jk \ ¹0ºi can be projected onto the variational manifoldM k . The precise
numerical implementation of this projection is an area of active research. However, Monte Carlo
sampling ofjk j2 is necessary in all cases, to estimate real-time dependence of a set of observables
&.

Refs. [30, 31] use spectral methods to de�ne a custom pseudoinverse. The approach can be

outlined as follows – if( is diagonalized as( = * � * y where� = diag¹f 2
1– • • • – f2%º then one can

replace

� � 1
`a !

F ¹f 2
` º

f 2
`

X̀ a such that lim
f 2! 0

F ¹f 2º
f 2

= 0 – (1.32)

whereX�� is the Kronecker delta. The functionF can be can be interpreted asspectral weightand

good choices usually strongly depend on different ansatz states.

In recent years, an increasing body of research has been dedicated to real-time evolution

of neural-network quantum states. As described above, time-stepping is performed by project-

ing the state transformed by the unitary propagator onto the variational manifold:k \ ¸ X\ ¹xº =

hxj 4� 8�XCjk \ i , for a general trial statek \ . The precise way this projection is performed has been a

focus point of the community.

Authors in Refs. [66, 67] focus on bosonic models on the lattice. As a concrete example,

consider the prototypical Bose-Hubbard model

� = � C
Õ

h?–@i

�
1y

?1@¸ 1y
@1?

�
¸

*
2

Õ

?

=?¹=? � 1º – (1.33)

where18 and1y
8 are bosonic annihilation and creation operators, respectfully, and=8 = 1y

818 is the

number operator used to label computational basis statesfj =1– • • • – =# i : =8 2 N0g. The Hamilto-
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nian in Eq. 1.33 should be thought of as a direct bosonic counterpart of Eq. 1.61.

For such a system of lattice bosons and an initial statejk ¹C= 0ºi = jk 0i , a simple Jastrow-

type [69] wavefunction can be constructed as:

jk ¹Cºi = exp

 
Õ

`

\ ` ¹Cº A ` ¹=º

!

jk 0i (1.34)

where operatorsA ` are usually chosen on physical grounds as important excitations of the initial

state. Authors in Ref. [66] choose two-site correlationsA ` ! A : ¹=º =
Í

8=8=8̧ : , successfully

reproducing glassy quench dynamics of long-lived metastable states. Authors in Ref. [70, 71] use

a variational state of the form outlined in Eq. 1.34 but guide their choices ofA ` by the cumulant

expansion of the underlying classical Hamiltonian. The same type of state has been used to suggest

local gauge invariance as a mechanism for disorder-free localization [72] in two dimensional spin

models.

As described in Sec. 1.1.5, in practice the logarithmln hxjk ¹Cºi is directly parametrized instead

of the wavefunction itself. In mathematical language, it is then trivial to show that the trial state in

Eq. 1.34 corresponds to a linear model with physically-motivated pairwise kernel functions [73, 2]

A ` ! A¹ =8– =9º.

As an example of a more complex trial state for Fermi-Hubbard dynamics 1.61, authors in

Ref. [68] consider a symmetry-projected Gutzwiller-Slater-Jastrow-Back�ow wavefunction. This

scheme introduces parametrizedkernelsinto a Jastrow-type state outlined in Eq. 1.34, reproducing

real-time dependence of a range of physically relevant observables.

In contrast with hand-crafted and �ne-tuned trial states designed to capture known dynami-

cal processes, the advent of automatic differentiation and large-scale adoption of NQS opened the

door to expressiveblack-boxwavefunctions. Apart from improvements to ground-state results dis-

cussed, these trial states can capture accurate time-evolution over a range of physical Hamiltonians.

Authors in Ref. [30, 74] employ a deep feed-forward convolutional neural network (CNN) to
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explore the transverse-�eld Ising model

� = � �
Õ

h8– 9i

f I
8 f I

9 � �
Õ

8

f G
8 – (1.35)

whose dynamics has recently been shown to be accessible in Rydberg atom experiments [75, 76,

77] and superconducting quantum devices [78].

In Ref. [30], large square lattice dynamics, up to12 � 12, have been treated using direct inte-

gration of the t-VMC Eq. 1.24. When using deeper models like CNNs, in contrast with Eq. 1.34,

regularizing the inverse of the( matrix (Eq. 1.24) becomes crucial. Ref. [30] employs a custom

spectral inverse, allowing the underlying calculations to proceed to� 10� � 1 using very thorough

Monte Carlo sampling at each step. Collapse and revival oscillations of ferromagnetic order are

observed. Universal near-critical dynamics have been explored in Ref. [74] within the context of

quantum Kibble-Zurek mechanism [79, 80] in two dimensions. More recently, experimentally ob-

servable spectral functions have also been extracted from related t-VMC calculations [81]. Disor-

dered long-time dynamics of the Hamiltonian in Eq. 1.35 have been studied in Ref. [82], including

local unitary transformations in the NQS in a way similar to Sec. 1.1.7.

Generally, noise in estimators of matrix elements in Eq. 1.24 can conspire to render the( matrix

singular by making small eigenvalues vanish. Therefore, quickly and ef�ciently obtaining many

uncorrelated samples fromjk j2 is crucial. In addition, neural-network wavefunctions are usually

overparametrized by design. While considered bene�cial in AI applications [83], this feature can

produce linearly dependent or vanishing rows and columns in( . Therefore, choosing an ef�ciently

parameterized state is equally important. This leads to a super�cially counter-intuitive observation

– adding more parameters to a trial state can reduce accuracy by making( ill-conditioned.

Due to the inversion problem described above, several alternatives to direct integration of the

top-level differential equation¤\ = � ( � 1 5 have been proposed. Authors in Refs. [32, 14, 33]

choose to completely replace the troublesome pseudoinverse with optimization subproblems at

each step in real time. Speci�cally, Ref. [14] formulates thisprojectionstep as a minimization of
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the quantum in�delity (see Sec. 1.1.7)

\ ¹Ç XCº = argmin
\ 0

D
�
jk \ 0i – 4� 8�XCjk \ ¹Cºi

�
(1.36)

between the exact propagation of the state at timeCand its projection onto the variational man-

ifold. Apart from avoiding numerical problems, authors report that this framework removes the

bias appearing in estimators in Eq. 1.24 and Eq. 1.31 whenk ¹xº � 0 (see Sec. 1.1.5). The key

observation is that the gradients of the in�delity objective in Eq. 1.36 can be ef�ciently optimized

using canned optimizers like Adam [62] if one exploits the Trotter approximation

4� 8�XC= 4� 8¹� 0¸ � � ºXC� 4� 8� 0
XC
2 4� 8� � XC4� 8� 0

XC
2 (1.37)

in Eq. 1.36, assuming that the system Hamiltonian� = � 0 ¸ � � decomposes into a term local

in the computational basis� 0 and an interaction term� � . Eliminating numerical instabilities,

determining the scaling and reducing the computational cost of similar projective methods is an

area of open research.

Authors in Ref. [31] perform a large simulation of the quantum rotor model

� = �
6�
2

Õ

:

m2

mq2:
� �

Õ

h:–;i

cos¹q: � q;º – (1.38)

describing a system of continuous planar rotors on a lattice. An advantage of the NQS treatment is

that one can work directly in a continuous basisj5i = jq1– • • • – q# i of individual rotor anglesq8,

bypassing discretization or local basis truncation that bias similar tensor-network approaches. The

expression in Eq. 1.38 is an effective Hamiltonian that captures the physics of superconducting

Josephson junctions [84, 85, 86, 87, 88] that can be used to model phenomena related to supercon-

ducting or transmon qubit systems [89].

Using a Hamiltonian Monte Carlo sampler introduced in Sec. 1.1.4, calculations in Ref. [31]

reduce the sampling overhead encountered in previous works while maintaining good accuracy. In
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addition, the( matrix inverse is regularized by a simple adaptive spectral regularization introduced

in Eq. 1.32 with the weight function

F ¹f 2º =

"

1 ¸
�

_2

f 2

� 6
#� 1

(1.39)

where_2 is set automatically at each step as a function of the spectrum
�
f 2

1– • • • – f2%
	
. This setup

mitigates the underlying numerical instability for the CNN trial wavefunction, allowing accurate

simulations up to� 10� � 1 for 8 � 8 lattices and access to nontrivial observables such as the

Loschmidt echo and the vorticity. This work is presented in detail in chapter 3.

1.1.7 Overlap optimization

In some cases such as quantum circuit simulation [34] real-simulation outside the traditional

framework of t-VMC [14], an explicit target statejqi is known. This should be contrasted with the

traditional VMC setup in Sec. 1.1.5 where the target state is implicit as a ground state of a given

hamiltonian operator.

If one can easily evaluate the corresponding wave functionq¹xº, the following stochastic esti-

mator of the quantum �delity (introduced in Eq. 1.25) can be derived:

� ¹k– qº =
jhk jqij 2

hk jk i hqjqi
=

�
q¹xº
k ¹xº

�

k

�
k ¹xº
q¹xº

�

q
• (1.40)

The expression in Eq. 1.40 is manifestly independent of wave function renormalization. In

practice, the imaginary part of the �delity estimator in Eq. 1.40 is an artefact of �nite sampling and

is usually discarded.

If working with a parametrized statek = k \ and a �xed target stateq, then minimizing the

in�delity D¹ k– qº = 1 � � ¹k– qº requires corresponding gradients

m̀ D¹ k \ – qº = � � ¹k \ – qº m̀ ln � ¹k \ – qº (1.41)
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with

m̀ ln � ¹k \ – qº = 2 Re

8>>><

>>>
:
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k \
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`

E

k \D
q

k \

E

k \

9>>>=

>>>
;

• (1.42)

As an alternative to direct computation, we note that the expression for in�delity in Eq. 1.40

can be rewritten as an expectation value of aneffectiveHamiltonian:

D¹ k \ – qº =
hk \ j� q

eff jk \ i

hk \ jk \ i
with � q

eff = 1 �
jqihqj
hqjqi

• (1.43)

Using the effective Hamiltonian from Eq. 1.43 to compute gradients de�ned in Eq. 1.24 recov-

ers the expression in Eq. 1.42 and makes using the SR optimizer a natural choice in this case as

well.

Optimization of overlaps is an especially useful tool when simulating quantum circuits with

variational states. Quantum circuits offer a different perspective on unitary operations to NQS.

In principle, arbitrarily complex unitary operators can be applied tojk \ i if one has a way of

implementing a set of universal quantum logical gates [90].

Authors in Ref. [35] choose the following one-qubit gates: RZ¹qº = diag¹1– 48qº,

H =
1

p
2

©
­
­
«

1 1

1 � 1

ª
®
®
¬

(1.44)

and the two-qubit gate CZ¹qº = diag¹1–1–1– 48qº. In that case, an analytical property of RBMs can

be exploited – both diagonal gates can be applied exactly (with �delity1) by direct substitution

rules in parameter space.

However, implementing the remaining Hadamard gate H is nontrivial. The key observation is

that any unitaryU can be approximated by minimizing the in�delityD¹ k \ 0–U k \ º with respect to

\ 0. SettingU ! H, one obtains a recipe for approximating the state Hjk \ i for any\ . Calculations

in Refs. [35, 34] show that this scheme can be used to obtain excellent approximations of Hadamard

and Fourier transforms of entangled initial states.
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In chapter 2 and in Ref. [34], it is shown that upgrading the optimizer to SR within the frame-

work of Eq. 1.43 allows one to simulate deep quantum circuits. The focus is put on the quantum

approximate optimization algorithm (QAOA) [91, 92]. Taking advantage of exact gate applica-

tion, the simple computation in Ref. [34] successfully reaches 54 qubits at? = 4 QAOA layers,

approximately implementing 324 ZZ-rotation gates and 216 X-rotation gates without large-scale

computational resources. Details are discussed in chapter 2.

1.1.8 Quantum state tomography via maximum likelihood estimation

In contrast to the �delity optimization case where the target state amplitudesq¹xº are known,

we now focus on the task of �nding an approximate representationjk \ i to a target statejqi without

direct access to its amplitudesq¹Gº. Here we only have access to a training set of basis states

T = f x»1¼g on different bases»1¼sampled according to
�
�
 x»1¼

�
�q

� �
�2. Here the statesjx»1¼i are

obtained as:

jx»1¼i = * »1¼jxi – (1.45)

with * »1¼the change of basis unitary that transformsf jxi g 7!
�

jx»1¼i
	
. This is the typical problem

encountered in quantum state tomography or quantum state reconstruction, where we have access

to projective measurements on different bases on a quantum experiment, and we seek to reconstruct

the underlying quantum state. Within the umbrella of machine learning, this can be understood as

a density estimation task. As such, the natural choice to �ndjk \ i is the optimization, with respect

to \ of the KL divergence [43] between the distributions de�ned by
�
� hx»1¼jqi

�
�2 and

�
� hx»1¼jk \ i

�
�2:

D KL

�
jqj2




 jk \ j2

�
=

Õ

1

Õ

x»1¼

j �q¹x»1¼º j2 ln
j �q¹x»1¼º j2

j �k \ ¹x»1¼º j2
• (1.46)

j �qi and j �k \ i label the explicitly normalized counterparts tojqi and jk \ i . In the above expres-

sion, the sum over1 runs over all (exponentially-many) basis choices, and the sum over all

(exponentially-many) elements of each basisx»1¼. Different bases1 are required to be able to
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capture the phase structure of the target state. An unbiased estimator can be obtained as:

D KL

�
jqj2




 jk \ j2

�
�

1
jT j

Õ

x»1¼2T

ln
j �q¹x»1¼º j2

j �k \ ¹x»1¼º j2
• (1.47)

The gradients of the empirical cost function are given by:

r \ D KL

�
jqj2




 jk \ j2

�
�

1
# N

# NÕ

8=1

r \ ln jk \ ¹x8º j2 �
1

jT j

Õ

x»1¼2T

r \ ln jk \ ¹x»1¼º j2• (1.48)

The �rst term, proportional to1• # N, is the empirical average of the gradient of the normal-

ization factor, evaluated over# N samplesx8 collected fromjk \ j2. The second term contains the

gradient of the wave function amplitudes evaluated at basis states sampled according to the target

state. Recall that:

k \ ¹x»1¼º =
Õ

x

* »1¼
x–x»1¼k \ ¹xº• (1.49)

We immediately recognize that in order for the KL optimization to be computationally ef�cient,

the chosen bases that form the training set must satisfy that* »1¼is : � local, sok \ ¹x»1¼º can be

ef�ciently evaluated. This technique was introduced in Ref. [36], adapted to a density-matrix

formulation in Ref. [93], and applied to real experimental data in Ref. [94].

In contrast to the circuit simulation case in which the target state is known at each step, recon-

structing a neural-network quantum state with only measurement data has been an open problem

since the seminal work in Ref. [36]. Exploiting the mathematical machinery of maximum like-

lihood estimation, authors in Refs. [36, 94, 93] directly minimize the many-basis KL-divergence

cost in Eq. 1.46. Restricted Boltzmann machines were were used to capture both pure state and

density matrix representations of reconstructed states.

Data-driven enhancements of VMC approach of the Rydberg Hamiltonian have been consid-

ered as well in Ref. [95, 96], showing that any amount of experimental measurement data can be

used to ef�cientlypretrainan RNN model, drastically reducing computation time.

Finally, authors in Ref. [97] show that NQS based on the transformer [98] architecture can be

26



trained on data generated by a variational quantum algorithm to enhance accuracy and decrease

error bars.

1.1.9 Variational state choices

In this subsection we provide a brief overview of some popular choices of variational states

based on different kinds of neural networks. Their parametrized functional forms serve as as a

�exible platform for controlling the level of approximation in the VMC approach.

One of the early successful examples is the restricted Boltzmann Machine [3] (RBM). Despite

its widespread use in describing quantum states, it originates from energy-based models of classical

probability distributions over discrete variables. Consider a system of# classicalvisible spins

2 = f f 1– • • • – f# g interacting only with a second,hiddensystem of spinsh =
�
� 1– • • • – �# h

	
.

Neither of the two systems have internal interactions. The existing interactions and external �elds

are such that the two systems are described by the Hamiltonian:

� RBM =
Õ

8

08f 8¸
Õ

:

1: � : ¸
Õ

8:

F8:f 8� : (1.50)

The Hamiltonian in Eq. 1.50 induces a marginal Boltzmann distribution overf :

?RBM¹f º = / � 1
Õ

�

4� V� RBM ¹f–� º (1.51)

The sum in Eq. 1.51 can be performed analytically. Furthermore, promoting a classical dis-

tribution to a quantum wavefunction over a Hilbert space can be done by simply promoting the

parameter set\ = f a–b– Fg into complex numbers, yielding the expression for the RBM varia-

tional state

ln k RBM¹f º =
Õ

8

08f 8¸
Õ

:

ln cosh

 

1: ¸
Õ

8

F8:f 8

!

(1.52)

for quantum spin systems.

The number of hidden units# h controls the expressive power of the RBMansatz. The expres-
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Figure 1.4: A schematic representation of the restricted Boltzmann machine.

sive power of the RBM can be further improved by allowing the input vectorx to contain both the

sampled spin con�guration along the quantization axis, as well as correlation functions (quadratic

forms) of the spin con�gurations [99]. This is known as thecorrelation enhanced RBM. We also

note that closely related feedforward models have been used for bosonic systems in Refs. [100,

101, 102]. A simple unconstrained version of the RBM presented in Fig. 1.4 is used in chapter 2

to approximate many-qubit states.

In the remainder of this subsection, we introduce convolutions [83] as a symmetry-constrained

linear operation. They are used as an elementary building block of more complex architectures in

chapters 3 and 4.

As opposed to all-to-all connectivity between the two sets of spins in Fig. 1.4 captured by the

dense matrixF8 9, a convolution can be introduced as a sparsity pattern. Most commonly, on a

3-dimensional rectangular grid, indices8– 9– • • •map to grid coordinatesr8–r 9– • • •. Translational

invariance can be implemented by setting

F8 9= F
�
r8–r 9

�
= 5

�
r8 � r 9

�
– (1.53)
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Figure 1.5: A schematic representation of the convolution operation in two dimensions. A3 � 3
�lter is shown convolving a5 � 5 input array with no extra padding, producing a3 � 3 output.

reducing the original matrix-vector product to

Õ

9

F8 9f 9 7! ¹ F � 2 º8 =
Õ

d

5¹dº f ¹r8¸ dº • (1.54)

In Eq. 1.54, discrete values5¹dº are commonly called�lters and can be directly treated as

parameters, leading to the de�nition of the convolution (or cross-correlation) operation� . Filters

are usually �nite sized by setting them to zero whenkdk1 ¡ 2 for some cutoff2. A schematic

representation of the convolution operation is shown on Fig. 1.5.

Regardless of the choice of thelinear operation (all-to-all dense or symmetry-restricted convo-

lutions), deeper neural networks are usually built by composing linear and nonlinear operations.

Deeper and more involved neural network architectures, which in some cases include sym-

metry projections, convolutions and graph convolutions have been used to study challenging spin

Hamiltonians like the� 1 � � 2 model in square [19, 20, 21, 22], triangular, honeycomb and Kagome

lattices [20], or the Heisenberg model in the Pyrochlore lattice [23]. Readers are referred to cited

literature as well as Sec. 1.1.10 and the original review in Ref. [40] for a more thorough overview

of complex variational states.

1.1.10 Symmetries

Explicit imposition of general discrete symmetries in NQS is an active �eld of research. Con-

sider the case where the Hamiltonian of the system is invariant under the action of set of symme-
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try operationsS = f ) g. Apart from translations already treated leading to convolutional layers

discussed in Sec. 1.1.9, some examples of) symmetry operations include rotation or mirror sym-

metries or combinations thereof. In general, wave function amplitudes of the eigenstates of the

Hamiltonian must satisfy the symmetry property:

k ¹) ¹xºº = j ) k ¹xº– (1.55)

for all ) 2 S. j ) is the character of the symmetry operation) , and is a phase factor. The value of

j ) depends on the symmetry sector thatjk i belongs to.

The imposition of the symmetry requirements in Eq. 1.55 in the parametric modelk S
\ can be

achieved by the direct symmetrization of the trial state amplitudes of a non-symmetric ansatz [103]:

k S
\ ¹xº =

Õ

) 2S

j ) k \

�
) � 1¹xº

�
• (1.56)

The direct symmetrization approach suffers from an increased computational cost of a factor

of jSj every time a wave function amplitude or gradient needs to be evaluated. This computa-

tional overhead affects the estimation of expectation values as well as the sampling procedure.

Alternatively, symmetry projections can be applied to a non-symmetric state after it has been op-

timized, obtaining improvements in the variational energy in the context of ground-state calcula-

tions [26]. The use of symmetry-equivariant neural networks like traditional convolutional neural

networks [19, 21, 104], their generalization to group-convolutions [105] or graph convolutional

networks [20] also allow to bypass the explicit evaluation ofk \ ¹) ¹xºº for all ) 2 S every time the

variational state is symmetrized.

For ground state calculations, it is desirable to identify the symmetry sector that the ground

state belongs to, to directly use the right characters for the symmetry operations. If this is not

possible, separate ground state calculations must be carried projecting to all possible symmetry

subspaces [103]. Amongst all optimized states on different subspaces, the ground state is identi�ed

with the one that has the lowest energy, as per the variational principle.
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In the particular case wherej ) = 1 for all ) 2 S, the action of any non linear function5 on
Í

) 2S k \
�
) � 1¹xº

�
yields a wave function ansatz that respects the symmetries of the Hamiltonian.

Ref. [21] explores different functional choices for5 for systems of interacting spins.

In some cases it is useful to �x the charactera priori to obtain excited states from the direct

optimization of the expectation value of the Hamiltonian [106]. If the target excited state is know

to belong to a different symmetry sector to the ground state, the character of the symmetry can be

�xed to the character corresponding to the symmetry subspace where the symmetries live. Conse-

quently, the variational state is forced to live in a variational manifold that is not connected to the

ground state.

It is also possible to impose non-Abelian anyonic symmetries in the context of NQS [107, 108].

This is however requires a more involved technique.

It has been reported in numerous works that symmetry projections always improve the accuracy

of the variational wave function.

1.1.11 Many-electron variational states

Neural quantum states have been extensively employed to study systems of interacting elec-

trons. The Hamiltonian for a system of# interacting electrons in the presence of# nuc atomic

nuclei, in the Born-Oppenheimer approximation form reads:

� = �
1
2

Õ

=

P2
= ¸

Õ

=Ÿ<

1
jr= � r< j

�
Õ

=–�

/ �

jr= � R� j
¸

Õ

�Ÿ�

/ � / �

jR� � R� j
• (1.57)

Note that atomic units have been used. In the equation above lowercase indices=– < label

electronic degrees of freedom while uppercase indices�– � label nuclear degrees of freedom.V=

and r= are the linear momentum and position operators the electrons.X � label positions of the

atomic nuclei. NQS can be used directly in the continuum description of the problem [109, 27,

110, 28, 111, 112, 113, 114, 115, 116]. This is also known as the �rst quantization approach.

It must also be noted that other fermionic many-body Hamiltonians have been addressed using
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neural quantum states. In particular, an area that is receiving increasing interest is the use of NQS

to obtain the ground state properties of systems of interacting nucleons [117, 118, 119, 120, 121].

The Hamiltonian in Eq. 1.57 is de�ned on a Hilbert space with an uncountable number of

degrees of freedom. The same Hilbert space can be projected onto a truncated basis-set de�ned by

a countable number# orb of orthonormal single-particle basis states or orbitals:

�
jq?i : ? = 1– • • • – #orb

	
• (1.58)

The associated creation operators for the set of orbitals is de�ned byjq?i = 0y
? jœi . Since

fermions live in the subspace of completely anti-symmetric states with# -particles, a suitable basis

is obtained from explicitly anti-symmetrized products of single-particle basis states:

jq?1 • • • q?= i = 2y
?1

• • • 2y?#
jœi =

1
p

# !

Õ

� 2S#

b¹� º jq� 1i 
 • • •
 jq� # i – (1.59)

where S# is the symmetric group of# elements and� labels a permutations of thef ?1– • • • – ?# g

indices whose sign is given byb¹� º. In this truncated representation of the many-body Hilbert

space the Hamiltonian in 1.57 can be written in terms of creation and annihilation operators:

� =
Õ

?@
f

� ?@2y
?f 2@f ¸

1
2

Õ

?@AB
fg

� ?@AB2y
?f 2y

@g2Bg2Af (1.60)

wheref– g 2 f" –#gand� ?@and� ?@ABare the one- and two-body matrix elements. Their values

depends on the choice of single-particle orbitals and can be extracted from quantum chemistry

packages [122, 123, 124]. The interacting-electron Hamiltonian is number and magnetization

preserving as well as(* ¹2º symmetric. Note that the indices?– @– A– Brun from1 to # orb. Conse-

quently, the number of terms in the Hamiltonian scales asO
�
# 4

orb

�
. The asymptotic scaling on the

number of terms in the Hamiltonian is multiplied to the asymptotic scaling of the wave function

evaluation. Therefore, the direct study of the interacting electron Hamiltonian in second quanti-

zation becomes computationally expensive rapidly. NQS have also been extensively used to study
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systems of interacting electrons on a discrete basis set [125, 126, 127, 128, 129, 130, 131, 53, 132,

133, 24, 104, 25, 26, 134, 11, 135].

Hamiltonians in Eqs. 1.57 and 1.60 are referred to asab-initio Hamiltonians. It is at this point

where physically-motivated approximations can be implemented to reduce the number of terms in

the two-body part of the Hamiltonian. Under reasonable assumptions of locality of tightly bound

electrons in periodic arrangements of atoms led Hubbard [136] to derive a simpli�ed interacting

electron Hamiltonian. The simplest version of the Hubbard Hamiltonian considers only a single or-

bital per atom (single-band), one-body processes between adjacent atoms and interaction processes

only between electrons in the same atom, yielding the Hamiltonian

� = � C
Õ

h?–@i –f

�
2y

?f 2@f ¸ 2y
@f2?f

�
¸ *

Õ

?

=?" =?#– (1.61)

whereCis the hopping amplitude and* is the onsite interaction strength. The Hubbard model

provides a minimal description of locally interacting electrons hopping between adjacent sites of

a given lattice. Despite its simple appearance, the complete understanding of its ground-state

properties is still a very active �eld of research [137, 138, 139, 140, 141].

In chapter 4, a convolutional neural network encoder and decoder are used to compress large

scale renormalization group of aC-C0Hubbard model.
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1.2 Density functional theory

1.2.1 Hohenberg-Kohn theorems

Density functional theory (DFT) has offered a desirable balance of computational ef�ciency

and quantitative accuracy in practical many-electron calculations for decades. It also offers an

alternative formulation of fermionic problems. Like in Sec. 1.1.11, in this section, we adopt the

atomic units (a.u.) in which the electronic Hilbert-space Hamiltonian takes the form of Eq. 1.57.

The central quantity of DFT, the electronic charge density, is connected to the full many-body

wavefunction:

=¹r º = #
¹

d3r2 � � �
¹

d3r # j	 ¹r– • • • –r # ºj2 (1.62)

for # electrons. Eq. 1.62 provides an intuitive correspondence between many-body states and

charge densities in real space. Surprisingly, the converse holds as well – that map is invertible.

This fact gives rise to an unique way of compressing complex many-body states into a function

=¹rº of only three real coordinates, seemingly side-stepping the exponential growth of the Hilbert

space. This relationship is formalized in the two famous Hohenberg-Kohn theorems [142] we state

and prove here.

Theorem 1 In a many-electron quantum system, the external potentialEext is uniquely deter-

mined by the ground state density=, up to an overall additive constant.

Proof: We can prove the theorem by contradiction. Assume that two different external poten-

tials Eext–1 andEext–2 lead to the same ground state density=¹r º. In that case, we can de�ne two

different Hamiltonians� 1 and� 2 (Eq. 1.57), leading to two different ground-state wavefunctions

	 1 and 	 2 that integrate out to the same density= (Eq. 1.62) by assumption. The variational

theorem guarantees that

� 1 = h	 1j � 1 j	 1i Ÿ h	 2j � 1 j	 2i

� 2 = h	 2j � 2 j	 2i Ÿ h	 1j � 2 j	 1i
(1.63)
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in the case of non-degenerate ground states. A more general proof covering the degenerate case

can be found in Ref. [143]. The �rst inequality in Eqs. 1.63 implies

� 1 Ÿ h	 2j � 1 j	 2i = h	 2j � 2 j	 2i ¸ h	 2j ¹� 2 � � 1º j	 2i =

� 2 ¸
¹

d3r =¹r º
�
Eext–2¹r º � Eext–1¹r º

�
•

(1.64)

The second inequality in Eq. 1.63 can be used to arrive at an equivalent statement to Eq. 1.64

but with exchanged labels1 $ 2, leading to both� 1 Ÿ � 2 and� 1 ¡ � 2, a contradiction.�

An important corollary of Thm. 1 is the fact that the ground state wavefunction is a unique

functional of its density:	 = 	 »=¼, a converse of Eq. 1.62. Another immediate corollary is

that the total energy of the system is a density functional itself:� »=¼= h	 »=¼j � »=¼j	 »=¼i . The

second Hohenberg-Kohn theorem states that the exact ground state density variationally minimizes

that functional.

Theorem 2 The total energy of a many-electron system with an external potentialEext can be

written as

� »=¼= � »=¼ ¸
¹

d3r =¹r º Eext¹r º (1.65)

where the functional� is universal for all electronic systems. The exact ground state energy

is the global minimum for a givenEext, and the corresponding minimizing density=0 is the

exact ground state density.

We refer interested readers to Refs. [142, 143] for the proof and related details.

The two Hohenberg-Kohn theorems provide the foundation for development of computational

methods dealing with densities as functions of three variables instead of full wavefunctions de-

pending on3# variables. So far, only general statements about all electronic systems have been

made, laying down the theoretical framework for a computational method. However, in order to

get quantitative results, several approximations need to be established to evaluate unknown terms

contributing to the universal energy functional� »=¼in Eq. 1.65. By far the most popular approxi-

mation scheme for estimating kinetic energy contributions is the Kohn-Sham DFT.
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1.2.2 Kohn-Sham DFT

Consider an isolated molecule with an" atomic charges/ 0 and positionsR0 where0 =

1– • • • – ". The goal of a standard DFT calculation [143] is to output an approximation to the

ground state density=0 minimizing the total energy:

=0¹r º = argmin
=

� »=¼– (1.66)

as licensed by the second Hohenberg-Kohn Thm. 2. The total energy functional� »=¼is commonly

written as

� »=¼= ) »=¼ ¸� ext»=¼ ¸� � »=¼ ¸� xc»=¼– (1.67)

separating known contributions to total energy from those that have to be subjected to approxi-

mations. The known terms in the total energy functional� »=¼given in Eq. 1.67 are the external

contribution� ext»=¼

� ext»=¼=
¹

d3r =¹r º Eext¹r º (1.68)

capturing the effects of the atomic Coulomb interactionEext¹r º and the direct Hartree component

capturing the classical electronic Coulomb interaction:

� H»=¼=
1
2

¹
d3r

¹
d3r0 =¹rº=¹r0º

jr � r0j
• (1.69)

Successful evaluation Eq. 1.67 depends on approximating the unknown kinetic and exchange-

correlation (XC) functionals,) and� xc respectively. The Kohn-Sham DFT [144] framework ap-

proximates the ground density as an effective system of non-interacting electrons with Kohn-Sham

(KS) orbitalsk : ¹r º indexed by: = 1– • • • – #where# is the number of electrons in the system.

Kohn-Sham DFT [144] framework assumes that the density=0 comes from an effective system
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of non-interacting electrons with orbitals	 = f k : ¹r º j : = 1– • • • – #g:

=¹r º =
Õ

:

=: jk : ¹r ºj2 (1.70)

where# is the number of electrons in the system and=: is set by the Fermi-Dirac distribution at

the desired temperature) and chemical potential. We focus on calculations performed at) = 0,

�ltering out only lowest occupied orbitals. The kinetic term in Eq. 1.67 evaluates to

) »=¼ � ) KS»=¼=
#Õ

: =1

=:

¹
d3r k �

: ¹r º
�
�

1
2

r 2
�

k : ¹r º – (1.71)

by design. The DFT ground state search is then constrained to only those densities that map to

single-determinant states. In the language of Sec. 1.1.11, a mathematically equivalent optimiza-

tion problem could be solved by minimizing the energy expectation given by the hamiltonian in

Eq. 1.57 with respect to the trial state

j	 i = jk 1 � � � k # i = 2y
k 1

� � � 2y
k #

jœi – (1.72)

where

2k =
¹

d3r k ¹r º2¹r º • (1.73)

In Eq. 1.73,2¹r º is the second-quantized electron �eld operator. In �rst quantization, the state

given in Eq. 1.72 evaluates to a Slater determinant

	 ¹r1– • • • –r # º = hr1– • • • –r # j	 i =
1

p
# !

�
�
�
�
�
�
�
�
�
�

k 1¹r1º � � � k 1¹r # º
•••

•••
•••

k # ¹r1º � � � k # ¹r # º

�
�
�
�
�
�
�
�
�
�

(1.74)

The exchange-correlation component in Eq. 1.67,� xc, has to be approximated based only on

general physical constraints. While the existence of the universal functional is guaranteed [142],
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it can be explicitly constructed only in limited cases where the exact ground state wavefunction

is available [145]. Regardless, this open question has produced many successful approximate

XC functionals [144, 146, 142, 147, 148, 149, 150, 151, 152, 153, 154] over the years, with

increasing complexity and accuracy. Locality has emerged as a common organizing principle of

these functional approximations. Schematically, modern XC functionals are often written down as

� xc =
¹

d3r =¹r º Yxc ¹=¹r º–r =¹r º– • • •; k ¹r º–r k ¹r º– • • •º • (1.75)

Nonlocal nature of functionals in Eq. 1.75 has traditionally been included through local val-

ues of spatial density derivatives. Crucially, this program has also been extended to explicitly

include Kohn-Sham orbitalsk : as well, leading to popular generalized, orbital-dependent func-

tionals [155]. Despite their increased accuracy, suchmeta-GGAandhybrid functionals incur are

dif�cult to use with DFT extensions

After the desired kinetic and XC functional has been speci�ed, the constrained minimization

of the total energy functional given in Eq. 1.67 can proceed, enforcing orbital normalization with

Lagrange multipliersn: :

L»	 ¼= � »	 ¼ ¸
Õ

:

n:

¹
d3r jk : ¹r ºj2 = ) KS»	 ¼ *̧ »	 ¼ ¸

Õ

:

n:

¹
d3r jk : ¹r ºj2 – (1.76)

where we choose to trivially rewrite all density functionals as orbital functionals and collect all

of the different kinds of potential energy into* »	 ¼= � ext»	 ¼ ¸� H»	 ¼ ¸� xc»	 ¼. Functional

differentiation yields:

XL»	 ¼
Xk�

: ¹r º
=

�
�

1
2

r 2 ¸ Eeff»=¼¹rº � n:

�
k : ¹r º )

�
�

1
2

r 2 ¸ Eeff»=¼¹rº
�

k : ¹r º = n: k : ¹r º – (1.77)

known as the Kohn-Sham (KS) equation. From the physics point of view, the KS equation has

the form of an effective single-particle Schrödinger equation. Mathematically, the KS Eq. 1.77 is

a non-linear differential equation for the unknown orbitals	 . The source of non-linearity, other
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Figure 1.6: A schematic representation of the self-consistent �eld (SCF) loop in density functional
theory.

than the classical Coulomb term, comes from exchange and correlation effects built into the ap-

proximate functional� xc that gives rise to the effective one-electron potential

Eeff¹r º =
X* »=¼
X=¹rº

= Eext¹r º ¸
¹

d3r0 =¹r0º
jr � r0j

¸
X� xc»=¼
X=¹rº

• (1.78)

The last term in Eq. 1.78 is sometimes labeled as the XC potentialExc¹r º and in it highlights

the importance of being able to calculate functional derivatives of the XC functional ef�ciently.

Numerically, Eq. 1.77 is usually solved in a self-consistent (SCF) manner, ensuring that=¹r º =
Í

: =: jk : ¹r º j2. The SCF procedure takes the form of �xed-point iteration of the following two

steps, starting from the initial guess for=¹r º:

• Update orbital estimates	 by solving Eq. 1.77 for a �xed density.

• Update density estimate through=¹rº =
Í

: =: jk : ¹r º j2.

The loop is terminated after successive density and energy estimates stop changing beyond a

given tolerance. A schematic diagram of the described SCF procedure can be found in Fig. 1.6
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1.2.3 Machine learning and DFT

After establishing all of the moving parts of a KS-DFT calculation, it is clear that the over-

all success of the calculation hinges on formulating an XC energy functional that captures both

exchange and correlation effects faithfully. Historically, approximations have been built on other

reliable numerical methods like coupled cluster (CC) or quantum Monte Carlo (QMC) by �tting

few unknown parameters. This approach, in principle, enables end users to bene�t from lower

numerical cost of a DFT calculation while maintaining the accuracy of a more complex method.

This approach has generated many historically successful XC functionals that continue to be the

backbone of modern large-scale calculations [156, 157, 149, 154, 148, 158].

More recently, modern neural networks have been used to accomplish the same goal in the

overparmeterized regime. Building on top of the established PBE functional [149], authors in

Ref. [159] choose to learn apseudo-functional of the form� xc»=¼= � PBE»=¼ ¸� corr»=–R– /¼,

where the parametrized correction term takes atomic positionsR and charges/ into account as

independent variables. This approach enables learned functional forms to faithfully reproduce

CCSD(T)1 results on a dataset of single-molecule con�gurations like water, benzene, toulene and

ethanol within chemical accuracy – 1 kcal/mol errors in physical energy differences. A similar

approach is taken by Ref. [161], learning the coef�cients of global hybrid functionals from the

external potentialEext and reporting improved energies, electron densities, and gaps in organic

molecules drawn from the large datasets.

Related work can be found in Ref. [162] where parameterized models have been trained to

reproduce the Hohenberg-Kohn map between exact ground-state densities= and many-body wave-

functions	 in simple cases where both can be constructed. The explicit construction of the HK

map empirically validates a somewhat opaque standard mathematical proof of Thm. 2, indepen-

dently of any Kohn-Sham approximation scheme. Similarly, authors in Ref. [163] design a neural

network that completely bypasses the DFT SCF loop, eliminating most of the computational cost

1Coupled cluster with single, double and perturbative triple excitations – a state-of-the-art wavefunction method
for quantum chemistry with prohibitive numerical cost for large systems. [160]
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associated with a DFT calculation. The key observation that elevates ML functionals above some

of the competition is the fact that they are ef�ciently and automatically differentiable [164, 165,

166, 167, 168] by construction, which can be used to calculate the required functional derivatives

of learned HK or XC maps.

Trained functionals in Refs. [169, 170, 171, 172, 173] work on themeta-GGAlevel of the-

ory, by explicitly incorporating the local KS kinetic energy densityg¹r º = 1
2

Í
: =: jr k : ¹r ºj2 as

an functional input. Ref. [169] reports successful training of arange-separated hybridfunctional

(trained on a CCSD(T) dataset) that outperforms traditional choices in cases when fractional spin

effects are relevant. Ref. [174] trains a nonlocal orbital-dependent functional to and reports excel-

lent accuracies on single-molecule datasets, with interatomic forces included in the cost function.

On the �ip-side, Ref. [172] focuses on training a local surrogate ML model to replace the

computationally expensiveexact exchange(EXX) energy

� EXX = �
1
2

Õ

: ;

¹
d3r

¹
d3r0 k �

: ¹r ºk �
; ¹r ºk ; ¹r0ºk : ¹r0º

jr � r0j
(1.79)

that �gures into famous hybrid functionals like B3LYP [148] as a nonlocal term. Hybrid-DFT-level

accuracy on thermochemical benchmark sets and improved accuracy of band gap predictions over

traditional semilocal DFT have been reported.

Authors in Refs. [175, 169, 176, 173] focus on training traditional density functionals, omitting

the external potentialEext. The key algorithmic improvement brought forward here is the idea

of using the Kohn-Sham equations themselves as a regularizer during the training process. The

mathematical construction in question is brie�y described in Sec. 1.2.4. By training on output

densities as well as energies, Ref. [175] reports massively improved generalization properties of

simple trained functionals – the entire dissociation curve of� 2 can be reproduced using only two

training geometries. Finding such shortcuts to generalization is key for scalable and transferable

learned functionals.
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1.2.4 Training nonlocal density functionals

In this subsection, we brie�y describe a method of regularizing the training of nonlocal density

functionals as parametrized models.

The natural cost function used to train the neural-network approximation of density functionals

is the standard mean squared error (MSE) between predicted (^� ) and calculated (� ) energies:

C0¹\ º =
1
#

� ^� ¹\ º � �
� 2

(1.80)

with free parameters\ . However, a common observation is that optimizing a neural network with

millions of parameters solely on Eq. 1.80 will lead to very accurate energy predictions but unstable

XC potential predictions. The simple reason is – overparameterized neural networks prefer to learn

very rapidly changing interpolants of training data if no additional restrictions are imposed2. In

practice, this leads to a failure to converge the SCF loop as described in Eq. 1.6.

A recently successful approach is to augment thebarecost function in Eq. 1.80 with a regu-

larizing termC0 7! C0 ¸ _ C' ¹\ º where_ plays the role of a Lagrange multiplier. The costC' is

used to enforce that input densities are true self-consistent solutions of the Kohn-Sham Eq. 1.77 for

the effective one-particle Hamiltonian̂� eff = p2

2 ¸ Eeff»=¼¹rº constructed from the neural-network

functional. Therefore, a natural choice is

C' ¹\ º =
Õ

:

hk : j
� ^� eff � n:

� 2
jk : i (1.81)

for some set of estimated or exact KS orbitalsk : . We emphasize that the derivative of the neural-

network functional is regularized because it now directly �gures into the cost function through the

Exc = X^� xc
X= term in Eq. 1.78.

We remark that authors in Ref. [176] derive the regularizer given in Eq. 1.81 as a consequence

the variational de�nition of KS equations given in Eq. 1.76. If one starts from the Lagrangian

2Or – a general unrestricted neural network will not learn the correct derivative of a high-dimensional target func-
tion.
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de�ned in Eq. 1.76, it is easy to show that adding a cost term proportional
Í

:

�
�
� XL
Xk:

�
�
�
2

leads to

Eq. 1.81.

We use the outlined regularization procedure in chapter 5 to train a nonlocal surrogate models

for existing density functionals.

1.3 Renormalization group methods

1.3.1 Functional renormalization group

In addition to variational methods discussed so far, methods based on Green's functions pro-

vide a complementary computational framework for many body calculations. Important members

of this family of methods cluster around embedding methods like dynamical mean �eld theory

(DMFT) [177] and numerical renormalization group (NRG) [178], to name a few. This section

serves as a very brief introduction to the functional normalization group (fRG) [179, 180] �avor of

NRG.

The central idea of the fRG method is to track the entire two-particle vertex function under

renormalization as a powerful probe of the phase diagram. The RG provides a systematic way

to study how physical systems behave at evolving length scales by progressively integrating out

high energy �uctuations. The core idea of fRG is to extend this concept to many-body systems by

describing the �ow of effective interactions as a function of an energy scale parameter, typically

denoted as� .

A more precise statement is that, in the context of fRG, one typically starts with a general

fermionic action for Grassmann �eldsk :

( »�k– k¼=
¹ V

0
dg

¹
d� x

�
�k ¹mg � ` º k ¸ H ¹ �k– kº

�
(1.82)

at temperature1• V and chemical potential̀ and derives a hierarchy of �ow equations for the

vertex functions, which encode the effective interactions between particles. The central quantity in
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Figure 1.7: A diagrammatic representation of the truncated fRG �ow equation for thw two-particle
vertex function with generic quantum numbersU8.

fRG is the scale-dependent effective action� � , de�ned as the Legendre transform of the generating

functional of the theory which reads

, »�[– [ ¼=
1
/ 0

¹
D �k D k 4� ( »�k–k¼��[ �k � �k �[ (1.83)

where¹�º abbreviates integrals over all �eld arguments. The functional, »�[– [ ¼generates diagrams

regardless of their connectivity. Exclusively connected diagrams can be generated by, 2»�[– [ ¼=

ln , »�[– [ ¼whose Legendre transform

� »�q– q¼= � , 2»�[– [ ¼ � �q � [ � �[ � q ¸ �q � � � 1
0 q (1.84)

is the generating functional for vacuum expectation values of quantum �elds – the effective ac-

tion [179, 180]. In Eq. 1.84 where� � 1
0 = ¹mg � ` º is the inverse bare propagator in general. The

vertex function is de�ned as a two-particle contribution to the effective action:

+12 =
mX2

mX�q2 Xq2

X2

X�q1 Xq1
� »�q– q¼ (1.85)

The key step for impmlementing scale dependence into the effective action is to introduce a

cutoff � into the propagator� 0 that satis�es two boundary conditions

• The propagator vanishes in the ultraviolet limit:lim
� !1

� � = 0,
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• The propagator reduces to the bare propagator in the infrared:lim
� ! 0

� � = � 0.

Such a procedure leads to an equation of the formd� �
d� = ¹� � � º which can be algebraically

manipulated into a system of coupled differential equations for expectation values generated by the

effective action. In order to obtain a �nite system, a truncation scheme needs to be adopted [181,

182]. Usually, some form of one- or two-loop contributions are kept, leading to equations of the

form shown in Fig. 1.7. For an in-depth discussion of glossed-over details, we refer readers to

Eq. [183]. Finally, resulting ODEs are integrated until some of the the vertex function components

start diverging, indicating phase ordering.

1.3.2 Continuous �ow models

In chapter 4, we employ a vertex dimensionality reduction scheme based on neural networks in

the case of the Fermi-Hubbard model given in Eq. 1.61. In order to model continuous evolution of

effective variables in� , we employ a family of models called neural ordinary differential equations

(NODE) introduced in Ref. [184]. Since their introduction, NODEs have been expanded in many

ways, perhaps most notably to the case of stochastic differential equations (SDEs). resulting in

modern latent diffusion models for state-of-the-art image generation. [185, 186].

The basic idea is the following – to model a continuously evolving variablez 2 R3, parameter-

ize in�nitesimal changes instead of �nite jumps, leading to the differential equation:

dz
dC

= 5\ ¹zº such that z¹0º = z0 • (1.86)

In Eq. 1.86,5\ can in principle be any differentiable parameterized model like a neural network.

The formal solution

z¹Cº = z¹0º ¸
¹ C

0
dB 5\ ¹z¹Bºº (1.87)

can be obtained by numerically integrating Eq. 1.86 away from the initial condition. Valuesz¹Cº

along the trajectory now implicitly depend on parameters\ . The key insight from Ref. [184] is that

the associatedgradientis also given as a solution to theadjoint ODE [187]. Assuming that a loss
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value! ¹z¹Cºº was calculated as a function of the �nal point of the trajectory, we de�ne anadjoint

a¹Cº = r z¹Cº ! and show that

r \ ! ¹z¹Cºº = �
¹ 0

C
dCa¹Cº � r \ 5\ ¹z¹Cºº and

da
dC

= � a � r z 5¹zº (1.88)

Therefore, adjoints0 and gradientsr \ ! ¹z¹Cºº can be computed in a single backwards run of the

original ODE integrator. This method has a constantO¹1º memory footprint at the cost of having

to recompute the entire trajectoryI ¹Cº. That cost can be offset by checkpointing the solution during

the forward computation at certain times and or interpolating on the �y.

We use related NODE models to describe renormalization of the two-dimensional Hubbard

model on a low-dimensional manifold in chapter 4.
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Chapter 2: Classical variational simulation

of quantum circuits

This chapter was partially adapted from:

M. Medvidović and G. Carleo, Classical Variational Simulation of the Quantum Approximate

Optimization Algorithm, Npj Quantum Information 7, 101 (2021).

2.1 Motivation

The past decade has seen a fast development of quantum technologies and the achievement of

an unprecedented level of control in quantum hardware [188], clearing the way for demonstrations

of quantum computing applications for practical uses. However, near-term applications face some

of the limitations intrinsic to the current generation of quantum computers, often referred to as

Noisy Intermediate-Scale Quantum (NISQ) hardware [189]. In this regime, a limited qubit count

and absence of quantum error correction constrain the kind of applications that can be successfully

realized. Despite these limitations, hybrid classical-quantum algorithms [190, 191, 91, 192] have

been identi�ed as the ideal candidates to assess the �rst possible advantage of quantum computing

in practical applications [193, 194, 195, 196].

The Quantum Approximate Optimization Algorithm (QAOA) [91] is a notable example of

variational quantum algorithm with prospects of quantum speedup on near-term devices. Devised

to take advantage of quantum effects to solve combinatorial optimization problems, it has been

extensively theoretically characterized [197, 198, 199, 200, 201, 202], and also experimentally re-

alized on state-of-the-art NISQ hardware [203]. While the general presence of quantum advantage
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in quantum optimization algorithms remains an open question [204, 205, 206, 207], QAOA has

gained popularity as a quantum hardware benchmark [208, 209, 210, 211]. As its desired output

is essentially a classical state, the question arises whether a specialized classical algorithm can

ef�ciently simulate it [212], at least near the variational optimum. In this paper, we use a varia-

tional parametrization of the many-qubit state based on Neural Network Quantum States (NQS)

[3] and extend the method of Ref. [35] to simulate QAOA. This approach trades the need for exact

brute forceexponentially scaling classical simulation with an approximate, yet accurate, classical

variational description of the quantum circuit. In turn, we obtain an heuristic classical method

that can signi�cantly expand the possibilities to simulate NISQ-era quantum optimization algo-

rithms. We successfully simulate the Max-Cut QAOA circuit [91, 203, 197] for54 qubits at depth

? = 4 and use the method to perform a variational parameter sweep on a one-dimensional cut of

the parameter space. The method is contrasted with state-of-the-art classical simulations based on

low-rank Clifford group decompositions [212], whose complexity is exponential in the number of

non-Clifford gates as well as tensor-based approaches [213]. Instead, limitations of the approach

are discussed in terms of the QAOA parameter space and its relation to different initializations of

the stochastic optimization method used in this work.

2.2 Background and Methods

2.2.1 The Quantum Approximate Optimization Algorithm

The Quantum Approximate Optimization Algorithm (QAOA) is a variational quantum algo-

rithm for approximately solving discrete combinatorial optimization problems. Since its inception

in the seminal work of Farhi, Goldstone and Gutmann [91, 198], QAOA has been applied to Max-

imum Cut (Max-Cut) problems. With competing classical algorithms [214] offering exact perfor-

mance bounds for all graphs, an open question remains – can QAOA perform better by increasing

the number of free parameters?

In this work, we study a quadratic cost function [215, 216] associated with a Max-Cut problem.
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If we consider a graph� = ¹+– � º with edges� and vertices+, the MaxCut of the graph� is

de�ned by the following operator:

C =
Õ

8– 92�

F8 9/ 8 / 9 – (2.1)

whereF8 9are the edge weights and/ 8are Pauli operators. The classical bitstringB that minimizes

hB j C jBi is the graph partition with the maximum cut. QAOA approximates such a quantum state

through a quantum circuit of prede�ned depth?:

j$–#i = * � ¹V?º* � ¹W?º � � � * � ¹V1º* � ¹W1º j¸ i – (2.2)

wherej¸ i is a symmetric superposition of all computational basis states:j¸ i = � 
 # j0i 
 # for #

qubits, where� is the Hadamard gate. The set of2? real numbersW8 andV8 for 8= 1• • • ?de�ne

the variational parameters to be optimized over by an external classical optimizer. The unitary

gates de�ning the parametrized quantum circuit read

* � ¹Vº =
Ö

82+

4� 8V-8 and * � ¹Wº = 4� 8WC • (2.3)

Optimal variational parametersWand V are then found through an outer-loop classical opti-

mizer of the following quantum expectation value:

� ¹$–#º = h$–#j C j$–#i (2.4)

It is known that [91, 198], for QAOA cost operators of the general formC =
Í

: C: ¹/ 1– • • • – /# º,

the optimal value asymptotically converges to the minimum value:

lim
?!1

� ? = min
B

hB j C jBi (2.5)

where� ? is the optimal cost value at QAOA depth p andB are classical bit strings. With modern

simulations and implementations still being restricted to lower? values, it is unclear how large
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? has to get in practice before QAOA becomes comparable with its classical competition. In this

work we consider 3-regular graphs with all weightsF8 9set to unity at QAOA depths of? = 1–2–4.

2.2.2 Classical variational simulation

Consider a quantum system consisting of# qubits. The Hilbert space is spanned by the com-

putational basisf jBi : B 2 f 0–1g# gof classical bit stringsB = ¹� 1– • • • – �# º. A general state can

be expanded in this basis as

jk i /
Õ

B

k ¹Bº jBi (2.6)

up to an overall normalization constant.

The convention/ 8 jB i = ¹� 1º� 8 jB i is adopted. In order to perform approximate classical

simulations of the QAOA quantum circuit, we use a neural-network representation of the many-

body wavefunctionk ¹Bº associated with this system, and speci�cally adopt a shallow network of

the Restricted Boltzmann Machine (RBM) type: [217, 218, 83]

k ¹Bº � k \ ¹Bº � exp©
­
«

#Õ

9=1

09� 9
ª
®
¬

# hÖ

: =1

2
6
6
6
6
4

1 ¸ exp©
­
«

1: ¸
#Õ

9=1

, 9 :� 9
ª
®
¬

3
7
7
7
7
5

• (2.7)

The RBM provides a classical variational representation of the quantum state [3]. It is param-

eterized by a set of complex parameters\ = f a–b– , g – visible biasesa = ¹01– • • • – 0Nº, hidden

biasesb = ¹11– • • • – 1# hº and weights, = f , 9 : : 9 = 1• • • #– : = 1• • • #hg, as introduced in

Sec. 1.1.9. The complex-valued ansatz given in Eq. 2.7 is not normalized, in general.

We note that the# -qubit j¸ i state required for initializing QAOA can always be exactly imple-

mented by setting all variational parameters to0. That choice ensures that the wavefunction ansatz

given in Eq. 2.7 is constant across all computational basis states, as required.

The advantage of using the ansatz given in Eq. 2.7 as an# -qubit state is that a subset of one-

and two-qubit gates can be exactly implemented as mappings between different sets of variational

parameters\ 7! \ 0. In general, such mapping corresponding to an abstract gateG is found as the
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� a0 b0 , 0

- 8 08 00
8 = � 08 10

: = 1: ¸ , 8: , 0
8: = � , 8:

. 8 08¸ 8c•2 00
8 = � 08¸ 8c 10: = 1: ¸ , 8: , 0

8: = � , 8:

/ 8 1 08¸ 8c No change No change

Table 2.1: Parameter replacement rules for applying Pauli gates to RBMs.

solution of the following nonlinear equation:

hB jk \ 0i = � hB j G jk \ i – (2.8)

for all bitstringsB and any constant� , if a solution exists. For example, consider the Pauli/ gate

acting on qubit8. In that case, Eq. 2.8 reads400
8� 8 = � ¹� 1º� 8408� 8 after trivial simpli�cation. The

solution is00
8 = 08̧ 8cfor � = 1, with all other parameters remaining unchanged. We summarize all

of the one-qubit replacement rules in Table 2.1. Complete derivations can be found in Appendix A.

In addition, one can exactly implement a subset of two-qubit gates by introducing an addi-

tional hidden unit coupled only to the two qubits in question. Labeling the new unit by2, we can

implement the RZZ gate relevant for QAOA. The gate is given as

RZZ¹qº = 4� 8q/8/ 9 / diag¹1– 48q– 48q–1º – (2.9)

up to a global phase. The replacement rules read:

, 82= � 2A¹ qº – , 92= 2A¹ qº

08 ! 08¸ A¹ qº – 09 ! 09 � A¹ qº –
(2.10)

whereA¹ qº = Arccosh
�
48q� and� = 2. Derivations of replacement rules for these and other

common one and two-qubit gates can be found in Sec. 2.2.

Not all gates can be applied through solving Eq. 2.8. Most notably, gates that form superpo-

sitions belong in this category, including* � ¹Vº =
Î

84� 8V-8 required for running QAOA. This

happens simply because a linear combination of two or more RBMs cannot be exactly represented
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by a single new RBM through a simple variational parameter change. To simulate those gates, we

employ a variational stochastic optimization scheme.

We takeD¹ q– kº = 1� � ¹q– kº as a measure of distance between two arbitrary quantum states

jqi andjk i , where� ¹q– kº is the usual quantum �delity:

� ¹q– kº =
j hqjk i j2

hqjqi hk jk i
• (2.11)

In order to �nd variational parameters\ which approximate a target statejqi well (jk \ i � jqi ,

up to a normalization constant), we minimizeD¹ k \ – qº using a gradient-based optimizer. In this

work we use the Stochastic Recon�guration (SR) [56, 46, 47] algorithm to achieve that goal.

For larger?, extra hidden units introduced when applying* � ¹Wº at each layer can result in a

large number of associated parameters to optimize over that are not strictly required for accurate

output state approximations. So to keep the parameter count in check, we insert a modelcom-

pressionstep which halves the number of hidden units immediately after applying* � doubles it.

Speci�cally we create an RBM with fewer hidden units and �t it to the output distribution of the

larger RBM (output of* � ). Exact circuit placement of compression steps are shown on Fig. 2.1

and details are provided in Sec. 2.2. As a result of the compression step, we are able to keep the

number of hidden units in our RBM ansatz constant, explicitly controlling the variational parameter

count.

2.2.3 Approximate gate application

Here we provide model details and show how to approximately apply quantum gates that can-

not be implemented exactly. In this work, we use the Stochastic Recon�guration (SR) [56, 58]

algorithm to approximately apply quantum gates to the RBM ansatz. To that end, we write the

"in�delity" between our RBM ansatz and the target stateq, D¹ k \ – qº = 1� � ¹k \ – qº, as an expec-
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tation value of an effective hamiltonian operator� q
eff:

D¹ k \ – qº =
hk \ j � q

eff jk \ i

hk \ jk \ i
! � q

eff = 1 �
jqihqj
hqjqi

(2.12)

We call the hermitian operator given in Eq. 2.12 a "hamiltonian" only because the target quan-

tum statejk i is encoded into it as the eigenstate corresponding to the smallest eigenvalue. Our

optimization scheme focuses on �nding small parameter updates� : that locally approximate the

action of the imaginary time evolution operator associated with� q
eff, thus �ltering out the target

state:

jk \ ¸ � i = � 4 � [� jk \ i – (2.13)

where� is an arbitrary constant included because our variational states (Eq. 2.7, main text) are not

normalized. Choosing both[ and� to be small, one can expand both sides to linear order in those

variables and solve the resulting linear system for all components of� , after eliminating� �rst.

After some simpli�cation, one arrives at the following parameter at each loop iteration (indexed

with C):

\ ¹Ç 1º
` = \ ¹Cº

` � [
Õ

;

( � 1
`a

mD
m\�a

– (2.14)

where stochastic estimations of gradients of the cost functionD¹ k \ – qº can be obtained through

samples fromjk \ j2 at each loop iteration through:

mD
m\�`

=
D
Oy

` � q
eff

E

k \
�

D
Oy

`

E

k \

D
� q

eff

E

k \
• (2.15)

Here,O: is de�ned as a diagonal operator in the computational basis such that

hB0j O` jB i =
mln k \

m\̀
XB0B • (2.16)

Averages overk are commonly de�ned ash�ik � hk j�jk i•hk jk i . Furthermore, the( -matrix ap-
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pearing in Eq. 2.14 reads:

( `a =


Oy

` Oa
�

k \
�



Oy

`
�

k \



Oa

�
k \

– (2.17)

and corresponds to the Quantum Geometric Tensor or Quantum Fisher Information (also see

Ref. [58] for a detailed description and connection with the natural gradient method in classical

machine learning [57]).

Exact computations of averages over# qubit statesk \ andq at each optimization step range

from impractical to intractable, even for moderate# . Therefore, we evaluate those averages by

importance-sampling the probability distributions associated with the variational ansatzjk \ j2 and

the target statejqj2 at each optimization stepC. All of the above expectation values are evaluated

using Markov Chain Monte Carlo (MCMC) [46, 47] sampling with basic single-spin �ip local up-

dates. An overview of the sampling method can be found in [48]. In order to use those techniques,

we rewrite Eq. 2.15 as:

mD
m\�`

=
�

q
k \

�

k \

�
k \

q

�

q

2
6
6
6
6
6
4



O�

`
�

k \
�

D
q

k \
O�

`

E

k \D
q

k \

E

k \

3
7
7
7
7
7
5

• (2.18)

In our experiments with less than 20 qubits, we take 8 000 MCMC samples from 4 independent

chains (totaling 32 000 samples) for gradient evaluation. Between each two recorded samples, we

take# MCMC steps (for# qubits). For the 54-qubit experiment, we take 2 000 MCMC samples 4

independent chains because of increased computational dif�culty of sampling. The entire Eq. 2.18

is manifestly invariant to rescaling ofk \ andq, removing the need to ever compute normalization

constants. We remark that the prefactor in Eq. 2.18 is identically equal to the �delity given in

Eq. 2.11

� ¹k– qº =
j hqjk i j2

hqjqi hk jk i
=

�
q
k

�

k

�
k
q

�

q
– (2.19)

allowing us to keep track of cost function values during optimization with no additional computa-

tional cost.
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The second step consists of multiplying the variational derivative with the inverse of the( -

matrix (Eq. 2.17) corresponding to a stochastic estimation of a metric tensor on the hermitian

parameter manifold. Thereby, the usual gradient is transformed into the natural gradient on that

manifold. However, the( -matrix is stochastically estimated and it can happen that it is singular.

To regularize it, we replace( with ( ¸ n1, ensuring that the resulting linear system has a unique

solution. We choosen = 10� 3 throughout.

In order to keep the number of hidden units reasonable, we employ acompressionstep at each

QAOA layer (after the �rst). Immediately after applying the* � ¹W: º gate in layer: to the RBM

k \ (and thereby introducing the unwanted parameters), we go through the following steps:

1. Construct a new RBM~k \ .

2. Initialize ~k \ to exactly represent the state* �

�
1
:

Í
9� : W9

�
j¸ i . Doing this introduces half the

number hidden units that are already present ink \ .

3. Stochastically optimize~k \ to approximatek \ with q ! k \ andk ! ~k \ .

In essence, we use optimization algorithm with the "larger"k \ as the target stateq. The

optimization results in a new RBM state with fewer hidden units that closely approximates the old

RBM with �delity ¡ 0•98in all our tests. We then proceed to simulate the rest of the QAOA circuit

and apply the same compression procedure again when the number of parameters increases again.

The exact schedule of applying this procedure in context of different QAOA layers can be seen on

Fig. 2.1 in the main text.

We choose the initial state for the optimization as an exactly reproducible RBM state that has

non-zero overlap with the target (larger) RBM. In principle, any other such state would work, but

we heuristically �nd this one to be a reliable choice across all? values studied. Alternatively, one

can just initialize ~k \ to * � ¹W0º j¸ i with

W0 = argmaxW� ¹k \ – *� ¹Wº j¸ iº – (2.20)
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Figure 2.1: The QAOA quantum circuit. A schematic representation of the QAOA circuit and
our approach to simulating it. The input state is trivially initialized toj¸ i . Next, at each?, the
exchange of exactly (* � ) and approximately ('- ¹Vº = 4� 8V-) applicable gates is labeled (see
Sec. 2.2). As noted in the main text, each (exact) application of the* � gate leads to an increase in
the number of hidden units byj� j (the number of edges in the graph). In order to keep that number
constant, we "compress" the model (see Sec. 2.2), indicated by red dashed lines after each* � gate.
The compression is repeated at each layer after the �rst, halving the number of hidden units each
time, immediately after doubling it with* � gates. After the �nal layer, the RBM is parametrized
by \ opt, approximating the �nal QAOA target statej$–#i .

using an ef�cient 1D optimizer to solve forW0before starting to optimize the full RBM.

2.3 Results

2.3.1 Simulation results for 20 qubits

In this section we present our simulation results for Max-Cut QAOA on random regular graphs

of order# [219, 220, 221]. In addition, we discuss model limitations and its relation to current

state-of-the-art simulations.

QAOA angles$, # are required as an input of our RBM-based simulator. At? = 1, we

base our parameter choices on the position of global optimum that can be computed exactly (see

Appendix A). For? ¡ 1, we resort to direct numerical evaluation of the cost function as given in

Eq. 2.1 from either the complete state vector of the system (number of qubits permitting) or from
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importance-sampling the output state as represented by a RBM. For all?, we �nd the optimal

angles using Adam [62] with either exact gradients or their �nite-difference approximations.

We begin by studying the performance of our approach on a 20-qubit system corresponding to

the Max-Cut problem on a 3-regular graph of order# = 20. In that case, access to exact numerical

wavefunctions is not yet severely restricted by the number of qubits. That makes it a suitable

test-case. The results can be found in Fig. 2.2.

In Fig. 2.2, we present the cost function for several values of QAOA angles, as computed by

the RBM-based simulator. Each panel shows cost functions from one typical random 3-regular

graph instance. We observe that cost landscapes, optimal angles and algorithm performance do

not change appreciably between different random graph instances. We can see that our approach

reproduces variations in the cost landscape associated with different choices of QAOA angles at

both ? = 1 and? = 2. At ? = 1, an exact formula (see Appendix A) is available for comparison of

cost function values. We report that, at optimal angles, the overall �nal �delity (overlap squared)

is consistently above 94% for all random graph instances we simulate.

In addition to cost function values, we also benchmark our RBM-based approach by computing

�delities between our variational states and exact simulations. In Fig. 2.4 we show the dependence

of �delity on the number of qubits and circuit depth?. While, in general, it is hard to analytically

predict the behavior of these �delities, we nonetheless remark that with relatively small NQS we

can already achieve �delities in excess of 92% for all system sizes considered for exact bench-

marks.

2.3.2 Simulation results for 54 qubits

Our approach can be readily extended to system sizes that are not easily amenable to exact

classical simulation. To show this, in Fig. 2.3 we show the case of# = 54 qubits. This number

of qubits corresponds, for example, to what implemented by Google's Sycamore processor, while

our approach shares no other implementation details with that speci�c platform. For the system of

# = 54 qubits, we closely reproduce the exact error curve (see Appendix A) at? = 1, implement-
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Figure 2.2: Benchmarking the cost function for 20 qubits. a: The exact variational QAOA
landscape at? = 1 of a random20-qubit instance of a 3-regular graph is presented, calculated
using the analytical cost formula (see Appendix A). The optimum is found using a gradient-based
optimizer [62] and marked. The restricted cut along the constant-V line and at optimalWis more
closely studied in panel b.b: RBM-based output wavefunctions are contrasted with exact results.
c: A similar variational landscape cut is presented at? = 2. Optimal? = 2 QAOA parameters are
calculated using numerical derivatives and a gradient-based optimizer. ParametersW1, V1 andV2
are �xed at their optimal values while the cost functionW2-dependence is investigated. We note that
our approach is able to accurately reproduce the increased proximity to the combinatorial optimum
associated with increasing QAOA depth?. (The dashed line represents the minimum from? = 1
curve in panel b.)

ing 81 '/ / (4� 8W/
 / ) gates exactly and 54'- (4� 8V-) gates approximately, using the described

optimization method. We also perform simulations at? = 2 and? = 4 and obtain corresponding

approximate QAOA cost function values.

At ? = 4, we exactly implement 324 RZZ gates and approximately implement 216'- gates.

This circuit size and depth is such that there is no available experimental or numerically exact result

to compare against. The accuracy of our approach can nonetheless be quanti�ed using intermediate

variational �delity estimates. These �delities are exactly the cost functions (see Sec. 2.2) we

optimize, separately for each qubit. In Fig. 2.3 (panel b) we show the optimal variational �delities

(see Eq. 2.11) found when approximating the action of'- gates with the RBM wave function. At

optimal W4 (minimum of ? = 4 curve at Fig. 2.3, panel a), the lowest variational �delity reached

was above 98%, for a typical random graph instance shown at Fig. 2.3. As noted earlier, exact �nal

states of 54-qubit systems are intractable so we are unable to report or estimate the full many-qubit

�delity benchmark results.

We remark that the stochastic optimization performance is sensitive to choices of QAOA angles
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Figure 2.3: Simulating 54 qubits. a: Randomly generated 3-regular graphs with 54 nodes are
considered at? = 1–2–4. At each?, all angles were set to optimal values (except for the �nal
W?) for a smaller graph of 20 nodes for which optimal angles can be found at a much smaller
computational cost. Cost dependence along this 1D slice of the variational landscape (a higher-
dimensional analogue of panel a of Fig. 2.2) is investigated. The dashed line represents the exact
cost at? = 1. Error bars were too small to be visible on the plot. At? = 2, this 54-qubit simulation
approximately implements 162 RZZ gates and 108'- gates while at? = 4 there are 324 RZZs
and 216'- s. b: An array of �nal stochastic estimations of single-qubit �delities (see Sec. 2.2.3
for formula) in the course of optimizer progress. The system presented consists of 54 qubits at
? = 2 where exact state vectors are intractable for direct comparison. In these simulations,V1, V2
andW1 are kept at their optimal values. OptimalW2 value (for givenV1, V2, W1) is shown with a
dashed line. We note that the �delity estimates begin to drop approximately asW2 increases beyond
the optimal value. A similar qubit-by-qubit trend can be noticed across all system sizes and depths
? we studied.

away from optimum (see Fig. 2.3 right). In general, we report that the �delity between the RBM

state (Eq. 2.7) and the exact# -qubit state (Eq. 2.2) decreases as one departs from optimal by

changing$ and#.

For larger values of QAOA angles, the associated optimization procedure is more dif�cult to

perform, resulting in a lower �delity (see the dark patch in Fig. 2.3, panel b). We �nd that optimal

angles were always small enough not to be in the low-performance region. Therefore, this model

is less accurate when studying QAOA states away from the variational optimum. However, even in

regions with lowest �delities, RBM-based QAOA states are able to approximate cost well, as can

be seen in Fig. 2.2 and Fig. 2.3.

As an additional hint to the high quality of the variational approximation, we capture the QAOA

approximation of the actual combinatorial optimum. A tight upper bound on that optimum was
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Figure 2.4: Benchmarking with exact �delities. Fidelities between approximate RBM varia-
tional states and quantum states obtained with exact simulation, for different values of? = 1–2–4
and number of qubits. QAOA angles$–# we use are set to optimal values at? = 4 for each random
graph instance. Ten randomly generated graphs are used for each system size. Error bars represent
the standard deviation.

calculated to be� opt = � 69 for 54 qubits by directly optimizing an RBM to represent the ground

state of the cost operator de�ned in Eq. 2.4.

2.3.3 Comparison with other methods

In modern sum-over-Cliffords/Metropolis simulators, computational complexity grows expo-

nentially with the number of non-Clifford gates. With the RZZ gate being a non-Clifford operation,

even our 20-qubit toy example, exactly implementing 60 RZZ gates at? = 2, is approaching the

limit of what those simulators can do [212]. In addition, that limit is greatly exceeded by the

larger, 54-qubit system we study next, implementing 162 RZZ gates. State-of-the-art tensor-based

approaches [213] have been used to simulate larger circuits but are ineffective in the case of non-

planar graphs.

Another very important tensor-based method is the Matrix Product State (MPS) variational

representation of the many-qubit state. This is is a low-entanglement representation of quantum
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states, whose accuracy is controlled by the so-called bond-dimension. Routinely adopted to simu-

late ground states of one-dimensional systems with high accuracy [12, 222, 223], extensions of this

approach to simulate challenging circuits have also been recently put forward [224]. In Fig. 2.5,

our approach is compared with an MPS ansatz. For small systems, we establish that MPS provides

reliable results with relatively small bond dimensions. For larger systems, however, our approach

signi�cantly outperforms MPS-based circuit simulation methods both in terms of memory require-

ments (fewer parameters) and overall runtime. This is to be expected in terms of entanglement

capacity of MPS wave functions, that are not speci�cally optimized to handle non-one dimensional

interaction graphs, as in this speci�c case at hand.

For a more direct comparison, we estimate the MPS bond dimension required for reaching

RBM performance at? = 2 and 54 qubits to be� 104 (see Fig. 2.5), amounting to� 1010 complex

parameters (� 160GB of storage) while our RBM approach uses� 4500parameters (� 70 kB of

storage). In addition, we expect the MPS number of parameters to grow with depth? because of

additional entanglement, while RBM sizes heuristically scale weakly (constant in our simulations)

with ? and can be controlled mid-simulation using our compression step. It should be noted that

the output MPS bond dimension depends on the speci�c implementation of the MPS simulator,

namely, qubit ordering and the number of "swap" gates applied to correct for the non-planar nature

of the underlying graph, and that a more ef�cient implementations might be found. However,

determining the optimal implementation is itself a dif�cult problem and, given the entanglement

of a generic circuit we simulate, it would likely produce a model with orders of magnitude more

parameters than a RBM-based approach.

2.4 Discussion

In this work, we introduce a classical variational method for simulating QAOA, a hybrid

quantum-classical approach for solving combinatorial optimizations with prospects of quantum

speedup on near-term devices. We employ a self-contained approximate simulator based on NQS

methods borrowed from many-body quantum physics, departing from the traditional exact simula-
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Figure 2.5: Comparison with Matrix Product States. A range of MPS-based QAOA simula-
tions are compared to our RBM ansatz performance on both 20-qubit and 54-qubit graphs at? = 2.
In the 20-qubit case, we see quick convergence to the QAOA cost optimum with increasing bond
dimension. Approximation ratio with of the RBM output is shown on the y-axis. However, on a
54-qubit graph, MPS accuracy increases approximately logarithmically with bond dimension. An
approximation of the MPS bond dimension required for reaching RBM performance is extrapo-
lated to be� 1•5 � 104 which amounts to� 1010 free parameters.

tions of this class of quantum circuits.

We successfully explore previously unreachable regions in the QAOA parameter space, owing

to good performance of our method near optimal QAOA angles. Model limitations are discussed

in terms of lower �delities in quantum state reproduction away from said optimum. Because of

such different area of applicability and relative low computational cost, the method is introduced

as complementary to established numerical methods of classical simulation of quantum circuits.

Classical variational simulations of quantum algorithms provide a natural way to both bench-

mark and understand the limitations of near-future quantum hardware. On the algorithmic side,

our approach can help answer a fundamentally open question in the �eld, namely whether QAOA

can outperform classical optimization algorithms or quantum-inspired classical algorithms based
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on arti�cial neural networks [225, 226, 55].

Software

Code used in this work has been publicly available to reproduce the results presented in this

paper:

github.com/Matematija/QubitRBM

Numerical simulations were performed using NumPy [227], SciPy [228], Google Cirq [229]

and PastaQ [230, 231] for MPS simulations. Random graph generation was done with Net-

workX [221, 219]. Plots were generated using Matplotlib [232].
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Chapter 3: Variational quantum dynamics

of two-dimensional continuous models

This chapter was partially adapted from:

M. Medvidović and D. Sels, Variational Quantum Dynamics of Two-Dimensional Rotor Models,

PRX Quantum 4, 040302 (2023).

3.1 Motivation

Nonequilibrium quantum many-body physics has been at the forefront of condensed matter,

atomic physics and chemistry research for over a decade [233, 234]. The �eld is driven by re-

markable progress in our ability to coherently control matter at the atomic scale. This control

has resulted in the creation of novel phases of matter, including observations of light-induced

superconductivity [235], cavity-enhanced chemical reactions [236] and dynamical phase transi-

tions [237]. The capacity to precisely control [238, 239, 240, 241] modern quantum experiments

and hardware is becoming increasingly limited by numerical simulation of the real-time evolution

of quantum systems. At its core, the problem is related to fast entanglement growth in systems out

of equilibrium, which forces one to keep track of all the intricate correlations that build up in the

system. While there has been considerable progress [242, 243, 244, 245, 224], challenges remain,

in particular if one moves away from one-dimensional spin models.

Recently, it has been proposed that methods inspired by classical and quantum machine learn-

ing might alleviate some of these problems [66, 67, 30, 246, 247]. In practice, however, it has

been dif�cult to achieve reliable results due numerical instabilities resulting from a combination
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of Monte Carlo noise and �atness of the quantum geometry of modern neural-network wave func-

tions [248, 30, 57, 42, 58].

In this section, we present an approach for capturing long-time dynamics of two-dimensional

(2D) lattice models with continuous degrees of freedom, using a combination of methods that

were previously unexplored in the �eld of variational simulations – the Hamiltonian Monte Carlo

sampler, a tailored variational ansatz and adaptive regularization of the projected dynamics. We

focus on the quantum rotor model with direct applications to arrays of coupled Josephson junctions

and explore previously unreachable system sizes and evolution times, up to8 � 8 square lattices.

This section is organized as follows. First, we introduce the physics of the quantum rotor model

and the variational wavefunction. Then, we outline the Hamiltonian Monte Carlo sampler and its

connection to the time-dependent variational Monte Carlo algorithm. Finally, we present results for

the two-dimensional model, showing magnetization, vorticity and the Loschmidt echo converging

to appropriate equilibrium values. Our Monte Carlo results are substantiated by self-consistency

checks when key hyperparameters are changed and by comparing our approach to tensor-network

calculations in one and two spatial dimensions.

3.2 Model and Methods

Consider a system of continuous planar rotors, whose angles\ : (with respect to an arbitrary

axis) could, for example, represent superconducting phases of adjacent Josephson junctions on an

abstract lattice� with # sites. We use the basisj) i � j\ 1– • • • – \# i for the Hilbert spaceH . We

start with an effective Hamiltonian that captures the relevant physics of superconducting Josephson

junctions [87, 86, 88]:

� =
6�
2

Õ

:

! 2
: � �

Õ

h:–;i

n̂: � n̂; – (3.1)

where! : = � 8 m\ : andn̂: = ¹cos\ : –sin\ : º in the continuous basisj) i of choice. The Hamiltonian

in Eq. 3.1 is often called the quantum rotor model (QRM). Its equilibrium properties [249] have

been studied using variational Monte Carlo (VMC) [250] and other quantum Monte Carlo (QMC)
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[251] methods. Perhaps most notably, the quantum critical point separating the disordered and

O(2) broken phase has been predicted at62 � 4•25 in two dimensions.

However, as noted in the introduction, real-time evolution properties of the QRM have barely

been explored. This is mainly due to the lack of suitable methods that can access experimentally

relevant timesC� � � 1, at large system sizes in two dimensions. The ability to simulate relatively

large system sizes is not only of theoretical interests but has technological applications in the study

of dynamics of arrays of coupled Josephson junctions [89].

The evolution equation for a state	 = 	 ¹) º, in the continuous basisj) i , reads

8
m	
mC

= �
6�
2

Õ

:

m2	

m\2:
� �

Õ

h:–;i

cos¹\ : � \ ;º	 (3.2)

with appropriate periodic boundary conditions

	 ¹\ 1– • • • – \: ¸ 2c– • • • – \# º = 	 ¹\ 1– • • • – \: – • • • – \# º (3.3)

for each rotor: . Eq. 3.2 is prohibitively expensive to solve exactly even for a handful of interacting

rotors. The continuous nature of thej) i basis exacerbates the problem.

3.2.1 Variational simulation

As introduced in chapter 1, we represent a quantum state using a wavefunctionk U¹) º where

U 2 C% is a collection of%real or complex variational parameters. Since anyjk i 2 H admits an

expansion in terms ofj) i , we de�ne the following un-normalized variational quantum state:

jk Ui =
¹

d) k U¹) º j) i (3.4)

whered) � d\ 1 � � � d\ # . The integral is performed over the cube»� c– c¼# .

Building on previous work on continuous systems [67], our simulation of the real-time dynam-

ics of the state given in Eq. 3.4 is based on the time-dependent variational Monte Carlo (t-VMC)
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method [44, 66]. The core assumption that allows us to approximately solve Eq. 3.2 is that of

time dependence of parametersU = U¹Cº. Optimal trajectoriesU¹Cº induced by unitary Hamilto-

nian evolution4� 8�C jk Ui can conveniently be found by extremizing the time-dependent variational

principle (TDVP) [42] action

C»U¼=
¹

dC


	 U¹Cº

�
�
�
8

d
dC

� �
� �

�	 U¹Cº
�

• (3.5)

wherej	 Ui is a normalized version of statejk Ui . In the case of complex parametersU, optimal

evolution equations read8 (¤U = 6, where

( `a =


Oy

` Oa
�

�


Oy

`
� 


Oa
�

6` =


Oy

` �
�

�


Oy

`
� 


�
� (3.6)

with averagesh�i � hk Uj�jk Ui•hk Ujk Ui being performed at timeC(i.e. for U = U¹Cº). OperatorO` is

de�ned by mU` jk Ui = O` jk Ui . We note that the matrix( is commonly called thequantum geo-

metric tensor(QGT) [56, 57, 58] and corresponds to the metric tensor of the parameter manifold

induced by the distance inH between un-normalized states de�ned in Eq. 3.4. In Eqs. 3.6, we

have chosen our ansatzk U such that it is a holomorphic function of complex parametersU.

Since quantum averages over an exponentially large Hilbert spaceH in the TDVP Eq. 3.6

cannot be computed exactly, Markov chain Monte Carlo (MCMC) sampling methods are often

employed [46, 47]. In VMC calculations, it is common to rewrite quantum averages, such as those

in Eq. 3.6, as expressions amenable to estimation through sampling. For example, in the case of

the Hamiltonian� , we obtain thelocal energy� ! :

h� i =
hk Uj � jk Ui

hk Ujk Ui
=

¹
d) ?U¹) º � ! ¹) º (3.7)

where

?U¹) º / jk U¹) ºj2 and � ! ¹) º =
h) j � jk Ui

h) jk Ui
• (3.8)
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For more details about the speci�c sampling algorithm employed in this work, we refer the

reader to Sec 3.2.2 and Appendix B.1.

After computing the matrix( and the vector6 at timeC, one can formally de�ne¤U = � 8 (� 16

and use any ordinary differential equation (ODE) integrator (see Appendix B.3) to obtain the next

set of parameters, at timeÇ XC. However, the inverse is often ill de�ned.

One reason is that Monte Carlo estimates of matrix elements are noisy. Noise accumulates to

render the matrix singular by making a small eigenvalues vanish. Therefore, quickly and ef�ciently

obtaining many uncorrelated samples from?¹) – Cº / j k U¹Cº ¹) º j2 is crucial to minimize estimator

variances. The other reason is that the speci�c choice ofk U introduces redundancy between dif-

ferent parameters, producing linearly dependent or vanishing rows and columns in( . Therefore,

choosing an ef�ciently parameterized trial wavefunction is equally important. In practice, adding

more parameters to the wavefunction can sometimes unexpectedly reduce accuracy by making(

ill conditioned.

In order to move forward with the algorithm, regularization schemes must be used. For ground-

state optimization tasks, simply replacing( ! ( ¸ n1, for some small positive constantn, often

suf�ces to diminish the effect of small eigenvalues.

However, in this work, we regularize the( matrix by diagonalization( = * � * y at each time

step. Having obtained eigenvaluesf 2
` such that� = diag¹f 2

1– • • • – f2%º, we de�ne the pseudoinverse

as( � 1 � * ~� � 1* y with

~� � 1
`a =

1• f 2
`

1 ¸
�
_2• f 2

`

� 6
X̀ a • (3.9)

We heuristically �nd that the smooth cutoff with a hyperparameter_2 in Eq. 3.9 is superior to

traditional pseudoinverses when using adaptive integrators for updating parametersU. For more

details on regularization, see Appendix B.2.

After calculating averages in Eq. 3.6 and appropriately regularizing the QGT inverse( � 1,

one can use any external ODE integrator to perform time stepping in the top-level equation¤U =

� 8 (� 16. In this work, we use the embedded Bogacki-Shampine adaptive solver RK3(2) from the

Runge-Kutta family [252, 60, 253].
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Figure 3.1: Top: The ansatzk U¹) º architecture used for simulations of two-dimensional QRM
systems. It amounts to a two-layer convolutional neural network with an activation function given
by Eq. 3.15. To enforce periodicity and improve expressivity, we precalculate sines and cosines
of input angles which are treated as different input channels by the CNN. The �nal layer outputs
a single channel and all of its components are summed into a single complex number (because
of complex parametersU 2 C%) we then interpret asln k U¹) º. Bottom: An illustration of the
Hamiltonian Monte Carlo algorithm. Dummy momentum variables are introduced and sampling
the given# -dimensional probability distribution is rewritten in2# -dimensional phase space with
an arti�cial effective Hamiltonian~� . Samples are collected as snapshots of solutions of Hamilton's
equations of motion.

3.2.2 Hamiltonian Monte Carlo

Hilbert-space averages de�ned in Eq. 3.6 cannot be evaluated analytically for an arbitrary

k U. To perform this task in an ef�cient and scalable way, we employ Hamiltonian Monte Carlo

(HMC) [45, 49] to obtain samples from the distribution?¹) – Cº at each time stepC. We make this

choice because HMC offers a systematic way of making large steps in MCMC proposals while

still keeping acceptance probabilities high, unlike more conventional approaches like random-walk

Metropolis (RWM). This results in a Markov chain with considerably lower autocorrelation times,

allowing for treatments of larger systems with less overall runtime spent on sampling.

For a generic probability distribution?¹) º, HMC augments the con�guration space with arti-

�cial momentum variables0 = ¹c1– • • • – c# º � N ¹ 0– " º:

?¹) º /
¹

d0 exp
�
�

1
2

0> " � 10 ¸ ln ?¹) º
�

(3.10)
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for some choice of a positive-de�nitemass matrix" . Interpreting the exponent in Eq. 3.10 as an

effective classical HamiltonianV ~� ¹) –0º inducing a Boltzmann weight4� V ~� , Monte Carlo updates

can be de�ned through numerical integration of relevant Hamilton's equations. Owing to insights

from statistical physics, we know that a large number of particles in equilibrium following classical

equations of motion have precisely this desired Boltzmann distribution.

Given) ¹0º, 0¹0º and a small step sizeY, a common choice is the leapfrog integrator:

0¹g ¸ Y•2º = 0¹gº �
Y
2

m+
m)

¹) ¹gºº

) ¹g ¸ Yº = ) ¹gº ¸ Y " � 1 0¹g ¸ Y•2º

0¹g ¸ Yº = 0¹g ¸ Y•2º �
Y
2

m+
m)

¹) ¹g ¸ Yºº

(3.11)

where+ ¹) º = � ln ?¹) º and g is the �ctitious HMC time variable, unrelated toCin Eq. 3.5.

This speci�c integrator is chosen because of its symplectic [45, 253] property – it conserves en-

ergy/probability exactly, allowing for large jumps in the) space while keeping high acceptance

probabilities. We note that higher-order symplectic integrators can be used as well.

After integrating for! steps, the new con�guration¹) ¹!Yº–0¹!Yºº is proposed as the next

sample in the Markov chain. It is common to apply the Metropolis-Hastings accept-reject step

[46, 47] despite the fact that the new con�guration has the same energy (probability) as the initial

one. This is done to offset the effects of unwanted numerical errors in the leapfrog scheme, usually

improving overall performance for many samples [45, 49].

Eqs. 3.11 simulate a swarm of effective classical particles whose positions and momenta fol-

low the desired joint Boltzmann distribution in Eq. 3.10. Discarding all0 samples is equivalent

to marginalizing the distribution in Eq. 3.10. In practice, randomness is injected by sampling

the normal distribution0¹0º � N ¹ 0– " º each time initial conditions are required for numerical

integration.

Choosing the mass matrix" , the time stepY and the integration length! carefully is cru-

cial for ef�cient exploration of the con�guration space. In this work, we chose to set" andY

automatically, by using heuristically proven [254, 51, 49] algorithms operating samples from an
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Figure 3.2: Fidelity and vorticity as functions of time.Left : Time-dependent many-body �delity
� ¹Cº de�ned in Eq. 3.19, for a number of quenches. For trajectories quenching to values of65
in the same equilibrium phase, we see convergence to nonzero values at late times. Conversely,
trajectories with65 ¡ 6 2 converge to� ¹C! 1º = 0. Additionally, g1•2 (the time it takes for
�delity to decrease by50%) is shown to scale linearly with6 in agreement with the appropriate
uncertainty relation� � � C � 1•2. Right: The onset of vorticity (de�ned in Eq. 3.18) for three
quenches of increasing magnitude.

extended warmup phase for each Markov chain individually. Integration length! was treated as a

hyperparameter. For more details and speci�c values, see Appendix B.1.

3.2.3 The trial wavefunction

In this work, we use a variant of the standard convolutional neural network (CNN) architecture

[83, 1] to modelk U¹) º. Our approach is built on those of Refs. [30, 102]. Speci�cally, we set

ln k U¹) º =
1

p
2 #

2 Õ

2=1

Õ

:

�
F2

� � � 2
� � 1¹) º

�
: – (3.12)

where� denotes a convolution over lattice indices: and 2 = 1– • • • –2 is the channel index.

Features� 2
� � 1¹) º are the output of� � 1-layer CNN de�ned by:

� 2
3¹) º = 53

 

12
3 ¸

2 Õ

20=1

F220

3 � � 20

3� 1¹) º

!

(3.13)

with an elementwise nonlinear activation function53, biases13, and weightsF3 at layer3. We in-

clude all weights and biases into the set of trainable parametersUand use automatic differentiation

(AD) techniques to obtain all derivativesO` required for evaluation of Eqs. 3.6. For CNN inputs
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� 0, we concatenate the following features:

� 0 =
n
¹cos=\ : –sin=\ : º

�
�
� = = 1– • • • –  

o
(3.14)

along the channel axis, as illustrated on Fig. 3.1. This construction allows us to include a limited

number of higher Fourier modesa priori, improving ansatz expressivity in a controlled way. In

this work, we set� = 2,  = 4 for larger two-dimensional (8 � 8) experiments and = 1 for

smaller systems.

To maintain analytic dependence on parametersU, we restrict the CNN nonlinearities53 to

polynomial functions. The Taylor expansion of the logarithm of the zeroth-order modi�ed Bessel

function of the �rst kind is used:

ln �0¹I º =
I 2

4
�

I 4

64
¸

I 6

576
¸ O¹ I 8º • (3.15)

This particular activation function choice is motivated by the appearance of�0 in the version of

the restricted Boltzmann machine (RBM) adapted to the QRM in Ref. [250]. This approach has

the advantage of maintaining the holomorphic dependence ofk U on U and preserving the form of

Eqs. 3.6.

In this work, we focus on a simple two-layer CNN ansatz to control the number of parameters

%. In addition nontrivially affecting the QGT inverse (see subsection 3.2.1), the cost to diagonalize

the QGT in order to regularize the inverse in Eq. 3.9 grows asO¹%3º. Heuristically, we also �nd

that introducing more parametersU requires more Monte Carlo samples to correctly resolve the

relevant averages in Eq. 3.6 and does not signi�cantly contribute to simulation accuracy in our case.

A systematic investigation of larger neural-network architecture details is left for future work.
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Figure 3.3: One- and two-dimensional benchmarks and comparison with tensor-network data.
Evolution was performed starting from a coherent superposition statejk ¹0ºi /

¯
d) j) i . Results

are compared with the TEBD tensor-network algorithm evolving a matrix product state (MPS) in
the conjugate angular-momentum eigenbasis (see Sec. 3.3.1 and Appendix B.4).Left : A one-
dimensional benchmark on a chain with# = 64 rotors and open boundary conditions.Center: A
two-dimensional benchmark of the t-VMC method on a4� 4 lattice and open boundary conditions.
We note that disagreement between t-VMC and TEBD results appears as the maximum bond di-
mensionj max is reached. Singular value cutoff of10� 12 was used.Right: The growing number of
MPS parameters%MPS associated with the increasing bond dimensionj is plotted in units of the
number of the CNN parameter count%CNN as a function of time. One- and two-dimensional cases
are compared. A cutoff ofj max = 1000was reached in the 2D system for the singular value cutoff
of 10� 9.

3.3 Results

In this section, we study dynamical properties of several observables of the QRM, focusing on

the two-dimensional model. A series of benchmarks in one and two dimensions can be found in

section 3.3.1.

We simulate the effects instantaneousquenchesof the coupling constant6 in Eq. 3.1. Specif-

ically, we initialize parametersU of the ansatzk U illustrated on Fig. 3.1 to the ground state of

the QRM Hamiltonian with6 = 68 using imaginary-time variational Monte Carlo (VMC) [1, 44]

methods. We then simulate real-time dynamics under6 = 65. In this work, we focus on quenches

from the ordered phase to the disordered:68 Ÿ 62 Ÿ 65.
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Figure 3.4: Results for different quenches from initial value68 = 3 on a two-dimensional8 � 8
square lattice.Left : Potential energy, magnetization and angular variance as functions of real time.
For the small quench to65 = 4•5, we observe the expected behavior with slower approach to the
new ordered equilibrium state. Convergence is similar to adiabatic change. The moderate quench
to 65 = 6•0 exhibits a sharp increase in rotor angle variance is accompanied by a single �ip (right
panel) in the average magnetization atC� � � 1. For the large quench to65 = 9•0, many rotor �ips
occur after the �rst one, indicating much more detailed exploration of the underlying Hilbert space.
Convergence to the new equilibrium starts taking place only forC& 5� � 1. Right: A parametric
plot of the mean rotor direction. We observe a more thorough exploration of the magnetization
sphere for larger quenches.

In Fig. 3.4, we choose a square8 � 8 lattice, tracking the dynamics of the potential energy

density

np¹Cº = �
�
#

*
Õ

h:–;i

n̂: � n̂;

+

C

(3.16)

and the average magnetization magnitude"

" ¹Cº =
1
#

D�
�
�
Õ

:
n̂:

�
�
�
E

C
– (3.17)

along with itsG, Hcomponents de�ned byM = # � 1 Í
: hn̂: i C. Averagesh�i Care performed with

respect to the ansatz state at timeC. In addition, corresponding circular variances were de�ned as

Var¹\ : º = � 2 ln jĥn: i Cj and averaged over the lattice index: .

These observables were chosen as a proxy for thermalization. Across a wide range of quenches

we observe convergence to their respective equilibrium values at6 = 65, see Fig. 3.4. We observe
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two distinct dynamical regimes in relation to the quantum critical point62 � 4•25, when68 Ÿ 62.

For small quenches (left column of Fig. 3.4) we see the expected outcome – slower equilibriation

with only small �uctuations in the direction of the magnetization. However, for moderate to large

quenches in Fig. 3.4, we observe a (transient) demagnetization of the sample and convergence to a

new equilibrium state.

In addition, we de�ne a measure of average vorticity

E¹ � º =
1

j � j

¹

�
da � r � n̂ =

1
j � j

¼

m�
d� � n̂ (3.18)

over a surface� with edgem� on the lattice. Using Stokes' theorem, we rewrite the expression

as a contour integral overm� in the positive direction. On Fig. 3.2 (right panel), we plotE¹ � º

averaged over all=� square� � � surfaces:E� = =� 1
�

Í
j � j=� 2 E¹ � º. As expected, we �nd almost zero

vorticity for quenches in the ordered phase, while larger �uctuations are generated for quenches

across the critical point. We postpone a detailed analysis for future work.

Aside from local observables, such as energy and magnetization, one also has access to global

observables such as the Loschmidt echo. The latter has some interesting properties in the context

of dynamical phase transitions [255] and quantum chaos [256]. The Loschmidt echo expresses

the quantum state overlap between the initial state and some time-evolved state. In general, the

�delity � ¹	 –� º between two generic normalized quantum states	 and� is de�ned as� ¹	 –� º =

jh	 j� i j 2. For real-time evolution, we expect the �delity� ¹	 ¹C= 0º–	 ¹Cºº to decay as a function

of timeC, for any given initial statej	 ¹C= 0ºi .

To evaluate this quantity using Monte Carlo sampling of unnormalized ansatz wavefunctions

k ¹) – Cº = k U¹Cº ¹) º, we rewrite the �delity de�nition as:

� ¹Cº =
�

k ¹) – Cº
k ¹) –0º

�

) �j k ¹�–0ºj2

�
k ¹) –0º
k ¹) – Cº

�

) �j k ¹�–Cºj2
– (3.19)

following Refs. [257, 35] and Eq. 1.40. The expression in Eq. 3.19 is manifestly independent of

the normalization factor. In practice, we take the real part of Eq. 3.19 to discard the small nonzero
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imaginary part coming from �nite-sample estimates of the two factors. In addition, we calculate

and store both factors in log space to preserve accuracy and maintain numerical stability.

As expected, we �nd that that the return probability (or �delity in short) decays quickly with

time, as illustrated in Fig. 3.2 (left panel). For smaller quenches, the �delity shoots back up to

a nonzero value suggesting a �nite overlap between the initial state the long time "equilibrium"

state after the quench. The latter may be interpreted as a signature of quenching between two

Hamiltonians in the ordered phase.

As a measure of the �delity decay, we introduce another time scaleg1•2 de�ned as the time

needed for the �delity to decrease by50%. We observe thatg1•2 has increased linearly with the

quench65. This result matches basic estimates given by the second-order short-time expansion of

� ¹Cº and uncertainty relation� � � C� 1•2. Therefore, �delity decay time can be lower bounded

by � � � 1, estimated using samples from the initial statek U¹0º [258]. Reference points from this

calculation are presented in Fig. 3.2 (left, inset). This comparison demonstrates that the t-VMC

method can be used to estimate quantities of experimental interest for system sizes unreachable by

other wavefunction-based methods.

3.3.1 Benchmarks

To substantiate our results, we perform a series of benchmarks and compare results to tensor-

network simulations for a one- and two-dimensional versions of the model. In particular we

benchmark the results with the time-evolving block decimation (TEBD) [222, 223] algorithm. For

all benchmarks, states were initialized to the coherent superposition of all basis statesjk ¹0ºi /
¯

d) j) i by explicitly setting the �nal convolution kernelF2
� (Eq. 3.12) to zero. All presented

tensor-network simulations have been performed with a �xed singular value cutoff. Convergence

within the matrix product state (MPS) variational manifold has been con�rmed by repeating sim-

ulations with larger cutoff values.

We organize numerical benchmarks as follows. First, we compare t-VMC results with TEBD

for an extended one-dimensional and a smaller two-dimensional system. Practical error estimates
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are de�ned. Then, we turn to examining effects of key hyperparameters in the t-VMC approach

and show evidence of self-consistent convergence.

Following Refs. [30, 3], we use the following �gure of merit:

A¹Cº =
D

�
k ¹Ç XCº– 4� 8�XCk ¹Cº

�

D
�
k ¹Cº– 4� 8�XCk ¹Cº

� (3.20)

where jk ¹Cºi = jk U¹Cºi . In Eq. 3.20,D¹� –�º represents the Fubini-Study distanceD¹ � –	 º =

cos� 1
p

� ¹� –	 º on the Hilbert spaceH . We estimateA2¹Cº at each timeCusing HMC samples

from the ansatz (see Ref. [30] and Appendix B.5). Intuitively,A2¹Cº measures an appropriately

normalized measure of deviation between the full state4� 8�XC jk ¹Cºi after one time stepXCand its

projection onto the variational manifoldjk U¹Ç XCºi . We plot the integrated error

' 2¹Cº =
¹ C

0
A2¹Bº dB (3.21)

to re�ect error propagation through time as accurately as possible. We remark that the integrated-

squared error in Eq. 3.21 should be interpreted an upper bound on the square of the integrated error

' ¹Cº =
¯ C
0 A¹Bº dBdue to the triangle inequality.

In Fig. 3.3 (left), we show that this algorithm performs well on a one-dimensional system of

# = 64 rotors where the growth of the so-calledbond dimensionj is limited. Convergence to

appropriate equilibrium values is reached for both methods with good agreement at intermediate

times for the dynamics of potential energy densitynp¹Cº and the Loschmidt echo� ¹Cº. Theinte-

grated residual' 2¹Cº grows more rapidly for lower values of6. This is expected because the initial

statek ¹0º has lower energy for larger values of6 in the QRM Hamiltonian, Eq. 3.1, representing

a more typical state in the disordered phase.

In contrast to the one-dimensional (1D) case, in Fig. 3.3 (center), we observe that the TEBD

method exponentially grows the MPS bond dimensionj past the cutoffj max = 1000at relatively

short times. We plot the number of parameters%MPS in the MPS as a function of time in the right

panel of Fig. 3.3, in units of the number of parameters%CNN in the CNN ansatz presented in this
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work. We see qualitative agreement between the two methods for early times, beforej grows to

the point where further simulation is numerically prohibitively expensive.

In Fig. 3.5 we show evidence that the variance of observables is controllable through the most

important Monte Carlo (HMC) hyperparameters while the bias is mostly controlled by different

regularizations of the( -matrix inverse (Eq. 3.6). In the top panel of Fig. 3.5, we see that the

standard deviation of the estimator for total magnetization" ¹Cº scales with the number of HMC

samples# s in an expected way:f " / # � 1•2
s for three different times during the evolution.

In addition, we report that heuristically varying the number of leapfrog integration steps!

increases estimator variances the most around segments of trajectories with higher curvature, as

evidenced by the middle panel of Fig. 3.5. Intuitively, in the limit of! ! 1 and small leapfrog step

sizesY, HMC approaches random-walk Metropolis sampling (see Ref. [49] and Appendix B.1)

which suffers from lower acceptance rates and longer mixing times in cases of sharply peaked

target distributions. We observe that even a moderate increase to! � 10accompanied by automatic

hyperparameter tuning described in Sec. 3.2.2 considerably reduces variance.

Finally, we explore the effects of( -matrix regularization (Eq. 3.9). In practice, we set_2 itself

in an adaptive manner each iteration:

_2 = _2¹f 2
1– • • • – f2%º = max

�
02– A2 � max

`
¹f 2

` º
�

(3.22)

depending on the( -matrix spectrum. In the bottom panel of Fig. 3.5, we see that, for a �xed

02 = 10� 5, increasingA2 leads to increasing the estimator bias. Excluding relevant eigenvalues

from participating in time evolution through Eq. 3.9 can lead to a failure to capture parts of relevant

physics.

Overall, both t-VMC and TEBD algorithms predict similar dynamical behavior of the potential

energy density (Eq. 3.16) and the �delity (Eq. 3.19), as shown on Fig. 3.3. However, the number of

parameters in the MPS grows exponentially due to entropy buildup during time evolution. Tensor-

network real-time evolution algorithms [259, 260] based on MPS or two-dimensional architectures
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Figure 3.5: Effects of key hyperparameters on magnetization measurements. All experiments
were performed on a one-dimensional chain with# = 32. Top: Effects on magnetization estimates
by varying the number of HMC samples# B. Errors were estimated using bootstrap resampling
independently at different times show expected scalingf " / # � 1•2

s in all cases.Middle: Variance
change in magnetization estimates by varying the number of leapfrog integrator steps! between
HMC proposals. In the! ! 1 limit, HMC approaches the random-walk Metropolis sampler.
Bottom: Bias increase associated with changing the_2 cutoff parameter in Eq. 3.9.

such as projected entangled pair states (PEPS) [13, 244] face several challenges to extend to late

times and higher dimensions. Incorporating continuous degrees of freedom exacerbates the prob-

lem – tensor network algorithms are limited to using the locally truncated eigenbasis of the angular

momentum operator! : in the QRM Hamiltonian in Eq. 3.1, in contrast to the t-VMC method (see

Appendix B.4).
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3.4 Outlook

A method was presented to approximate unitary dynamics of continuous-variable quantum

many-body systems, based on custom neural-network quantum states. The approach employs

Hamiltonian Monte Carlo sampling and custom regularization of the quantum geometric tensor.

The method was benchmarked on quench dynamics of two-dimensional quantum rotors. We

indicated that our calculations are able to access nonlocal quantities like the return probability.

Good agreement was found with tensor-network-based TEBD simulations for the case of one-

dimensional systems of comparable size. Finally, we showed evidence that the method is con-

trolled by a handful of key hyperparameters. Our approach paves the way for accurate nonequilib-

rium simulations of continuous systems at previously unexplored system sizes and evolution times,

bridging the gap between simulation and experiment.

Software

The code used in this chapter has been packaged into an installable library and is publicly

available to reproduce any results in this work or explore new ones:

github.com/Matematija/continuous-vmc

It was built on JAX [166] for array manipulations, automatic differentiation for sampling and

optimization and GPU support, Flax [261] for neural-network construction and manipulation and

NumPy [227] and SciPy [228] for CPU array manipulations. Matplotlib [232] was used to produce

�gures.
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Chapter 4: Compression methods for

two-body vertex functions

This chapter was partially adapted from:

D. Di Sante, M. Medvidović, A. Toschi, G. Sangiovanni, C. Franchini, A. M. Sengupta and A. J.

Millis, Deep Learning the Functional Renormalization Group, Physical Review Letters 129,

(2022).

4.1 Motivation

Interacting electron systems exhibit a rich variety of distinct phenomena at different energy

and temperature scales. Upon lowering these scales, new effective degrees of freedom and collec-

tive behaviors emerge, typically including competing spin, charge and pairing �uctuations. The

dif�culties inherent in treating these competing, scale-dependent phenomena on an equal footing

represent one of the major obstacles to the numerical solution of theoretical models.

The renormalization group (RG) provides a powerful approach to these problems [262, 263,

264, 265, 266]. The characteristic of RG of keeping only the relevant information, as a scale

parameter is reduced, makes it a valuable tool to deal with interacting fermions. In itsexactor

functional("fRG") form, the RG is formulated as an exact functional �ow equation which, as a

function of a continuously decreasing energy scale, provides an effective action description of a

microscopic model [267, 268, 269, 270].

In quantum condensed matter physics the fRG has been used to study model systems such as the

two-dimensional (2D) Hubbard model and its extensions [271, 272, 273, 274, 275, 276, 277, 278,
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279]. Applications of fRG to real materials have thus far remained sporadic, requiring considerable

numerical effort to incorporate realistic band-dispersions, multi-orbital characters and realistic in-

teractions. Successful applications, including the study of SC and competing phases in iron-based

compounds [280, 281, 282, 283], cobaltates [284], doped and twisted-bilayer graphene [285, 286,

287], buckled Dirac semimetals, doped topological insulators [288, 289] and quantum spin liquid

phases in frustrated antiferromagnets [290, 291], show the potential of this approach, but the under-

lying computational complexity suggests a simpli�cation of the fRG approach would be desirable.

In the standard RG procedure [262], say, for a¹4 � nº-dimensionalq4 �eld theory with n-

expansion, the effective action of the theory takes a simple form parametrized by a small number of

coupling constants and the functional �ow equations collapse to a small set of coupled differential

equations describing the �ow of these coupling constants. In contrast, the common formulation

of fermionic fRG keeps track of the entire frequency or momentum dependence of interaction

vertexes during the �ow [274, 270]. Thus, the apparent dimensionality space of "couplings" is

high, although schemes for �nding compressed representations have been investigated [292, 293,

277, 278, 294, 295, 296]. In this paper we present results from a data-driven approach indicating

that this apparent high dimensionality of the vertex function can be illusory, in some cases.

In the context of high-dimensional data, the advent of machine learning (ML) techniques and

data-driven approaches applied to many body quantum physics has triggered enormous interest [1].

ML ideas have been applied so far to several categories of methods for interacting electron sys-

tems, including density functional theory (DFT) [297, 163, 162, 169], the Anderson impurity

model [298], quantum-embedding and dynamical mean �eld theory (DMFT) [141, 299, 300], and

the numerical renormalization group (NRG) [301, 302]. Interacting spins models have also been

studied [3]. In fact, the ability of neural networks to approximate a very large class of functions

promoted the use of deep net architecture as a new numerical tool for solving the quantum many-

body problem.

The essential object in the fRG is the vertex function V¹k1–k2–k3º, whose description, in prin-

ciple, requires the computation and storage of a function of three continuous momentum variables.
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By studying a particular theoretical model, the two dimensionalC� C0� * Hubbard model, believed

relevant for cuprates and wide classes of organic conductors, we show that a lower dimensional

representation can capture the fRG �ow of the apparently high-dimensional vertex functions. To

learn this simpler representation, we use a neural network architecture known as Neural Ordinary

Differential Equations (NODE) [184].

The latent variable space of the NODE provides us with insight into the low-dimensional struc-

ture of the fRG �ow. In order to further investigate the reason for this simplicity, we apply Dynamic

Mode Decomposition (DMD) [303, 304], a complementary dimensionality reduction scheme that

is speci�cally tailored for dynamical systems. We observe that a small number of modes are able

to approximately capture the fRG dynamics of this model. In other words, the key to success of

the method is that the momentum-dependence of the vertex can be approximated by combining a

small number of patterns characteristic of the different competing many-body phases.

Thus our ML approach to fRG achieves what reduced order models [305] wish to accomplish.

However, we do not apply predetermined ansätze or make simplifying approximations, potentially

discarding some relevant information in the vertex function. Instead, we let data guide the choice

of the lower-dimensional representation.

4.2 Hubbard model phase diagram from FRG

The microscopic Hamiltonian we consider is

� = � C
Õ

h8– 9i –B

2y
8–B29–B� C0

Õ

hh8– 9ii –B

2y
8–B29–B̧ *

Õ

8

=8–" =8–# (4.1)

with hopping amplitudesCandC0 between nearest neighboursh�i and next-nearest neighbourshh�ii

on the 2D square lattice, and onsite Coulomb repulsion* . The 2-particle properties of this model

are investigated through the temperature-�ow one-loop fRG scheme [275, 276], where the RG �ow

of V� ¹k1–k2–k3º is
dV�

d�
= V � � L � � V� (4.2)
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