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Abstract

Advances in Integrative Modeling for Proteins: Protein Loop Structure Prediction and NMR

Chemical Shift Prediction

Lichirui Zhang

This thesis encompasses two studies on the application of computational techniques, including

deep learning and physics-based methods, in the exploration of protein structure and dynamics.

In Chapter 1, I will introduce the background knowledge. Chapter 2 describes the development

of a deep learning method for protein loop modeling. We introduce a fast and accurate method for

protein loop structure modeling and refinement using deep learning. This method, which is both

fast and accurate, integrates a protein language model, a graph neural network, and attention-based

modules to predict all-atom protein loop structures from sequences. Its accuracy was validated on

benchmark datasets CASP14 and CAMEO, showing performance comparable to or better than the

state-of-the-art method, AlphaFold2. The model’s robustness against loop structures outside of the

training set was confirmed by testing on datasets after removing high-identity templates and train-

ing set homologs. Moreover, it demonstrated significantly lower computational costs compared

to existing methods. Application of this method in real-world scenarios included predicting anti-

body complementarity-determining regions (CDR) loop structures and refining loop structures in

inexact side-chain environments. The method achieved sub-angstrom or near-angstrom accuracy

for most CDR loops and notably enhanced the quality of many suboptimal loop predictions in in-

exact environments, marking an advancement in protein loop structure prediction and its practical

applications.

Chapter 3 presents a collaborative study that employs nuclear magnetic resonance (NMR)

experiments, molecular dynamics (MD), and hybrid quantum mechanics/molecular mechanics

(QM/MM) calculations to investigate protein conformational dynamics across varying tempera-

tures. NMR chemical shifts provide a sensitive probe of protein structure and dynamics. Predic-

tion of shifts, and therefore interpretation of shifts, particularly for the frequently measured amidic

15N sites, remains a tall challenge. We demonstrate that protein 15N chemical shift prediction from



QM/MM predictions can be improved if conformational variation is included via MD sampling,

focusing on the antibiotic target, E. coli Dihydrofolate reductase (DHFR). Variations of up to 25

ppm in predicted 15N chemical shifts are observed over the trajectory. For solution shifts, the av-

erage of fluctuations on the low picosecond timescale results in a superior prediction to a single

optimal conformation. For low-temperature solid-state measurements, the histogram of predicted

shifts for locally minimized snapshots with specific solvent arrangements sampled from the tra-

jectory explains the heterogeneous linewidths; in other words, the conformations and associated

solvent are ‘frozen out’ at low temperatures and result in inhomogeneously broadened NMR peaks.

We identified conformational degrees of freedom that contribute to chemical shift variation. Back-

bone torsion angles show high amplitude fluctuations during the trajectory on the low picosecond

timescale. For a number of residues, including I60, k varies by up to 60º within a conformational

basin during the MD simulations, despite the fact that I60 (and other sites studied) are in a sec-

ondary structure element and remain well folded during the trajectory. Fluctuations in k appear to

be compensated by other degrees of freedom in the protein, including q of the succeeding residue,

resulting in “rocking” of the amide plane with changes in hydrogen bonding interactions. Good

agreement for both room temperature and low-temperature NMR spectra provides strong support

for the specific approach to conformational averaging of computed chemical shifts.
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Chapter 1: Background

1.1 Proteins and Protein Loops

1.1.1 Proteins

A protein is a large biomolecule essential to all forms of life, comprised of one or more linear

chains of amino acid residues. The sequence of these amino acids determines the protein's three-

dimensional structure and, consequently, its function in the organism. Protein plays a pivotal role

in virtually every cellular process, including enzymatic catalysis, transport, signal transduction,

and structural support. The intricate interplay of structure and function in proteins is a testament

to their evolutionary re�nement and underscores the signi�cance of protein structure.

The structure of a protein can be divided into four hierarchical levels, the primary, secondary,

tertiary, and quaternary structures. The primary structure refers to the linear sequence of amino

acids that make up the protein chain. The secondary structure arises from the regular patterns of

hydrogen bonding between the backbone atoms of the protein chain. Alpha-helices and beta-sheets

are the most common protein secondary structure elements. An alpha-helix is the protein backbone

coils in a right-handed helix, and a beta-sheet consists of extended protein strands lying alongside

each other, with hydrogen bonds forming between adjacent strands. The tertiary structure pertains

to the three-dimensional arrangement of all the atoms within a single protein chain. This level

of structure is shaped by various interactions among the side chains of the amino acids. The

quaternary structure represents the arrangement of multiple protein chains in a protein complex.
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Figure 1.1: Illustration of the four levels of protein structure. Image taken from OpenStax's
Biology 2e, section 3.4.

1.1.2 Protein Loops

A protein loop (or simply “loop” in this thesis) is a segment of a protein chain that lacks

a regular secondary structure such as an alpha-helix or a beta-sheet. These regions connect other

regular secondary structure elements. Loops can vary in length from just a few amino acids to much

longer stretches. Consequently, they are often �exible and can adopt a variety of conformations.

Such �exibility allows them to play critical roles in many biological processes, participating in

enzyme catalysis, antibody-antigen interactions, and drug binding.

Therefore, accurate loop structures can provide valuable insights into protein function, inter-

action, dynamics and structure-based drug design. However, experimentally characterizing loop
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structures is challenging due to their structural �exibility. X-ray crystallography is the predom-

inant experimental method for high-resolution protein structure determination and solved nearly

90% of protein structures in the PDB. In X-ray structures, loop regions are often missing because

electron density is often lacking for �exible regions. According to a paper published in 2015[1],

up to 69% of structures in the Protein Data Bank (PDB) have missing loops. This percentage in-

creases to 80% for structures with a resolution above 2.0 Å. Consequently, people frequently resort

to computational methods to model protein loops.

Computational protein loop modeling has been seen as a local version of the protein structure

prediction task. Protein structure prediction predicts a protein tertiary structure from the sequence.

In contrast, protein loop modeling aims to predict a protein loop structure with a known sequence

and the rest of the protein structure or protein body. Computational protein loop modeling meth-

ods can be crudely categorized as physics-based and deep-learning-based methods, which will be

discussed in detail below.

Figure 1.2: Illustration of important functional roles of protein loops. Figure reproduced from
ref.[2].
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1.2 Physics-based Loop Modeling Methods

Historically, loop modeling was �rst approached with physics-based methods. They can be

categorized into three categories, knowledge-based,ab initio, and hybrid.

Knowledge-based methods rely on the premise that similar local features, such as the structure

of loop �anking residues and target loop amino acid sequences, imply similar loop structures. For

example, DaReUS-Loop[3] identi�es loop candidates by mining the experimental structures in the

Protein Data Bank. Candidates are then �ltered using local conformation pro�le comparison, to-

gether with physico-chemical scoring. ArchPRED[4] uses the secondary structures of the �anking

residues and the relative orientation, along with the number of missing residues, to identify loop

templates. FREAD[5] mines candidate loop fragments by matching the distances between the

alpha-carbon of the �anking residues. LoopIng[6] uses a machine learning model, random forest,

that takes sequence and geometric features as input to select loop templates. SuperLooper2[7]

searches a large structure database that contains all protein segments up to 35 residues from the

PDB to identify fragments matching geometrical criteria between �anking residues.

On the other hand,ab initio methods seek to �nd the lowest-energy loop structure by exploring

the conformational space in the context of the surrounding environment. A notable example is the

Protein Local Optimization Program (PLOP), which was �rst developed in the Friesner research

group at Columbia University nearly two decades ago[8] (2004) and has continued to be improved

for nearly twenty years[9, 10, 11, 12, 13, 14]. The program is integrated into the Schrödinger suite

and widely used in both academia and industry. PLOP exhaustively samples loop backbone torsion

angles and builds up loop residues from both sides of the anchoring residues. The sampling uses

information from the surrounding residues, empirical torsion angle databases, and other empirical

scores to narrow down physically plausible loop candidates. The candidates that cannot meet in the

middle are discarded. Then, the remaining loops are subjected to clustering, �ltering, sidechain

optimization, and minimization. It was reported to be able to accurately predict loop structures

for more than twenty residues and also showed remarkable ability in re�ning loop structures in an
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inexact environment. Another method is Rosetta Next-Generation KIC[15]. It uses an energy func-

tion that incorporates knowledge-based energy terms to guide a robotics-inspired conformational

sampling loop reconstruction algorithm named kinematic closure (KIC) to �ll in the target loop.

Similarly, GalaxyLoop-PS2[16] also uses a hybrid energy function that models loop structures in

inaccurate surrounding environments. While it is not an exhaustive list, other examples include

LOOPY[17], MODERLLER[18], and LEAP[19]. They all share the similar multi-stage process:

conformational sampling, scoring and clustering, and �nal structure re�nement.

Hybrid methods combine the idea of knowledge-based andab initio methods. Many of them

use short protein fragments from structural databases and useab initio techniques to rebuild the

loop. For example, Sphinx[20] identi�es potential fragments that are shorter than the target loop

and adjusts the length to generate loop candidates usingab initio sampling methods. MoMA[21]

employs reinforcement learning to guide the sampling of conformational sampling.

In addition to the loop modeling methods mentioned above, molecular dynamics and Monte

Carlo simulations are utilized to sample the conformational space of a loop. For example, en-

hanced sampling method, such as temperature replica exchange molecular dynamics, is used with

an explicit solvent model and a specially designed force �eld to model loops[22]. Another work

combined local move Monte Carlo and grid-based force �eld to predict loop structures[23].
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Figure 1.3: General work�ow physics-based loop modeling methods. Figure reproduced from
ref.[2].

1.3 Deep Learning and Its Application in Protein Structure Prediction

Recently, deep learning techniques has been employed to predict protein structures, and quickly

become the state-of-the-art method. Considering the loop modeling task is a local version of

protein structure prediction task, in this section, I will �rst provide an overview of deep learning

protein structure prediction methods. Then, I will introduce deep learning methods for protein loop

modeling. Finally, two kinds of deep learning model: protein language model and graph neural

network is introduced, as they play key roles in our method.

1.3.1 Deep Learning

Deep learning is a subset of machine learning algorithms. It is thoroughly reviewed by 2018

Turing Award laureates Yann LeCun, Yoshua Bengio, and Geoffrey Hinton in ref. [24]. A key

distinction between deep learning and traditional machine learning is deep learning's ability to au-

tonomously learn relevant features directly from raw data, rather than relying on manually crafted
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features. Deep learning employs multiple 'layers' to progressively abstract high-level features

from raw input. Each layer, typically performing a non-linear transformation (e.g., a linear trans-

formation followed by a non-linear activation function), contains trainable parameters (weights

and biases) and abstracts its input data into a more re�ned representation. This assembly of layers

forms what is known as a 'neural network'.

Training a neural network involves feeding it numerous examples (training data) where the

correct answers are known. Firstly, a batch of examples are sampled and the network makes

predictions. The error of these predictions from the correct answers is quanti�ed by a loss function.

Then, the gradients of the trainable parameters with respect to the loss function are computed

using the chain rule. This step is known as 'backpropagation'. Finally, using the gradients, the

network's trainable parameters are updated to minimize the loss, through optimization techniques

such as gradient descent. The training process is repeated until the network achieves satisfactory

performance.

Since its inception over sixty years ago, deep learning has experienced �uctuating levels of

popularity, largely in�uenced by the availability of data and computing power. Its resurgence in

the 2010s can be attributed primarily to an increase in data availability and the advent of Graph-

ics Processing Units (GPUs). Deep learning models, which typically possess numerous trainable

parameters (for example, language model GPT-4 has more than 1 trillion trainable parameters),

require substantial data to avoid over�tting. This necessity stems from the curse of dimensionality:

as the dimensionality of input data increases, the data space expands so rapidly that data points

become sparse, hindering the model's ability to discern meaningful patterns. Additionally, deep

learning models are computationally demanding, relying on extensive matrix operations. GPUs,

with their capability for parallel processing, are much more ef�cient for these tasks than traditional

central processing units (CPUs), signi�cantly accelerating the computation.

7



1.3.2 Deep Learning Protein Structure Prediction Methods

Protein structure prediction is one of the most important and long-standing grand challenges in

computational biology. The goal is to predict the three-dimensional structure of a protein from its

amino acid sequence. The endeavor began with Christian B. An�nsen's ribonuclease A refolding

experiments in 1961[25], which indicated that the sequences of protein chains contain the informa-

tion needed to specify fold. After continued efforts for over 60 years, the accuracy of predictions

has been signi�cantly improved, especially after the early 2000s and 2010s. In the early 2000s,

multiple sequence alignments (MSAs) took over the place of templates to become the major input

information as DNA sequences grew explosively ahead of protein structures. Later in the 2010s,

the rise of machine learning/deep learning added the �nal and most important ingredient to the

solution.

Deep learning is well-suited for protein structure prediction. First, the increasing availability

of protein sequences and known structures has provided ample data to train deep learning mod-

els. Second, deep learning architectures, such as convolutional neural networks (CNNs), recurrent

neural networks (RNNs), and Transformers, are designed to capture sequential and spatial patterns.

The capability is exactly what is needed to model the relationship between protein sequences and

structures. Moreover, proteins have hierarchical structures, from primary to quaternary structures.

And deep learning models are adept at learning hierarchical features. Each layer in a deep net-

work captures varying levels of data abstraction, contributing to the �nal prediction. Additionally,

deep learning can effectively integrate diverse information types, including coevolutionary data

and templates, enhancing the overall prediction accuracy.

Before 2020, methods using deep learning for protein structure prediction typically divide the

problem into smaller sub-tasks. First, a deep learning model is trained to predict descriptors that

describe inter-residue geometries, such as alpha-carbon contact maps, beta-carbon distance maps,

and orientation angle maps. These maps are then converted into smooth potentials through gradi-

ent descent and used to reconstruct protein structure models via physics-based methods. A notable

example is AlphaFold[26], which was introduced by DeepMind. In the biannual competition 13th
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Critical Assessment of Protein Structure Prediction (CASP13) held in 2018, AlphaFold achieved

the best performance, with a summed z-score of 52.8 vs 36.6 from the second place. Other exam-

ples include RaptorX[27] and trRosetta[28]. The three methods mentioned above all used CNNs

with residual connections, with input coevolutionary coupling features derived from MSAs. The

underlying idea is the same: the coevolutionary coupling in MSAs suggest spatial closeness in

protein structures.

In 2020, AlphaFold2 (AF2)[29] signi�cantly outperformed competitors and achieved near-

experimental resolution in the CASP14, marking a pivotal advancement in the �eld. The root-

mean-square deviation (RMSD) among prediction and experimental backbone structures is 0.8 Å

vs 2.8 Å from the next competing method. And, AF2 scored 244.0 in summed z-scores compared

with 90.8 for the second place. Shortly after the announcement of AF2, David Baker's research

group at the University of Washington learned the essence of AF2 without seeing the detailed de-

scription of the AF2 algorithm and invented a three-track deep learning model, RoseTTAFold[30],

that achieved similar performance to AF2. The success of RoseTTAFold provides additional evi-

dence the robustness of AF2's approach.

Figure 1.4: AlphaFold2 model architecture. Figure reproduced from ref.[29].

There are several major differences that are attributed to its remarkable performance and dis-

tinguish AF2 from previous methods. First, instead of using secondary features derived from

MSAs, such as position-speci�c scoring matrices (PSSM), AF2 directly uses raw MSAs as its in-

9



put. This approach harnesses more intricate relationships present in the raw data, which might be

overlooked in distilled representations like PSSM. Secondly, AF2 adopts an 'end-to-end' training

methodology, which directly predicts atomic positions rather than intermediate geometric descrip-

tors. This end-to-end approach allows the model to directly learn features pertinent to the �nal

task, minimizing the potential error accumulation common in multi-stage processes, as seen in

predecessors like AlphaFold, RaptorX, and trRosetta. Third, AF2 integrates physical and geomet-

ric constraints inherent to protein structures, such as bond lengths and angles within a residue.

This integration signi�cantly reduces the number of degrees of freedom the model needs to pre-

dict. Finally, AF2 employs several innovative neural network architectures, largely inspired by the

Transformer model[31]. Originally developed for natural language processing in 2017, the Trans-

former architecture has since shown exceptional performance across various domains, including

natural language processing and computer vision[32]. Central to the Transformer's ef�cacy is the

'attention' mechanism, which enables the model to dynamically prioritize different parts of the

input sequence in relation to a speci�c position. This mechanism is particularly good at extracting

co-evolutionary signals from MSAs and identifying residues likely to be in close contact or pivotal

to the protein's structure.

1.3.3 Deep Learning Protein Loop Structure Modeling Methods

Prior to the success of AF2 in 2020, several deep learning methods for protein loop modeling

have been reported. Similar to the protein structure prediction methods developed in the same

period, they typically aimed at predicting the distance map of the target loop. For example, a paper

published in 2017 used a deep generative model to �ll in the loop-related part of a distance map

based on the information about the protein body[33]. The distance map is then used as a guidance

to reconstruct the target loop structure using physics-based methods. In another work published in

the same year, a CNN is used to do the same task[34].

After the emergence of AF2, attention in the protein loop modeling �eld has turned to model

antibody CDR loops. DeepAb[35] utilizes RNN and CNN layers to predict inter-residue geometric
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descriptors, similar to trRosetta, and relies on Rosetta (which a protein modeling suite emerged

from the Baker lab at the University of Washington) to construct a complete CDR structure.

Ablooper[36] is a graph neural network (GNN) model, which predicts the backbone atom coordi-

nates of CDR loop structures in an end-to-end fashion, and needs physics-based tools to postpro-

cess the predicted structure for relaxation and side-chain prediction. NanoNet[37], a CNN model,

was trained to predict the backbone and beta-carbon coordinates from sequences for nanobodies

(single-chain antibodies).

1.3.4 Protein Language Models

Large language models (LLMs) are a type of deep learning model designed to handle and gen-

erate language. At its core, an LLM learns the probabilities of sequences of words so that it can pre-

dict the next word in a sequence, generate coherent text, answer questions, and more. Most recent

LLMs are based on the Transformer model and often contain billions, even trillions of trainable pa-

rameters. Typically during training, the model tries predict the words that are randomly masked out

in a sentence. In this way, the model effectively captures the relationship between words and gen-

erates meaningful word "embeddings". An embedding is a vector representation of a word used as

an intermediate variable in the language model. For example, researchers found that in a language

model, the embeddings of the words "King", "Man", "Woman", and "Queen" have a meaningful re-

lationship4<14338=6¹ 8=6º� 4<14338=6¹"0= º¸ 4<14338=6¹,><0= º � 4<14338=6¹&D44=º

in the embedding vector space[38]. LLM is not only a recent popular research area, its products

also have delivered huge real-world impact. For example, ChatGPT, based on a LLM developed

by OpenAI, became what was then (Nov. 2022) the fastest-growing consumer software application

in history and drew enormous public attention about arti�cial general intelligence.
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Figure 1.5: GPT model architecture developed by OpenAI. Figure reproduced from an online blog
(https://lilianweng.github.io/posts/2019-01-31-lm/).

Protein language models (PLM) is an application of LLMs to protein sequences. Instead of

understanding and generating human languages, these models are designed to understand protein

sequences. In protein sequences, there are patterns that re�ect proteins' structure and function,

given that a protein's structure and function are primarily determined by its sequence. A PLM aims

to learn these patterns and, by extension, understand the underlying relationship between sequences

and protein properties. PLMs are usually also based on the Transformer architecture and trained on

billions of protein sequences by the masked-out training scheme, similar as the way some LLMs are

trained. Trained on abundant protein sequence data, PLMs learn the coevolutionary information,

which is the essence of deep MSAs.

The main application of PLMs is to generate rich-informative amino acid embeddings. In early

deep-learning algorithms for protein structure prediction, amino acids were represented as "one-

hot" vectors. These are vectors �lled with zeros except for a place with one. This means that

all amino acids are represented as vectors that are equally spaced and orthogonal in the vector
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space (latent space). However, this representation is misleading because certain amino acids have

similar structures and properties. For instance, aspartic acid and glutamic acid are negatively

charged under physiological conditions, while arginine, histidine, and lysine are positively charged.

An informative representation should ensure that amino acids that are similar are closer in the

latent space and those dissimilar are more distant. While deep learning models can learn these

embeddings during training, input with a less descriptive one-hot representation of amino acids can

hinder the model's learning capability and decelerate the training process. PLMs, similar to LLMs,

learned to provide such embeddings. These embeddings can be used as the initial representation

of amino acids for a deep-learning model and provide a shortcut for more effective training.

Several recent publications showed the power of PLMs. In protein structure prediction, ESM-

Fold uses a PLM named ESM-2, which was trained on billions of protein sequences. It showed the

capability to predict protein structures rapidly while maintaining accuracy comparable with AF2 in

many cases. HelixFold-Single[39] incorporated a pre-trained PLM and achieved competitive accu-

racy with AF2. Similarly, RGN2[40] employed a PLM and outperformed AF2 and RoseTTAFold

on orphan proteins and designed proteins. PLMs can also be used to design novel, folded and

functional proteins. For example, ProGen[41] (Figure 1.6) was trained on 280 million protein se-

quences from more than 19,000 families and capable of designing novel lysozymes that showed

similar catalytic ef�ciencies as natural ones. In another work, ESM was used to computationally

evolve natural and engineered antibodies and dramatically improved their binding af�nities[42].
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Figure 1.6: Illustration of a large protein language model, ProGen. Figure reproduced from ref.
[41]

1.3.5 Graph Neural Networks

Graph Neural Networks are a class of deep learning architecture designed specially to work

with graph-structured data. Many other neural networks, such as CNNs and RNNs, are not di-

rectly suited for graphs. A graph,� is de�ned as� = ¹+– � º, where V is a set of vertices (or

nodes) and E is a set of edges. Every edge connects two nodes. The primary goal of a GNN is to

generate representations for nodes such that these representations capture the structural and feature

information of the nodes themselves and their local surrounding nodes in the graph.
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Figure 1.7: The general design pipeline for a GNN model. Figure reproduced from ref. [43]

Proteins can be naturally represented as graphs. For example, each residue can be seen as a

node, and the inter-residue spatial relationship can be treated as edges. Therefore, GNNs have been

applied to model proteins in numerous downstream tasks. Examples include predicting protein-

protein interactions [44], evaluating protein docking models[45], etc.
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Chapter 2: Fast and Accurate Protein Loop Structure Prediction Using

Deep Learning

2.1 Introduction

Loops are protein fragments that link two regular secondary structure elements with a �exible

structure. Their inherent structural �exibility allows them to play vital roles in biological pro-

cesses, participating in drug binding, enzyme catalysis, and antibody-antigen interactions. There-

fore, accurate loop structures are essential for understanding these processes and can boost the

effectiveness of structure-based drug design and protein engineering.

However, characterizing loop structures is challenging due to their structural �exibility. X-ray

crystallography is the predominant method for high-resolution protein structure determination and

solved nearly 90% protein structures in the PDB. In X-ray structures, loop regions are often missing

because electron density is often lacking for �exible regions. According to a paper published in

2015[1], up to 69% of structures in the Protein Data Bank (PDB)[46] have missing loops. This

percentage increases to 80% for structures with a resolution above 2.0 Å. Consequently, scientists

frequently resort to computational methods to model protein loops.

Computational protein loop modeling has been seen as a local version of the protein structure

prediction task. Loop modeling methods can be categorized into two categories, knowledge-based

andab initio. Knowledge-based methods rely on the premise that similar local features, such as

the structure of loop �anking residues and loop amino acid sequences, imply similar loop struc-

tures[3, 47, 48, 20, 49]. They are typically fast but the accuracy is limited by the available loop

conformations from known protein structures, especially for longer loops.Ab initio methods seek

to �nd the lowest-energy loop structure by sampling the conformational space in the context of the

surrounding environment[15, 16, 50, 51]. For example, the Protein Local Optimization Program,
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exhaustively samples the backbone torsion angles and can accurately predict loop structures for up

to 20 residues[8, 13]. Although typically more accurate than knowledge-based approaches, they

are computationally intensive and become less effective with longer loops due to the exponentially

expanding conformational space.

In recent years, deep learning has dramatically advanced various �elds, including protein struc-

ture prediction. Before 2020, loop modeling using deep learning was primarily approached as an

image inpainting task. A deep learning model aims to �ll in the incomplete inter-residue distance

map, in which the loop region structural information is unknown. The complete map is then used

as a constraint for physics-based methods to build the loop structure[33, 34]. However, these

approaches often underperformed non-deep-learning-based methods. In 2020, AlphaFold2[29],

a deep learning protein structure prediction model, signi�cantly outperformed competitors and

achieved near-experimental resolution in the 14C� Critical Assessment of Protein Structure Pre-

diction (CASP14)[52], marking a pivotal change in the �eld. Nevertheless, even AlphaFold2

faces challenges in accurate loop modeling, especially when dealing with loops longer than 12

residues or those with scarce evolutionary information[53, 54, 55, 56, 57]. AlphaFold2 identi�es

inter-residue contact relationships from coevolutionary information contained in multiple sequence

alignments (MSAs). While this mechanism excels at predicting regular secondary structures, it

is less reliable for loops, which, by nature, have more varied sequences and/or lack predictable

inter-residue contact patterns. Another limitation is that producing informative MSAs is a lengthy

process that typically takes tens of minutes because it involves searching massive databases with

billions of protein sequences. Despite these limitations for AlphaFold2 in protein loop model-

ing, to the best of our knowledge, there has not been much advancement in �lling this gap. The

few methodologies that were introduced are either for speci�c tasks, such as antibody CDR loop

modeling[36, 58] or remain to be further validated and peer-reviewed[59, 60].

Here we present a deep learning approach to predict protein loop structures from sequences,

taking into account the local environment of the target loop. Instead of using MSAs, our method

leverages a protein language model to encode the evolutionary information from the sequence. A
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graph neural network is employed to capture the loop's surrounding environment. To evaluate our

approach, we benchmarked its performance against three established methods: AlphaFold2, ESM-

Fold[61], and PLOP, using the CASP14 and Continuous Automated Model Evaluation (CAMEO)

datasets[62]. The results show that it outperforms ESMFold and PLOP, rivaling the accuracy of

AlphaFold2. Notably, our model also consistently performs well on previous unseen protein loop

structures. We also investigated the model's potential in re�ning loops in inexact environments.

In terms of runtime, our model is signi�cantly faster than both AlphaFold2 and PLOP. We believe

that our approach paves the way for future advancements in protein loop prediction and re�nement,

whether as a standalone solution or integrated with physics-based techniques.

2.2 Results and Discussion

2.2.1 Accuracy of Predicted Loop Structures

First, we demonstrate the backbone heavy-atom (N,� U, C, O) root-mean-squared-deviation

(RMSD) between the predicted and experimentally determined loop structures. All RMSD values

were measured after superimposing the �ve �anking residues of the loop, as outlined in the Meth-

ods section. On average, our method surpassed other techniques, recording median RMSD of 0.55

Å/0.43 Å on CASP14/CAMEO, respectively (Figure 2.1a). In comparison, AlphaFold2, ESM-

Fold and PLOP records 0.82 Å/0.54 Å, 1.90 Å/0.68 Å and 1.95 Å/1.66 Å on CASP14/CAMEO,

respectively (Table 2.1). PLOP maintains consistent performance across both test datasets, high-

lighting the robustness of this physics-based method. In contrast, deep-learning-based approaches

perform worse on the CASP14 dataset than on the CAMEO dataset, a trend also observed in pre-

vious studies[61, 30]. This trend is likely due to the more challenging CASP14 targets and the

presence of homolog structures in CAMEO. ESMFold exhibits a large performance discrepancy

on the two datasets, similar to the trend in ref.[61]. Although the superposition method we used

might be a factor in this discrepancy, as discussed in the Methods section, further evaluation still

found ESMFold trailing our approach. Even when we assessed ESMFold predictions' RMSDs on

the CASP14 data set after superimposing the target loop region, a process that signi�cantly over-
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estimates performance, ESMFold gives median/average RMSDs of 0.94/1.32 Å. This is still worse

than our method, which has a median/average RMSD of 0.37 Å/0.63 Å after superimposing the

protein body.

Table 2.1: Loop backbone RMSDs (Å) median, average and standard deviation (Std) after super-
imposing loop �anking �ve residues for loops in CASP14/CAMEO targets.

Method Median Average Std

AlphaFold2 0.82/0.54 1.38/0.98 1.85/1.59

ESMFold 1.90/0.68 3.26/1.53 3.40/2.17

PLOP 1.95/1.66 2.30/1.92 1.71/1.36

Ours 0.55/0.43 0.92/0.72 1.09/0.86

Considering the similar aggregate performance between our method and AlphaFold, we delved

deeper into a detailed comparison of their accuracy. The distribution of RMSD versus loop lengths

is illustrated in Figures 2.1b and 2.1c. Our method achieved a sub-angstrom median RMSD for

loops shorter than 10 residues in CASP14 and 14 residues in CAMEO. For these cases, our ap-

proach consistently matches or surpasses AlphaFold2. However, as loop length increases, pre-

diction accuracy declines, consistent with previous studies[8, 9, 10, 11, 12, 13, 14]. While most

predictions remain a median RMSD below 2 Å RMSD, the spread in RMSD values increases, in-

dicating a decline in accuracy with longer loops. Two primary factors contribute to this reduced

accuracy for longer loops. First, the complexity of loop modeling naturally escalates with loop

length, as a loop's degrees of freedom increase exponentially with its length. Second, most of the

training loops are short. The occurrence of loops diminishes with their lengths(Figure 2.1b and

Figure 2.1c). Long loops (over 15 residues) make up only 4% of our training set. Despite our

efforts to upsample long loops during training to counter this disadvantage, their limited diversity

likely hampered the performance of long loop predictions.
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