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Abstract 

Novel Image Acquisition and Reconstruction Methods: Towards Autonomous MRI 

Keerthi Sravan Ravi 

 

Magnetic Resonance Imaging (MR Imaging, or MRI) offers superior soft-tissue contrast 

compared to other medical imaging modalities. However, access to MRI across developing 

countries ranges from prohibitive to scarcely available. The lack of educational facilities and the 

excessive costs involved in imparting technical training have resulted in a lack of skilled human 

resources required to operate MRI systems in developing countries. While diagnostic medical 

imaging improves the utilization of facility-based rural health services and impacts management 

decisions, MRI requires technical expertise to set up the patient, acquire, visualize, and interpret 

data. The availability of such local expertise in underserved geographies is challenging. Inefficient 

workflows and usage of MRI result in challenges related to financial and temporal access in 

countries with higher scanner densities than the global average of υȢσ per million people. MRI is 

routinely employed for neuroimaging and, in particular, for dementia screening. Dementia affected 

υπ million people worldwide in ςπρψ, with an estimated economic impact of US Αρ trillion a year, 

and Alzheimerôs Disease (AD) accounts for up to φπɀψπϷ of dementia cases. However, AD-

imaging using MRI is time-consuming, and protocol optimization to accelerate MR Imaging 

requires local expertise since each pulse sequence involves multiple configurable parameters that 

need optimization for acquisition time, image contrast, and image quality. The lack of this 



 

 

expertise contributes to the highly inefficient utilization of MRI services, diminishing their clinical 

value. 

Augmenting human capabilities can tackle these challenges and standardize the practice. 

Autonomous and time-efficient acquisition, reconstruction, and visualization schemes to 

maximize MRI hardware usage and solutions that reduce reliance on human operation of MRI 

systems could alleviate some of the challenges associated with the requirement/absence of skilled 

human resources. 

We first present a preliminary demonstration of AMRI that simplifies the end-to-end MRI 

workflow of registering the subject, setting up and invoking an imaging session, acquiring and 

reconstructing the data, and visualizing the images. Our initial implementation of AMRI separates 

the required intelligence and user interaction from the acquisition hardware. AMRI performs 

intelligent protocolling and intelligent slice planning. Intelligent protocolling optimizes contrast 

value while satisfying signal-to-noise ratio and acquisition time constraints. We acquired data from 

four healthy volunteers across three experiments that differed in acquisition time constraints. 

AMRI achieved comparable image quality across all experiments despite optimizing for 

acquisition duration, therefore indirectly optimizing for MR Value ï a metric to quantify the value 

of MRI. We believe we have demonstrated the first Autonomous MRI of the brain. We also present 

preliminary results from a deep learning (DL) tool for generating first-read text-based radiological 

reports directly from input brain images. It can potentially alleviate the burden on radiologists who 

experience the seventh-highest levels of burnout among all physicians, according to a ςπρυ 

survey.  

Next, we accelerate the routine brain imaging protocol employed at the Columbia 

University Irving Medical Center and leverage DL methods to boost image quality via image-



 

 

denoising. Since MR physics dictates that the volume of the object being imaged influences the 

amount of signal received, we also demonstrate subject-specific image-denoising. The accelerated 

protocol resulted in a factor of ρȢωτ gain in imaging throughput, translating to a χςȢυρϷ increase 

in MR Value. We also demonstrate that this accelerated protocol can potentially be employed for 

AD imaging. 

Finally, we present ArtifactID ï a DL tool to identify Gibbs ringing in low-field (πȢσφ T) 

and high-field (ρȢυ T and σȢπ T) brain MRI. We train separate binary classification models for 

low-field and high-field data, and visual explanations are generated via the Grad-CAM explainable 

AI method to help develop trust in the modelsô predictions. We also demonstrate detecting motion 

using an accelerometer in a low-field MRI scanner since low-field MRI is prone to artifacts. 

In conclusion, our novel contributions in this work include: i) a software framework to 

demonstrate an initial implementation of autonomous brain imaging; ii) an end-to-end framework 

that leverages intelligent protocolling and DL-based image-denoising that can potentially be 

employed for accelerated AD imaging; and iii) a DL-based tool for automated identification of 

Gibbs ringing artifacts that may interfere with diagnosis at the time of radiological reading. 

We envision AMRI augmenting human expertise to alleviate the challenges associated with 

the scarcity of skilled human resources and contributing to globally accessible MRI. 
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1 Chapter 1: Introduction  

1.1 Overview 

Magnetic Resonance Imaging (MR Imaging, or MRI) is a non-ionizing diagnostic medical 

imaging modality that relies on the simultaneous application of radiofrequency waves and 

magnetic fields for anatomical imaging. It produces excellent soft-tissue contrast compared to 

other medical imaging modalities such as X-Ray and Computed Tomography. The goal of this 

dissertation is to investigate the potential of the application of deep learning (DL) methods to MRI 

to develop Autonomous MRI (AMRI). AMRI is envisioned to improve accessibility to MRI by 

augmenting human expertise in underserved geographies to enable consistent scanner operation.  

The accessibility of MRI as a healthcare service ranges from being prohibitive to scarcely 

available in developing countries [1]. A World Health Organization metric for evaluating the 

geographical accessibility of MRI is scanner density, measured as number of scanner units per 

million people (pmp). As briefly illustrated in Figure 1.1, globally, scanner density is imbalanced 

[2]. India ï the second most populous country (ρȢσς billion) ï has a scanner density of less than ρ 

pmp [3]. Eleven countries in Africa (with populations ranging from πȢχσυ million to φχȢυρ 

million) have no scanners [4]. Lack of educational facilities and/or the high costs involved in 

imparting technical training has resulted in a lack of skilled manpower required to operate MRI 

systems in developing countries [2]. While imaging has been shown to increase the utilization of 

facility-based rural health services and to impact management decisions [2], MRI requires 

technical expertise to setup the patient, acquire, visualize and interpret data. The availability of 

such local expertise in certain geographies such as sub-Saharan Africa (SSA) is challenging [2,4]. 

Most countries in SSA have few or no radiologists, with the majority being deployed in cities and 

metropolitan areas. Therefore, there is a critical, unmet need to make MRI more accessible globally 
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while controlling the cost factors of an MR exam [1]. Inefficient workflows and usage of MRI 

result in challenges related to financial and temporal accesses in countries with higher scanner 

densities than the global average of υȢσ pmp [5]. Overutilization of imaging services is 

acknowledged in the medical industry, primarily driven by financial incentives of the healthcare 

system, defensive medicine and patient expectations, to name a few [6]. óProtocol creepô is an 

example that refers to the practice of performing exams by modifying protocols on a case-by-case 

basis because a standard catalogue of protocols does not exist. This non-uniformity of protocols 

increases drastically when multiple departments function under a single system [7]. This results in 

the subject undergoing exams for longer durations than initially intended and directly translates to 

larger costs to be borne by the subject and/or other stakeholders. 

A unique strength of MRI is the ability to visualize diverse pathologies achieved by the 

flexibility in designing tailored pulse sequences. MRI pulse sequences are a collection of 

radiofrequency and gradient waveforms that are executed on the scanner hardware to acquire raw 

data. Research efforts on pulse sequence design are directed at achieving faster scan times, 

improving tissue contrast, and increasing Signal-to-Noise Ratio (SNR). However, designing pulse 

sequences requires knowledge of specific programming environments depending on the vendor 

hardware (generations) and software (revisions) intended for implementation. 

Typically, MRI researchers program and simulate the pulse sequences on computers and 

execute them on MRI scanners. This typically involves considerable effort, impeding the pace of 

prototyping and therefore research and development. This also hampers multi-site multi-vendor 

studies as it requires researchers to be acquainted with each vendorôs programming environment. 

Furthermore, harmonizing acquisition across MRI vendors will enable reproducible research. 
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The role of autonomous scanners to alleviate these challenges related to serving a large 

population and minimizing MRI related spending is being envisioned (3), and in this work, we 

introduce five milestones on the path to achieving AMRI. These milestones correspond to AMRIôs 

capabilities in augmenting the roles and responsibilities of human expertise across the MRI 

pipeline of pulse sequence and protocol design, image acquisition, image reconstruction, image 

processing, and image interpretation. Inspired by the levels of self-driving stipulated by the Society 

of Automotive Engineers in the automobile industry [8], we refer to these milestones as levels of 

Autonomous MRI (AMRI).  

 

Figure 1.2. Milestones on the path to achieving Autonomous MRI (AMRI), referred to as the 

levels of AMRI. The top row (MR technician) illustrates how AMRI can potentially augment 

the roles and responsibilities via the corresponding mappings in the bottom row, across  the 

levels of autonomy.  

Figure 1.2 illustrates how AMRI can potentially augment the roles and responsibilities of 

the MR technician (top row) via the corresponding mappings in the bottom row across the levels 

of autonomy. Level 0 corresponds to a conventional MRI exam where the MR technician screens 

the subject for MR-unsafe materials, assists the subject onto the scanner bed, registers the subject 

and sets up the MR protocol on the console, performs the data acquisition followed by rapid quality 

assurance (QA) checks, and finally assists the subject in exiting the scanner. Overall, the MRI 
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examination requires the technician to tune the relevant protocol and identify MR image artifacts 

in the acquired data, and in the case of any artifacts, the application of artifact mitigation strategies 

when repeating the data acquisition. The technicianôs poor performance in any of these steps 

results in suboptimal data quality, cascading onto downstream data analyses and radiological 

interpretations, and finally affecting the overall decision making process. This illustrates the 

critical need to augment human expertise at every level in the MRI pipeline. 

Level 1 AMRI leverages intelligent protocolling. This involves generating pulse sequences 

on the fly based on the constraints imposed on the MRI exam or based on the results of the quality 

assurance checks on the data already acquired in the MR exam. Potentially, this also involves 

incorporating a subjectôs medical health history, among other data points, to generate a tailored 

protocol. Level 2 AMRI involves automated QA to perform rapid yet comprehensive inspection 

of the acquired data for undesirable MR image artifacts (such as, but not limited to, Gibbs ringing, 

wrap-around, B0 inhomogeneity, etc.). Potentially, this involves informing the intelligent 

protocolling of identified MR image artifacts. This closed feedback loop will allow employing 

strategies in the repeated acquisition to mitigate the occurrence of the undesirable artifacts. Level 

3 AMRI involves monitoring the patientôs vitals and overall behavior during the MRI exam. If 

anomalies in the vitals are detected, the MRI exam can be terminated. Information collected by 

monitoring the patientôs behavior while inside the scanner can be used in a closed feedback loop 

to inform the ongoing or subsequent data acquisitions. For example, if patient motion is detected 

via the use of motion sensors or RGB cameras during the execution of a pulse sequence, detailed 

information such as the direction and extent of motion can be leveraged by intelligent protocolling 

to modify the pulse sequence on the fly of the in-progress acquisition, or subsequent acquisitions. 
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In Level 4 AMRI, subject screening for MR-unsafe and MR-conditional materials is 

performed automatically, and AMRI handles suitably flagging the subject as safe or unsafe to be 

scanned. In Level 5 autonomy, AMRI can self-deploy automatically, including performing scanner 

hardware calibration and routine maintenance tests. Then, a medical nurse to fulfil the requirement 

of a human in the loop is sufficient, also doubling in their capacity as an empathetic assistant. 

1.2 Research outline 

This work describes the application of DL methods to demonstrate proof of concepts of 

levels 1 and 2 AMRI. We envisage AMRI as the realization of multiple tools and software that 

make up the óIntelligent MR frameworkô, or imr-framework, as we refer to it. A majority of the 

work described in this dissertation are available as individual code repositories on GitHub [9].  

Chapter 2 presents a preliminary implementation of imr-framework to realize an AMRI 

scanner that can respond to voice inputs to execute a brain screen protocol whilst satisfying the 

imposed acquisition time constraint. Our rationale for incorporating speech as the primary mode 

of interaction is as follows. Being the most natural form of human communication, speech can 

markedly lower the accessibility barrier when interacting with computer systems. Furthermore, 

significant developments in DL and natural language processing in the past decade have catapulted 

automatic speech recognition (ASR) to be capable of speech transcriptions across ρππ languages 

[10] that rival human accuracy [11], with further developments enabling near-real time 

performance. The AMRI setup is partitioned into three components that are distinctly responsible 

for their respective tasks: the user node for initiating and viewing the results of MR exams, the 

cloud for MR image reconstructions, and the MRI scanner for data acquisitions. The cloud is also 

responsible for performing Intelligent Slice Planning based on a custom localizerôs acquisition, 

and Intelligent Protocolling on custom pulse sequences. This setup potentially enables seamless 
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upgrades of any functionality via hot swapping of only the relevant component, thereby not 

affecting the rest of the AMRI setup. This tri-partite setup also enables Autonomous MRI ï Scanner 

as an Online Service (AMRI-SOS) which was also implemented in this research work, to further 

lowers accessibility barriers in research settings. 

Chapter 3 describes an extension of Intelligent Protocolling for vendor-provided pulse 

sequences, referred to as AMRI-IP, to accelerate a routine brain imaging protocol that is employed 

at the Columbia University Irving Medical Center. The premise for AMRI-IP is to trade-off 

acquisition duration for image quality, which is recovered post-acquisition using DL denoising. 

Accelerated imaging is a widespread requirement across imaging modalities and anatomies, and 

in MRI in particular, since it is an inherently slower imaging modality in comparison to CT or X-

ray. The comfort of the subject (and the overall user experience) depends on the duration of the 

imaging session. Subsequently, this directly relates to the level- and ease of cooperation during the 

course of the acquisition, which dictate the occurrence of subject-related image artifacts, such as 

motion. Therefore, the speed of the data acquisition relates to the incidence of subject-related 

image artifacts. Accelerated imaging is also critical for pediatric imaging since cooperation levels 

are inherently low in pediatric populations. Next, we investigate the performance of subject-

specific DL denoising models since MR physics dictates that image quality, as measured by signal-

to-noise ratio (SNR), is subject-dependent. Further, we hypothesize that this accelerated 

acquisition can be employed to screen for Alzheimerôs Disease (AD), which is the most prevalent 

form of Dementia [12], based on volumetric measurements of AD-relevant anatomies 

(hippocampus and amygdala) from Ὕw data, which are reliable biomarkers that identify the onset 

of AD. 
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The occurrence of the aforementioned image artifacts, among others, hinder the diagnostic 

decision making processes since they may be confused with pathology [13]. In the conventional 

MR examination workflow, the MR technician inspects the data of the most recently concluded 

acquisition for artifacts while the next acquisition is in progress. The technician devises mitigation 

strategies on-the-fly and repeats the acquisition in case any undesirable artifacts are identified. 

This is especially tedious since the process has to be repeated for every sequence in the protocol, 

and during every MR exam. DL methods are well positioned to alleviate this burden by 

automatically performing this rapid, yet comprehensive, quality assurance check. Chapter 4 

presents ArtifactID ï a binary classification DL tool to automatically identify the Gibbs ringing 

artifact in low-field and high field sagittal T1w brain MR images. ArtifactID can potentially be 

incorporated inline into the AMRI closed feedback loop in a manner, similar to how the MR 

technician repeats an acquisition to mitigate the occurrence of the undesirable artifacts. 

All the developments described in the following chapters were implemented de novo, unless 

otherwise specified. In summary, the novel contributions of this work are: 

1. The imr-framework software that implements Intelligent Slice Planning and Intelligent 

Protocolling for custom pulse sequences to enable an end-to-end autonomous brain 

imaging workflow for consistent scanner operation irrespective of the imposed acquisition 

time constraint. The imr-framework software also enables transforming a commercial MRI 

scanner into an online service (AMRI-SOS). 

2. An extension of Intelligent Protocolling for vendor-provided sequences to accelerate a 

routine brain imaging protocol employed at our medical center. Here, image quality is 

traded-off for acquisition duration, which is recovered post-acquisition using DL 

denoising. Further, subject-specific denoising models are trained since SNR is subject-
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dependent. The accelerated imaging protocol achieves a ρȢωτx gain in imaging throughput 

and we also demonstrate a potential to employ this protocol for AD-imaging. 

3. Binary classification models for identifying Gibbs ringing artifacts in sagittal T1w low-

field and high-field brain MRI. Grad-CAM heatmaps are generated to localize the 

occurrence of the artifact and to also help radiologists develop trust in the modelsô 

predictions. 
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2 Chapter 2: Consistent Scanner Operation 

 in Settings Lacking Human Expertise 

2.1 Introduction  

MRI is prohibitively expensive and therefore access to the technology is skewed globally. 

Although there are approximately only υȢσ MRI scanners per million people globally [1], the 

United States alone has σχȢφ, while low-income countries have 0.1 [1]. The annual wastage in 

healthcare spending in the United States is χππ billion USD, with imaging diagnostics being 

responsible for at least ρςυɀςππ billion USD [6]. Further, skilled expertise is required at every 

step of an MR examination, from setting up the imaging session and performing the data 

acquisition, to monitoring subject vitals throughout the examination and performing rapid quality 

assurance checks on the acquired data before the session concludes and the subject exits the 

scanner. 

Augmenting human capabilities can tackle these challenges and standardize the practice. 

Autonomous and time-efficient acquisition, reconstruction and visualization schemes to maximize 

MR hardware usage and solutions that reduce reliance on human operation of MR systems could 

alleviate some of the challenges associated with the requirement/absence of skilled human 

resource [2,14,15]. Rubin et al. state that managing costs in addition to improving quality and 

outcomes is critical to maximizing the value of an imaging service [16]. This motivation is well 

captured by the definition of MR value ï defined as the ratio of actionable diagnostic information 

to the costs incurred (including the time involved in acquiring that information) [17]. 

In this work, we present methods to transform existing scanners into an Intelligent Physical 

System (IPS). An IPS is characterized by cognizance, taskability, ethicality, adaptability and its 

ability to reflect, and is capable of performing its task with minimal or no human intervention [18]. 
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Second, a Look Up Table (LUT) is introduced for intelligent protocolling, which involves 

modifying pulse sequence parameters to satisfy acquisition constraints. We leverage the Python-

based, open-source, and vendor-agnostic pulse sequence design framework PyPulseq, for 

sequence implementations. PyPulseq is aimed at MRI researchers focusing on pulse sequence 

design, image reconstruction, and MRI physics. We also envisage PyPulseq to be utilized for 

replicability and reproducibility studies such as those for functional MRI (multi-site, multi-

vendor). Beginners can get started with the bundled example pulse sequences, and advanced users 

can import the appropriate packages to construct and deploy custom pulse sequences. PyPulseq 

can also serve as a hands-on teaching aid for MRI faculty and students. Next, intelligent slice 

planning is implemented using a neural network to perform automatic landmarking. Finally, the 

óSitrepô file standard for communication and recording flow of data and control between AMRI 

components is introduced. The entire procedure of performing an MR exam is autonomous and 

thus enables a check on the ótable timeô. By optimizing for table time, AMRI therefore indirectly 

maximizes MR value. An AMRI user does not require any technical knowledge to perform an 

MRI exam. This is significantly different to a remote exam that would require the presence of a 

well-trained MR technician or radiologist at a different site, and therefore AMRI mitigates the 

demand for skilled manpower. 

2.2 Related work 

2.2.1 Vendor-agnostic Pulse Sequence Development 

Open-source tools such as Pulseq [19] have been developed to mitigate these challenges. This 

framework enables design of pulse sequences in MATLAB (The Mathworks Inc., MA) 

programming environment and interface the sequences to vendor specific interpreters for rapid 

translation. Currently, Pulseq can run on three vendor hardware platforms. The Pulseq toolbox (at 
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the time) still requires low-level coding and does not include any User Interface (UI) 

implementations of its own. However, one could leverage the UI based approach using JEMRIS 

[20] and Pulseq. Alternatively, several other pulse sequence design tools such as SIMRI simulator 

[21], and SpinBench are available. The unique benefit of Pulseq over these simulators is its ability 

to translate the sequence rapidly to vendor hardware. Sequence development tools such as ODIN 

[22] and SequenceTree [23] have been reported that provide both a user-interactive design/visual 

environment and an option to export the sequence through specific files. The ó.seqô file format 

introduced in Pulseq is a novel way to capture a pulse sequence as plain text. The file format was 

designed with the following design criteria in mind: human-readable, easily parsable, vendor 

independent, compact and low-level. Currently, interpreters for Siemens, GE and Bruker hardware 

are available. 

2.2.2 Intelligent - Protocolling and Slice Planning 

Multiple studies have been directed toward intelligent slice planning [24] and protocol 

optimization to reduce the complexity and burden of performing an MRI exam on the technician. 

Yang et al. [25] perform automatic slice prescription for brain using a neural network. Soltanian-

Zadeh et al. [26] optimize pulse sequence parameters specifically for eigenimage filtering. Vista.ai 

[27] and Galen MRI [28] offer commercial cardiac and one button scan packages respectively. 

However, to the best of our knowledge, these studies do not provide intelligent protocolling. 

2.3 Methods 

All AMRI features were implemented in Python 3.6 [29] and related open-source libraries. 

The volunteer study was approved by the local institutional review board. AMRI operates in two 

modes: (i) standard mode ï where the óuserô was any MR safety aware hospital worker (nurse, for 

example) administering the scan; (ii) self-administered mode ï where the óuserô was any MRI 
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safety aware subject intending to undergo the exam. A concept video explaining this workflow is 

available on YouTube [30]. 

2.3.1 AMRI Setup 

 

Figure 2.1. AMRI setup enabled by imr -framework . The setup consists of three components: 

the user node, cloud, and the scanner. The user node is the device the user interacts with to 

initiate MR exams and to view results. The cloud hosts sufficient compute capacity and 

storage to perform intelligent - protocolling and slice planning and reconstruct images. The 

scanner is the actual MRI scanner.  

The AMRI setup consisted of three components: user node, cloud and scanner (Figure 2.1). 

This tri-partite setup allowed for a logical partitioning of functionalities. The user node was any 

smart device that interacts with the user via one or more input modalities. Examples of such input 

modalities could be interacting via voice (this work), keyboard input, a web form, integration with 

health information systems, etc. The cloud was any system with significant compute and storage 

to primarily perform compute-intensive functions and host the knowledgebase. It chose acquisition 

parameters that produced the best contrast whilst meeting SNR and acquisition time criteria 

(described below) to generate pulse sequences for each scan. It also communicated the user's 

commands to the scanner and informed the user about scan progress. The scanner was tasked with 

acquiring raw data from the subject based on the instructions from the cloud. It awaited commands 

from the cloud and automated the UI operation on the scanner console to initiate MR acquisitions. 
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Figure 2.2. AMRI exam flowchart. A typical AMRI exam includes generating the Look Up 

Table (LUT), performing Intelligent Slice Planning (ISP) and consulting the LUT to optimize 

the sequences in the brain screen protocol. The LUT is populated with pulse sequence 

parameters and signal intensity values derived from standard Gradient Recalled Echo and 

Spin Echo signal intensity equations. ISP is performed by leveraging a single hidden -layer 

neural network to predict the slice position of the input axial brain image. Star ting with the 

localizer, the noise measured from each scan is utilized to validate the sequences in the 

protocol to determine if the SNR and time constraints are satisfied.  

AMRI morphs the scanner from conventionally being a sophisticated system requiring 

complex operations (such as slice planning, protocol edits based on SNR, contrast, image 

visualization, etc.) into only a data sensor. Figure 2.2 illustrates the flow of operation in a typical 

AMRI scan. 

2.3.2 Intelligent Slice Planning 

Slice planning was treated as a multi-class classification problem requiring rapid prototyping 

and inference. An ELM [31] is a single hidden-layer feedforward neural network that is 

significantly faster than a traditional feedforward neural network. It demonstrates good 

generalization performance because it converges on the smallest training error with the smallest 

norm of weights [32]. The only tunable hyperparameter is the number of nodes and this results in 

faster prototyping. We chose to implement slice planning using an ELM because of this 
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combination of good generalization performance, fast learning speed, low memory consumption 

and easy hyperparameter tuning. The multi-class classification problem was designed as follows 

(Figure 2.3): the training dataset consisted of pairs of in-vivo axial brain images and their 

corresponding slice positions in a brain volume. The trained ELM predicted a slice position 

(output) of a previously unseen axial brain image (input) during testing. This was used to determine 

the distance to the chosen landmark as offsets to the radio frequency pulse. In-vivo axial volume 

data from one human brain was acquired using a standard Gradient Recalled Echo (GRE) sequence 

to generate the training dataset. The same pulse sequence was also used as the custom localizer at 

the beginning of every AMRI exam. The acquisition parameters were: TE/TR = ψ ms/ρυ ms, flip 

angle = υφȢχЈ, slice thickness = υ mm, FOV = ςςπ mm and matrix size = σςσς. Numpy [33] 

and Scipy [34] libraries were used to augment the dataset to consist of υτωπ samples. First, the 

acquired slices were rotation-augmented from σπЈ to σπЈ in steps of ρЈ utilizing a bilinear 

interpolator. This dataset was then replicated three times and noise derived from a uniform 

distribution scaled by σϷ was added. Each data sample was reshaped into a row vector and 

thresholded to the noise computed earlier. Each row vector was zero-padded to ensure each sample 

in the dataset was consistently ρπςτ samples long. The data set was split ωπϷɀρπϷ for training 

and validation. Since the custom localizer acquired σςσς axial images, we implemented an 

ELM consisting of ρπςτ nodes activated by a sigmoid function and minimized categorical cross-

entropy loss.  
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Figure 2.3. Implementation of Intelligent Slice Planning (ISP). (a) ISP was treated as a multi -

class classification problem using an Extreme Learning Machine (ELM). (b) The ELM is 

trained on pairs of in -vivo axial brain images and their corresponding slice positions i n the 

axial brain volume. The trained ELM is then tasked with predicting the slice position of a 

previously unseen in -vivo axial brain image, which is then used to determine the radio 

frequency offsets for slice planning.  

The ELM was trained to achieve a validation accuracy of ψχȢυϷ in less than sixty seconds 

on a 2.5 GHz Intel Core i7, AMD Radeon R9 M370X 2GB Apple MacBook Pro (Apple Inc., 

Cupertino, USA). The slice offset predicted by the ELM was multiplied by the slice-thickness to 

derive the radiofrequency (RF) offset. This RF offset was utilized to design the pulse sequences 

for the subsequent scans. 

2.3.3 Intelligent Protocolling 

Look Up Tables (LUT) were constructed to accomplish intelligent pulse sequence parameter 

tuning and adhering to acquisition time constraints (Ὕ ). All pulse sequences were implemented 
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using the Python-based, open-source, and vendor-agnostic PyPulseq pulse sequence design 

library, which we introduced in prior works [35ï37]. 

One LUT each for the T1, T2 and T2* tissue contrasts was generated. They contained 

exhaustive combinations of ranges of repetition time (TR), echo time (TE) and flip angle (FA) 

acquisition parameters based on GRE and SE signal equations [38,39]. These ranges for each of 

these acquisition parameters were chosen such that the resulting images did not deviate 

significantly from the desired contrasts. It also contained acquisition times (Ὕ ), brain matter 

signal intensities and contrast values analytically computed for each combination of these 

parameters. Signal intensities of grey, white and CSF matters were computed as per the standard 

spoiled-GRE signal intensity equation for each combination, and contrast values were computed 

as the absolute differences in signal intensities between the appropriate brain matters. The 

differences were: grey matter from white matter for T1, white matter from grey matter for T2 and 

grey matter from CSF for T2* contrasts. Each LUT was sorted in descending order by contrast 

value. A noise value was computed from the acquisition after each scan. Four ρπρπ corner 

patches of the σςσς image reconstruction from the ISP acquisition were averaged and 

multiplied by ρȢςυ to obtain the noise threshold value. This was performed for robustness to 

include any additional noise components during subsequent pulse sequences. This noise value was 

used to compute SNR values for each combination of parameters and appended to the LUT. The 

noise value was computed from the ISP acquisition for the first scan in the protocol. A SNR of 10 

dB implies that the signal is approximately three times stronger than the interfering noise. 

However, an SNR threshold of ρπ dB was not achievable with the TR, TE and FA acquisition 

parameters available in the LUT. Hence, we empirically chose a threshold of ω dB for the SNR 

criterion. The standard AMRI exam involved searching the LUTs to derive the best combination 
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of pulse sequence design parameters for each exam that satisfied the acquisition time constraint 

(Ὕ ) and the SNR criterion. The first row of each LUT containing the combination of parameters 

(TE, TR, FA) producing the best tissue contrasts was chosen at the beginning of the search. If the 

SNR criterion was met in all three cases, their corresponding acquisition times (Ὕ ) were 

summed, and the exam proceeded if the cumulative acquisition time met the time constraint 

ВὝ   Ὕ ). Otherwise, the LUTs for T2 and T2* contrasts were alternatively traversed to 

derive combinations of parameters producing the next-best tissue contrasts while also meeting the 

SNR criterion. Subsequently, the exam proceeded only if the new cumulative acquisition time 

satisfied the time constraint ВὝ   Ὕ  ). If the LUT was exhausted while attempting to 

derive a combination of parameters that met all criteria, AMRI relaxed the acquisition time 

constraint by ρυ s increments (Ὕ ρυ). The LUT was then re-populated and the search was 

repeated after each increment. The SNR values in the LUTs were updated with noise computed 

from the image reconstructions of the most-recent acquisition after each scan. 

2.3.4 PyPulseq for Open-source and Vendor-agnostic Pulse Sequence Design 

The initial implementation of PyPulseq, originally referred to as Pulseq-GPI [36], was a 

Python translation of the Pulseq library [19], which was subsequently interfaced with Graphical 

Programming Interface (GPI) software [40]. GPI enabled users to design pulse sequences by 

visually assembling UI blocks in GPI and finally exporting the sequence onto the ó.seqô file format. 

However, UI-based design severely restricted the complexity of the pulse sequences that could be 

designed. Subsequent iterations dropped GPI support and only allowed sequence development via 

Python programming. 
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2.3.5 Sitrep File Standard for Communication 

We propose the Sitrep file standard for communication between the user node, cloud and 

scanner. Borrowed from military parlance, it is short for ósituation reportô [41]. Sitrep contains 

identifying information and records the sequence of events during an autonomous MR exam as 

key-value pairs. The key identifies the event, and the value indicates the state of the event. The 

vendor-agnostic and open source Pulseq [19,36] file standard (ó.seqô) was leveraged by the cloud 

to configure pulse sequences based on the parameters derived from the LUT. The sequences were 

automatically generated by parameterized function calls to PyPulseq scripts [35]. The scanner 

executed these ó.seqô files at the time of data acquisition. 

2.3.6 Experiments 

In our demonstrations, the user node was an Apple MacBook Pro, the cloud was an Apple 

iMac Pro, and the scanner was a Siemens Prisma 3.0 T scanner (Siemens Medical Solutions, 

Malvern, PA). The user node and cloud were connected via the Internet, while the cloud and 

scanner were connected via a local area network. Three experiments were designed and performed 

on four subjects to demonstrate AMRI's cognizance, taskability, adaptability, ethicality and the 

capacity to reflect (requirements to qualify as an IPS [18]). All the experiments involved acquiring 

three slices. The experiments differed in the imposed acquisition time constraints (expressed in 

minutes: seconds). After every experiment, the patient table position was reset but the patient was 

not repositioned. The first experiment (#1, ςςȡσπ) was designed to demonstrate a scenario in 

which AMRI could utilize acquisition parameters producing the best contrast while meeting the 

SNR constraint (corresponding to the óbestô choice of parameters). Experiment #2 (ρσȡσπ) was 

designed to require AMRI to consult the LUT to derive a combination of parameters that met the 

two criteria. Experiment #3 (ρρȡσπ) was designed to force a situation wherein the LUT was 
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exhausted in attempting to derive a combination of parameters that met both the SNR criterion and 

the time constraint. Therefore, AMRI needed to relax the time constraint in increments of ρυ s 

until it derived a choice of parameters meeting the criteria. This experiment was designed to 

demonstrate cognizance: the system is aware of not meeting the prescribed requirements and 

attempts to derive a set of working parameters by relaxing a certain condition. Experiment #1 was 

considered to be the internal control, as the sequences implemented were based on PyPulseq [35] 

and a vendor-specific interpreter module. Table time was defined as the time spent by the subject 

in the scanner, inclusive of the communication overheads between the user node, cloud and scanner 

and the time spent registering the subject. 

2.3.7 Data Analysis 

SNR analysis was performed by taking the ratio of mean signal intensity from the brain 

images to noise averaged from four ς ς voxel corner patches. The T1, T2 and T2* contrast images 

were referenced to hand-drawn region-of-interest (ROI) masks for white matter, grey matter and 

CSF respectively. Tissue matter contrast analysis was performed using these ROI masks to 

compute absolute differences in signal intensities between white and grey matter (T1 and T2) and 

CSF and grey matter (T2*). The theoretical maximum and minimum were computed as the ratios 

of maximum contrast to the smallest acquisition time and minimum contrast to largest acquisition 

time. MR value for each experiment was calculated as the ratio of cumulative theoretical contrast 

values (across T1, T2, T2*) to the cumulative acquisition time (ВὝ ). 
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2.4 Results 

 

Figure 2.4. Image reconstruction of the three slices acquired across three experi ments from 

one subject. Experiments #1, #2 and #3 are highlighted by green, orange and red bounding 

boxes respectively (a)-(c) Reconstructions of data acquired in experiments one, two and three 

with acquisition time constraints of ȡ , ȡ  and ȡ  respectively. In experiment #3, 

the time constraint was relaxed to ȡ  to meet SNR criterion. Reconstructions are 

representative of the quality of data acquired from remaining three subjects.  

PyPulseq was entirely developed in Python, and this has multiple advantages. Firstly, unlike 

existing C++ frameworks such as ODIN [22] and SequenceTree [23], PyPulseq does not require 

any compilation of the pulse sequence scripts. Secondly, it does not involve any licensing fees that 

are otherwise associated with other scientific research platforms such as MATLAB. Thirdly, there 

has been a proliferation of deep learning projects developed in Python in recent years. These 

advantages allow PyPulseq to be integrated with projects related to various stages of the MRI 

pipeline. For example - deep learning techniques for acquisition and related downstream 

reconstruction. Finally, the standard Python package manager ï PyPI ï enables convenient 

installation on multiple OS platforms. These Python-derived benefits ensure that PyPulseq can 

reach a wider audience. 
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Figure 2.4 shows the image reconstructions of a representative data set across the three 

experiments. Figure 2.4(bïd) are state diagrams that show the activation instants of the user node, 

cloud and scanner across the three experiments. Experiments one, two and three are color-coded 

as green, orange and red respectively. The first instance of activation is when the user node requests 

the cloud for an encryption key once the user begins registering the subject at the user node. The 

back-and-forth communication between the three AMRI components are marked (in line with the 

steps shown in Figure 2.2), and the experiments end with the user viewing the reconstructed images 

on the user node. The acquisition times (minutes: seconds) for experiments #1 (control) and #2 

totaled ςςȡπτ and ρσȡςφ, and the table times were ςψȡρφ and ρωȡυρ respectively. Experiment #2 

was ςωȢχχϷ faster than the control. In experiment #3, the time constraint was relaxed from ρρȡσπ 

to ρςȡππ, and the user's consent was requested to proceed with the modified time constraint. The 

acquisition time was ρρȡυφ and the table time was ρψȡτυ. Comparing table times, experiment #3 

was σσȢφφϷ faster than the control, and υȢυτϷ faster than experiment #2. Table 1 lists the contrast 

values, SNR and acquisition time for the three experiments and three contrasts. Experiments #2 

and #3 preserve contrasts similar to control (contrast column means in Table 2-1). Experiment #3 

shows the highest standard deviation compared to control, as is expected due to significant 

reduction in acquisition time. The SNR values achieved for each contrast across experiments have 

small standard deviations compared to the mean (SNR column means in Table 2-1). The SNR 

values achieved across the experiments have larger standard deviations because the T1 contrast 

produced comparatively smaller SNR. 
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Table 2-1. Quantitative analysis of image reconstructions from three experiments across four 

subjects. Experiment #3 was Ϸ faster than experiment #1 and produced an SNR of Ȣ

Ȣ  dB versus Ȣ Ȣ  dB. Experiment #3 achieved the highest MR value of 

Ȣ  . In this work, MR value is defined as the ratio of actionable diagnostic 

information to acquisition time; in this work we derive MR value as the ratio of sum of all 

achieved contrast values to the corresponding experiment's acquisition time ( Tacq). Currently, 

MR value is defined on an arbitrary scale. Experiment 3 required AMRI to relax the 

acquisition time constraint ( Tmax) by  s, resulting in a new Tmax of ȡ . Experiments #1, #2 

and #3 are marked by their respective colors from  Figure 2.4. 

 

Table 2-1 also presents MR value computed for the three experiments. Experiment #3 

achieves the highest MR value as a result of achieving similar SNR and contrast values while being 

33.66% and 5.54% faster than the control and experiment #2 respectively (table time). This 

demonstrates that AMRI was able to intelligently optimize the protocol to minimize the acquisition 

time without sacrificing SNR.  
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Figure 2.5. Autonomous MRI component -activity timing diagrams. (a) Time spent in 

seconds by each component for the three experiments. Time spent at: user node comprises 

subject registration; cloud includes intelligent pulse sequence design and reconstruction of 

raw data; scanner comprises acquiring raw data. The dotted lines indicate the acquisition 

times for each experiment (b) -(d) Activations of the user node, cloud and scanner at different 

time instants for the three experiments for one subject. Experiments #1, #2  and #3 are color-

coded as green, orange and red respectively. The first activation is the initiation of the 

registration process at the user node, and the last activation is the cloud uploading the last 

slice of the last performed scan. The intermediate s teps can be referenced from Figure 2.2. 

We observe that ISP achieves similar slices in each of the three experiments even though the 

position of the patient table was reset at the end of each experiment. This shows the slice offsets 

from the desired slice location computed by the ELM was different for each of the three 

experiments (σπ, συ, ςυ) due to different subject positioning whereas the resulting slices in 

each experiment were similar. Figure 2.5a depicts the cumulative time spent at each component 
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for each of the three experiments. Experiment #3 required the least acquisition time, and this is 

reflected by the shortest scanner bar across the experiments. The user node and cloud bars have 

similar heights indicating that the table times were primarily affected by the acquisition times. 

Figure 2.5(bïd) are state diagrams that show the activation instants of the user node, cloud and 

scanner across the three experiments. The first instance of activation is when the user node requests 

the cloud for an encryption key once the user begins registering the subject at the user node. 

Experiment #3 required obtaining the user's consent to proceed with modified working parameters; 

this additional interaction with the user node can be observed as the fourth transition between the 

scanner and the user node in Figure 2.5(d). 

2.5 Discussion 

The advent of the Transformer architecture [42] has heralded the rise of large language 

models (LLMs) that are pre-trained on massive corpuses of data and are therefore capable of 

unmatched performance at a multitude of language-based tasks such as translation, 

autocompletion, question answering, summarizing, sentiment analysis, content generation, etc. 

Since Python is the primary language for deep learning development (and therefore, LLMs), 

PyPulseq is well-positioned to plug-in into this ecosystem of LLMs. We performed a preliminary 

experiment to investigate if the popular GPT-4 LLM [43] can assist with pulse sequence 

implementations in PyPulseq. The experiment is valid since the entire PyPulseq source code is 

publicly available on GitHub and it is widely known that GPT-4 was trained on public repositories 

on the Internet. Figure 2.6 presents the GPT-4 prompt to generate PyPulseq code for a basic 

Gradient Echo sequence (top) and the response (below). 
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Figure 2.6. Large language models like GPT -4 can potentially turbo -charge PSD to generate 

pulse sequences that maximize acquisition contrast, balance timings in an existing sequence, 

etc. Here, GPT-4 is prompted to generate PyPulseq code for a basic Gradient Recalled Echo 

sequence. 

AMRI's features are assembled in a novel way that automates the acquisition workflow and 

transforms a standard MR system into an intelligent scanner. We developed a custom slice 

planning tool because the vendor-provided feature was not compatible with the PyPulseq pulse 

sequence programming framework. In this work, we implement MR value as the ratio of 

theoretical contrast value to the acquisition time. During a standard AMRI exam, the LUTs were 

sorted in descending order of contrast values, and the acquisition parameters (TE, TR, FA) were 
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chosen so as to satisfy the SNR and time criteria. In this way, AMRI indirectly optimized each 

MR exam for MR value. Figure 2.5a depicts the cumulative time spent by each AMRI component 

during the course of an autonomous MR exam. Figure 2.5(bïd) are activity timing diagrams for 

experiments #1ï3. Each node indicates a particular step in the AMRI exam, and the number of 

seconds spent is indicated next to each node. It can be observed that the most amount of time is 

spent by the scanner as is desirable (Figure 2.5). All experiments incur an average communication 

overhead of σςȢσςϷ of the total performance time. This can be attributed to the delays incurred in 

automating the GUI and the length of the file-check intervals when receiving acquired raw data 

from the scanner. The times indicated in Figure 2.5(bïd) are inclusive of communication 

overheads. The current implementation chooses pulse sequence parameters with highest 

theoretical contrast values subject to SNR and time constraints. However, it is trivial to modify the 

LUT to optimize for another metric while constraining the remaining parameters. For example, 

AMRI can be easily modified to optimize SNR subject to contrast and time constraints. Finally, 

AMRI enables multiple scenarios to provide MRI as an accessible service (Figure 2.8). 

2.5.1 AMRI as an Intelligent Physical System 

In accordance with the definition of an Intelligent Physical System (IPS) [18], a cognizant 

MR scanner must be aware of its capabilities and limitations in performing exams and protocols. 

A taskable MR scanner must be able to interact with the user via one or more input modalities 

(voice/text/gestures etc.) and interpret possibly high-level and vague instructions. In this work, 

AMRI was designed to be cognizant of conforming to Signal to Noise Ratio (SNR) and time 

constraints. As demonstrated in experiment 3, AMRI was aware of not being able to meet the SNR 

criterion within the imposed acquisition time constraint. Therefore, it relaxed the time constraint 

in steps of 15 s until it could satisfy the SNR and acquisition time criteria. 
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Figure 2.7. Autonomous MRI (AMRI) as an Intelligent Physical System (IPS). An IPS is 

characterized as being cognizant, taskable, ethical, adaptive and reflective. AMRI transforms 

a standard scanner into an IPS capable of autonomous operation or with minimal human 

inte rvention , as follows. Cognizant: conforms to SNR and time constraints. Taskable: subject 

registration via voice interaction. Ethical: mask ing  the subject's name with a unique ID  and 

encrypt ing  subject information. Adaptable: request ing  the user to clarif y misinterpreted 

voice commands. Reflective: intelligent slice planning and protocolling.  

The system subsequently demonstrated taskability by requesting the user's approval to 

proceed with the working parameters. Also, AMRI registers subject information via voice 

interaction with the user and translates that information to influence its subsequent actions related 

to acquisition. An MR scanner is ethical if it complies with prevailing societal and legal rules and 

frameworks. As an example, AMRI masks the subject's name with a unique ID and encrypts the 

subject's registration information before uploading it to the cloud for patient privacy. It also 

leverages a Health Insurance Portability and Accountability Act (HIPAA, [44]) compliant speech-

to-text library to perform the voice interaction. The pulse sequence design tool leveraged in this 

work implements downstream Specific Absorption Ratio and Peripheral Nerve Stimulation checks 



29 

 

to assure patient safety. An adaptable MR scanner must gracefully handle discrepancies 

encountered. AMRI requests the user to clarify misinterpreted voice commands. It is also able to 

report to the user in case of demands (with respect to acquisition time) that cannot be met. An IPS 

MR scanner must also have the ability to reflect and learn from past experiences ï own or 

otherwise. In this work, AMRI tuned pulse sequence parameters for each scan by accounting for 

the noise measured in the localizer or the previous scan. It also performs Intelligent Slice Planning 

(ISP) based on the localizer acquisition to image a predetermined location and volume of interest. 

Therefore, an AMRI scanner belongs to the class of IPS as it possesses all of the above 

characteristics to function autonomously or with minimal human intervention for long periods of 

time. Figure 2.7 maps these characteristics of an IPS to the features of AMRI. An autonomous 

system performs decision-making processes by optimizing for one or more metrics. This enables 

the system to take the best decisions to ensure that they are useful and relevant in optimizing for 

that metric(s). In this work, we tasked AMRI to optimize for MR value. We implemented and 

demonstrated a simplified definition of MR value defined as the ratio of contrast achieved to the 

acquisition time. It is not straightforward to quantify MR value, and hence we simultaneously 

optimize for SNR and contrast constrained by time spent performing the exam. In a typical AMRI 

scan, the acquired noise from the ISP acquisition is used to compute the SNR. This enables the 

LUT to compute contrast values that reflect real-world scenarios. A combination of acquisition 

parameters that jointly satisfy the SNR, contrast and acquisition time criteria is obtained by 

searching the LUT. 
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2.5.2 MRI as an Accessible Service 

 

Figure 2.8. Scenarios enabled by the software introduced in this work. UN, C, and S are 

abbreviations for user node, cloud and scanner respectively. The scenarios are differentiated 

by the files and components involved and correspond to different use cases. Files 1, 2  and 3 

are pulse sequence exported as a ȿ.seqɀ file, raw data in ISMRMRD/DICOM 3.0 format, and 

2ÐÛÙÌ×ɯÙÌÚ×ÌÊÛÐÝÌÓàȭɯ3ÏÐÚɯÞÖÙÒɯËÌÚÊÙÐÉÌÚɯÛÏÌɯȿ1ÌÔÖÛÌɀɯÈÕËɯȿ,1ɯÈÊØÜÐÚÐÛÐÖÕɀɯÚÊÌÕÈÙÐÖÚȭɯ3ÏÌɯ

user invoked scans and also viewed reconstructed images on the user n ÖËÌɯÐÕɯÛÏÌɯȿ1ÌÔÖÛÌɀɯ

ÚÊÌÕÈÙÐÖȭɯ3ÏÌɯȿ,1ɯÈÊØÜÐÚÐÛÐÖÕɀɯÚÊÌÕÈÙÐÖɯÌÕÈÉÓÌÚɯÜÚÌÙÚɯÞÐÛÏÖÜÛɯÈÊÊÌÚÚɯÛÖɯ,1ɯÏÈÙËÞÈÙÌɯÛÖɯ

upload a ȿ.seqɀ file generated using PyPulseq to an online form to request acquisition of raw 

data. The acquired raw data can be reconstructed on the cloud or shared as is with the user.  

Figure 2.8 illustrates the scenarios made possible by deploying AMRI. This work 

demonstrates the óRemoteô and óMR acquisitionô scenarios. The user invoked scans and also 

viewed reconstructed images on the user node in the óRemoteô scenario. The user node and scanner 

can be in geographically distant locations and communicate via the cloud. Facilitated by Sitrep, 

the user is updated of the progress of the exam throughout the procedure. The óMR acquisitionô 

scenario enables users without access to MR hardware to upload a `.seq̀ file generated using 

PyPulseq to an online form to request acquisition of raw data. The acquired raw data can be 
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reconstructed on the cloud or shared as is with the user. The óMR systemsô and óOptimizing MR 

valueô scenarios present situations that allow users to rapidly prototype. The method development, 

scan invocation and image reconstruction can happen on a local cloud (a system with significant 

compute power and storage installed locally). If such a local cloud is unavailable, a standard 

system can be used instead. The óLocalô scenario is an example of such a situation. Here, the 

compute-dependent tasks are constrained by the processing power of the available system. To 

demonstrate some of these scenarios, we adapted AMRI to enable self-administered exams 

(Section 2.5.3) and MR scanning as an online service (Section 2.5.4). 

2.5.3 Self-administered Exam 

With inclusion of inputs from audio-visual (A/V) accessories, AMRI allowed the user to 

perform a self-administered brain screen exam [45]. The set up for the self-administered exam 

utilized a Siemens thirty-two channel DirectConnect head-neck coil and an MR-safe plastic chair. 

First, the user voice interacted with AMRI to record registration details. Subsequently, the user 

landmarked the head-neck coil and then climbed onto the patient table with the aid of the plastic 

chair as a stepping stool. The user then issued a voice command via MR-safe communication 

peripherals (OptoAcoustics FOMRI-III+ microphone, OptoAcoustics, Israel) to begin the MR 

exam. The user was intimated of the progress of the scan via an MR-safe display placed behind 

the scanner which could be read via a mirror fixed to the head-neck coil. The DirectConnect head 

coil was setup with the A/V accessories prior to the exam and did not require further manual 

operation during the exam. The patient table position was moved out to allow the user to exit the 

scanner at the end of the exam. Four healthy volunteers performed a self-administered MRI 

examination of the brain and representative slices across T1, PD, and T2* sequences are shown in 
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Figure 2.9. An illustration of the self-administered MR setup and a video demonstration are 

available online [46,47]. 

 

Figure 2.9. Image reconstructions and quantitative evaluation of self -administered MRI 

examinations enabled by AMRI. (a) Representative slices of data acquired via self -

administered MR exams from four subjects. Rows 1, 2 and 3 depict the T 1, PD and T2* 

contrasts respectively. Image reconstructions from exams on each subject are demarcated by a 

red bounding box. The three slices acquired are positioned left to right in the image panel. 

(b) and (c) SNR and contrast plots of self -administered MR exams from four subjects.  

2.5.4 Scanner as an Online Service 

We also set up an online form that enabled users to upload a ó.seqô file generated using 

PyPulseq, choose a phantom and receive coil that was available on premises, and submit a request 

to scan request. We invoked AMRI to obtain the uploaded file, perform the scan and share the raw 

data with the user at the listed email address. We leveraged Google's Drive online file storage 

service to receive the uploaded ó.seqô files and host the reconstructed images. We referred to this 

as AMRI-SOS. 
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2.5.5 Deep Learning Assisted Radiological Report 

 

Figure 2.10. First, the input brain volume from the BraTS 2018 dataset is registered against a 

chosen TICV BC2 atlas. Then, a pre-trained anisotropic convolution network is leveraged to 

perform tumor segmentation on this registered BraTS volume. The segmentation masks (O1) 

and the neuroanatomy labels of the atlas (O2) are utilized to localize the tumor (O3). A vector 

is generated using this localization information (O3), along with tumor volumes computed 

based on the segmentation mask.  

A 2015 survey indicates that burnout of radiologists was seventh highest among all 

physicians [48]. Other national surveys report among the highest career dissatisfaction of any 

medical specialty [49]. In this work we introduce a tool that streamlines the image-to-text 

workflow for reporting on brain tumors. Existing methods are leveraged to register the brain 

volume image and segment the tumor and construct a feature vector. This feature vector is utilized 

to train two neural networks to generate a text-based first read radiology report. 

The overall process of producing a radiology report can be distilled to three steps: 

identifying, localizing and characterizing the tumor. For this work, the workflow to generate a 

text-based first read radiology report based on an input brain volume was designed similarly 
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(Figure 2.10). Existing tools were leveraged to perform volume registration and tumor 

segmentation. A fully connected neural network was designed to perform tumor characterization. 

Brain tumor segmentation dataset from MICCAIôs Brain Tumor Segmentation Challenge 2018 

[50ï52] was utilized, referred to as the óBraTS datasetô. This dataset consisted of brain volumes 

of 285 subjects (T1, T1 contrast enhanced, T1 FLAIR and DWI). One brain atlas was randomly 

chosen from the Total Intracranial Vault (TICV) BC2 Atlases dataset [53] and every BraTS subject 

was registered against this atlas. 

 

Figure 2.11. The input feature vector was a single -dimensional vector of size 141 for each 

BraTS subject. The neural network had two hidden layers activated by ReLU with 512 and 4 

units respectively. The final layer was activated by Sigmoid or Softmax. A single network  

was trained for binary classification and predicted tumor type and mass effect. The second 

network was trained for multiclass classification to predict edema.  

The affine volume registration was performed using the SimpleITK Python library [54]. 

Brain tumor segmentation was performed on this registered-BraTS subject leveraging a pretrained 
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network by Wang et al. [55]. Automatic neuroanatomy labelling was performed on the chosen 

atlas using the FreeSurfer software [56]. Based on the neuroanatomy labels and segmentation 

masks, each tumor region was localized and proportions of the neuroanatomy occupied by each 

tumor region was computed. The segmentation masks were also leveraged to perform tumor 

volumetry and derive flags that indicate whether each tumor region was hypointense of 

hyperintense in each contrast. These values were combined to generate a single-dimensional 

feature vector of size ρτρ. Two single hidden layer fully connected neural networks were trained, 

one to predict tumor type and mass effect and the other to predict edema respectively (Figure 2.11). 

Predicting tumor type and mass effect were binary classification tasks while predicting edema was 

a multiclass classification task. Reports were produced by a radiologist for fifty BraTS subjects 

(ςυ high-grade gliomas/ςυ low-grade gliomas). The networks were trained for ρππ epochs (Adam 

optimizer [57]) on pairs of feature vectors and keywords describing mass effect and edema 

extracted from the reports, on an Apple MacBook Pro ςπρυ. Leave-one-out training was 

performed because of the small size of the training dataset. The class predictions obtained from 

the two neural networks were utilized to generate a text-based first read report. Finally, the 

binary/multiclass predictions from the neural networks were mapped to keywords and a text-based 

first read report was generated. The affine volume registration using the FreeSurfer software was 

completed in approximately ρς hours. The tumor segmentation using the pretrained anisotropic 

convolution network required approximately τ minutes per subject. The binary classification and 

multi-class classification models were trained to ωφȢυϷ and ψωϷ accuracies in ρυȢρ and ρτȢφ 

seconds respectively. Figure 2.12 is a comparison of one report produced by a radiologist versus 

the DART report for the same BraTS subject. Information present exclusively in the radiologistôs 

and DARTôs reports are highlighted in red and green respectively. DART does not generate 
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descriptive outputs while characterizing the tumor. Figure 2.13 is a graph comparing DARTôs 

predictions for tumor type, mass effect and edema with the radiologistôs reports for fifty BraTS 

subjects. Figure 2.14 shows multiple misclassifications in predicting tumor type, mass effect and 

edema. This can be attributed to the small size of the training dataset. 

 

Figure 2.12. "ÖÔ×ÈÙÐÚÖÕɯÖÍɯÈɯÙÈËÐÖÓÖÎÐÚÛɀÚɯÙÌ×ÖÙÛɯȹÓÌÍÛȺɯÞÐÛÏɯ# 13ɀÚɯÙÌ×ÖÙÛɯȹÙÐÎÏÛȺȭɯ3ÏÌɯÙÌËɯ

ËÈÚÏÌËɯÉÖßɯÏÐÎÏÓÐÎÏÛÚɯÐÕÍÖÙÔÈÛÐÖÕɯÛÏÈÛɯÐÚɯ×ÙÌÚÌÕÛɯÖÕÓàɯÐÕɯÛÏÌɯÙÈËÐÖÓÖÎÐÚÛɀÚɯÙÌ×ÖÙÛȮɯÞÏÐÓÌɯÛÏÌɯ

green dashed box and green underline highlight information that only DART is able to 

generate. DART can report on tumor volumetry by leveraging the segmentation masks 

produced by the pre -trained anisotropic convolution network.  
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Figure 2.13. (a) Tumor segmentation masks for the three regions overlaid on the input brain 

volume. Each tumor region is mapped to the corresponding values in the feature vector, (b)  

Stem plot of the feature vector relevant to each tumor region. The first  values indicate 

tumor proportions in neuroanatomy, obtained by combining the information from ╞  and ╞  

in  Figure 2.10. The last  values indicate the relative tumor intensities across the four 

contrasts. 

 

Figure 2.14. &ÙÈ×ÏɯÊÖÔ×ÈÙÐÕÎɯ# 13ɀÚɯ×ÙÌËÐÊÛÐÖÕÚɯȹÙÌËɯÊÙÖÚÚȺɯÍÖÙɯÛÜÔÖÙɯÛà×ÌȮɯÔÈÚÚɯÌÍÍÌÊÛɯÈÕËɯ

ÌËÌÔÈɯÞÐÛÏɯÛÏÌɯÙÈËÐÖÓÖÎÐÚÛɀÚɯpredictions (black circle) for fifty BraTS subjects.  
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2.5.6 Feasibility Study of a Single Board Computer as a Satellite-linked, Deep 

Learning Capable Pocket MR Workstation 

 

Figure 2.16. Illustration of the three hardware setups discussed in this work. The Raspberry 

Pi was used in combination with keyboard/mouse and display monitor input/output 

peripherals. The three Internet connectivity modalities studied in this work are fi xed 

broadband (WiFi), cellular broadband (3G/LTE) and satellite -link. Picture at the bottom is an 

example of the hardware setup highlighted in yellow.  

The penetration of fi xed broadband and/or cellular broadband (3G/LTE) services is low in 

underserved countries such as Africa and India. However, satellite-linked internet access is 

available globally (Figure 2.15). In this Chapter, we explored how leveraging edge-based and 

cloud-based deep learning can augment this shortage of expertise. Recent commercial single-board 

computers can run deep learning models; one example of such a device is the Raspberry Pi 
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(Raspberry Pi Foundation, UK). In this work, we study the feasibility of using a Raspberry Pi 

Model 4B (RPi) as an affordable pocket MR workstation, called the AMRI-Pi. The RPiôs 

significantly small form factor allows radiologists to carry only the RPi device and leverage its 

plug-and-play capabilities to interface with input/output and display peripherals. We demonstrate 

running a brain tumor segmentation model on-device and present a comparison of data upload 

times to a cloud service via fixed broadband, cellular broadband and satellite terminal internet 

access methods. 

The hardware setup in this work included a Satmodo Explorer 710 (Satmod, USA) terminal 

for satellite internet access and a Raspberry Pi (RPi) Model 4B as a single board computer. 

Input/output peripherals included a keyboard, mouse, and a monitor. For internet connectivity, 

three access methods were trialed. These were: wireless fixed broadband, cellular (3G/LTE) and 

satellite-link (Figure 2.16). We performed two experiments to demonstrate the feasibility of 

transforming an RPi into an affordable, open-source MR workstation with deep learning 

capabilities. In the fi rst experiment, we leveraged an open-source implementation of the fully 

automatic brain tumor segmentation model developed by Kermi et al [58]. We utilized 

Tensorflow-Lite [59] to optimize the model via post-training quantization to require lesser 

compute. Subsequently, we compared its performance with the primary model on the BraTS 2018 

dataset [50ï52]. The goal of this experiment was to demonstrate running a deep learning model on 

an edge-device. In the second experiment, the brain tumor segmentation maps (ρυυ slices) were 

uploaded to the Google Drive cloud-storage service. The times elapsed across wireless xed 

broadband (ρππ Mbps), cellular broadband (LTE, 3G) and satellite internet were measured. 

Cellular broadband was leveraged via USB tethering to a LTE-capable Android smartphone. 

Satellite internet was leveraged via wireless access. The satellite terminal was carefully placed 
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with a clear line of sight to the sky. This experiment was designed to explore the feasibility of 

leveraging satellite internet for cloud-connectivity. Finally, we leveraged the free, open-source 

Aeskulap DICOM viewer [60] to visualize DICOM images on the RPi. Aeskulap can load DICOM 

images for review and provides functionalities such as querying and fetching DICOM images from 

PACS over the network, panning, zooming, scrolling and modifying window-level. 

 

Figure 2.17. Screenshot of viewing a DICOM image via the Aeskulap medical image viewer 

on a remote MR workstation. Aeskulap is a Raspberry Pi (RPi) - friendly free to use, open -

source DICOM image viewer. It enables viewing reconstructions of acquired data, 

visualizing output of deep learning models, etc. before being uploaded to the cloud for 

down stream applications on the RPi.  

Figure 2.17 presents a screenshot of the Aeskulap DICOM viewer utilized for visualizing a 

brain volume. In the fi rst experiment, the primary deep learning model occupied σψȢω MB disk 

space whereas the post-training quantized Tensorow-Lite model occupied ωȢχσ MB. This was a 

χυϷ reduction in disk space. The mean inference time did not vary signicantly ï increasing from 

ρρȢςφ seconds per slice on the primary model to ρςȢφω seconds per slice on the quantized model. 
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In the second experiment, slice-wise uploads of the brain tumour segmentation masks required 

ρȢχυφρȢσφψ seconds (xed broadband), ςȢπςυςȢρψπ seconds (LTE), τȢχψφχȢσσφ seconds 

(3G) and ρωȢφωρτȢχς seconds (satellite-link). 

 

Figure 2.18. Comparison of upload durations across Internet access methods  and mobile and 

fi xed workstations across six dimensions . (a) The durations to upload  slices of a single 

pathological brain volume from the BraTS 2018 dataset via fi xed broadband, LTE, 3G and 

satellite -link were recorded. As expected, upload via xed broadband was fastest ( Ȣ

Ȣ  seconds), while satellite -link was slowest ( Ȣ Ȣ  seconds). (b) Comparing 

mobile and fi xed workstations across six dimensions. The Raspberry Pi based mobile 

workstation (this work, fi rst column) is the most a ff ordable and most portable. * Example of a 

commercially available portable MRI workstation is from Hyperfine [61]. 

A graph illustrating these results is presented in Figure 2.18a. This DICOM viewer allows 

basic functionalities such as querying and fetching DICOM images from archive nodes over the 

network, real-time image manipulation, user-dened window-level presets and supports 

compressed (lossless, lossy), uncompressed and multi-frame DICOM images. Figure 2.18b also 

compares a fixed workstation, a commercially available portable workstation and Raspberry Pi-

based portable workstation (this work). The three types of workstations are compared across 

dimensions such as cost, physical dimensions, power source and functionalities offered. As per the 

comparison, AMRI-Pi is the most portable, most affordable and least power consuming solution. 
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The constraint on computational power can be complemented by leveraging cloud computing 

facilities. 

The RPi has a significantly small form factor and its plug-and-play capabilities allow easy 

interfacing with input/output and display peripherals. These features transform AMRI-Pi into a 

highly portable pocket MR workstation allowing radiologists to only carry the RPi device. Figure 

2.18b does not account for the cost of the satellite-terminal rental for the RPi-based workstation. 

Leveraging additional components to enable spectrometer-interfacing capability for the RPi will 

allow remote MR exams. RPiôs software development support can possibly enable the 

implementation of application-specifi c deep learning models and image-processing methods. 

Source code will be made available on request. In conclusion, this work presents a low-cost, deep 

learning capable MR workstation that can be deployed in resource-constrained geographies. 

2.5.7 Limitations  

This work was not quantitatively benchmarked against T1/T2-weighted images from the 

vendor implementations because PyPulseq's ó.seqô files are vendor-agnostic and we hence chose 

experiment #1 as our control. Communication overheads and buffer times accounted for σςȢσςϷ 

of the total exam time; subsequent iterations will focus on latency reductions. 

Intelligent Slice Planning 

The ELM training dataset is limited in size and diversity, and data augmentation involved 

only in-plane rotation. The training dataset also did not include oblique slices, and head tilts were 

controlled for during the experiments. The current implementation does not handle pathological 

brains. The custom localizer pulse sequence that was implemented has a tight FOV ï we suspect 

it might not generalize well to subjects from diverse backgrounds. Also, a reference coil noise scan 

was not incorporated. However, such a noise scan does not capture sequence-specific and subject-
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specific SNR (unless performed for each sequence), which is important to the LUT's 

implementation.  

Look Up Tables 

The LUT does not incorporate a comprehensive definition of MR value. AMRI 

accomplishes MR value optimization indirectly by attempting to achieve the best contrast within 

the imposed acquisition time constraint. However, it is not straight forward to optimize for MR 

value since a globally accepted absolute scale has not yet been defined [14]. 

Explainable AI and Interpretability  

Intelligent medical solutions require explainable AI because of the safety risks and legal 

concerns involved. To this end, recent research effort has been directed at developing explainable 

AI concepts and methods [62,63]. In its current form, AMRI is a grey-box implementation ï which 

combines prior knowledge and data to form a model. AMRI will benefit from incorporating white-

box model characteristics such as explainable AI, causability in the form of explanation interfaces, 

interactive machine learning and plausibility checks [64,65]. The working of the LUT for 

intelligent protocolling follows logical steps of sorting and filtering. To incorporate an explanation 

interface, AMRI can present an interactive plot of MR values as a function of acquisition time 

constraints. This interface will facilitate a domain-expert to inject contextual knowledge during 

the learning phase. Presenting the relevant pulse sequence parameters will also serve as a 

plausibility check. In the case of intelligent slice planning, a trained ELM's choice of slice offset 

can neither be directly understood from its weights and biases nor traced back to a particular feature 

in the input volume. A potential solution will be to incorporate heatmaps [66] identifying pixels 

that contributed significantly to the final decision: both at the slice- and patch-level. The end-user 

(MR technician, for example) can then utilize these maps to compare with the target landmark. 
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The heatmap will enable a domain-expert to directly influence the weights and costs during the 

training phase, thereby achieving human-in-the-loop machine learning. The heatmap will also 

serve as an on-demand plausibility check if the steps of operation have to be retraced. Currently, 

AMRI demonstrates adaptability by requiring user intervention if the imposed time constraint was 

not met. Desirably, AMRI will enable the user to identify the earliest datapoint that caused it to 

fail the time constraint. This will be accomplished by displaying the search results of the LUT over 

iterations. In summary, further development on AMRI will include interpretability as a requisite 

characteristic. 

2.6 Conclusion 

To the best of our knowledge, this is the first demonstration of an MR value driven 

autonomous scanner. Firstly, this work demonstrates MR value optimized autonomous MRI 

scanning of the human brain. AMRI qualifies as an IPS by demonstrating the six defining 

characteristics. Secondly, in-vivo studies of standard and self-administered AMRI exams were 

performed on four volunteers and similar brain slices were acquired (Figure 2.4). AMRI optimized 

to achieve maximum MR value (ratio of image contrast to acquisition time). Thirdly, quantitative 

analysis of the data acquired from the standard and self-administered AMRI exams was performed 

(Table 2-1). SNR values were consistent within a standard deviation of σ dB and contrast values 

were consistent within a standard deviation of πȢρς au. 
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3 Chapter 3: Intelligent Protocolling  

and Subject-Specific Denoising for Accelerated Brain Imaging 

3.1 Introduction  

Despite MR Imagingôs critical utility in diagnostic medical imaging, there exist multiple 

challenges that lower the accessibility of the technology to the general population. MR Imaging is 

expensive and time-consuming, and subjects with MR-unsafe materials (such as medical device 

implants, prostheses, etc.) are not eligible for MR Imaging. Considerable research efforts have 

been directed toward accelerating acquisition times by exploiting the temporal or spatiotemporal 

redundancies in the images [67]. However, protocol optimization to accelerate MR Imaging 

requires local expertise. Each sequence involves multiple configurable parameters that need 

optimization for contrast, acquisition time, and signal-to-noise ratio (SNR). A large number of 

these combinations existïfor example, 29 million for 12 sequences in a protocol [68]ðand 

choosing an optimal combination in real-time is difficult. Since the availability and access to 

technical training are limited in under-served regions [1], this results in a scarcity of local expertise 

required to operate MR Imaging hardware and perform MR Imaging examinations. These factors, 

along with other cultural and temporal constraints contribute to the highly inefficient utilization of 

MR Imaging services diminishing their clinical value [1]. This combination of a very high-

dimensional optimization space and inadequate local expertise necessitates a data-driven approach 

to augment the available manpower. Previous works involve machine learning approaches for 

automated RF pulse design [69], sequence design [70], or even a joint framework for sequence 

generation and data reconstruction [71,72]. We believe that augmenting human expertise by 

leveraging deep learning (DL) techniques across the MR Imaging pipeline can consistently yield 

improved MR Value irrespective of where the service is offered, or the expertise involved. MR 
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Value is an initiative by the International Society of Magnetic Resonance in Medicine to measure 

the utility of MR Imaging in the context of constantly evolving healthcare economics [73]. We 

based our prior work on this premise and demonstrated preliminary results from MR Value-driven 

Autonomous MR Imaging, dubbed AMRI [74,75].  

Recent advances in diagnostic medical imaging have enabled a global trend of longer 

lifespans, and consequently an increase in the detected prevalence of dementia [76]. Dementia 

affected 50 million people worldwide in 2018, with an estimated economic impact of US$ 1 trillion 

a year [77,78]. Alzheimerôs Disease (AD) accounts for up to φπɀψπϷ of dementia cases and 

potentially begins upto ςπ years before the first symptoms emerge [12]. An accurate differential 

diagnosis of AD is crucial to determine the right course of treatment [79]. Magnetic Resonance 

Imaging (MR Imaging) is a powerful imaging modality to obtain valuable information about the 

brain structure anatomy via the acquisition of high-resolution images. It is routinely employed in 

AD diagnosis. Traditionally, structural MR Imaging (sMRI) is used to exclude treatable and 

reversible causes of dementia such as brain tumors, subdural hematomas, cerebral infarcts, or 

hemorrhages [80]. The Alzheimerôs Disease Neuroimaging Initiative (ADNI) has included 

sequences in their standardized protocol to specifically image cerebrovascular disease (Fluid 

Attenuation Inversion Recovery [FLAIR]) and cerebral microbleeds (T2*  gradient echo) [81]. 

Studies have demonstrated that atrophy of the hippocampus and amygdala volume are reliable 

indicators of progression from predementia to AD [82]. These imaging biomarkers, or image-

derived phenotypes (IDP), can be obtained from sMRI. The European Prevention of Alzheimerôs 

Disease (EPAD, ep-ad.org/open-access-data/overview) prescribes four core and five advanced 

sequences for AD imaging. The core sequences are 3D T1-weighted (T1w), 3D fluid-attenuated 

inversion recovery (FLAIR), 2D T2-weighted (T2w), and 2D T2*  -weighted (T2*w). The advanced 
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sequences are 3D T2*w, 3D susceptibility-weighted imaging (SWI), diffusion-weighted imaging 

(DWI) or dMRI, resting-state functional MR Imaging, and arterial spin labeling. Mehan et al., 

2014 reported on the adequacy of a four-sequence protocol consisting of an axial T1w, axial T2w 

FLAIR, axial DWI, and axial SWI images to evaluate new patients with neurological complaints. 

In this work, we extend our previous effort and demonstrate accelerated MR Imaging via 

intelligent protocolling of the modified brain screen protocol (dubbed Gold Standard, GS) 

employed at the Columbia University Irving Medical Center (referred to as our institution). We 

leverage deep learning-based image denoising to improve the image quality of data acquired using 

the accelerated protocol. The GS protocol consisted of six sequences: sagittal 3D T1w, axial 2D 

T2w, axial 2D T2w FLAIR, axial 2D SWI, axial DWI, and axial 2D T1w. Overall, the GS protocol 

constitutes 44.44% of the comprehensive EPAD imaging protocol and includes all sequences 

deemed adequate for neuroimaging by Mehan et al., 2014 (Figure 3.1). Therefore, we also 

investigate the potential of the accelerated protocol for AD-screening by benchmarking volumetry 

of the hippocampus and amygdala against measurements from the GS protocol. This volumetry 

can be used for early detection of atrophy. 

In the following sections, we first detail the implementations of intelligent protocolling 

(Section 3.2.1), and image denoising using deep learning (Section 3.2.2). Subsequently, we discuss 

the image analyses that were performed, including the statistical evaluation technique (Sections 

3.2.3 and 3.2.5) that was recommended by an expert biostatistician with ςσ years of experience. 

Finally, we describe the four experiments performed. Overall, the contributions of this work are: 

1. Demonstrating look-up tables to achieve intelligent protocolling by trading-off image quality 

for acquisition time. 2. Performing subject-specific image denoising using deep learning to recover 
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image quality post-acquisition. 3. Demonstrating potential for accelerated AD-imaging by 

evaluating volumetries of AD-related IDPs. 

 

Figure 3.1. MR pulse sequences in the context of dementia imaging. The six sequences 

employed in this work as a part of the Gold Standard (GS) protocol include all the sequences 

prescribed by Mehan et al. as sufficient for evaluating patients with neurological compl aints. 

The GS protocol also constitutes Ϸ of the comprehensive EPAD protocol.  
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3.2 Methods and Materials 

 This section is organized as follows. Section 3.2.1 describes intelligent protocollingð

accelerating the routine brain screen protocol employed at our institution by consulting a Look Up 

Table (LUT). Section 3.2.2 presents the development of deep learning models to achieve subject-

specific (SS) denoising and the explainability of the models. Section 3.2.3 discusses the 

quantitative image quality metrics that were computed, and the statistical analysis that was 

performed (Section 3.2.5). The four experiments that were performed to investigate the hypotheses 

are detailed in Section 3.2.4. Finally, Section 3.2.5 describes visualizing intermediate filter outputs 

for explainable AI. Figure 3.2 presents an overview of this work by briefly illustrating the methods 

involved in intelligent protocolling, data acquisition, DL-based image-denoising, and quantitative 

evaluation. 

3.2.1 Intelligent  Acquisition Using Look-Up Tables 

Table 3-1 lists the seven GS sequences and their corresponding acquisition parameters and 

durations. The cumulative acquisition time was ρχȡςσ (minutes:seconds), as per the vendor 

consoleôs user interface (UI). An experienced clinical application specialist was consulted to 

collate a list of acquisition parameters that could be varied without compromising image contrast 

for each sequence in the GS protocol. These acquisition parameters were referred to as degrees of 

freedom (DOF), also listed in Table 3-1. Exhaustive combinations of these DOF or a hundred 

randomly chosen combinations, whichever was smaller, were entered into the vendor consoleôs 

UI. For each combination (ὖ ), the acquisition time (ὸ ), and relative signal-to-noise ratio 

(rSNR) value were recorded. The ὖ , and corresponding ὸ  and rSNR values were stored in a 

LUT. These were searched to obtain the optimal ὖ  yielding the lowest ὸ . This procedure was 

repeated for each sequence in the GS protocol. Once the sequence-specific LUTs were constructed, 
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they were consulted to derive sequence-specific optimal ὖ  to derive the fastest protocol. The 

search procedure is described as follows, applicable to each sequence individually: 

1. Compute percentage time allocated: First, the minimum time percentage value (ώ) was 

computed as the ratio of the shortest sequence acquisition time to the shortest protocol acquisition 

time (ὼ). Similarly, the maximum time percentage value (ώ) was computed from the longest 

protocol acquisition time (ὼ). Now, for an imposed protocol acquisition time constraint (Ὕ ), 

the percentage time allocated (%TA) to a sequence was derived from the straight line fitting the 

minimum and maximum time percentage values, as described by Equation 3.1: 

Percentage time allocated %TA  
ώ ώ

ὼ ὼ
ᶻὼ ὼ ώ σȢρ 

2. Compute weighted rank: The time allocated in seconds for this sequence (ὸ ) was 

derived from the %TA value. The LUT was filtered by discarding DOF combinations whose 

acquisition times exceeded ὸ . Of the remaining combinations, weighted differences of rSNR 

and DOF values with the corresponding default values from the GS protocol were computed. 

Higher weights were assigned to DOF values contributing more significantly to the image contrast 

(Table 3-2). Finally, these weighted differences were summed to obtain a rank for each DOF 

combination, and the resulting LUT was sorted in ascending order of this rank value. Thus, the 

combination achieving the lowest rank value had the smallest difference in those DOF values 

which most significantly contributed to the image contrast. 
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3. Obtain optimal combination: For each time constraint, the combination with the lowest 

rank was chosen as the optimal set of acquisition parameters. This process was repeated with lower 

imposed Ὕ  in each iteration until an optimal ὖ  could not be obtained for every sequence in 

the GS protocol. In this way, the Fastest protocol was derived by consulting the sequence specific 

LUTs. Data acquired utilizing the GS protocol were referred to as the GS dataset. Data acquired 

from the Fastest protocol for Experiments 1, 2, and 4 (see Section 3.2.4) were referred to as the 

Fastest dataset, collectively. The SWI sequence in the GS protocol was replaced by a T2*w 

sequence in the Fastest protocol. The experienced clinical application specialistôs express protocol 

was dubbed the Expert Express (EE) protocol. Data was also acquired from this protocol for 

comparison (refer Experiment 2 in Section 3.2.4), referred to as the EE dataset. 

Table 3-2. Degrees of freedom (DOF) and their corresponding weights. DOF contributing 

more significantly to the image contrast are assigned higher weight values.  

 

3.2.2 Image Denoising Using Deep Learning 

Two popular image denoising approaches are to directly predict the denoised image or to 

obtain the denoised image as the residual of the input noisy image and the predicted noise. We 

adopt a ResNet-inspired network architecture demonstrated to improve training performance and 

stability [84], to directly predict the denoised output. Individual contrast-specific denoising models 

were trained on pairs of noisy-denoised images from publicly available brain MR Imaging datasets 
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(see below). Finally, SS denoising was performed by fine-tuning the models on pairs of noisy-

denoised images from the prospectively acquired Fastest dataset. 

Datasets, Forward Simulation, and Data Splits 

Publicly available datasets were utilized to train the contrast specific image denoising 

models. T1 and T2 contrasts: IXI dataset (brain-development.org/ixi-dataset/); T2* : ADNI 3 

(adni.loni.usc.edu); T2 FLAIR: MSSEG-2 [85] and DWI: AOMICID-1000 [86]. Wherever 

applicable, datasets were filtered to retain only the 3T data. Only the central 50% slices were 

utilized, and the remaining slices were discarded to avoid either unwanted anatomy or pure 

background noise. For DWI, only the b0 images were utilized from the AOMICID- 1000 dataset. 

All these datasets were assumed to be free of MR image artifacts, referred to as ñclean imagesò. 

Figure 3.3 presents the forward modeling process to generate noise-corrupted data (ñnoisy 

imagesò), described here as follows. First, the object-masked local SNR maps were computed on 

all acquisitions of an arbitrarily chosen subject from the Fastest dataset (see Experiment 4, Section 

3.2.4). Object masking was based on the technique in Jenkinson, 2003 and resulted in all 

background values being set to zero. All remaining non-zero values were considered to belong to 

the samples, which were non-skull-stripped brain images. The local SNR maps were computed 

based on the method reported in Golshan et al., 2013. The volume yielding the lowest median SNR 

was the ñnoisiest acquisitionò (Figure 3.3A). Next, motivated by work in Geethanath et al., 2021, 

Qian et al., 2022, native noise values were extracted from this noisiest acquisition. These noise 

values were collaged to form a native noise block (Figure 3.3B). This was randomly sampled to 

obtain noise values, which were scaled and added to the clean images to obtain noisy images 

(Figure 3.3C). The scaling factor was determined using an iterative approach. A volume was 

chosen at random from the public dataset. Starting with an initial value of 1.0 (corresponding to 
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no scaling), the scaling factor was increased by πȢυ in each iteration until the median object masked 

local SNR of the corrupted volume was lesser than that of the noisiest acquisition. We chose 

median over mean as the guiding measure since it was less affected by skewed distributions. An 

ψυɀρπɀυϷ subject-wise split was performed to form the train, validation, and test sets. 

 

Figure 3.3. Plots comparing the quantitative evaluations of the contrast -specific baseline and 

subject -specific (SS) image denoising models on the test sets of the Fastest dataset. The 

means of the changes in (A) PSNR (dB), (B) MS-SSIM and (C) variances of the Laplaci an 

(var-Lap) values are reported. Lowest validation loss models were used in all instances. 

Higher PSNR and MS -SSIM indicate larger improvements in the image quality of the 

denoised images. Higher var -Lap values indicate improvements in sharpness.  
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Figure 3.4. Network architecture of the image denoising models and illustration of the 

explainable AI experiment. (A) The denoising model leverages multiple ResBlocks (blue) 

and minimizes the Mix -L+FTD loss (Section 3.2.2) using the Adam optimizer (refer Table 3-3 

for initial learning rates). (B) The explainable AI experiment involves feeding a  

DC biased input image. This is a collage of four  constant-valued image patches, as 

shown (numbers represent the intensity values). As the input is transformed by each 2D 

convolution layer, all the filter outputs are collapsed into a single image via maximum 

intensity projection. This is normalized to li e in the range ȟȢ  and hard -thresholded to 

only retain values Ȣ ȭɯ ÓÓɯÛÏÌɯƖ#ɯÊÖÕÝÖÓÜÛÐÖÕɯÓÈàÌÙÚɀɯÊÖÓÓÈ×ÚÌËɯÍÌÈÛÜÙÌɯÔÈ×ÚɯÈÙÌɯÊÖÓÓÈÎÌËɯ

to investigate the mechanism of the denoising process by the network.  

Network Architectures 

Figure 3.4A is an illustration of the network architecture common to all contrast-specific 

image-denoising models. To predispose the network to learn denoising filters whilst being 

anatomy agnostic, we adopted a patch-wise approach in this work. Overlapping patches of size 64 
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× 64 were input to the network. Thirteen ResBlocks leveraged skip connections to improve training 

performance [84]. Each ResBlock consisted of two ReLU-activated [91] σ σ 2D convolution 

layers. In case of a mismatch in the number of filters between the previous and current ResBlocks 

(ὔ, ὔ), the skip connection included a ρ ρ 2D convolution with ὔ  filters. Otherwise, the skip 

connection was an identity operation. Additionally, an identity skip connection was used to add 

the input data to the pre-final layer in the overall network. The final layer was a σ  σ 2D 

convolution layer with ρ filter. All 2D convolution layers were ReLU-activated, and all 

development, training, and testing were performed using Keras ςȢφ/TensorFlow ςȢφȢς [59,92] 

libraries. 

Loss Function 

Zhao et al., 2016 report the superiority of their mixed loss (Mix-L) function for image 

denoising, among other image quality restoration applications. This loss is a weighted sum of ὰ 

and MS-SSIM losses: 

Mix-L ‌ρ MS-SSIM ρ ‌ὰ σȢς 

. . . where ‌ was set to πȢψτ. We modified Mix-L to incorporate a data-consistency term with 

the measured data in the Fourier domain, referred to as Mix-L+FTD: 

Ὢ ὓṩ Ὂώ Ὂώ σȢσ 

Mix-L+FTDMix-L ‍
Ὢ

ᴁὪᴁ
σȢτ 

. . . where Ὂ was the 2D Fourier Transform and ὓ was a mask to only retain the central crop 

of the k-space of size ρφρφ. The ṩ operator represented the Hadamard product and ‍ 

determined the trade-off between the denoising and data-consistency errors. We investigated ‍ 

 πȟπȢπρȟπȢρȟρ in our experiments. To determine the best ‍, the RMSEs of the volumetric 
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measures (ὙὓὛὉ ) were computed using an automated tool on T1 denoised outputs. The ‍ 

yielding the lowest mean ὙὓὛὉ  was chosen to train the denoising models for the remaining 

contrasts. Section 3.2.3 describes the automated T1 volumetry tool and computing ὙὓὛὉ  in 

detail. 

Training  

All contrast-specific denoising models were trained for 100 epochs with a batch size of ςυφ. 

The Adam optimizer [57] was utilized to minimize the Mix-L+FTD loss with the optimal ɓ, 

determined as stated above. During training, every input slice was cropped to a φτφτ patch. 

The bounds for the random crop were manually determined by examining the corresponding public 

dataset such that the random crops would mostly include brain anatomy. A callback was utilized 

to save the model achieving the lowest validation loss (corresponding to ñbest performanceò). At 

the end of the training process, this model was chosen as the best model for evaluation, including 

to determine the optimal ‍. 

Subject-specific Denoising 

SS median local SNRs were computed on masked brain volumes from the Fastest dataset to 

verify the premise of SS denoising. The values were computed only on the central Ϸ of the 

slices. Next, the same noise scaling factors were utilized to corrupt each subjectôs noisiest 

acquisition from the Fastest dataset with native noise. This data was used to fine-tune the baseline 

denoising models to achieve SS denoising. This approach posed SS denoising as a self-supervised 

learning problem, mimicking the noisy-as-clean method demonstrated in Xu et al., 2020. The 

initial learning rate of the Adam optimizer was reduced to avoid large modifications to the weights 

which would otherwise harm the learned representations (Table 3-3). 
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Table 3-3. Initial learning rates (LRs) for the contrast -specific baseline and subject -specific 

(SS) denoising models. The baseline denoising models were finetuned on Fastest data to 

obtain the SS denoising models. Therefore, the initial LRs were reduced to avoid har ming 

the learned representations. For T 1, one subject required a LR of  since the loss 

values did not decrease with an LR of . For T2 FLAIR, the LR value was not changed 

since the model did not otherwise converge to lower loss values . 

 

3.2.3 Image Analysis 

Thomas et al., 2020 demonstrated an end-to-end pipeline for fully automated mental health 

screening. The authors leveraged a DL model to segment the various subgroups. Further 

development on the previous work includes a second DL model to segment the brain tissues (white 

matter, gray matter, cerebrospinal fluid). This second DL model was based on the nnUnet [96]. 

We leveraged this tool to perform automated volumetry to measure the performance of the 

denoising models. HTML reports were generated containing volumetric measures of ςχ brain 

subregions and σ brain tissues. These were programmatically extracted and tabulated. ὙὓὛὉ  

was calculated as the mean of RMSEs of each of the volumetric measures. A benign White Matter 

Hyperintensity (WMH) was identified in data acquired from one subject. The free, opensource, 

and multi-platform 3D Slicer software [slicer. org, [97]] was used to perform manual volumetry 

of this WMH on the T2, T2*  , T2 FLAIR and DWI data by four different raters with σɀψ years of 

MR Imaging experience. All volumetries were performed on data acquired for Experiment 4 (see 
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Section 3.2.4). Additionally, a set of image quality metrics were also computed to evaluate the 

denoising models. These were: median object masked local SNR, Peak SNR (PSNR, dB), Multi-

scale Structural Similarity Index [MS-SSIM, [98]], the variance of the Laplacian, referred to as 

var-Lap [99], and MR Value. While local SNR, PSNR, and MS-SSIM metrics are commonly used 

to measure image quality, we obtain var-Lap values to measure the amount of blurring. We 

included this metric in our evaluations since blurring negatively affected the automated volumetry 

on T1 (preliminary experiments not reported in this work). 

3.2.4 Experiments 

We performed four experiments to investigate hypotheses regarding the throughput of the 

Fastest protocol, and the image quality of the Fastest dataset. Table 3-4 lists the experiments 

performed, the protocols executed, numbers of healthy volunteers imaged, the corresponding 

claims and hypotheses investigated, and their respective evaluation criteria. In total, 31 brain 

volumes were acquired from five volunteers across the four experiments. The data acquired from 

the GS and Fastest protocols are referred to as the GS and Fastest datasets, respectively. 

Table 3-4. The five experiments performed in this work and the corresponding protocols 

involved, number of volunteers imaged, claims/hypotheses investigated and the quantitative 

evaluation criteria.  
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Experiment 1 ï Throughput  

The goal of experiment one was to investigate if the Fastest protocol obtained from the LUT 

would yield an improvement in throughput. One volunteer was imaged using the GS and Fastest 

protocols, and a video recording of the entire imaging session was captured. Throughput was 

computed as the ratio of the table time measurement of the Fastest protocol to that of the GS 

protocol. In this work, table time is defined as the duration between the scanner bed reaching the 

center of the bore at the start of the imaging and the scanner bed returning to the home position. 

We also determined the MR Values of the GS and Fastest protocols, calculated as the ratio of the 

cumulative median object-masked local SNR values across all contrasts to the protocolôs 

acquisition duration, Tacq: 

MR Value
В median objectmasked local SNRc
Contrasts
c

Ὕ
σȢυ 

The object-masked local SNR maps were computed on the central 50% slices across all 

sequences in each protocol. 

Experiment 2 ï Image quality 

Experiment two quantitatively compared the image quality of the GS, EE, and Fastest 

datasets using the following metrics: median object-masked local SNR and var-Lap. PSNR and 

SSIM were not used since they are not reference-less metrics. 

Experiment 3 ï SNR recovery 

We investigated the feasibility of employing the Fastest protocol. It involved utilizing the 

image-denoising deep learning models described in Section 3.2.2 to improve image quality. The 

metrics described in Section 3.2.4 were utilized to determine if denoising the Fastest dataset 

achieved comparable quality to the GS dataset. 
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Experiment 4 ï Repeatability 

A repeatability test to demonstrate the consistency of the quantitative image quality metrics 

was performed. The GS and Fastest protocols were employed to acquire data from five subjects 

over five repeats. Automated and manual volumetry were performed on the acquired data as 

described in Section 3.2.3. 

3.2.5 Statistical Analysis 

The performance of the GS and Fastest protocols as measured by median local SNR and var-

Lap were tested for significance. For each sequence, we tested the hypothesis that these 

quantitative measures were significantly different between the GS and Fastest protocol. Both the 

parametric paired t-test and the non-parametric Wilcoxon signed rank test were performed since 

the test for normality is not unreliable due to small sample size (ὲ υ). We rejected the null 

hypothesis only if both tests returned ὴ πȢπυ.  

The intra-class correlation coefficient (ICC) was calculated based on the analysis of variance 

(ANOVA) with repeated measures to assess the agreement of the volumetric measures amongst 

the GS, denoised baseline, and denoised SS methods. The ICC values greater than πȢω indicate 

excellent agreement, values between πȢχυ and πȢω indicate good agreement, and values between 

πȢυ and πȢχυ indicate moderate agreement. 

3.2.6 Visualizing Learned Filters For Explainable AI 

There are no formal definitions for interpretability and explainability in the field of Artificial 

Intelligence and in the sub- field of DL [100ï103]. However, current explainable AI practices can 

be cast as a type of model interpretability [104]. Image denoising is a combination of image 

synthesis and regression, and explainable AI methods do not currently exist for these tasks. 

Therefore, in this work, we choose to investigate the intermediate outputs of the filters of the 2D 
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convolution layers as a method of explaining the denoising mechanism. The LUT search algorithm 

is inherently explainable since the ranks are computed as a weighted combination of the DOF. 

Explainability of the nnUnet utilized in computing the AD-related volumetric measurements is 

beyond the scope of this work. A ςυφςυφ collage of four panels was assembled. Each of the 

four φτφτ panels was made up of a single intensity from the following values: 

ρȢςυȟσȢχυȟφȢςυȟψȢχυ ρπ. This collage was corrupted with native noise from an arbitrarily 

chosen subjectôs T1w acquisition. Subsequently, it was denoised using the baseline denoising 

model for the T1 contrast. The filter outputs of each 2D convolutional layer were obtained, and 

maximum intensity projection was performed to achieve dimensionality reduction. Therefore, this 

collapsed ὔ filter outputs into a single map. This was normalized to lie in the range πȟρȢπ. 

Finally, this collapsed feature map was hard thresholded to only retain values πȢχυ. Figure 3.4B 

briefly illustrates this procedure. 

3.3 Results 

3.3.1 Intelligent Acquisition Using Look-Up Tables 

rSNR was assigned the smallest weight when constructing the LUT since the aim of this 

work was to achieve acceleration by trading-off SNR which could be recovered post-acquisition 

via deep learning methods. The total duration of the Fastest protocol that was obtained by querying 

the LUTs was 8:34 (minutes:seconds). This was a υπȢχρϷ reduction in acquisition time from the 

GS protocol, which required ρχȡςσ. The EE protocol only required χȡρς. It primarily achieved 

acceleration by employing the 3D T1 FLAIR sequence. This is not a true 3D acquisition and only 

required πȡσχ when compared to ςȡττ and ρȡτρ for the 3D T1w sequences in the GS and Fastest 

protocols, respectively. Figure 3.5 is a collage of one representative slice of an arbitrarily chosen 

subject, across contrasts. The rows represent the different datasetsïGS, EE, Fastest, baseline 
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denoised, and SS denoised. For the Fastest protocol, the sagittal T1 MPRAGE sequence was 

accelerated by increasing the slice-thickness from ρȢπ mm in the GS protocol to ρȢφ mm. Overall, 

this resulted in increased signal intensities and decreased variance of noise in the Fastest dataset. 

Therefore, the median local SNR of GS data was lower than that of the Fastest data, as is expected. 

 

Figure 3.5. Collage of one representative slice of an arbitrarily chosen subject, across 

contrasts (columns), across the Gold Standard (GS), Fastest and Expert Express (EE) protocols 

(rows). The subpanels have been individually windowed.  

The T2 sequence of the Fastest protocol deviates from that of the GS protocol despite 

assigning a high weight to TR, which was lowered to ρςπτ ms from φωωφ ms. Furthermore, the 

sequence type changed from PROPELLER to Spin Echo, and the PROPELLER technique is 

known to yield high SNR and contrast-to-noise ratio since the center of k-space is oversampled. 

The Fastest protocolôs T2 FLAIR sequence has worse SNR compared to the EEôs sequence due to 

smaller slice thickness (σȢψ mm and υȢπ mm, respectively). 
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3.3.2 Image Denoising Using Deep Learning 

Datasets and Forward Modeling 

The T1w and T2w datasets consisted of ρψυȾρσȟφωπ and ρψυȾρρȟχφπ volumes/slices, 

respectively. For T2*  and T2 FLAIR, this resulted in ψωȾςȟρψψ and τπȾφȟχως volumes/slices, 

respectively. Finally, the DWI dataset contained 81/2,430 volumes/slices. The final noise scaling 

factors determined using an iterative local SNR guided approach were as follows. T1: ρȢυ; T2: ςȢπ; 

T2* : ρȢπ, T2 FLAIR: ρȢπ, DWI: ρȢυ. Figure 3.6 plots the maximum, minimum and mean (dashed 

line) local SNR values within a region of interest across the GS and forward modeled datasets, for 

T1 contrast. It can be observed that the means of the GS and forward modeled data are comparable, 

which validates the iterative local SNR-guided approach to determining the noise scaling factor. 

Loss Function 

Based on a tabulation of volumetric measures of denoised data obtained from the automated 

volumetry tool that compared the values of data denoised using the models trained on ‍

 πȟπȢπρȟπȢρȟρ, the model trained on ‍ ρ achieved the lowest mean RMSE value, and all 

subsequent models were trained with the same loss formulation. 

Training  

Figure 3.7 shows a plot of training and validation losses as a function of epochs for the 

baseline denoising models, across contrasts. The corresponding approximate training durations are 

also listed. Figure 3.8 presents the corresponding mean changes in the image quality metrics 

computed on the test sets. In each instance, the model with the lowest validation loss was used. 

The largest gains in PSNR, MS-SSIM, and var-Lap values are observed on the T2 contrast. Since 

the network architecture was common to all contrast-specific denoising models, this could be 
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attributed to the larger noise scaling factor during the forward modeling process. Consequently, 

this might have forced the model to learn to denoise much noisier images during training in 

comparison with the training data from other contrasts. The lowest gains are observed on the T2*  

contrast. 

 

Figure 3.6. Iterative local SNR -guided approach to determine noise scaling factor for forward 

simulation of native noise corrupted data. (a) Representative center slices of brain -masked 

local SNR map of Fastest (left) and IXI (right). Black boxes indicate regions of interest 

(ROIs). (b) Minimum, maximum and mean(dashed) of local SNR values within the ROIs, 

across central 50% slab of Fastest and IXI. 
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Figure 3.7. Training histories of the contrast -specific image baseline denoising models as a 

function of training epochs. The dashed lines represent the corresponding validation losses. 

Training durations (hh:mm:ss) are presented in brackets in the figure legend.  

 

 

Figure 3.8. Plots of quantitative evaluations of the contrast -specific baseline image denoising 

models on the test sets. The means of the changes in (A) PSNR (dB), (B) MS-SSIM and (C) 

variances of the Laplacian (var -Lap) values are reported. Lowest validation loss mod els were 

used in all instances. Higher PSNR and MS -SSIM indicate larger improvements in the image 

quality of the denoised images. Higher var -Lap values indicate lower loss of sharpness of the 

denoised images. 
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Subject-Specific Denoising 

Figure 3.12 plots the subject-specific median local SNR values. The subject-dependent 

variability of SNR validated our rationale for subject-specific denoising. Figure 3.13 plots the 

mean changes in PSNR, MS-SSIM, and var-Lap values across contrasts and subjects. Similar to 

the baseline denoising models, the largest gains are observed for the T2 contrast, and the least 

improvement is observed for the T2*  contrast. In addition, T2*  SS model performed significantly 

poorer than the baseline model, and therefore the results have not been reported. We suspect this 

is due to the mismatch in the training and fine-tuning datasets. The ADNI-3 training dataset 

consisted of T2*  GRE acquisitions with an echo train length (ETL) of σ. On the other hand, the 

Fastest protocol utilized an ETL of ρ in the T2*  GRE acquisitions. We attribute the inherent 

mismatch in signal between the datasets to the poor finetuned performance. Additionally, this 

potentially indicates that the pre-processing steps in this work are inadequate. 

3.3.3 Experiments 

Experiment 1 ï Throughput  

The cumulative acquisition times for the GS and Fastest protocols as per the vendor UI were 

ρχȡςσ and ψȡστ. The practical acquisition times (obtained from the video recording) were ρωȡρς 

and ωȡυς. This discrepancy can be attributed to the time lost during pre-scan calibration and 

shimming functions. Overall, imaging one healthy volunteer using the Fastest protocol yielded a 

ρȢωτx gain in throughput over the GS protocol. The cumulative median object-masked local SNR 

values for the GS and Fastest data were ςτσȢσυτ and ςρυȢχφχ, respectively. Finally, this translates 

to MR Values of πȢςρρ and πȢσφτ respectively. Overall, employing the Fastest protocol resulted 

in a χςȢυρϷ increase in MR Value. In comparison, the corresponding SNR value for EE data was 
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ςφτȢρσφ. Considering a practical acquisition duration of πχȡυψ, this resulted in an MR Value of 

πȢυυς. 

Experiment 2 ï Image quality 

Figure 3.9 is a bar graph plotting the median object-masked local SNR and var-Lap values 

across contrasts, for the GS, EE, and Fastest datasets. The mean values are presented at the bottom 

of the individual bars. For local SNR, similar performance is observed from the axial DWI and 

axial T2 FLAIR sequences, while not for the other sequences. The higher median local SNR values 

of the T1 contrast from the EE protocol can be attributed to the Turbo Spin Echo-based FLAIR 

sequence. The GS and EE protocols also perform better than the Fastest protocol in the T2 

sequence, attributed to the longer repetition times. Overall, the EE protocol yields higher local 

SNR values due to higher slice thickness: υ mm across all sequences, as opposed to ranges of 

ρȢπɀσȢφ mm and ρȢφɀυȢπ mm for GS and Fastest protocols, respectively. For var-Lap, comparable 

performance is observed only in the T2 FLAIR contrast. The Fastest protocol performs worse than 

both GS and EE in T1, DWI, and T2 contrasts. 

Experiment 3 ï SNR recovery 

Figure 3.13 presents the changes in median object-masked local SNR, PSNR, MS-SSIM, 

and var-Lap values for the baseline and SS denoising models tested on the Fastest datasets. The 

solid and checker boarded bars correspond to the baseline and SS denoising models, respectively. 

The T1 SS denoising model does not improve PSNR over the baseline denoising model, and only 

modestly improves SSIM. However, it results in a smaller increase in blurriness. For T2, the SS 

denoising model yields larger improvements across all metrics. For T2 FLAIR, similar 

improvements are observed for PSNR and MS-SSIM, along with an undesirable increase in 

blurrinessïindicating the model potentially denoised by primarily high-pass filtering. The T2*  SS 
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denoising models deteriorated image quality in every instance, and hence their results are not 

presented. 

 

Figure 3.9. Plots comparing the median object -masked local SNR and variance of the 

Laplacian values computed on the GS, EE, and Fastest datasets, for matched contrasts. The 

mean values are presented at the bottom of the individual bars. The EE protocol employed a 

T1 FLAIR sequence while the GS and Fastest protocols leveraged T 1 MPRAGE sequences 

instead. Similarly, T 2* sequences are utilized in the EE and Fastest protocols instead of a SWI 

sequence as in the GS protocol. 
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Figure 3.10. Volumetric measures of White Matter (WM), Gray Matter (GM), Amygdala and 

Hippocampus obtained from baseline deep learning and subject -specific deep learning (SS) 

denoising methods. Values across all  repeats are reported. Inset: Representative tissue, 

lobes and subregions masks.  

Experiment 4 ï Repeatability 

Figure 3.10 presents the plots of volumetric measures obtained from the automated tool for 

T1 contrast. The top row plots values of White Matter (WM) and Gray Matter (GM), and the 

bottom row corresponds to measures of two IDPs for ADïhippocampal and amygdala volumes. 

For each of these anatomies, a representative slice with the corresponding masks overlaid is 
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illustrated in the figure inset. Figure 3.11 is a plot of manual volumetric measures for T2, T2* , T2 

FLAIR and DWI contrasts. 

 

Figure 3.11. Volumetric measures of incidental benign White Matter Hyperintensity (WMH) 

finding from one subject. Four different raters with  years of MR experience manually 

measured WMH volumes in data from T 2, T2*, T2 FLAIR and DWI contrasts.  

3.3.4 Statistical Analysis 

Although Intelligent Protocolling was based on the premise of trading-off image quality for 

faster acquisition times, certain sequences in the Fastest protocol yielded comparable or superior 

median local SNR and var-Lap values (Figure 3.9). Therefore, testing for significance resulted in 
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ὴ πȢπυ for the T2
*/SWI sequences for median local SNR, and T1, DWI, and T2

*/SWI sequences 

for var-Lap across both the paired t-test and the Wilcoxon signed rank test. 

Among the four methods for all σπ locations, ςχ locations had excellent ICC ( πȢωσ); ς 

had a good ICC ( πȢψ), ρ had moderate ICC (πȢφυρ). Table 3-5 lists the individual ICC values 

for each of the ςχ brain subregions and the σ brain tissues. The ς locations with good agreement 

are highlighted in bold, and the ρ location with moderate agreement is highlighted in underline. 

 

Figure 3.12. Subject-specific median local SNR. Plot comparing median local SNR values for 

the two T 1 MPRAGE sequences from the Gold Standard protocol, across all  subjects and  

repeats. This subject -dependent variability of SNR is the premise of subject -specific 

denoising in this work.   
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Table 3-5. Individual inter -class agreement coefficient (ICC) values for each of the  

subregions and  tissues. ICC values greater than Ȣ indicate excellent agreement, values 

between Ȣ  and Ȣ indicate good agreement (highlighted in bold), and values between 

Ȣ and Ȣ  indicate moderate agreement (highlighted in underline).  

 

3.3.5 Visualizing Learned Filters for Explainable AI 

Figure 3.14 is a collage of intermediate layer outputs obtained from denoising a DC-biased 

input using the baseline image denoising model for the T1 contrast. The model appears to perform 

denoising (akin to low-pass filtering) in the earlier layers. Each MaxPool2D layer halves the spatial 

dimension, leading to reduced resolution in the later layers (refer network architecture in Figure 

3.4A). In these layers, the model appears to be performing low-frequency denoising (high-pass 

filtering). Overall, no brain specific anatomy is identifiable across any of the intermediate layer 

outputs (as desired), potentially attributed to the patch-wise approach adopted in this work.  
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Figure 3.14. Collage of intermediate 2D convolutional layer outputs. The filter outputs from 

each layer were collapsed into a single image via maximum intensity projection. 

Subsequently, this image was normalized to lie in the range ȟȢ  and then thresholded to 

only retain values Ȣ . 

Figure 3.15 presents representative layer outputs for five other threshold values: πȢυπ, πȢφπ, 

πȢχπ, πȢψπ, and πȢωπ. In all cases, a similar pattern of lowpass filtering in the earlier layers and 

high-pass filtering the later layers is observed. However, for πȢυπ, πȢφπ, the resulting intermediate 

outputs contain excessive high-frequency content. On the other hand, for threshold values πȢψπ 

and πȢωπ, a large number of values are zeroed-out, and hence the resulting outputs do not convey 

any relevant information. Between threshold values πȢχπ and πȢχυ, we chose πȢχυ since we were 

able to better observe the denoising mechanism (Figure 3.14). 



78 

 

 

Figure 3.15. Select intermediate 2D convolutional layer outputs for the originally chosen 

threshold value (highlighted in green), and the five additional threshold values: Ȣ , Ȣ , 

Ȣ , Ȣ , and Ȣ . The outputs for Ȣ  and Ȣ  contained excessive high -frequency 

content, while a large number of values were zeroed -out in the outputs for Ȣ  and Ȣ . 

3.4 Discussion 

The LUT search to accelerate the GS protocol was automated. In comparison, designing the 

EE protocol required human expertise and manual hours. The LUT approach is also scalableï

automated recording of acquisition times and rSNR values from the vendor UI for different ὖ  

can potentially enable the construction of high dimensional LUTs. Subsequently, high-

dimensional constrained search techniques can be explored to arrive at different ὖ . Our LUT 

search formulation also allows optimizing for different criteria. We optimized for shorter 

acquisition durations whilst trading-off SNR. However, this can easily be modified to any other 

criteria by suitably modifying the weights described in Table 3-2. Or, the LUT search can involve 

finding optimal ὖ  that satisfies an imposed acquisition time constraint, as demonstrated in our 

previous work [74,75]. Furthermore, since domain expertise is involved in setting the weights for 

the DOF, the LUT search is inherently explainable. Initially, we trained our image-denoising 
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models for T1 and T2 contrasts on the Human Connectome Project dataset (HCP, 

humanconnectomeproject.org). Preliminary results (not reported in this work) indicated poor 

accuracy on the automated volumetry (high ὙὓὛὉ ), although the denoising performance was 

good. We attributed this to HCP dataôs superior image qualityïHCP data were acquired on 

Siemens Prisma 3 T scanners with 80 mT/m gradient strength and 200 T/m/s slew rate. A 3D T1 

MPRAGE sequence was utilized with isotropic resolution and repetition/echo times = ςȟυσπȾρȢρυ 

ms. Therefore, the iterative local SNR-guided approach resulted in a higher noise scaling factor to 

degrade the HCP data to match the median local SNR with that of the Fastest dataset. We suspect 

that the denoising models trained on this data caused excessive blurring, which subsequently 

affected the automated T1 volumetry. Therefore, we chose to proceed with the IXI dataset for T1 

contrast, and also for T2 contrast to potentially mitigate a similar issue. For T2* , the SS denoising 

models failed to demonstrate better performance than the baseline denoising models. The baseline 

model was trained on T2*  data of the ADNI 3 dataset corrupted by native noise extracted from 

SWI data. However, fine-tuning the baseline model involved training on T2*  data corrupted by 

native noise extracted from T2*  data itself. We suspect this sequence specific noise distribution 

could have impacted the training process of the SS models. 

3.4.1 Limitations  

Intelligent Protocolling 

The T1 MPRAGE sequence in the Fastest protocol achieved shorter scan durations due to 

higher slice thickness (ρȢφ vs. ρ mm). Although our LUT search formulation was designed to avoid 

modifying image contrast, the Fastest dataset marginally deviates from the GS datasetôs contrast. 

For example, this can be observed in the T2 FLAIR contrast in Figure 3.5. Potentially, Virtual 
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Scanner [105] and its digital twinning capability [106] can be leveraged to design a physics-

informed LUT optimization approach. 

Data Distribution  

For detecting AD, volumetry from T1 MPRAGE sequence is crucial. The denoising models 

were evaluated on a small and healthy cohort of five volunteers. Their performance on denoising 

pathological data has not been investigated. While we have demonstrated the value of denoising 

in improving the accuracy of volumetry, the robustness of the denoising models on out-of-

distribution data has not been considered. A thorough evaluation will be required to assess the 

quality of data acquired from pathological subjects and denoising using our models. Alternatively, 

the training dataset could include pathological data to improve the modelsô generalization 

capabilities. Datasets which have not undergone extensive preprocessing and/or stringent quality 

control are valuable during the native noise extraction process of our workflow. 

Evaluation Metrics 

This work utilizes a combination of reference-less (local SNR, var-Lap) and reference-based 

(PSNR, SSIM) image quality metrics. The reference-less metrics were borrowed from the broader 

computer vision community and might not be ideal for evaluating methods in medical imaging. In 

particular, since the var-Lap metric is on an arbitrary scale, it does not allow performance 

comparisons without controlling for the testing dataset. The reference-based metrics inherently 

require a gold standard (GS), and hence do not lend themselves to evaluation on real-world data 

which, by nature, do not have reference data. 

Inference on Denoising Models 

While the patch-wise implementation enables flexibility of input data sizes, this approach 

significantly increases the inference durations: τx on ςυφςυφ input and ψx on υρςυρς input, 
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when compared with full input size approaches. Furthermore, the preprocessing step of converting 

a full-size image into φτφτ patches adds an overhead that is directly proportional to the 

dimensions of the input image. Currently, our denoising models require approximately σȢφχω 

seconds per slice if the input image dimensions are υρςυρς, and 2.575 seconds per slice if the 

input image dimensions are ςυφςυφ. Potentially, this could approximately be reduced πȢτυω 

seconds and πȢσςρ seconds per slice, respectively, if a full input size were instead adopted. The 

denoising models are also not implemented in an end-to-end workflowðcurrently, the data needs 

to be transferred to a designated system via physical storage media.  

Explainable AI 

While there exist multiple methods that aid in interpretability classification models [107ï

110], image-to-image model outputs are difficult to explain. Explainable AI techniques such 

Concept Activation Vectors (CAV) [111] allow probing the latent spaces of convolutional models 

to determine which human-friendly concepts the models are most sensitive to. However, this 

technique can only be applied to network architectures that include a bottleneck layer, such as U-

Nets [112], autoencoders [or variants thereof, such as variational-quantized autoencoders [113]. 

To the best of our knowledge, there is no prior work on applying CAVs to investigate the 

performance of image-denoising models. 

3.5 Conclusion 

This work demonstrates an end-to-end framework tailored for AD imaging and constitutes 

a preliminary demonstration of Level 1 AMRI (Chapter 1, Figure 2). The framework involved 

implementing a LUT to shorten the acquisition duration of an existing brain imaging protocol that 

was employed at our institution, by sacrificing image quality. Accelerated brain imaging using this 

faster protocol was demonstrated, and image quality was recovered post-acquisition using DL-
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based image denoising models. Furthermore, MR Imaging physics dictates that the amount of 

signal captured relates to the volume of the subject being imaged, as this directly affects the size 

of the proton population. This variability of SNR depending on subject size motivated the authors 

to implement and demonstrate subject-specific image denoising. Code to reproduce methods, and 

pre-trained models will be shared upon fair request. An earlier version of code to search look-up 

tables is publicly available on GitHub [114]. 
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4 Chapter 4: ArtifactID for Rapid and Automated Identification of 

Gibbs Ringing Artifact in Brain MRI  

4.1 Introduction  

Magnetic Resonance Imaging (MRI) offers good quality soft-tissue contrast compared to 

Computed Tomography but suffers from long acquisition time and artifacts [13,115]. Sources of 

these artifacts include subject motion, acquisition parameters, and hardware imperfections. These 

artifacts negatively affect the diagnostic quality and are sometimes confused with pathology [13]. 

Artifact mitigation sometimes requires repeating the scan, resulting in patient discomfort, 

additional cost, time, and resources [116,117]. Artifact correction may require a simple adjustment 

of the acquisition scheme by the technician, but spotting them requires expertise, and eliminating 

them demands prior knowledge of their source and underlying phenomena [118]. Identifying 

artifacts in MRI is challenging due to the expertise requirements, the variety of artifacts that can 

occur and the imaging techniques available [119]. Skilled personnel with the mentioned expertise 

are scarce in developing countries [5,120]. In these regions, low MR scanner densities (scanners 

per million people) and low magnetic field strengths (ρȢυ T) are prevalent; and further 

compound this scarcity [1]. This results in poorly managed systems that lead to errors such as 

artifacts in the data [121]. Gibbs ringing (GR) artifact is frequently occurring and could lead to 

misdiagnosis and misinterpretation [122ï125] especially in brain imaging [126,127]. It results 

from insufficient sampling of high frequency data in the frequency domain or k-space. It appears 

as a series of oscillating intensities occurring near sharp edges. Wrap-around occurs when the 

chosen Field of View (FOV) is smaller than the body region being imaged [126]. Despite being 

easy to recognize, this artifact may present challenges during diagnosis and analysis when the 

overlap reduces the region of interestôs visibility [127]. 



84 

 

Recent studies demonstrate the application of deep learning (DL) to correct artifacts across 

multiple imaging modalities. In MRI, DL methods have been employed to denoise [128,129], 

remove GR artifacts [129], deblur [130], and correct motion [131] and spectral artifacts [132], 

among others. These correction strategies are typically applied post-acquisition to improve the 

quality of the images before diagnosis. However, they do not alleviate the burden on acquisition 

time and cost arising from artifacts. Nonetheless, artifact detection techniques need to be applied 

post-correction to ensure complete artifact removal. Existing DL-based artifact identification 

methods primarily focus on identifying motion artifacts at high field strengths ( ρȢυ T). Lorch et 

al. [133] demonstrated the detection of simulated bulk head motion on the IXI datasets and 

respiratory motion on cardiac scans. Küstner et al. [134] successfully detected motion artifacts on 

head and abdomen images and later expanded their work to also detect field inhomogeneity 

artifacts [135]. Finally, Graham et al. [136] demonstrated the detection of intra-volume movement 

on diffusion-weighted MR data. Ideally, the artifact is first detected and later corrected using DL 

[132,137]. So far, this has only been demonstrated on MR spectra data for poor quality spectra and 

ghosting artifacts. Table 4-1 summarizes the relevant literature cited here in terms of artifact 

identification or correction capabilities. 

Currently, the MR technician performs a quality assurance (QA) check of the images 

following the acquisition of each series during an MR scan. This QA includes inspecting for 

unwanted artifacts and checking for full-region coverage, among others. The technician flags data 

that do not pass these checks and repeats the corresponding sequences before the subject exits the 

MR scanner. 
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Table 4-1. Summary of relevant works on MRI artifact identification and removal.  

 

A comprehensive QA check is performed off-site when local expertise is unavailable, or as 

an additional review as in the case of multi-site neuroimaging studies. Any tests failing 

downstream will result in discarding the data. Deep learning methods can be leveraged to bring 

this expertise on-site to support the MR technician in performing an exhaustive QA and provide 

timely intervention. These tools are advantageous when dealing with time-consuming and skill-

demanding tasks such as artifact identification. The eventual outcome of ArtifactID is to perform 

artifact identification after each series while re-scanning is still possible, assisting the technician 

on-site and potentially eliminating the requirement of an additional off-site artifact evaluation. 

Figure 4.1 depicts the changes proposed in the artifact identification QA pipeline. 



86 

 

 

Figure 4.1. Proposed changes in artifact identification pipeline. In the current workflow, a 

comprehensive quality analysis is performed off -site after the MRI exam has concluded and 

the subject has left the facility. Any artifacts identified necessitate a reschedul ing of MRI 

exam, resulting in financial and other logistical overheads. In the proposed workflow, this 

off -site expertise is brought on -site by leveraging ArtifactID deep learning models such that 

any repeat acquisitions are performed before the subject ex its the MRI scanner.  

As the first step in this direction, we demonstrate ArtifactID for brain MRI to identify GR 

artifacts. ArtifactID also identifies wrap-around, B0, and motion artifacts; however, these are not 

reported here as they are beyond the scope of this work. We worked on multiple iterations of 

ArtifactID and this Chapter is organized based on these iterations. Section 4.2 describes our work 

on ArtifactID for GR identification in low-field brain MRI, and Sections 4.3 and 4.4 describe our 

works on ArtifactID for GR identification in high-field brain MRI. The two high-field iterations 

differ in forward modeling of the GR artifact and other implementation-level details. 

The novel contributions of this work for artifact identification are: (i) incorporating gradient-

based visualizations to enable explainable AI and GR artifact localization within the images; (ii) 

performing statistical analysis to assess the modelsô classification accuracies against the radiologist 

labeling for GR artifacts in low-field brain MRI; and (iii) demonstrating the feasibility of utilizing 

a accelerometer to detect motion in low-field MRI. 
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4.1.1 The Gibbs Ringing Phenomenon 

 

Figure 4.2. Gibbs ringing phenomenon. Reconstruction of a truncated signal from the 

frequency domain (c) results in the occurrence of the Gibbs ringing artifact in the time 

domain (d), manifesting as a series of oscillations at discontinuities such as edges. Insets:  

first hundred samples in b) that are zeroed out in c) to replicate truncation in k -space. 

Here, we present an introductory explanation of the mechanism behind the GR artifact. The 

raw data acquired by the MRI scanner exists in the frequency domain (k-space). We apply the two-

dimensional (2D) Discrete Fourier Transform (DFT) to convert this data into the spatial domain, 

which is amenable to human interpretation. Consider the example of a one-dimensional (1D) signal 

in the frequency domain. We know that the 1D DFT is: 

ꞈὼὲ  ὢὯ ὼὲὩ

 

τȢρ 

ꞈ ὢὯ ὼὲ
ρ

ὔ
ὢὯὩ

 

 τȢς 



88 

 

é where ꞈϽ and ꞈ Ͻ denote the DFT and the Inverse DFT (IDFT), respectively. ὼὲ 

and ὢὯ are the representations of the 1D signal in the time and frequency domains, respectively. 

Practical constraints impose a limit on the number of data points, ὔ, that can be sampled by the 

MRI scanner. This directly affects the quality of the signal representation in the time domain, as a 

consequence of the underlying Fourier Transform. Figure 4.2 illustrates this phenomenon. Figure 

panels a) and b) plot a square wave of ρπππ timepoints and the corresponding magnitude of its 

DFT, respectively. Now, zeroing out the first and last ρππ data samples of the DFT signal (to 

replicate truncation in k-space) results in the occurrence of the GR artifact in the time domain 

signal obtained via the IDFT, as observed in figure panels c) and d). The insets in figure panels b) 

and c) show the samples that are . Practically, this occurs when insufficient k-space samples are 

acquired due to constraints such as limits on the acquisition bandwidth. 

4.2 Gibbs Ringing Identification in Low-Field Brain MRI  

We chose to identify GR artifacts in the low-field brain MRI data because they were the 

among the most frequently occurring MR image artifacts in our target dataset. Specifically, two 

neuro-radiologists found GR occurring υχϷ of the images, respectively. Other artifacts such as 

wrap-around, and low SNR & B0 inhomogeneity-related distortion were present in approximately 

ςχϷ and ρςϷ of the dataset. 

4.2.1 Materials and Methods 

We trained a binary classification model for 100 epochs to identify the occurrence of GR 

artifacts. Figure 4.3 shows the network architecture, implemented with Keras-TensorFlow 2.1 

[59]. One additional Dense layer (dashed border in Figure 4.3) was included in the network 

architecture for high-field GR identification (Section 4.4). The Adam optimizer [57] was utilized 
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to reduce the sparse binary categorical cross-entropy loss with the rectified linear unit (ReLU) 

[138] as layer activation function. 

 

Figure 4.3. Network a rchitectures of the 2D convolutional neural networks implemented in 

Keras-TensorFlow. Artifact identification was treated as a binary classification problem.  The 

Dense layer indicated by a dashed border was only included for the full -slice high -field 

model described in Section 4.4. 
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Datasets and Data Preprocessing 

We simulated the GR artifact on artifact-free datasets using Pythonôs Numpy library [139]. 

Prior to artifact simulation, data preprocessing included four steps, applied per-slice: 1) reorienting 

to the axial plane, 2) resizing to ςυφςυφ, 3) masking the background using the method in [87] 

for low-field only, and 4) intensity normalization between πȟρ. Steps 1) and 2) were applied only 

if the input images were not axially oriented or were of different image dimensions. Post artifact 

simulation, step 4) was repeated and each slice was saved as a separate Numpy file of float-16 

datatype. We resized the input images to ςυφςυφ and saved the simulated output as float-16 

data type to mitigate any potential memory exhaustion issues during model training. 

We utilized a low-field dataset acquired on a πȢσφ T MagSense 360 (Mindray, China) open 

MRI scanner from University College Hospital, Ibadan, Nigeria. It consisted of ρςω T1-weighted 

pathological brain images, acquired from subjects aged <80 years. The acquisition parameters 

were TE = ρυ ms, TR = υφωɀψρτ ms, slice thickness = τ φ mm. The acquisition matrix size 

varied from ρωςρως to υρςυρς. Two experienced low-field MRI neuro-radiologists 

annotated the occurrence of GR in the low-field dataset, per subject. They also validated the hand-

picked slices for training, validation or testing to enable slice-wise classification. 

Gibbs Ringing Forward Modeling 

GR is a consequence of lacking high-frequency components in the k-space domain. To 

identify the artifact, we trained one model only on low-field data, and a second model on a 

combined dataset consisting of low-field and low-field-simulated data. The low-field-simulated 

data utilized only select slices from the low-field dataset. The artifact simulation process involved 

masking two blocks of complex-valued k-space with π values. The number of rows for both 

masking blocks was chosen randomly from the range σςȟφτ. The number of columns was φτ, 
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χφ or ψψ, also chosen at random. The masking was only performed in the first ρφπ rows of the 

image. The two blocks were placed from the left and right edges of the image, respectively. 

Subsequently, k-space data were transformed back to the image domain, data preprocessing step 

3) was repeated, and then saved to disk. During training, the input images were converted to k-

space and the magnitude values were used without any further scaling. Representative examples 

are presented in Figure 4.4. 

 

Figure 4.4. Representative examples of Gibbs ringing (GR) corrupted slices obtained from 

forward modeling. The first column presents the input images, and the second column 

presents the output of the forward modeling process. The third column is a residual of the 

input and forward modeled images to aid in the visual identification of GR.  

Two versions of the low-field dataset were utilized for training. The first (Ὃ) contained only 

real-world data: no-artifact and artifact-corrupted slices hand-picked from the low-field dataset. It 

contained a total of τπχ slices: ςπς no-artifact slices and ςπυ artifact-corrupted slices. The second 

additionally included artifact-simulated slices (Ὃ). These slices were generated by performing 

artifact-simulation on the no-artifact slices. This dataset contained a total of φρς slices: ςπς no-

artifact slices and τρπ artifact-corrupted slices. Figure 4.5 illustrates the data split. It contained 

approximately twice the number of corrupted slices compared to no-artifact slices. To tackle this 
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class imbalance, the class weight parameter was defined during the training process. This 

parameter forced the loss function to assign more importance to the under-represented no-artifact 

class. We trained the model for ρππ epochs using a batch size of σς on a system with Intel Core 

i7- 9750H, Nvidia RTX 2070-MaxQ, and ρφ GB RAM. The number of trainable parameters was 

χȟφυχȟςωψ. 

 

Figure 4.5. Low-field data splits of the two datasets ( ╖  and ╖ ) employed in this work. ╖  

only contained hand -picked no -artifact and artifact -corrupted slices from the low -field 

dataset. ╖  contained artifact -simulated slices in addition to all the slices included in ╖ . 

Both datasets were partitioned as follows: Ϸ and Ϸ for the training and test sets, 

respectively. Ϸ of the training set was set aside for the validation set.  

Retrospective and Prospective Testing 

We leveraged Grad-CAM [108] to develop trust in the modelsô predictions and analyze 

failure modes. Grad-CAMôs heatmaps highlighted regions of the input that most significantly 

contributed to the modelôs decision. We obtained these heatmaps for true-positive (TP), false-

positive (FP), true-negative (TN) and false-negative (FN) inputs for all models. 

We evaluated the two models on the test split of Ὃ and Ὃ to obtain the class-wise and 

overall accuracies. Data preprocessing steps 1ï3) were applied slice-wise to input data. Since the 
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inputs were in the frequency domain (k-space), we masked the k-space to only retain the top υϷ 

maximally activating values based on the heatmaps. We visualized these masked k-space images 

in the image domain to understand the modelôs decisions. For statistical analysis, we computed the 

Cohenôs Kappa coefficient to assess the level of agreement of the models with the ground truth in 

the low-field test sets. 

4.2.2 Results 

 

Figure 4.6. Loss and accuracy curves as a function of epochs for the Gibbs ringing 

identification model  trained only on real -world data (a), and a combination of real -world and 

simulated data (b) . Loss values did not converge until epoch 80.  

Training the two GR models for ρππ epochs required τȡρυ (minutes: seconds) and υȡςχ, 

respectively, and both achieved training and validation accuracy values of ρππϷ and ωπȢφϷ. The 

precision and recall metrics on the two test sets were ωςȢχϷ and ωφȢσϷ, and ρππϷ and ψχȢψϷ, 

respectively. The models yielded accuracy values of ωσȢωϷ and ωυȢρϷ on the test sets. Figure 4.6 

presents the loss and accuracy curves as a function of epochs for both GR identification models. 
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Accuracies did not stabilize, and loss values did not converge until epoch 80. Therefore, we trained 

the models for 100 epochs. 

 

Figure 4.7. Confusion matrices of low -field  GR models across the validation and test splits.  

Figure 4.7 shows the confusion matrices for both GR identification models across both 

datasets. Figure 4.8 presents Grad-CAM visual explanations. The heatmaps consistently 

highlighted the central regions of the input k-space images (Figure 4.8a, i, ii and Figure 4.8b, iv, 

vi). We masked the k-space images to retain only the maximally-activating υϷ values and 

converted these to the image domain. A weak pattern of TP and FP samples having high frequency 

content and TN and FN samples having low-frequency content seemed to emerge across most of 

the dataset (Figure 4.8a, iii, iv and Figure 4.8b, iii, iv). Agreement analysis of the models and the 

radiologistsô labels returned Cohenôs kappa values of πȢψωπȢπψυ, and πȢψχψπȢρπσ for the 

two GR models, respectively. These kappa values imply substantial to perfect agreement. 

 




































































