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Abstract

Generative Models for 3D Content without Massive 3D Datasets

Rundi Wu

The creation of high-quality 3D content remains a major bottleneck across a wide range of

applications, from entertainment and virtual reality to robotics and industrial design. While tradi-

tional 3D modeling and reconstruction pipelines require extensive manual effort, recent advances

in generative AI offer the promise of automating and accelerating this process. However, the de-

velopment of generalizable 3D generative models has been severely hampered by the scarcity of

large-scale high-quality 3D datasets, especially in contrast to the abundance of 2D image data that

has fueled progress in image and video generation.

This thesis addresses this fundamental data challenge by presenting a collection of methods

designed to circumvent the need for massive 3D datasets, by leveraging different forms of supervi-

sion and prior knowledge. We explore diverse strategies tailored to different applications, including

creating 3D variations by learning the local patch distribution of a single exemplar; generating 3D

shapes in the form of programs; enhancing 3D and 4D reconstruction by leveraging powerful 2D

image generative priors.

Together, these works demonstrate viable pathways towards automating and democratizing

high-quality 3D content creation by reducing the reliance on large, curated 3D datasets.
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Chapter 1: Introduction

Digital 3D content plays an vital role in a wide range of modern applications, from immersive

video games and mixed reality experiences to industrial manufacturing and robotic perception.

However, the manual creation of novel 3D assets—whether through manual modeling or recon-

struction from captured images—remains a highly challenging and time-consuming endeavor. On

the one hand, the traditional 3D modeling pipeline typically begins with conceptualizing a de-

sign, followed by sculpting, texturing, rigging, and shading in specialized 3D software such as

Blender [1] or Maya [2]. This work�ow demands a blend of artistic skill, technical expertise, and

iterative re�nement, often taking days or even weeks for a single high-quality asset. On the other

hand, transforming images of real-world scenes into high quality 3D models with methods like

NeRF [3] requires exhaustive scene capture, where each region is photographed from multiple an-

gles multiple times. Both approaches are laborious and costly, which motivates the development

of automated algorithms capable of creating diverse, high-quality 3D content with minimal human

input. Advances in this space could democratize 3D content creation, accelerating work�ows and

expanding access across domains.

The success of today's large-scale image and video generative models is largely driven by the

availability of massive, high-quality datasets—scaling both data and model size has consistently

led to better performance. In contrast, the availability of native 3D data remains limited, as 3D

models are signi�cantly more expensive to capture and create. Unlike images and videos, which

can be easily captured by cameras and are abundantly available online, high-quality 3D models

typically require labor-intensive processes such as 3D scanning of real-world objects or manual

construction in professional modeling software. As a result, even the largest existing 3D object

dataset—Objaverse-XL [4], containing 10 million objects—is still orders of magnitude smaller

than commonly used image datasets like LAION [5], which includes over 5 billion images. The
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scarcity is even more pronounced for scene-scale 3D data [6, 7, 8]. This lack of large-scale 3D

datasets poses a major bottleneck for developing generalizable models for high quality 3D creation.

In this thesis, I present a collection of works that tackle this data limitation from multiple perspec-

tive, proposing methods tailored to different applications that circumvent the need for massive 3D

datasets.

The remainder of this thesis is organized as follows. Chapter 2 offers a brief review of re-

lated work, covering traditional 3D model synthesis techniques, recent advances in deep genera-

tive models for 3D content creation, and relevant background on 3D reconstruction and novel view

synthesis.

In Chapter 3, I introduce deep generative models that learn from just a single 3D shape, with-

out the need of any manual annotation or large-scale dataset. The goal is conceptually similar to

traditional example-based 2D texture synthesis [9]: to generate new, diverse, as many as needed

samples from a given input exemplar. However, rather than producing static 3D textures, our mod-

els aim to synthesize a variety of plausible shape variations while preserving the global structure

inherent in the original shape. The core idea is to model the local patch distribution of the input:

even a single 3D shape typically contains numerous local patches at multiple scales, each serving

as a distinct training sample. Building on this insight, we developed a hierarchical patch-based

GAN (Generative Adversarial Network)[10] and a diffusion model[11], both designed to capture

and leverage these multi-scale local patterns. Finally, I discuss the advantages and limitations of

these single-example learning methods, and draw connections to the emerging �eld of personalized

generative models.

In Chapter 4, I focus on procedural 3D models and present the �rst deep generative network

for automatic creation of computer-aided design (CAD) models [12]. CAD models are de�ned by

a user-authored operational sequence that represents the step-by-step “drawing” process of shape

creation. Today, nearly all the industrial 3D designs start with CAD models, which are only later

discretized into polygon meshes or point clouds in later production pipeline, if necessary. Rather

than training a generative model directly on raw 3D geometry, we leverage the programmatic na-
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ture of CAD designs and develop a deep generative model based on transformer [13] that outputs

the underlying CAD programs themselves. Finally, I discuss the promising synergy between pro-

cedural 3D modeling and modern large language models (LLMs) which are already capable of

writing code. I argue that this is a promising direction for bypassing the need for massive raw 3D

datasets in certain applications, by reframing the 3D generation task as a problem of code or text

generation.

In Chapter 5, I present a method that leverages 2D image priors over novel views to enhance 3D

reconstruction from sparse observations. This prior is derived from a diffusion model trained for

novel view synthesis. Given multiple posed input images, the model predicts the scene's appear-

ance from aa speci�ed novel viewpoint. We �ne-tune our diffusion model from a pretrained latent

image diffusion model [14] on a mixture of real world and synthetic multi-view image datasets [15,

16, 17, 18]. Once trained, this model is used to regularize a typical NeRF reconstruction pipeline

by using an approach akin to score distillation sampling (SDS) [19]. Our results demonstrate that

this method signi�cantly improves 3D reconstruction quality for sparse-view inputs. Finally, I dis-

cuss the impact of this work on subsequent research in the �eld, highlighting how it contributes to

a future of increasingly accessible 3D reconstruction techniques with signi�cantly reduced capture

requirements.

In Chapter 6, I shift the focus to dynamic 3D content creation and present a method for creating

4D (dynamic 3D) scenes from monocular video. Following the same spirit of using image genera-

tive priors for sparse-view 3D reconstruction of static scene, we train a multi-view video diffusion

model that can transform an input monocular video into multi-view videos, which we then use

to reconstruct the dynamic 3D scene. Because very little real-world 4D data exists, we train our

model with a bespoke mixture of multi-view images of static scenes, �xed-viewpoint videos and

synthetic 4D data. We demonstrate competitive performance on novel view synthesis and dynamic

scene reconstruction benchmarks, and highlight the creative capabilities for 4D scene generation

from real or generated videos.

Chapter 7 concludes this thesis and discusses several related future directions.
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Chapter 2: Related Work

2.1 Traditional 3D Model Synthesis

Prior to deep generative models, traditional 3D shape synthesis techniques can be largely clas-

si�ed into procedural and example-based methods, similar to 2D texture synthesis [9, 20]. Proce-

dural 3D modeling techniques [21] have been extensively studied over the years. They typically

specify a particular set of rules (i.e.a domain speci�c language) that after execution create 3D

models and textures. The major advantages are its edibility and ef�ciency — users can create large

scenes from a much smaller number of rules and precisely control the generated content by adjust-

ing the parameters. However, these procedural rules are hard to design (even for experts) and are

often limited to speci�c classes of objects, such as mechanical parts [22, 23], terrains[24, 25], cities

[26, 27, 28] and trees [29, 30, 31]. Even the most recent procedural graphics datasets [32, 7] con-

tains only a limited number of procedural generators which greatly restrict the complexity of the

generated scene. Nevertheless, procedural modeling techniques still prevail in many applications

such as authoring assets in 3D software [1] and computer-aided design (CAD) for industrial man-

ufacturing [22, 23]. In Chapter 4, we investigate the possibility of combining procedural modeling

and modern machine learning techniques: developing a deep generative models to automatically

generate CAD programs.

Example-based methods are more general-purpose, aiming to synthesize new shapes by analyz-

ing the given example(s). The pioneering work in this direction [33] and others [34, 35] synthesize

novel shapes by assembling components retrieved from a database of segmented shapes. They

are early data-driven approaches with classic machine learning techniques, and the scale of their

models is much smaller then later deep generative models. Another line of works [36, 37, 38, 39,

40] analyze a single input shape and generate larger 3D models by exploiting repeated patterns

4



within the input example. For example, Merrell [36] decomposes the input 3D model into pieces

of regular grids and then synthesizes new 3D models by solving a constraint sancti�cation problem

(i.e., putting pieces together such that the new model respects the adjacent relationships appeared

in the input model). However, these techniques either rely on manual decomposition [36] or re-

quire exact symmetry [39]. The work that I'll introduce in Chapter 3 also falls into the category of

example-based 3D modeling. In contrast to prior methods that usually rely on hand-crafted rules,

we leverage neural networks to automatically learn the distribution of multi-scale patches of the

single input example and generate novel 3D shapes that locally resemble the input.

2.2 Deep Generative Models for 3D Creation

Native 3D Generative Models Since the introduction of deep generative networks such as Gen-

erative Adversarial Network (GAN) [41] and a large 3D shape dataset such as ShapeNet [42],

developing deep generative models for 3D shapes has attracted immense research interest. Early

work focus on generating the 3D geometry only, in all different representations including voxels

[43, 44], point clouds [45, 46, 47, 48, 49], meshes [50, 51, 52, 53, 54], implicit functions [55, 56,

57, 58], multi-charts [59, 60],structural primitives [61, 62, 63, 64], and parametric models [65, 12,

66]. Later works take a step forward to generate 3D textured shapes [67, 68, 69]. Most of the above

methods typically train a particular type of generative models (e.g., GANs [41], VAEs [70], �ow-

based models [71], diffusion models [72]) on a raw 3D representation with some category-speci�c

data (e.g.chairs). With the introduction of much larger 3D object datasets such as Objaverse [18, 4]

and the success of latent image diffusion models [14, 73], recent work scale up the 3D generative

models with a two-stage paradigm [74, 75, 76, 77]: �rst training a VAE that encodes 3D assets into

a low-dimensional compact latent space and then training a diffusion model on such latent repre-

sentation. For example, TRELLIS [77] encodes both the geometry and appearance into a sparse

3D grid of latent features by fusing and processing dense multiview visual features extracted from

a DINOv2 encoder [78]. Such sparse latent representations can be decoded to versatile output

format (e.g., meshes, 3D-GS [79]) with different decoders. Then two specialized diffusion trans-
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formers [80] are trained, one for the sparse structure and the other for local latent features attached

to it.

The deep generative models for 3D objects have made huge progress in the past few years, from

generating only low-resolution, texture-less 3D chairs to producing high-quality objects of almost

any type from a single image or a text prompt. However, the output quality and generalization

ability of the 3D generative models still fall far behind the 2D image generative models. One factor

is of course that 3D content has an additional dimensionality and its sparse irregular representation

makes the problem more complex. But perhaps the most important factor is that the size of native

3D datasets is of orders of magnitude smaller than the size of image datasets. The commonly used

image dataset LAION [5] has about 5B images, yet the current largest 3D object dataset Objaverse-

XL [4] has about 10M 3D objects and the 3D scene datasets are even smaller. Though the size of

3D datasets may still keep growing in the future, it is unlikely to become as large as the image

datasets simply because of the capture dif�culty. Unlike images, which can be easily captured by

cameras and are widely available online, 3D shapes require signi�cant manual effort to 3D scan or

model in modern 3D modeling software.

Leveraging 2D priors To circumvent the need of a large scale 3D dataset, another line of recent

works follow a 3D-via-2D approach, leveraging pre-trained 2D image generative models and dif-

ferentiable rendering techniques. The pioneer work DreamFusion [19] proposed score distillation

sampling (SDS), where a 2D image diffusion model acts as a critic to supervise the optimization of

a 3D model (represented as a NeRF [3]). In other words, the optimization encourages the render-

ings of the 3D model match the distribution of generated images from a 2D image diffusion model

(conditioned on a text prompt). Follow-up research in this space has attempted to improve the op-

timization objective and strategy [81, 82, 83, 84, 85], swap in different 3D representations [86, 87,

88], and amortize the optimization process [89]. The SDS distillation is very expensive because the

heavy diffusion models need to be queried at each optimization iteration. Also the image diffusion

models used in such works are typically text-conditioned and they have intrinsic viewpoint biases
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(e.g., a generated chair is always front-facing). Therefore the resulting 3D models often exhibit

blurriness and the Janus problem (i.e., the generated 3D object has multiple faces).

To overcome the limitations, several recent approaches train or �ne-tune 2D image generative

models with explicitly camera pose condition [90, 91, 92, 93, 94, 95, 96]. One of the �rst such

works Zero-1-to-3 [90] �ne-tunes a pre-trained text-to-image diffusion model to condition on an

input image as well as the relative camera transformation between the input and target views.

Though �ne-tuned only on synthetic images (renderings from 3D objects from Obajverse [18]), it

generalizes quite well to real-world images. Compared to vanilla text-to-image diffusion models,

these view-conditioned image diffusion models provide stronger prior for what an object or scene

in the input image should look like from another viewpoint, thus signi�cantly alleviating the multi-

face problem in the distilled 3D models. However, they model novel views independently and

therefore the generated images of different views are not 3D consistent with each other. Because

of this inconsistency issue, they still require the expensive SDS distillation to generate 3D models.

Most recent works opt to model the joint distribution of multiple novel views [97, 98, 99,

100, 101, 102, 103, 104], greatly improving the 3D consistency of generated images. For exam-

ple, CAT3D [97] �ne-tunes a text-to-image diffusion model to output images at multiple novel

views simultaneously by in�ating the existing 2D self-attention layers to perform full 3D atten-

tion across all images. Though the generated images at different novel views are not entirely 3D

consistent, they are consistent enough such that the 3D generation pipeline becomes much sim-

pler: �rst generating images at many different viewpoints and then running a standard multi-view

3D reconstruction method (e.g., NeRF) with tricks like LPIPS loss [105] to reconcile the slight

inconsistency. This two-stage pipeline is much more ef�cient as compared to the SDS distilla-

tion, reducing the runtime from hours to minutes. Several other works [106, 107, 108, 109] take

a step further and harness the power of pre-trained video generative models [110, 111, 112, 113,

114], which are thought to implicitly reason about 3D. The pre-trained video diffusion models

have strong prior of temporal consistency across frames and they show promising results when

�ne-tuned for generating consistent novel views.
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Besides generating RGB images at novel views, another set of works additionally generate

other geometric attributes such as depth or normal maps [115, 116, 117, 118]. For example, Won-

der3D [115] adds another input signal as “domain switcher” to determine whether the �ne-tuned

image diffusion model outputs RGB images or normal maps. These extra geometric attributes can

be easily plugged into later 3D distillation or reconstruction pipeline and in particular enhance the

geometry quality of the �nal 3D models.

The above mentioned 3D-via-2D approaches all involves an costly optimization-based 3D dis-

tillation or reconstruction stage. Even the most advanced multi-view 3D reconstruction methods

like 3D-GS [79] take minutes to run for a single 3D scene. To reduce the time cost and achieve

near real-time 3D generation, several recent works attempt to learn feed-forward 3D reconstruc-

tion models by training on large-scale multi-view image datasets [119, 120, 121, 122, 123, 124,

109, 125, 126]. The seminal work LRM [119] trains a transformer that takes four images as input

and outputs a triplane-based NeRF with a photometric reconstruction loss at novel views. Later

research in this space has improved the feed-forward reconstruction models by using more ef�cient

representations [121, 122], increasing the number of input views [124], removing the requirement

for camera poses [127] and building on latent features [115, 126]. Though the reconstruction

quality of these feed-forward methods is still worse than per-scene optimization methods, they are

much more ef�cient (usually take within a few seconds) and could potentially serve as an important

building block for the 3D generation pipeline.

Summary The two distinct kinds of 3D generation methods mentioned above, native 3D genera-

tive models and 3D-via-2D approaches, both have their own pros and cons. By training directly on

3D data, native 3D generative models usually can produce 3D assets of higher geometry quality,

especially for complex and concave structures that are dif�cult for multi-view 3D reconstruction

algorithms. Yet, they are clearly limited by the amount of available 3D data. Though very promis-

ing results have been shown with recent large-scale 3D object datasets [18, 4], the generalization is

still an issue for single 3D objects, let alone 3D scenes. In contrast, 3D-via-2D approaches usually
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have much better generalization ability thanks to their image diffusion models that are pre-trained

on much larger image datasets. Current state-of-the-arts are able to create large 3D scenes in a

zero-shot manner, which is not yet demonstrated by native 3D generative models. However, their

production of 3D assets relies on multi-view 3D reconstruction methods (either optimization-based

or feed-forward) which often have trouble with complex or concave geometry structures. There-

fore, their generated geometry not usually not as clean as native 3D generators, even for single 3D

objects. There are some recent efforts that try to combine them to get the best of both worlds [128,

123, 76], but there is still a lot room for improvement.

All works that I'll present in the following chapters can be considered as deep generative mod-

els for 3D creation, but each with their own characteristics. Chapter 3 will introduce 3D generative

models that are trained on only a single input example and produce novel 3D shapes that locally

resemble the input. Chapter 4 will introduce a native 3D generative model that is trained on CAD

construction programs instead of raw 3D representations. In Chapter 5 and Chapter 6, I will intro-

duce methods that leverages 2D generative priors for static and dynamic 3D reconstruction from

partial observations.

2.3 3D Reconstruction and Novel View Synthesis

Per-scene optimization Many 3D reconstruction pipelines start from scratch for each new scene,

only relying on the input images. One notable traditional method is Structure-from-Motion (SfM)

[129, 130, 131, 132, 133], which aims to reconstruct sparse 3D structure of the scene and deter-

mine camera parameters from a set of input images. It typically �rst obtains pixel correspondences

between multiple images to determine geometric relationships, and then perform bundle adjust-

ment to jointly optimize 3D point coordinates and camera parameters. Multi-view stereo (MVS)

methods [134, 135, 136] assume known camera parameters and densely reconstruct visible sur-

faces of the scene via triangulation between multiple viewpoints. Recent neural approaches like

Neural Radiance Fields (NeRFs) [3, 137, 138, 139, 140] employ volumetric rendering and repre-

sent the scene as a continuous 5D function for both density and color, demonstrating remarkable

9



ability of synthesizing realistic novel views. Most recent 3D Gaussian Splatting (3D-GS) [79,

141, 142, 143] represents the scene as a set of 3D Gaussians that preserve desirable properties of

continuous volumetric radiance �elds and allow the usage of fast rasterization techniques, achiev-

ing high-quality real-time novel view synthesis. However, the per-scene optimization nature of

these approaches typically requires exhaustive scene capture and poses signi�cant challenges in

scenarios with sparse observations.

Minimizing the need for dense capture is crucial for democratizing 3D capture, and has moti-

vated many works [144, 145, 146, 147, 148, 149, 150, 151, 152, 153, 154]. Most existing meth-

ods focus on developing heuristic low-level regularizers. DS-NeRF [144] utilizes sparse depth

outputs from SfM as supervision. DDP-NeRF [145] further uses a CNN to obtain dense depth

supervision from sparse inputs. SimpleNeRF [147] regularizes appearance and geometry by train-

ing two additional models which respectively reduce positional encoding frequencies and remove

view-dependent components. Similarly, FreeNeRF [150] demonstrates that simply regularizing

the frequency range of NeRF's positional encoding features improves quality in few-view scenar-

ios. RegNeRF [148] introduces a depth smoothness loss and a pre-trained normalizing �ow color

model to regularize the geometry and appearance of novel views. While all these methods reg-

ularize ambiguous geometry and appearance during NeRF optimization, they often fail on larger

scenes when the view sparsity is extreme. In Chapter 5, I will present a method for reconstructing

the scene from sparse-view inputs by leveraging learned 2D image diffusion priors and demonstrate

strong improvement on real-world complex scenes.

Learning-Based View Synthesis While methods like NeRFs optimize a 3D representation per

scene, other recent methods train neural networks on large collections of posed multi-view images

for generalized novel view synthesis. They can be largely classi�ed into regression or generative

models. Most of the regression models [155, 156, 15, 157, 158, 159, 160, 161, 162, 163] lift the

input images into a 3D representation, like using a plane sweep volume, and predict novel views in

a feed-forward manner. They work well near the input views, but extrapolate poorly to ambiguous
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views, where the distribution of possible renderings becomes multi-modal.

Extrapolating beyond observed inputs for view synthesis requires generating unknown parts

of the scene. Earlier generative models for view synthesis primarily use Generative Adversarial

Networks (GANs) [164, 165, 166, 167, 168, 169, 170, 67, 171]. More recent works use diffusion

models, following their immense success on image generation [151, 94, 95, 172, 173, 174, 90,

175, 100, 98, 176, 177, 178, 104]. 3DiM [92] trains a pose-conditioned image-to-image diffusion

model on synthetic ShapeNet data [42]. GeNVS [94] and SparseFusion [151] train on real-world

multiview data [16] and further incorporate 3D geometry priors by conditioning on rendered fea-

tures [155, 179]. While they show promising results for novel view synthesis, their models are

category-speci�c and do not generalize to arbitrary scenes. Most recent works �ne-tune a large-

scale pretrained diffusion model on synthetic or real-world multi-view image datasets and achieves

strong zero-shot zero-shot generalization on real images of arbitrary scenes [90, 93, 97, 101, 98,

108, 109] (see Section 2.2 for a more complete review). Our works presented in Chapter 5 and

Chapter 6 follow a similar paradigm and �ne-tines a pre-trained image diffusion model for novel

view synthesis of static and dynamic scenes.

Learning-Based 3D Reconstruction Learning-based 3D reconstruction approaches have re-

cently seen a lot of progress, with the goal of training a large-scale neural network to densely

reconstruct the visible surfaces from an unposed image collection [180, 181, 182, 183, 184, 185,

186, 187, 188]. Notably, DUSt3R [180] predicts two pointmaps from an image pair under the

same coordinate frame, and uses a test-time optimization process for global alignment. Their for-

mulation directly recovers a 3D model of the scene as well as per-image depth map and camera

parameters. Follow-up research in this space has extended this framework to support multiple in-

put frames [181, 185], replace the test-time optimization with neural networks [187, 185, 181],

handle dynamic scenes [188, 183, 189] and enable continuous online reconstructions [186, 188].

Dynamic 3D Scenes Reconstruction and novel view synthesis of dynamic 3D scenes is much

more challenging. Many existing methods require multiple synchronized videos captured from
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different viewpoints as input [143, 190, 191, 192, 193, 194, 195, 196, 197, 198], while some

more recent works address the more practical setting of casually captured monocular videos as

input [199, 200, 201, 202, 203, 204, 205]. These works tend to use radiance �eld models such as

NeRF [3] or 3DGS [79] as the underlying static 3D representations, alongside a deformation �eld

that models the scene motion. Most recently, Shape-of-Motion [199] and MoSca [200] greatly

improved reconstruction quality by utilizing extra supervision signals estimated from large vi-

sion models, such as segmentation masks [206, 207], depth maps [208, 209] and long-term 2D

tracks [210, 211]. However, these methods are not fully automatic (e.g., requiring user clicks for

the object mask) and cannot reconstruct regions that are never observed in any input frames.

Early generative approaches for 4D scenes (i.e.dynamic 3D) used Score Distillation Sampling

(SDS) [19] to distill a 4D representation from image and video diffusion models [212]. Follow

up work [213, 214, 215, 216, 217, 218, 219, 220, 221, 222] improved generation quality by per-

forming SDS with a combination of video diffusion models [223, 110, 112] and multi-view image

diffusion models [90, 98, 100]. Several work sidestepped costly SDS optimization by crafting a

sampling scheme of diffusion models that generate multi-view videos [224, 225, 226], �ne-tuning

a video model for 360 spins [227] or training a feed-forward 4D reconstruction model [228]. How-

ever, most prior work focuses on generating a single dynamic object. Most recent works achieved

4D scene generation by training a camera-conditioned video diffusion model [229, 230, 231, 232,

233, 234]. For example, 4DiM [234] trained a diffusion model for synthesizing images under novel

views and timestamps, but it's unclear whether their model can produce consistent multi-view

videos. In Chapter 6, I'll present a multi-view video diffusion model that transforms a monocu-

lar video into consistent multi-view videos at controllable novel viewpoints which we then use to

reconstruct the 4D scene.
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Chapter 3: 3D Variation by Learning Patch Distribution

3.1 Introduction

As presented in the previous chapter, collecting a large set of 3D assets is by no means an

easy task. Unlike images, which can be easily captured by cameras and are widely available

online, 3D assets require signi�cant manual effort to 3D scan or model in modern 3D modeling

software. Though signi�cant efforts have been made in building such large-scale 3D datasets such

as ShapeNet [42] and Objaverse [18], the current largest 3D object dataset (Objaverse-XL [4]) is

still orders of magnitude smaller than common image datasets (e.g., LAION [5]), insuf�cient to

train generalizable production-quality 3D generative models. In addition, many artist-designed 3D

models possess unique structures and textures, which often have no more than one instance to learn

from. In such cases, conventional data-driven techniques may fall short.

In this chapter, I present work that aim to liberate 3D generative models from demanding a

large training dataset by learning from just a single example. The goal here is conceptually similar

to traditional example-based 2D texture synthesis [9] or 3D model synthesis [36]: produce new,

diverse, as many as needed samples from a given input example. But our model is not merely

meant to generate stationary 3D textures. It strives to produce diverse shape variations while

preserving the global structure presented in the input shape. An example shown in Figure 3.1 —an

acropolis shape is provided to train the generative model. The generated shapes all share the same

global structure as the input example: a number of columns are placed on the edge of a rectangular

base, leaving the central chamber area open. Meanwhile, they are all different with varying local

features, such as different dents and breakage of the columns.

Our overall idea is to learn the local patch distribution. The single input example itself usually

has a lot local patches of multiple scales, each serving as a unique data point. In the following sec-
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Figure 3.1:A gallery of acropolises.Trained on a single acropolis shape (top left), our proposed
generative model is able to produce a diverse gallery of acropolises, possibly of different sizes and
aspect ratios. The generated shapes depict rich variations (such as the dents and breakage of the
columns) across different scales, and at the same time retain the essential structure of the reference
shape (such as the layout of the columns on the rectangular base).

tions, I will �rst present a hierarchical patch GAN (generative adversarial network) that is trained

on a voxel pyramid of the input 3D shape [10]; then I will present a diffusion model that is trained

on a single textured 3D shape of implicit representation [11]. Finally I will analyze the pros and

cons of this type of methods and its connection to personalized generative models.

3.2 Learning a Patch GAN Model

This work [11] is inspired by the advance in single image generative adversarial networks

(GANs) [235, 236], wherein the goal is to learn the distribution of image patches on a single

input image. Similar in spirit to those work, our generative model is based on a multi-scale,

hierarchical GAN architecture (see Figure 3.2), trained on a voxel pyramid of the input 3D shape.

The voxel pyramid is responsible for capturing geometric features across multiple scales, from

global structures to local details.

3.2.1 Method

Overview A natural way of capturing shape features across multiple scales is to use a hierarchical

representation of the input shape. Provided an input shapeG, we voxelize it and construct a voxel

pyramidf G0– •••– G# g, whereG8 indicates a voxelized version ofGat resolutionB# � A# � 8, for a user-

14



Figure 3.2: Overview of the patch GAN architecture. Our model consists of a pyramid of
generatorsf � 8g and discriminatorsf � 8g, trained on a voxel pyramidf G8g of a single reference
shape. We train our model in a progressive manner, from the coarsest scale (top) to the �nest
scale (bottom). The shape generation starts with a random 3D noise/ 0 of same dimensions as the
coarsest voxel gridG0. / 0 is �rst projected by a network%on the three feature planes to obtain
the initial tri-plane feature map%¹/ 0º, which is then fed into the �rst generator� 0. The generator
� 8 at level8outputs a tri-plane map) 8, which is subsequently upsampled and served as input to
the next level. When training the8-th level discriminator� 8, the output tri-plane feature map) 8 is
decoded by an MLP decoder" 8 to get the generated shape~G8 (in a voxelized representation).� 8
aims to distinguish individual patches in~G8 from their counterparts inG8.

speci�ed sizeB# and a downsampling factorA Ÿ1. All G8 are voxelized independently. Inspired

by SinGAN [235], our generative model consists of a hierarchy of GANs. At each level8, the

generator� 8 aims to synthesize a shape indistinguishable fromG8. Its output is fed as an input to

the generator at level8¸ 1 to propagate the synthesized large-scale structure to the �ner level. See

Figure 3.2 for an overview of our network architecture.

Triplane Representation Although a 3D shape has a volume, its shape features are on its sur-

face; away from its surface, the grid data is featureless. We therefore seek to encode a 3D shape

into 2D feature maps. In particular, we build our generative model upon the tri-plane hybrid rep-

resentation emerged in recent neural implicit function literature [237, 238, 239].

Instead of representing a 3D shape on a voxel grid of size� � � � , , the tri-plane hy-

brid representation expresses the 3D shape using a tri-plane feature map) together with a small
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MLP network " . The tri-plane feature map) contains three axis-aligned 2D feature maps,

) = ¹� GH– �GI– �HIº, where� GH 2 R� � � � � , � GI 2 R� � � � , and � HI 2 R� � � � , , with � being

the number of channels. Consider a 3D position? 2 R3. Its occupancy by a 3D shape is related

to its tri-plane feature map in the following way. First,? is projected onto the three axis-aligned

planes to obtain its 2D coordinates,?GH, ?GI, and?HI, respectively. Based on the 2D coordinates,

we query the tri-plane feature map with bilinear interpolation to obtain?'s feature vector5¹?º.

Lastly, an additional lightweight MLP decoder" takes in5¹?º and outputs?'s occupancy proba-

bility >¹?º = " ¹ 5¹?ºº, which is an implicit representation of the 3D shape. If>¹?º is determined,

one can use the Marching Cubes algorithm [240] to construct the shape's triangle mesh.

From now on, we denote" ¹) º 2 R� � � � , as decoding the entire 3D volume of grid size

� � � � , from the tri-plane feature map) , a shorthand for querying every grid point through" .

Generator In our GAN hierarchy, the generator� 8 at level8outputs a tri-plane feature map) 8

whose spatial resolution matchesG8 (see Figure 3.2). The output) 8 on the one hand is decoded

by an MLP network" 8 into a generated shape~G8 = " 8¹) 8º, which is in turn examined by the

discriminator� 8 at the same level. On the other hand,) 8, after upsampled, serves as an input to

the generator� 8̧ 1 at the next level to produce tri-plane map) 8̧ 1, namely,

) 8̧ 1 = � 8̧ 1¹¹) 8º "– I8̧ 1º– 8� 0– (3.1)

where¹) 8º " bilinearly upsamples each of the three 2D feature maps¹� 8
GH– �8

GI– �8
HIº by a factor

of 1
A, such that their spatial dimensions matchG8̧ 1. In this way, the larger scale shape structures

synthesized by� 8 is propagated into the next generator� 8̧ 1 to add �ner scale details. The sec-

ond inputI 8̧ 1 indicates the noise to introduce randomness in the generation process, containing

three independent spatial Gaussian noise maps,I 8̧ 1
GH, I 8̧ 1

GI andI 8̧ 1
HI . Concretely, the generator� 8̧ 1
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performs the following operations,

� 8̧ 1
GH =¹� 8

GHº " ¸ k 8̧ 1
GH¹I 8̧ 1

GH¸ ¹ � 8
GHº "º–

� 8̧ 1
GI =¹� 8

GIº " ¸ k 8̧ 1
GI ¹I 8̧ 1

GI ¸ ¹ � 8
GIº "º–

� 8̧ 1
HI =¹� 8

HIº " ¸ k 8̧ 1
HI ¹I 8̧ 1

HI ¸ ¹ � 8
HIº "º–

(3.2)

wherek GH– kGI– kHI are three 4-layer 2D convolutional networks, wherein each layer has a kernel

size3 � 3.

The �rst generator� 0 is slightly different. Although it has the same network structure as others,

it takes only one input, the tri-plane map, but not the noise. Thus, it has no skip connections. Since

there is no lower level generator to provide the input tri-plane map, the tri-plane map to� 0 comes

from a 3D noise/ 0: We use a network module%to project/ 0 and produce the initial tri-plane

feature map%¹/ 0º. In short, the �rst generator� 0 produces a tri-plane map) 0 through) 0 =

� 0¹%¹/ 0ºº. We note that a seemingly simpler option is to use three independent 2D noise maps to

form a tri-plane map input to� 0, and thereby no projection network%is needed. This approach,

however, produces suboptimal results, because according to the tri-plane map construction, its

three 2D feature maps must be correlated.

Overall, the generators in our GAN hierarchy are fully convolutional, operating solely on 2D

feature maps. Also the MLP decoder is position-invariant. Consequently, at inference time, we are

able to generate shapes with the sizes and aspect ratios different from the input shape. This can

be easily achieved by sampling an input 3D noise/ 0 with user speci�ed spatial dimensions, not

necessarily the input shape's spatial dimensions.

Discriminator The discriminators in our GAN hierarchy take as input either the generated shape

~G8 = " 8¹) 8º or the example shapeG8, both of which are provided in voxelized representation and

have the same resolution. The discriminators all have the same simple structure: a 3-layer 3D

convolutional network, wherein each layer has the kernel size3� 3� 3, and the �rst layer (with the

stride=2) halves the input grid's resolution. Thus, every discriminator has the same receptive �eld
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(11� 11� 11). The output of the discriminator is a 3D score map in which every element classi�es

the corresponding11� 11� 11patch of the input voxel grid to be fake or real.

Unlike the generators, the discriminators can afford to use 3D convolutions on 3D voxel grids,

as they consume much less memory due to following reasons. 1) With the stride=2 in the �rst

layer, the input grid's resolution is halved. 2) More importantly, the discriminators are only needed

at training time, and as we will describe next, they are trained sequentially from low level to high

level. At any moment in time, only one discriminator needs to be kept in memory. In contrast, all

the generators in the GAN hierarchy must be stacked together in order to generate a shape.

Training We train our generators and discriminators in a progressive manner, from the lowest

level (the coarsest scale) to the highest level (the �nest scale). The loss function for training the

8-th level includes an adversarial term and a reconstruction term, namely,

min
� 8–" 8

max
� 8

L 03E¹� 8– " 8– � 8º ¸ UL A42¹� 8– " 8º– (3.3)

where the weighting factorU is set to10 in all our experiments. The projection module%is also

jointly trained in the lowest level (8= 0) and kept �xed for the rest of the training. Once the training

for the8-level is �nished, the weights of� 8and" 8stay �xed, and� 8 is discarded. In addition, the

weights of" 8and� 8will be used to initialize the training of" 8̧ 1 and� 8̧ 1.

For the adversarial termL 03E, since the discriminator outputs a score map that classi�es each

of the 11 � 11 � 11 patches of the voxel grid, we treat the average of the score map as the �nal

discriminator score and use the WGAN-GP [241] training objective, which we found through

experiments produces the best results.

The reconstruction termL A42requires that a speci�c sequence of noisef / �
0– I�1– •••– I�

# g is able

to recover the input example at each scale. In our experiments, we setf I �
1•••– I�# g to zeros, and/ �

0

to be a �xed random 3D noise (i.e., drawn once and then kept �xed). The reconstruction loss is

de�ned using the mean squared error,L A42= jj~G�
8 � G8j j2, where~G�

8 is the generated shape at scale

8when using the speci�c noise sequencef / �
0–0– •••–0g.
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Implementation Details When constructing the voxel pyramidf G0– •••– G# g of the input shape,

we set the downsampling factorA= 0•75in all our experiments. We choose the number of scales#

such that the largest dimension ofG0 is around22 � 33 (i.e., 2 � 3 times larger than the receptive

�eld of the discriminator). For example, we set# to be6 or 7 for the resolutionB# = 128. If the

smallest dimension of anyG8 is less than15voxels, we resize that dimension to be15. In addition,

we apply a Gaussian �lter withf = 0•5 to eachG8 to smooth its boundary.

Throughout our experiments, we set the number of tri-plane feature channels� = 32. Each

MLP decoder" 8has one hidden layer of dimension32, and we apply Sigmoid function to restrict

its output within the range»0–1¼. Each convolution block in the generator� 8 and discriminator

� 8 follows the form of Conv-InstanceNorm-LeakyReLu [242], except the last one, which has no

normalization layer and activation function. All convolutional layers use number of channels 32.

We train every GAN for2000iterations using the Adam optimizer [243] with a learning rate of

14� 4 andV1 = 0•5. Each training iteration includes three discriminator updates followed by three

generator updates. For the WGAN-GP objective, we set its gradient penalty weight to be 0.1. Our

method is implemented using PyTorch [244] and trained on an Nvidia GeForce RTX 3090 GPU.

With these settings, it takes about4 hours to train our model (at resolution of256along its largest

dimension), and less than0•1 second for generating a shape at inference time.

3.2.2 Evaluation Results

A gallery of generated shapes is shown in Figure 3.3. For each example, we show two generated

samples that have the same bounding box size as the input shape, as well as samples that have

different sizes and aspect ratios. As can be seen, all our generated shapes preserve the global

structure of the input shape, while presenting rich local variations. Remarkably, the structural

preservation and local variation adapt to input bounding box sizes and aspect ratios, allowing the

user to quickly generate an ample assortment of shapes from a single input.
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Figure 3.3: A gallery of generation results from the patch GAN model. For each training shape, we
show two randomly generated shapes that have the same spatial dimensions and additional shapes
having different sizes and aspect ratios.
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