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Abstract

Modular Learning Systems for Continual Control: Neural Principles and Computational Models

Elom A. Amematsro

How do animals learn flexible behaviors that generalize across time, context, and perturbation?

This thesis addresses this question through a unified framework that links normative theories of

control, neural population dynamics, and learning algorithms.

Chapter 2: A Framework for Motor Control introduces a probabilistic framework for motor

control that unifies principles from optimal feedback control and dynamical systems theory. By

casting control as inference in a latent dynamical system, I show that internal memory dynamics

and sensory feedback jointly support adaptive, feedback-sensitive motor behavior. The resulting

model naturally reproduces hallmark features of biological control—including preparatory

activity, feedback corrections, and orthogonal subspaces—while implementing a soft form of

model predictive control.

Chapter 3: Continuous Behavior from Distinct Skills: Compositionality in Motor Cortex tests

these theoretical predictions in motor cortex recordings from non-human primates performing a

continuous force-tracking task. I find that motor cortex activity transitions from a

condition-invariant preparatory regime to a dynamic execution regime, and that feedback

perturbations engage the preparatory subspace even during movement. These findings provide

empirical support for a re-planning interpretation of feedback-based correction and demonstrate

that motor cortex flexibly deploys distinct neural subspaces to support planning and execution.



Chapter 4: Dual-Learing for Supervised Learning builds on this framework to address a central

challenge in training large neural networks: how to balance fast, efficient learning with stability

and long-term retention. I derive a theoretical bound on the maximum stable learning rate that

explicitly captures the interaction between curvature and gradient noise. Motivated by this bound,

I propose a dual-learning architecture in which a fast low-rank learner adapts quickly while a slow

full-rank module consolidates long-term knowledge. This architecture enables efficient, robust

learning, supports continual task acquisition, and aligns with biological motifs observed in

thalamocortical loops.

Together, these studies advance a unified view of flexible motor behavior—one that integrates

control, learning, and neurobiology—and lay the groundwork for scalable algorithms that mirror

the brain’s capacity for adaptation and generalization.
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Chapter 1: Introduction and Background

Humans and other animals display a remarkable capacity to continually learn; over our lives,

we accumulate a large repertoire of motor and cognitive skills that we are able to �exibly adapt

towards new situations. This �exibility is underpinned by our ability to rapidly leverage prior

knowledge when facing novel tasks. In contrast, arti�cial neural networks (ANNs) typically strug-

gle with this kind of generalization, often overwriting past knowledge instead of building on it.

This challenge, known as catastrophic interference [1], remains a major bottleneck for developing

truly adaptive AI systems [2].

Despite many proposed solutions, current ANN solutions for continual learning tend to be

narrow in scope. A more promising approach may lie in taking inspiration from the brain: un-

derstanding how animals reuse and adapt skills to learn continually could offer powerful design

principles for arti�cial agents.

One longstanding idea in psychology and cognitive neuroscience is that humans organize their

behavior hierarchically: complex tasks are decomposed into simpler subtasks. This hierarchy is

thought to enable our ability to plan compositionally and effectively reuse prior skills. While this

principle is conceptually appealing, its neural underpinnings remain poorly understood. Even less

is known about how such hierarchical representations support continual learning. What mecha-

nisms allow the brain to acquire new skills without overwriting old ones? How are previously

learned component reused in new contexts?

This thesis investigates these questions in the domain of motor control, where hierarchical

behavior is both prevalent and experimentally tractable to study.

Motor control offers an ideal testbed for studying �exible learning. We acquire vast arrays of

motor skills over our lifetimes, and everyday motor tasks often involve �exibly recombining these

disparate skills. Moreover, the motor system is well-mapped; we know the key region involved,
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and recent advances in neural recording techniques allow us to probe the structure of neural activity

in behaving animals during hierarchical tasks.

By focusing on the motor system, this thesis aims to answer two overarching questions:How

does the brain support the �exible reuse of motor skillsand What learning rules support

continual learning in motor cortex and its associated circuits? To answer these questions,

I combine high-density neural recordings in rhesus macaques with normative and biologically

plausible modeling.

1.1 The Neural Basis of Movement

Motor control depends on distributed interactions between numerous cortical and subcortical

brain regions. While a comprehensive review is beyond the scope of this thesis, I will outline four

key functional domains of motor control—execution, feedback, planning, and learning—and

give a brief overview of the circuits most associated with each.

1.1.1 Execution

At the base of all motor behaviors lies execution: activating muscles to produce movement.

All voluntary motor commands converge on spinal motoneurons, which receive descending input

from several sources. The most important of these sources is the corticospinal tract (CST) [3, 4,

5].

The CST connects the spinal cord to many cortical regions—including primary motor cortex

(M1), primary somatosensory cortex, cingulate cortex, and premotor areas [6]. Among these, M1

is uniquely positioned: it contains cortico-motoneuronal (CM) cells that synapse directly onto

spinal motoneurons, giving it direct control over muscle output. Although CM cells make up a

minority of M1 neurons1, microstimulation of M1 can trigger muscle contractions or evoke full

motor sequences [7].

Anatomically, M1 is one of the most extensively studied regions of the brain, with dense re-

1The proportion of CM cells in M1 is signi�cantly higher in primates than in other mammals.
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current connectivity and inputs from a broad range of cortical and subcortical sources [8, 9]. Yet,

despite this rich anatomical understanding, the functional role of M1 in voluntary movement is—

particularly its contribution to �exible motor control—remains open.

1.1.2 Feedback

Precise movement depends not just on execution, but also on feedback: adapting to ongoing

sensory information [10]. For instance, walking down a cracked sidewalk requires detecting and

responding to irregularities in the ground.

The primary somatosensory cortex (S1) provides delayed—but precise—information about

limb position and muscle states [11]. It forms a recurrent loop with M1, allowing sensory feedback

to be integrated with motor plans [12].

Beyond S1, M1 receives feedback via the thalamus, a major relay hub [13]. Traditionally

viewed as a passive conduit of information, the thalamus is increasingly recognized for its active

role in shaping cortical dynamics [14, 15]. InChapter 4: Dual-Learing for Supervised Learn-

ing, I present a dual-learning framework for understanding the thalamu's contribution to continual

learning.

The cerebellum plays a special role in motor control: a forward model. It is thought to com-

pensate for sensory delays by predicting future sensory consequences of motor commands [16].

The cerebellum communicates with M1 through its strong projections to motor thalamus, forming

a predictive control loop.

1.1.3 Planning and Coordination

Many actions require advanced planning. Regions such as the supplementary motor area, pre-

motor cortex, and posterior parietal cortex contribute to this planning [17, 18, 19], and provide

contextual input to M1 [20, 17].

Although these areas are not the direct focus of this thesis, their role in planning is essential. In

Chapter 2: A Framework for Motor Control, I propose a computational framework that integrates
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these inputs and provides a computational mechanism by which they can be used for �exible motor

control.

1.1.4 Learning

Finally, the motor system must support learning, both �ne-grained adaptation and acquisition

of new skills. These two forms of learning rely on different systems: the cerebellum for adaptation,

and the basal ganglia (BG) for skill learning.

Both the cerebullum and basal ganglia indirectly in�uence M1 via motor thalamus. The effect

of learning in this circuit can thus be thought of in terms of modulating the feedback received by

M1. In Chapter 4: Dual-Learing for Supervised Learning, I develop a learning algorithm based

on this principle and show the effects it has on learning.

1.2 Theories of Motor Control

How does the brain translate high-level goals into coordinated patterns of muscle activity?

This question has inspired a range of computational frameworks, each offering distinct insights

into movement generation and learning. In this section, I review three foundational perspectives—

encoding models, optimal feedback control, and dynamical systems—and describe how this thesis

draws on or extends each.

1.2.1 Encoding of External Variables

Encoding models describe neural activity as a function of observable movement variables such

as movement direction, velocity, or force. Originally developed in the context of sensory neuro-

science, this approach has been widely applied to motor cortex, where neurons have been found to

encode various aspects of movement kinematics and dynamics [21, 22, 23, 24, 25, 26].

This framework helped build early brain-machine interfaces and provided a link between single-

neuron activity and movement, but it has notable limitations. First, which variables are encoded—

and how consistently—remains debated. M1 neurons often show dynamic and context-dependent
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tuning, challenging the notion of a stable code [27]. Second, encoding models struggle to explain

how motor cortex supports �exible behavior and rapid learning without interference.

This thesis revisits the encoding perspective from a broader lens. Rather than asking which

external variables M1 represents, I examine whether it encodes control-policies themselves and

whether it maintains a repertoire of such policies that can be �exibly deployed depending on con-

text.

1.2.2 Optimal Feedback Control

Optimal Feedback Control (OFC) offers a normative account of motor behavior: modeling the

motor system as a controller that minimizes task-relevant costs by continuously adjusting motor

commands based on estimates of the underlying state [28, 10].

A key insight from OFC is that variability should be structured: suppressed in task-relevant

dimensions but tolerated elsewhere. This principle explains behavioral robustness and aligns with

observed features of neural variability [28, 29].

While OFC models can account for certain features of neural activity in some tasks [30], a full

understanding of how OFC can be implemented in the brain remains elusive. In this thesis, I draw

on control-as-inference formulations to address this gap, showing how hierarchical and modular

architectures can support OFC-like behavior using biologically plausible architectures.

1.2.3 Dynamical Systems

A third framework treats M1 as a recurrent dynamical system that generates movement through

its internal dynamics [31, 32]. In this view, neural activity re�ects trajectories through a high-

dimensional state space, shaped by the network's connectivity and initial conditions.

This perspective numerous aspects of M1 activity during a variety of tasks: such as preparatory

dynamics, autonomous pattern generation, and task-dependent trajectories. For instance, recurrent

neural networks (RNNs) trained to perform the same tasks as animals develop strikingly similar

patterns of neural activity [33, 34].
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Yet, the dynamical systems perspective lacks a normative justi�cation. Why do these dynamics

emerge? How are they structured to support learning? And how does the system avoid interference

when learning multiple tasks?

This thesis extends the dynamical systems view in two ways. First, by unifying OFC and

dynamical systems I provide a normative framework for understanding why RNNs are such suc-

cessful models of M1 activity. Second, by asking: Does M1 contain a �exible-repertoire of skills,

and can these skills be �exibly composed reused? I propose that M1 supports �exible motor control

by transitioning between distinct regions of a high-dimensional manifold, an idea I test empirically

and formalize through recurrent neural networks.

1.3 Learning in Recurrent Neural Networks

Recurrent neural networks are powerful tools for modeling behavior and brain function. They

support sequence generation, internal memory, and rich temporal dynamics. However, learning in

RNNs is notoriously dif�cult and remains a major bottleneck, especially in settings that require

continual, hierarchical, or exploratory learning.

In this section, I review two key learning paradigms—supervised learning and continual learning—

and examine their relevance to biological circuits and to the models developed in this thesis.

1.3.1 Supervised Learning

In supervised learning, an RNN is trained to match a target output sequence given input-output2

pairs, the network adjusts its parameters to minimize a prespeci�ed objective function (quantifying

output error). This approach has proven effective for training RNNs to generate a wide range of

dynamics including motor trajectories.

However, its standard implementation—backpropagation through time (BPTT)—is brittle. BPTT

suffers from exploding and vanishing gradients and is biologically implausible due to its require-

ment of non-local credit assignment and symmetric forward and backward weights.

2Note that in some settings RNNs can be trained to generate sequences of outputs autonomously without inputs.
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Despite these limitations, supervised learning has plausible analogues in the brain. For exam-

ple, cerebellar learning can be framed as supervised calibration of motor outputs based on sensory

error signals [35]. Furthermore, variants such as feedback alignment show that local, asymmetric

feedback pathways can approximate BPTT in certain regimes, hinting at routes toward biologically

inspired supervised learning.

This thesis builds on these ideas; inChapter 4: Dual-Learing for Supervised Learning, I

propose a dual-timescale RNN architecture that improves learning by separating fast adaptation

from slow consolidation. This design enhances supervised learning in continual settings while

suggesting biologically plausible mechanisms for maintaining learning and stability.

1.3.2 Continual Learning

Biological agents exhibit lifelong learning capabilities, acquiring new skills while preserving

old ones. In contrast, RNNs trained with standard gradient methods often suffer from catastrophic

interference: previously learned tasks are overwritten when new tasks are introduced.

Continual learning in ANNs requires architectural and algorithmic solutions to balance plas-

ticity with memory. These approaches include modularization, synaptic consolidation, and other

gating mechanisms. In this thesis, I propose a solution that builds on these approaches. The

dual-timescale FF-RNN model introduced inChapter 4: Dual-Learing for Supervised Learning

supports rapid skill acquisition without overwriting prior knowledge, offering a functional model

of how biological systems might implement continual learning through coordinated interactions

between cortical and subcortical circuits.

1.4 Thesis Overview

This thesis develops a theoretical and empirical framework for understanding �exible, con-

tinual, and hierarchical motor learning. Drawing on both neuroscience and machine learning, it

investigates how the brain acquires and reuses a repertoire of motor behaviors, and how learning

unfolds across interacting cortical and subcortical circuits.
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The thesis is organized as follows:

• Chapter 2: A Framework for Motor Control

Introduces a normative framework that uni�es optimal feedback control and dynamical sys-

tems theory. This chapter formalizes how latent variables, internal dynamics, and feedback

signals interact to support �exible motor behavior.

• Chapter 3: Continuous Behavior from Distinct Skills: Compositionality in Motor Cortex

Presents experimental work from non-human primates performing a force-tracking task. Us-

ing large-scale neural recordings from motor cortex, I test whether M1 implements a �exible

repertoire of control policies. The results support the idea of hierarchical control and com-

positional skill reuse.

• Chapter 4: Dual-Learing for Supervised Learning

Introduces a modular learning architecture combining fast-feedforward learning with slow-

recurrent consolidation. This dual-timescale model supports continual learning and is moti-

vated by known features of thalamocortical circuitry.

Together, these chapters provide a computational and neurobiological foundation for under-

standing motor learning as a process that is hierarchical, context-sensitive, and distributed across

timescales and circuits. They also suggest design principles for building arti�cial systems with

more robust and adaptive behavior.
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Chapter 2: A Framework for Motor Control

2.1 Introduction

Despite its apparent ease, motor control is computationally challenging. It requires the co-

ordination of hundreds of muscles across several joints, operating under noisy sensory feedback

and dynamically shifting goals. In essence, the brain must solve a high-dimensional optimization

problem to generate ef�cient, goal-directed movements. Moreover, the solution to one task may

be suboptimal for another, necessitating the capacity for �exible, context-sensitive behavior.

Control theory has long offered tools to formalize these challenges. In particular, the �eld of

optimal control provides a normative lens for understanding how control signals might be selected

to minimize task costs under uncertainty. Following this tradition, we frame the motor control

problem as a stochastic optimal control problem [28], or equivalently, as a Markov Decision Pro-

cess (MDP), or Partially Observable MDP (POMDP) in reinforcement learning terms.

Classical formulations—while powerful—are limited in their biological plausibility. Linear

Quadratic Gaussian (LQG) control provides elegant, closed-form solutions only under restrictive

assumptions: known linear dynamics, Gaussian noise, and quadratic cost functions. Yet real motor

systems are highly nonlinear, only partially observable, and must learn from experience.

To address these limitations, I adopt a modern probabilistic framework that reformulates con-

trol as inference[36, 37, 38]. The `control-as-inference' approach, introduced by Todorov and

others reframes the goal of the agent from minimizing cost to inferring trajectories that are likely

under a speci�ed notion of optimality. This perspective has two advantages: it naturally incorpo-

rates uncertainty and structured variability, and it enables the use of powerful inference tools, such

as variational inference, for approximating solutions.

My contributions build on this foundation. Although this chapter develops a speci�c modeling
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framework, its main function in the context of this thesis is to provide conceptual structure. The

ideas presented here—particularly the uni�cation of Optimal Feedback Control and Dynamical

Systems—serve as a reference point for the analyses and results inChapter 3: Continuous Be-

havior from Distinct Skills: Compositionality in Motor Cortex andChapter 4: Dual-Learing for

Supervised Learning, which constitute the core scienti�c contributions.

Optimal feedback control emphasizes task-level optimization and feedback-based corrections,

offering normative explanations for structured behavior and variability [28, 10, 39]. The dynamical

systems view, in contrast, focuses on the temporal evolution of neural activity: explaining how M1

may generate movement commands through recurrent dynamics [31]. The framework proposed

here shows that these are not competing views, but complementary: the dynamics of motor cortex

may implement an approximate, memory-based solution to probabilistic control.

I begin by introducing astructured1 motor control framework. In this framework the motor

control problem is formulated as approximating a posterior distribution over actions under an ex-

plicit generative model, whose priors capture expected structure in movements. The motor control

system can then be understood as performingamortized inference, learning a recognition model

that maps observations (and contextual signals) to parameters of this approximate posterior.

The goal of this work is not to replace OFC or dynamical systems models, but to show how they

can be synthesized within a single, biologically plausible framework for �exible motor control.

2.2 Problem Formulation: Stochastic Optimal Control

I begin by formulating motor control as a stochastic optimization problem. In reinforcement

learning terms, this corresponds to a Markov Decision Process or, in more realistic settings, a

Partially Observable Markov Decision Process. LetBC2 S denote the state of the system at timeC,

and0C2 A the action (or control signal). The system evolves according to Markovian dynamics:

BÇ 1 � ?¹BÇ 1 j BC– 0Cº–

1The term structured is used to emphasize the explicit separation of distinct latent processes: slow-changing task
context, fast-changing sensory feedback, and intermediate control states
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and the agent receives a scalar rewardA¹BC– 0Cº. The goal is to �nd a stochastic policyc¹0C j BCº

that maximizes expected cumulative reward:

c � = arg max
c

Ec

"
)Õ

C=0

' ¹BC– 0Cº

#

•

However, in real-world motor control tasks, the agent rarely observesBCdirectly. Instead, it

receives noisy, partial observations>C� ?¹�– BCº. This de�nes a POMDP.

Due to the Non-Markovian nature of partially observable settings, optimal decisions often de-

pend on information beyond the current observation. For example, in a motor task, the current

sensory feedback may not reveal whether a perturbation just occurred or whether the body is sim-

ply in an unusual position. To behave optimally, the agent must integrate past information to

disambiguate the current state.

A common solution is to condition the policy on the full history of observations and actions

" C= ¹00– >0– • • • – 0C� 1– >C� 1º. This by construction restores the Markov property, ensuring that the

agent has access to all relevant information. However, maintaining and processing an ever-growing

history is computationally expensive and biologically implausible.

Instead, I introduce alatent memory stateGC2 X that summarizes the agent's past experience.

This memory acts as a compact, suf�cient statistic for future behavior, and evolves recursively via

a memory update function:

GÇ 1 = 5¹GC– >C– 0Cº– (2.1)

GCserves as an internal belief that supports decision-making under uncertainty. This perspective is

not only more scalable, but also better aligns with biological systems;GCcan be implemented by

the hidden activity of a recurrent neural network.

In idealized settings where dynamics and cost functions are known, and noise is both known

and Gaussian, this control problem admits a closed-form solution: the Linear Quadratic Gaussian

(LQG) controller.

In this regime, the optimal policy is linear in the estimated state, which is computed via a
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Kalman �lter:

0C= �  CGC– GC= �GC� 1 ¸ �0 C¸  KF
C ¹>Ç 1 � � �G C� 1 � � �0 Cº – (2.2)

where � is the system dynamics matrix,� is the matrix mapping actions to states, and� is the

observations matrix. While elegant, LQG has serious limitations for modeling biological motor

control. It assumes known system matrices¹ �– �– � º; linear dynamics and observation models;

Gaussian noise; and full knowledge of the cost function being optimized.

Crucially, LQG does not learn, it assumes the agent already knows the structure of the world.

Biological systems, by contrast, must acquire this knowledge through trial, error, and feedback.

Biological systems, by contrast, must learn both the system dynamics and reward structure through

trial and error. Further, biological systems must operate in highly nonlinear regimes, and cope with

signal-dependent and non-Gaussian noise. Moreover, LQG prescribes a deterministic control law,

which fails to account for structured variability and exploration observed in motor behavior.

These shortcomings motivate more �exible approaches. In the next section, I adopt a proba-

bilistic perspective which reframes control as the problem of inferring the most likely trajectories

from partial observations. This shift enables the use of approximate inference methods, intro-

duces a principled role for stochasticity, and bridges normative models of control with biologically

plausible neural dynamics.

2.2.1 Control as Inference

Leveraging tools from Variational Inference, I now formulate a probabilistic framework that

links concepts from control theory, reinforcement learning, and dynamical systems. This formula-

tion extends the normative structure of LQG to a broader class of motor control problems.

To capture structured variability in motor behavior, we introduce an auxiliary binary variable,

AC, which denotes the optimality of a state-action pair¹BC– 0Cº. This variable acts as an implicit
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evaluation signal:

?¹AC= 1 j BC– 0Cº = exp¹' ¹BC– 0Cº � ' maxº / exp¹' ¹BC– 0Cºº•

Here, ' ¹BC– 0Cº is the task-speci�c reward, and' max is the maximal reward. This formulation,

adapted from Todorov's control-as-inference perspective, implies that high-reward trajectories are

exponentially more likely to be judged optimal by an external observer. I additionally assume that

0CandBCare only conditionally dependent givenAC, re�ecting the notion that suboptimal behavior

¹AC = 0ºº makes action selection unpredictable. A graphical model of this generative model is

shown in Figure 2.1.

A0

>0

B0

00

A1

>1

B1

01

A2

>2

B2

02

• • • B)

>)

A)

0)

Figure 2.1:Graphical Model of a Partially Observable Markov Decision Process. We assume
that statesBCare Markovian, but are hidden from the agent. The agent has access only to observa-
tions>C. Importantly we assume that the actions chosen by the agent are conditionally independent
of the state given some notion of optimalityAC.

The goal is then to infer the posterior over trajectories given that the entire sequence is optimal:

?¹g j A0:) º =
?¹A0:) jgº?¹gº

?¹A0:) º
•

Computing this posterior exactly is intractable, so I instead approximate it using Variational In-

ference. Let@¹gº be a variational distribution. We can minimize the KL divergence between
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?¹g j A0:) º and@¹gº by maximizing theELBO:

ELBO ¹@º = E@»log ?¹A0:) – gº � log@¹gº¼ (2.3)

Under control-as-inference, this objective decomposes into two terms:

ELBO ¹@º = E@

"
)Õ

C=1

' ¹0C– BCº

#

|                 {z                 }
Expected reward under the policy.

� � KL ¹@¹gº k ?¹gºº
|                   {z                   }
KL regularization term

• (2.4)

I now de�ne a biologically motivated variational family@¹gº, as shown in Figure 2.2. To

avoid con�ating inference with modeling assumptions, I separate the recognition model used for

amortized inference Figure 2.3 from the generative model that de�nes?¹gº.

The recognition model maps observations and contextual variables to parameters of@¹gº, en-

abling ef�cient amortized inference. While the generative model speci�es the statistical structure

of the motor control problem, including priors over latent memoryGC, sensory perceptI C, and task

context signals: C. These priors encode expected relationships between latent processes and are

the primary source of regularization effects discussed later in this chapter.

Actions depend onGC, andGCevolves according to a stochastic differential equation driven by

I Cand: C:

0C= , 0q¹GCº ¸ nC– nC� N ¹ 0–� 0º

GÇ 1 = GC¸
1
g

¹� GC¸ �q ¹GCº ¸ , I I C¸ , : : Cº 3Ç �3,– �� ) = � G•
(2.5)

Sensory perceptsI Care modulated both by observations and top-down input fromGC:

I C= , >>C¸ , Gq¹GCº ¸ nC– nC� N ¹ 0–� I º• (2.6)

This structure mirrors known features of sensorimotor circuits, including reciprocal M1-S1 con-

nectivity and contextual task modulation by premotor areas.
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TheELBO then becomes,

ELBO ¹@º = E@

"
)Õ

C=1

' ¹0C– BCº

#

¸
)Õ

C=1

H ¹ @¹0CjGCºº �
)Õ

C

KL terms• (2.7)

The full derivation and variational model are given inAppendix A: Variational Inference.

>0 : 0

I 0

G0

00

GC� 1

>C : C

I C

GC

0C

C= 1• • • )

Figure 2.2:Model of Variational Distribution . Graphical model of the variational distribution
@¹I 0:) – G0:) – 00:) j >0:) – :0:) º. Given observations>Cand contextual inputs: C, the model infers
perceptual embeddingsI C, which in�uence a dynamically evolving latent memoryGC. The latent
memory is also modulated by: Cand its own previous stateGC� 1, and in turn provides top-down
feedback toI C. Finally, actions0Care produced via a read-out fromGCand serve to update the
system state.

2.3 Soft-Model Predictive Control

To test whether this framework captures key features of biological motor behavior, we train it

on a Delayed Center-Out Reaching Task. The task consists of two epochs: a preparatory delay

period and a movement execution period. Although the framework is derived from a variational

ELBO, for practical training I reformulated the objective as a regularized supervised learning loss.

The model is trained to generate acceleration trajectories that navigate the agent from a central
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>C : C

Encoder

` I

I C

RNN

` G

GC

GC� 1

q¹GCº

0C

C= 1• • • )

Figure 2.3:Recognition Model for Amortized Inference. Neural architecture implementing the
recognition distribution@¹I 0:) – G0:) – 00:) j >0:) – :0:) º. At each time step, an encoder maps the
observation>C to the mean of a Gaussian distribution over the perceptual stateI C. A recurrent
network then integratesI C, contextual input: C, and the previous memory stateGC� 1 to produce
the mean of a distribution over the latent memoryGC. Actions 0Care inferred from a nonlinear
transformation ofGCvia a linear readout. All variances are �xed.
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position to one of several target locations, with KL penalties applied toGCandI C.

To simplify training and isolate the contribution of the core memory-perception dynamics, I

removed the contextual signal: Cduring model training. This simpli�cation reduces the task to

a single-context variant of the center-out reaching paradigm, allowing a focused test of the latent

dynamics model without hierarchical modulation.

To regularize learning and encourage biological plausibility, I impose priors on the sensory and

memory variables. Speci�cally, I assume:

I C� N ¹ 0– f 2
I � º– GC� N ¹ 5¹GC� 1º– f 2

G� º– (2.8)

where 5¹GC� 1º re�ects the dynamics de�ned in Equation (2.5). The prior onI Cacts as an energy

penalty on task inputs, while the prior onGCenforces smooth memory dynamics consistent with

internal recurrent activity. Under these assumptions, the KL terms in the ELBO reduce to tractable

divergences between multivariate Gaussians:

� KL ¹@¹I C j GC� 1– >Cº k ?¹I Cºº = �
# I

2
¸

1

2f 2
I

Tr
�
I CI >

C
�

� KL ¹@¹GC j GC� 1– IC– :Cº k ?¹GCºº = �
# G

2
¸

1

2f 2
G

Tr
�
¹GC� 5¹GC� 1– IC– :Cºº¹GC� 5¹GC� 1– IC– :Cºº> �

•

(2.9)

The model successfully learns to perform the Delayed Reaching Task (Figure 2.4A, C), and

does so using realistic neural activity (Figure 2.4B). Notably, it produces biphasic acceleration

trajectories (Figure 2.5A) and smooth bell-shaped velocity pro�les (Figure 2.5B) characteristic

of primate reaching [40, 10]. These kinematic signatures emerge despite no explicit supervision

on movement shape, suggesting that reward-based learning combined with probabilistic memory

dynamics is suf�cient to generate ef�cient trajectories.

I next test the model's ability to respond to perturbations. During evaluation, I applied unex-

pected displacements to the agent's current location at varying time points post-go-cue. The model

was never trained on perturbed trajectories, so its responses re�ect generalization based on learned

dynamics.
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Figure 2.4:Model Performance. (A), Performance of an example network in navigating two the
eight targets. (B), Neural responses of an example model unit: black line denotes go-cue onset.
(C), Average loss during training.

Figure 2.5:Learned Kinematics. (A), Average acceleration pro�les (� 95% CI) shown separately
for the x and y dimension (rows) and for reaches to different targets (colors). (B), Average velocity
pro�le for different reaches.
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The model successfully adjusted its outputs to account for the perturbation (Figure 2.6A). I

observed that perturbation responses exhibit temporal asymmetry: early perturbations elicit mild

corrections, while late perturbations evoke rapid, aggressive feedback corrections (Figure 2.6B,

C, Figure 2.7). This mirrors, empirical �ndings in humans and non-human primates and aligns

with the minimum intervention principle from OFC: corrections are modulated by task urgency

and expected cost. These results emerge naturally from the model's structure. The reward function

penalizes endpoint error more than intermediate errors along the trajectory, while the inference-

based control policy implicitly weighs correction cost against success probability. No explicit

urgency signals are required.

I also examined the structure of neural activity in the network. I found that neural activity

occupied two distinct subspaces during the task (Figure 2.8A). During the preparatory epoch, the

network settles into one of several �xed points in the preparatory subspace, each corresponding

to a target (Figure 2.8B). Following the go-cue, activity transitions into an execution subspace

(Figure 2.8B). This division recapitulates experimental observations of M1 dynamics, where delay-

period and movement-period activity occupy orthogonal subspaces.

Importantly, perturbations initially engage the preparatory subspace before transitioning into

the execution subspace (Figure 2.9). This observation is consistent with a model in which pertur-

bation detection triggers a re-planning process within the preparatory subspace before execution

resumes to execute the new plan. Silencing this subspace after movement onset impairs correction

behavior (Figure 2.10), con�rming its functional role.

Together, these �ndings demonstrate that the model implements a soft form of Model Predic-

tive Control [41]. By using internal dynamics and inference to plan under uncertainty, it �exibly

adapts behavior while maintaining computational and biological plausibility. In sum, this model

bridges normative and biological perspectives on control. It learns to generate realistic kinematics

and neural dynamics from task reward and internal constraints, without requiring hand-engineered

policies, labeled dynamics, or hard-coded feedback controllers
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Figure 2.6: Response to Perturbations. (A), Position of the agent in 2-D space during a per-
turbation trials overtime shown separately for perturbations early in the trial (Top) and late in the
trial (Bottom). (B), Change in the velocity of the agent following perturbation onset (gray) when
the perturbation occurred close to the go-cue (green). (C), Same as (B) except showing change in
agent's acceleration.
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Figure 2.7:Time-sensitive Feedback Response. (A) Cumulative change in agent's acceleration
50 time steps following perturbation based on perturbation onset relative to the go cue (x-axis).
(B) Same as (A) except showing cumulative change in velocity.

Figure 2.8:Subspace Occupancy. (A), Neuron-Neuron correlation of the hidden units during the
delay (left) and execution (right) epochs sorted by clusters identi�ed during the Preparatory Epoch
(top) and Execution Epoch (bottom). (B), Subspace occupied by network activity during the two
task epochs.
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Figure 2.9: Information Flow . (A), Relative occupancy of preparatory (blue) and execution
(red) subspaces as a function of time when perturbation (gray dashed) is applied near the Go-Cue
(green dashed). For comparison relative subspace occupancy during unperturbed trials is plotted
in dashed-lines. (B-E), Same asA but for increasing durations before the perturbation is applied.
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Figure 2.10:Subspace Sensitivity. (A), Relative normalized loss as an increasing percentage (x-
axis) of activity in a given subspace is silenced after movement onset: shown separately for activity
in the preparatory subspace (red) or a random subspace of the same dimensionality (blue). (B-D)
Same as (A) but for different levels of regularization.

2.4 Regularization Strength In�uences Response to Unexpected Perturbations and Internal

Dynamics

A key distinction between standard RNN training and the sMPC framework lies in both the

architecture and the training objective. While traditional end-to-end RNNs are trained purely to

minimize task loss, the sMPC approach incorporates an explicit internal feedback loop that imple-

ments amortized inference, and introduces variational regularization via KL terms. This regular-

ization term functions as a prior over trajectories and internal states, and is hypothesized to bias the

network towards maintaining interpretable representations and using them for predictive control.

To isolate the effects of this regularization, I trained networks with identical architecture but

varying regularization strengths, and evaluated their behavior and internal dynamics in the same

reaching task.

2.4.1 Response to Unexpected Perturbations

To test the effect of regularization on the networks ability to correct for unexpected pertur-

bations, I introduced trial-to-trial variability by perturbing the position of the agent in random

directions (with a �xed magnitude) mid-trial. I then evaluated each network's ability to correct for

these perturbations by computing the increase in the cumulative distance between the target and
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Figure 2.11:Response to Perturbations. (A) Cumulated excess error between perturbed and
unperturbed trials in a 50-timestep window following perturbation onset as a function of regular-
ization strength: shown separately for different regularization schemes. (B) Response latency as a
function of regularization strength: shown separately for different regularization schemes.

the agent's position in a 50 time-step window following the perturbation relative to the cumulated

distance to the same target in the same window on unperturbed trials. I found that networks ability

to correct for these perturbations increased as the level of regularization increased Figure 2.11.

Importantly, the ability to better correct for unexpected perturbations was associated only with

the regularization derived from the Control-as-Inference framework and not other more common

regularization schemes such as! 1 and! 2 regularization.

2.4.2 Internal Dynamics

Finally, to test the effect of regularization on internal dynamics, I analyzed the rotational struc-

ture of latent activity during the movement epoch. I �t Linear Dynamical Systems (LDS) models

constrained to purely rotational dynamics to network activity. Though constrained the LDSs mod-

els, still �t the data well (Figure 2.12). Suggesting that rotational dynamics were a dominant feature

of the data, consistent with rotational dynamics reported in M1 during reaching [42]. These rota-

tions emerged without being explicitly trained for—and became more prominent with increasing

regularization—both! 1 and the control as inference derived schemes (Figure 2.13), suggesting

they re�ect natural solutions under the model's learned dynamics.
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Figure 2.12:Linear Dynamical System Fit. (A), Neural activity from the model was �t using a
skew-symmetric Linear Dynamical System. To test the alignment between the predicted (solid) and
actual (dotted) dynamics, I took the ground truth initial state and propagated it using the learned
dynamics. The resulting activity was then projected into the 1st principal component of the data.
(B), Same as (A) except projection into the 2nd principal component. (C), Same as (A) except
projection into the 3rd principal component.

Figure 2.13:Linear Dynamical Systems Error. Reconstruction error (� 95%CI) between the ob-
served neural activity and the predicted activity from the LDS model as a function of regularization
strength. Error was measured as the euclidean norm of the difference of the activity.
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2.5 Discussion

The framework developed in this chapter generalizes classical optimal control by embedding it

within a probabilistic, inference-driven architecture. By recasting the control problem as inference

in a latent dynamical system, it uni�es concepts from optimal feedback control, dynamical systems

theory, reinforcement learning, and modern variational inference.

While this chapter introduces a concrete modeling framework for understanding motor control,

its primary purpose within this thesis is conceptual: to provide a uni�ed way of thinking about the

results and analyses in the chapters that follow. The framework formalizes how core concepts

from Optimal Feedback Control can be combined with concepts from Dynamical Systems Theory

to achieve models that respond in naturalistic ways and use realistic response patterns to do so.

In this sense,Chapter 2: A Framework for Motor Control should be viewed as a scaffolding for

understanding, rather than as a core contribution in its own right. The principal scienti�c advances

of this thesis lie inChapter 3: Continuous Behavior from Distinct Skills: Compositionality in

Motor Cortex andChapter 4: Dual-Learing for Supervised Learning, which apply and extend

these ideas to empirical neural data and developing novel learning algorithms.

Unlike traditional LQG models, which rely on known dynamics and �xed cost functions, the

proposed model learns both through interaction. It incorporates uncertainty and reproduces struc-

tured variability and context sensitivity. Crucially, the model also exhibits neural features ob-

served in biological systems. Its latent activity re�ects orthogonal preparatory and execution sub-

spaces, condition-invariant trigger signals, and rotational dynamics. Perturbation responses are

time-dependent and behaviorally appropriate. These properties emerge naturally from the model's

internal structure and learning objectives, rather than being hard-coded or explicitly supervised.

The current instantiation omits context inputs and reformulates training objectives for tractabil-

ity. Future versions will reincorporate task-level modulation to test hierarchical generalization.

The proposed framework offers a number of advantages: it links normative goals (reward max-

imization) with neural dynamics; it provides a foundation for integrating biologically plausible
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learning rules; and it is falsi�able. This framework predicts that neural activity in M1 should

re�ect not only the current movement plan, but also task structure encoded in: C.

In the next chapter, I test this prediction using large-scale neural recordings from motor cortex,

examining whether real neural activity re�ects the contextual, hierarchical, and feedback-driven

structure predicted by the model.

2.6 Methods

2.6.1 Task Design

The model was trained on a Delayed Center-out Reaching Task, consisting of two epochs: a

preparatory delay period and a movement execution period. Each trial began with the agent in a

central location. The agent was given information about the future target it would need to reach to,

but was trained to remain in the central location until it receives a randomized go cue, signaling the

end of the delay period. After the go cue, the agent was trained to reach to one of eight possible

targets arranged uniformly on a circle. The agent controlled its location in a 2-dimensional world

by applying a 2-dimensional acceleration.

To simplify training and isolate the effects of internal dynamics, I excluded the contextual

signal : C. Thus all targets were assumed to belong to a single context, with movement goals

informed only be the observationsI C.

2.6.2 Model Training

The model was trained using a reformulated objective, derived from theELBO but imple-

mented as a regularized supervised learning loss. The network was trained to minimize the squared

error between the agent's position and the target location:

! =
¹ 6C

0
k0¹Cºk2 3Ç

¹ )

6C

C
q �

¹G¹Cº � �Gº2 ¸ ¹ H¹Cº � �Hº2
�

3ÇU¹� KL ¹GCk 5¹GC� 1ºº ¸ � KL ¹I Ck 0ºº –

(2.10)
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where¹ �G–�Hº denotes the target location. The �rst term penalizes movement prior to the go-cue,

and the second term penalizes target inaccuracy with a cost that increases over time. KL terms act

as regularizers: encouraging smooth dynamics in the memory termGCand energy ef�ciency in the

observation variableI C.

The model was implemented using in PyTorch and trained for 1,500 steps using the ADAM

optimizer with the standard learning rate of 1e-3.

2.6.3 Perturbation Schedule

To test generalization behavior of the model, I introduced perturbations during evaluation. The

agent's position was shifted by a �xed random vector at random time points, uniformly drawn from

10 time steps following the go cue to 10 time steps before the end of the trial. No perturbation trials

were included during training.

2.6.4 Neural Analysis

Neural activity was taken to beq¹GCº, the activations of the abstract memory state. The prepara-

tory and execution subspaces were identi�ed using PCA on the corresponding epochs of the trial.

For the preparatory subspace, I used the span of time from trial onset to 10 time steps before the

presentation of the go-cue. The execution subspace using activity from 10 time steps following

go-cue presentation to 60 time steps following on set. Perturbation trajectories were computed by

projecting activity from perturbation trials onto these subspaces.

To quantify rotational dynamics, I �t a continuous-time linear dynamical system to execution-

epoch activity. To isolate purely rotational structure, I constrained the dynamics matrix to be

skew-symmetric.

To silence activity in a given subspace I subtracted the projection according to,

GC=
�
� � W�> �

�
GC– (2.11)
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where� is the subspace to be silenced.
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Chapter 3: Continuous Behavior from Distinct Skills: Compositionality in

Motor Cortex

3.1 Introduction

Humans acquire vast repertoires of motor skills, often deployed �exibly and compositionally.

For example, gymnasts combine well-honed subskills–such as cat leaps and handsprings–to per-

form novel routines. This implies that motor areas within our brains store large repertoires of

skills, and navigate amongst them to meet the needs of the moment. We refer to this proposition as

the `�exible-repertoire hypothesis'. What would a �exible-repertoire look like neurally, and does

primary motor cortex (M1) perform a consistent computation (Figure 3.1A), or does it actively

support behavioral �exibility through instantiating a �exible-repertoire (Figure 3.1B). Answering

this question is central to elucidating the neural basis of �exible motor control.

Recent theoretical work suggests a mechanism by which neural circuits can instantiate reper-

toires of subskills. To do so, networks learn a variety of subskill-speci�c dynamics, which are

then recruited �exibly and compositionally [43, 44, 45]. Figure 3.1A illustrates this mechanism

in the context of motor subskills. Population activity would be described by a great many factors,

and different subskills would employ different dynamics. To ensure low tangling, subskill-speci�c

dynamics would be separated by state-space location and by the factors that are used. Most aspects

of activity would thus be output-null: most factors would exist not to encode output, but to instan-

tiate different varieties of subskill-speci�c dynamics and to allow navigation amongst subskills.

Dimensions that `read out' motor outputs would thus be low-variance – not because outputs are

unimportant, but because so many other factors are necessary. Those other factors may be sparse;

groups of factors may `wake up' only when a speci�c subskill is recruited (Figure 3.1E).

A standard expectation is that motor �exibility is the purview of premotor, prefrontal, and as-
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sociation areas [46]. From this perspective, primary motor cortex (M1) would perform a consistent

low-level computation, as expected of a primary cortical area. This would agree with the popu-

lar idea that M1 activity occupies a constrained low-dimensional manifold (Figure 3.1B) that is

consistent across tasks [47, 48, 49]. This view would seem to rule out the possibility that M1

acts as a multi-task network, which would require high-dimensional activity containing subskill-

speci�c regions and dimensions. On the other hand, M1 activity has often been described as

high-dimensional [27, 50], at least relative to prior expectations. Additionally, extensive training

can allow new dimensions to be explored [51]. These observations suggest that M1 might plausibly

participate in a �exible repertoire.

A core assumption of the �exible-repertoire hypothesis is that key population-level features re-

�ect the requirements of `internal' network computations, including the need to instantiate multiple

forms of dynamics and to navigate �exibly amongst them. Those features should thus be present

regardless of `external' task complexity – i.e. the number of task parameters and the biomechanical

complexity of the controlled limb. A clear test of the �exible-repertoire hypothesis thus requires

minimizing external complexity; otherwise a given phenomenon may be ambiguous. For example,

if a complex and high-dimensional manifold is observed, as in Figure 3.1A, is that truly evidence

for the �exible-repertoire hypothesis? Or does it simply re�ect multi-dimensional control of a

biomechanically complex limb, containing many mono- and bi-articular muscles with their own

internal dynamics? As another example, multiple recent studies have found that, across subtasks

where muscles are used differently, different neural dimensions are employed [52, 53, 54, 55, 56,

57, 58, 59, 60]. Changing neural dimensions is a natural way to alter how M1 recruits downstream

circuits, and this has been a common interpretation. Precisely because this interpretation is likely

correct, it is dif�cult to know whether neural dimensions also change to alter internal computations.

As a �nal example, neural dynamics during reaching have been reproduced both by recurrent net-

work models with strong internal dynamics tailored to reaching tasks [34], and by models where

dynamics are inherited from control of a multi-joint limb where muscles have internal dynamics

and provide multiple forms of sensory feedback [30]. These examples illustrate that, in evaluating
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predictions of the �exible-repertoire hypothesis, it would be bene�cial to use a task that reduces

external biomechanical complexity. At the same time, the task must be challenging to perform and

should encourage use of multiple internal subskills.

To this end, we leveraged a novel force-tracking task. This `Pac-Man' task employs a sin-

gle degree of freedom (pressing forward) and the arm does not move. Consequently, essentially

all relevant external variables – including muscle activity and cursor position – mirror force or

its derivative. Under the constrained manifold perspective, activity in this task should be even

more constrained (and thus lower-dimensional) than usual (Figure 3.1D). As most parameters re-

�ect force, force should be a dominant (high-variance) signal (Figure 3.1F). We found that neural

activity did not obey any of these predictions.

Consistent with the �exible-repertoire hypothesis, M1 activity was particularly high-dimensional,

despite physical task simplicity. Population activity principally re�ected the currently deployed

subskill, not motor output. Individual factors were sparsely active for speci�c subskills, with some

conditions involving compositional recruitment of multiple subskills. Consequently, while force

was reliably encoded, it accounted for only a small portion of the population response. These �nd-

ings challenge the notion that M1 performs a �xed computation, employs a stable representation,

or is constrained to a low dimensional manifold. Instead, our �ndings argue that M1 instantiates

a repertoire of computations that are used �exibly and compositionally. This is accomplished not

via skill-speci�c neural populations, but by employing output-null factors that differ across sub-

skills. The ability to create, expand, and leverage this internal repertoire is presumably central to

our motor �exibility.

3.2 Results

3.2.1 Task and Behavior

Two rhesus macaques (monkeys C and I) performed an isometric force-tracking task [61] (Fig-

ure 3.2). The height of a Pac-Man icon mirrored forward force applied to an immovable handle.

Pac-Man's height was continuously adjusted to intercept a leftward-scrolling dot-path. Dot-paths
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Figure 3.1:Conceptualization of the Flexible-repertoire model. (A) Schematic of the type of
neural activity that would support a `Flexible-repertoire'. This population structure is character-
ized by overall high-dimensional activity but this high-dimensionality arises from task-speci�c
subspaces/manifolds which are locally low-dimensional. The local �ow-�eld around these task-
speci�c subspaces allow the instantiation of task-speci�c computations. A large amount of neural
variance is dedicated to separating these dynamics. Thereby, preventing them from interfering. (B)
A schematic of the traditional view of motor cortex activity. In contrast to the population structure
shown in (A), the structure is characterized by low-dimensionality. In this view, neural activity
encodes external parameters in a consistent manner across tasks. . . .
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Figure 3.1: . . . (C) An illustration of how the `Flexible-repertoire' model can be used composition-
ally by steering the neural state to different regions of the state space. (D) An illustration of the
predictions of neural population activity during the Pac-Man task under the traditional view. (E-F)
Relative magnitude of the force-encoding signal in M1 compared to the magnitude of output-null
signals shown separately for the `�exible-repertoire' view (E) and the classical view (F). Under the
classical view the majority of neural activity is related to the direct generation of a motor command
while in the repertoire view the force-encoding signal is only one of many signals contained in M1.

speci�ed a variety of target force pro�les (Figure 3.2A). Monkeys performed 400-1200 successful

trials per session, each lasting 3 seconds. Unsuccessful trials were not analyzed.

In a moving multi-joint arm, containing mono- and bi-articular muscles, muscle activity rarely

mirrors endpoint force. In contrast, the Pac-man task is isometric, involves only a single degree of

freedom (pushing forward), and is performed primarily by elbow and shoulder extensors working

in unison. Muscle activity is thus expected to correlate strongly with endpoint force. This was

con�rmed via extensive motor unit recordings in monkey C, including those made as part of a

prior study [61]. More broadly, nearly all `external' parameters re�ect force or its derivative.

Dot-height (the visual goal) speci�es desired force, to which actual force was closely matched.

Pac-Man's position and velocity mirror force and its derivative. Joint torques will be proportional

to force. Stretch-receptor feedback is expected to re�ect muscle tension (which re�ects force) or

its derivative.

The task is thus unusually low-dimensional externally: parameters form one group related to

force and one related to dForce/dt. A few prior studies have employed isometric forces or a single

degree of freedom[62, 25, 63]. The present task is distinguished by demanding a high degree of

skill across situations that may necessitate different internal strategies. Due to a nonlinear reward

schedule, maximizing reward required hewing close to the target pro�le. Over months of training,

monkeys became remarkably adept at doing so, even at frequencies as high as 3 Hz (Figure 3.2A,

red envelopes show the standard deviation across single-trial forces). Repeatability of behavior

con�rms that monkeys were attempting to consistently match each target pro�le. Control strategies

can thus be assessed by analyzing errors.

When force changes slowly, a reasonable strategy is to focus on reducing the current differ-
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ence between Pac-man's height and dot height (a `closed-loop' strategy). In agreement, errors

were swiftly corrected when tracking low-frequency target pro�les (Figure 3.2C, left). At higher

frequencies it may become necessary to recognize the overall pro�le and produce force using an

internal template (an `open-loop' strategy). If that template is mis-scaled or mis-centered, errors

may persist. This was indeed observed (Figure 3.2C, right).

To explore further, we conditioned trial-averaged forces upon error at a speci�c time (Fig-

ure 3.2D-F). For slowly changing pro�les, errors diminished steadily over 300 ms, consistent with

closed-loop tracking. For high-frequency pro�les, errors disappeared swiftly but reappeared later

(primarily at target-frequency harmonics) consistent with an internal template that almost (but not

quite) matched the target. When �tting individual-trial behavior, closed-loop control (Autoregres-

sive Exogenous Input) models were suf�cient during lower-frequency pro�les (Figure 3.2G, H). At

higher frequencies, behavior was �t best when models also included an open-loop template. These

observations suggest that monkeys use both open-loop and closed-loop strategies, sometimes in

combination.

3.2.2 Force is a small signal within a high-dimensional population response

We recorded neural activity in M1 and the adjacent dorsal premotor cortex (PMd). We used

384-channel NeuroPixels Probes (1.0 NHP, Figure 3.3A), and, in early recordings, passive Neu-

roPixels Probes and Plexon V-probes. Stable well-isolated single neurons and high-quality multi-

unit isolations were pooled across sessions (1257 and 864 for the principal datasets for Monkey C

and I; additional data were collected for task variants described below). Microstimulation of the

recorded region activated the key task-relevant muscles: anterior deltoid, triceps brachii. Motor-

unit recordings (Figure 3.3B, 134 total) employed these same muscles. Individual motor-unit

spikes (corresponding to spikes of individual spinal motoneurons) were sortable due to customized

electrodes and spike-sorting methods [61].

The �rst principal component (PC) of motor-unit activity correlated strongly with endpoint

force (0.85). The same was true for individual motor-units (on average), so long as their threshold
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Figure 3.2:Monkey Behavior During Pac-Man Task. (A) Target force pro�les provided to the
monkeys (dotted blue) and the average force pro�le produced (solid red) shown separately for the
two Monkeys. Shaded envelopes denote 1 standard deviation (SD). Monkey I failed to perform
the 3Hz sine condition at a high accuracy, to prevent frustration this condition was removed from
the set of conditions we asked Monkey I to perform. (B) Overview of the PacMan task. Subjects
controlled the vertical location of the PacMan icon, with the goal of intercepting as many red dots
as possible, by applying force to a load sensor. Dots scrolled leftward at a constant velocity, and
monkeys were provided with the current and future target force trajectory (up to 1 second in the
future). . . .
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Figure 3.2: . . . (C) Top: Example traces of single trial behavior from Monkey C across two con-
ditions (0.25 and 2 Hz Sine, mean force: dotted blue, single trial force: red). Bottom Left: Error
(difference between mean force (averaged across trials) and single trial force for a given trial) dur-
ing an example 0.25 Hz Sine trial. Bottom Right: Same but during a 2 Hz Sine trial. (D) Trials
were binned by force error at the mid-trial point as Monkey C performed the Slow Increasing Ramp
condition. These errors were then binned into six groups, and average force trajectories (� 1SD)
were computed within each bin to produce 6 error-triggered force templates: shown separately and
colored by the associated error vector. (E) Same but computed using 2 Hz Sine trials. (F) Normal-
ized variance across error bins over time—aligned to the time of conditioning—shown separately
for a variety of conditions. (G, H) Average improvement in ARX model performance (� 1SD, over
random splits of data) in ARX model performance when derivative information (mean template)
was provided as an input shown separately for each monkey.

was low enough that they were often active. Figure 3.3C illustrates a typical motor-unit response.

This motor unit exhibits some �exibility [61]; it contributes to force generation more at lower

frequencies. Nevertheless, its response correlates strongly with force both overall (0.87) and within

all conditions (range of 0.58-0.97). Different motor units had non-identical responses, but all

correlated with force and thus with one another.

The Pac-Man task is thus particularly force-centric. Motor-unit activity re�ects force, as does

Pac-Man's height and the height of the target dot-path. Consequently, the perspective in Fig-

ure 3.1B, D predicts that neural activity should be simpler, lower-dimensional, and more force-like

than in most prior tasks. In contrast, the �exible-repertoire hypothesis Figure 3.1A predicts that

activity may be unusually high-dimensional. A range of internal dynamics may be required to

generate different force-pro�le shapes and frequencies, and to instantiate different control policies.

Individual-neuron responses would therefore be diverse and rarely resemble force, which would

be only one of many signals within a high-dimensional population response.

M1 neurons had strikingly diverse responses. A few (e.g. Figure 3.3E) had �ring rates that

consistently resembled force. Yet this was extremely rare; the force-activity relationship was al-

most never straightforward. For example, the neuron in Figure 3.3D mirrors force only when force

is rapidly changing, and paradoxically responds more at some moments when force is rapidly de-

clining. The neuron in Figure 3.3F responds out of phase with force, but only at some frequencies.

The neuron in Figure 3.3G tracks force during only some portions of some conditions. The neuron
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in Figure 3.3 is active only during low-frequency forces.

In contrast to the motor units, the �rst PC of M1 activity correlated poorly with endpoint force

(A = 0•21 andA = 0•32, Monkey C and I), as did individual-neuron responses. Across all neu-

rons, the average absolute correlation with force was 0.22 and 0.18 (Monkey C and I).90% of

neurons fell in the range of 0-0.47 (monkey C) and 0-0.37 (Monkey I). These correlations would

have been lower still, had we not allowed latency shifts (up to 200 ms). Departures from a straight-

forward relationship with force were not due to measurement error: standard errors (SEMS, blue

envelopes) were tight due to high-trial counts and robust responses. These observations are incon-

sistent with the perspective in Figure 3.1B,D,F, which predicts that responses should be particularly

force-like in this task. Motor-unit activity was, but M1 activity was not. Yet perhaps M1 activ-

ity might be explained by the fuller set of variables a feedback controller might employ: force,

error (the difference between the height of Pac-Man and the visual target), and their derivatives.

We trained Generalized Linear Models to predict single-trial spiking activity using these variables.

Performance, on held-out trials, was assessed as the' 2 between trial-averaged predictions and

trial-averaged responses (Figure 3.3I, red distribution). Motor units were �t well: median' 2 was

0•80(the few poor �ts correspond to largely inactive high-threshold units). In contrast, M1-neuron

activity was �t poorly overall (blue distributions). Median' 2 was 0.06 and most neurons (81%

and96%, Monkey C and I) had an' 2 Ÿ 0•2. Similarly, when assessing model �t via a single-trial

information-based metric, the median normalizedbits
spike of M1 neurons was a fraction of that for

motor units (Figure 3.3J). The massive discrepancy between motor-units (which were essentially

always force-like) and M1 neurons (which almost never were) remained large across a range of

matched �ring rates (Supp. Fig. 1).

These results accord with the �exible-repertoire hypothesis, which predicts that force is one of

many signals within a high-dimensional population response. In agreement, accounting for90%

of M1 response variance required 75 (monkey C) and 198 (monkey I) dimensions, versus 4 dimen-

sions for the motor units. PCA assumes a linear link function between population-level factors and

�ring rates, but a rectifying function (e.g. an exponential) is a more appropriate approximation.
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Thus, the analysis above needn't imply that there are truly 75 (or 198) meaningful population-level

signals. Estimating a `true dimensionality' is fraught for both technical and conceptual reasons,

but clearly M1 dimensionality is high relative to standard expectations. This is particularly striking

because external task-complexity is unusually low.

Although responses rarely mirrored force, force was readily (and linearly) decodable from the

population response.' 2 = 0•99and' 2 = 0•96 for held-out data (Figure 3.3K), using a uni�ed de-

coding dimension across all conditions. Yet there was a divorce between `decoding accuracy' (how

well the dimension decoded force) and `encoding strength' (how much neural population variance

it captured). Although force was decoded almost perfectly, the decoding dimension captured a

maximum of 10% of neural variance (Figure 3.3K, L). When regularization encouraged the read-

out dimension to capture more neural variance, decoding accuracy plummeted. This discrepancy

is expected given the hypothesis in Figure 3.4A, C, E: force-encoding should appear weak because

so many other signals are also present. In agreement, force was not a small signal in relative terms:

the force-encoding dimension captured 45% as much variance as the �rst PC (by de�nition the

largest signal in the data).

In contrast, for the motor-unit population, force was a high-variance signal in both absolute

and relative terms (Figure 3.3K-M). We further compared the population of 134 motor units with

a heavily down-selected 134-neuron M1 population, chosen to have the highest force correlations

(Supp Fig. 1). Force was still a substantially smaller signal in M1. Thus, there was no sizable

proportion of `pure' force neurons. This is consistent with the hypothesis that force is reliably

encoded, but is mixed at the single-neuron level with output-null factors. An alternative hypothesis

is that M1 might encode desired change in force, which could be integrated by the spinal cord [64].

If so, a dForce/dt encoding dimension should account for more variance than a force-encoding

dimension. In fact, we found the opposite (Figure 3.3N).
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Figure 3.3:Relationship Between Spiking Activity and Behavior. (A) Snippet of neural activ-
ity recorded using NHP-optimized neuropixels during the PacMan task. (B) Raw EMG signals
collected from Monkey C during an example 0.25 Hz Sine trial. . . .
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Figure 3.3: . . . (C) Top: trial averaged peristimulus time histogram (PSTH) for an example Motor
Unit during various conditions. Envelopes correspond to 1 standard error of the mean (SE), and
the horizontal and vertical bars denote 500ms and 5 spikes/sec respectively. Bottom: Single trial
spiking activity of the given neuron across various conditions. (D) Same but for an example M1
neuron collected from Monkey C. To aid in comparison the PSTH of the example motor unit in
(C) is plotted in red. (E-H) Additional PSTHs of example M1 neurons across multiple conditions.
(I ) Distribution of cross-validated goodness of �t values from generalized linear models (GLMS),
shown separately for different neural populations. (J) Distribution of normalized bits per spike
across the same three populations in (I). (K) Relationship between force decoding performance
(' 2, y-axis) and encoding strength (fraction of neural variance explained, x-axis). Each point
corresponds to a unique ridge decoder (_) value. (L) Neural variance explained by force at 80% of
maximum decoding accuracy, shown separately for motor units (red), Monkey C cortical neurons
(light blue), and Monkey I cortical neurons (dark blue).(M) Force-related variance normalized by
variance explained by the �rst principal component of the population activity. (N) Same as (L), but
using the derivative of force as the decoded target.

3.2.3 Correlation Structure Varies With Subskill

The �exible-repertoire hypothesis predicts that what appears to be a uni�ed task from the out-

side may involve distinct subskills within M1. Each subskill would involve at least some unique

neural dimensions. If different conditions recruit subskills differently, neural activity should oc-

cupy non-identical sets of dimensions, despite the hand always pressing in the same physical direc-

tion. Neuron-neuron correlations should thus be subskill-speci�c. This was indeed the case. The

example neurons in Figure 3.4A respond together during low-frequency conditions (A = 0•83 at

0.25 Hz) but not high-frequency conditions (A= � 0•53 at 3 Hz). Conversely, the example neurons

in Figure 3.4B respond in opposition at low frequencies (A= � 0•74at 0.25 Hz) but together at high

frequencies (A= 0•72 at 3 Hz). Such reversals were not due to sampling noise; SEMs (envelopes

surrounding each trace) were small.

We computed correlation matrices for subsets of conditions, using the 100 M1 neurons (for

each monkey) with highest signal-to-noise (Figure 3.4C). Matrices were sorted based on 0.25-

Hz-sinusoid responses, creating structure by grouping correlated neurons. Correlation structure

remained similar during slow ramps, but was very different during the 3 Hz sinusoid. Fast ramps

and chirps had intermediate structures, perhaps because they contained low- and high-frequency

components.
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We performed PCA on three condition groups: fast sinusoids (1-3 Hz), static plateaus (three

levels), and slow ramps (increasing and decreasing). For fast-sinusoid data, the top PCs captured

oscillating neural trajectories (Figure 3.4D). Those fast-sinusoid-derived dimensions captured sur-

prisingly little structure during static plateaus and slow ramps. This was not because responses

were absent during those conditions. Applying PCA only for the plateaus (Figure 3.4E) revealed

trajectories separated by force level. Applying PCA only for slow ramps (Figure 3.4F) revealed

trajectories that moved between similar points (corresponding to minimal and maximal force) but

along different paths. The use of different paths agrees both with recent results(Oby et al. 2025)

and the general need to maintain low trajectory tangling [65].

We divided all conditions into �ve tentative condition-groups, and computed the alignment in-

dex of neural activity between their respective subspaces (Figure 3.4G,H). The alignment index

is an easily interpretable metric that ranges from zero (orthogonal subspaces) to unity (identical

subspaces). Some condition-groups had strong alignment: e.g. 0.81 and 0.86 (monkey C and I)

when comparing slow sines and slow ramps. Others aligned weakly: e.g. 0.18 and 0.35 when

comparing statics and fast sines. Thus, the occupied subspace changes between conditions, some-

times slightly and sometimes dramatically. In contrast, alignment was consistently high for the

motor-unit population (Figure 3.11), for the simple reason that, despite some �exibility, any two

active motor-units had correlated activity across all conditions.

3.2.4 Different subskills are centered in different state-space locations

The �exible-repertoire hypothesis proposes that neural trajectories contain both `subskill lo-

cal' features and a global aspect re�ecting navigation amongst subskills. Is neural activity indeed

centered in different regions for different conditions? If so, does this re�ect subskill, not simply dif-

ferences in mean force? To explore, we computed each condition's `centroid': the N-dimensional

vector containing the across-time mean activity for every neuron. If different conditions employ

subskills differently, this should be re�ected in centroid organization.

Neural activity was indeed centered in distinct locations for each condition, a property visual-
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Figure 3.4:Population responses during normal and inverted Pac-Man. (A) Average normal-
ized �ring rates (1SE) for two example Monkey C cortical neurons across various conditions. For
reference, the mean force (black) is plotted. (B) Same as (A) but with two new example neurons.
(C) Pairwise correlation between the top 100 neurons with the highest SNR across 5 conditions:
sorted using hierarchical clustering based on responses from 0.25 Hz Sine condition. (D) Popu-
lation activity from three groups of conditions Fast Sine (left), Static (middle), and Slow-ramps
plotted in the top 3 principal components of data from the Fast sine conditions. (E) Population
activity for static data plotted in the top 3 principal components of that data. (F) Same as (E) but
for data from ramp conditions. (G, H) Cross-validated subspace alignment index between different
groups of conditions shown separately for Monkey C (G) and Monkey I (H). Subspace dimension-
ality was chosen to be 3% of the total recorded neurons (38 dimensions for Monkey C and 26
dimensions for Monkey I).
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ized in two dimensions in Figure 3.5A, B. Some differences presumably re�ect different average

forces. For example, the three static forces had somewhat different centroids. Yet other forms of

organization were also present. In PC1, centroid-separation re�ected whether the condition favored

a closed-loop versus open-loop strategy. In PC2, centroid-separation re�ected whether forces in-

creased or decreased overall. For example, slowly increasing and decreasing ramps were distant in

PC2, despite mean force being nearly identical. Separation based on the sign of dForce/dt is per-

haps surprising; there is no obvious control-theoretic reason why one should use different internal

strategies for slow upward versus downward ramps. Potentially this separation may be related to

the need to use different dynamics to create rising versus falling forces (consistent with the differ-

ent paths in Figure 3.4F). In any case, this �nding agrees with the fact that asymmetric responses

were often a clear feature of individual-neuron activity (e.g. Figure 3.3G).

Distances between centroids, computed in N-dimensional space, could be predicted reasonably

well from three behaviorally relevant distances (Figure 3.5C,D). Force-distance was the mean dif-

ference between force pro�les, and should be the only feature that matters if population activity

re�ects force. Control-policy-distance re�ected how well a control policy, �t to one condition,

captured behavior during another condition. Directionality-difference captured differences in the

average sign of dForce/dt. Only force-distance mattered for the motor units (Figure 3.5E, red).

Control-policy-distance mattered most for M1 (Figure 3.5E, F, blue), and the two `non-force' dis-

tances, taken together, considerably more explanatory power as force-distance 2.0 and 2.7 as much,

for monkey C and I).

The general need for low trajectory tangling implies that different subskills, which are hy-

pothesized to require different dynamics, should be separated both by centroid and by occupied

subspace. There should thus be a negative correlation between centroid difference and subspace

alignment. This was indeed the case (Figure 3.5G, H). This separation did indeed reduce trajectory-

tangling. Tangling was far lower for M1 than for the motor units: 16% as large, computed by

assessing tangling using the 95th percentile value. This held over a large range of dimensionalities

used to compute tangling. However, M1 tangling increased 4.5-fold if we arti�cially removed both
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Figure 3.5:Spatial Organization of Neural Activity . (A-B) Projections of average neural re-
sponse within a condition plotted in the �rst 2 principal components of center location plotted
separately for Monkey C (A) and Monkey I (B). (C-D) Relationship between empirical pairwise
neural distances (y-axis) and pairwise neural distances predicted from a linear model using Control
Policy Distance, Directional Distance, and Behavioral Distance: plotted separately for Monkey C
(C) and Monkey I (D). (E-F) Normalized contribution (95% CI) of each parameter to the linear
model used in (C-D). (G-H) Relationship between empirical pairwise neural distances (x-axis) and
pairwise alignment indices (y-axis) shown separately for each monkey.

forms of separation.

3.2.5 Neural activity remains different despite matched forces

The hypothesis in Figure 3.1A predicts that, when behaviors involve different subskills, neural

activity should differ even when motor output is matched. This prediction is supported by the

results above: there exist many moments that correspond to the same force (and very similar

motor-unit population activity) across two conditions, yet correspond to quite different internal

neural states. Here we test a strong version of this prediction: neural activity may differ even when

force pro�les are continually matched.

We trained monkeys to perform both `normal' (as above) and `inverted' versions of the Pac-

Man task. The inverted context employed blue dot-paths. Pac-Man rested at the screen's top and

moved downward with increasing forward force. Such reversals are known to be challenging dur-
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ing continuous tracking tasks; they cannot be solved by rapid adaptation nor by a purely cognitive

strategy. In agreement, many sessions of practice were required to perform both contexts well in

interleaved trials. After training, rapid responses to small errors had the opposite sign across con-

texts (Figure 3.6B), consistent with context-speci�c control policies. Monkey I was trained on both

contexts before collection of the `main' (normal Pac-Man) datasets analyzed above. Recordings

during inverted Pac-Man involved interleaved trials within those same sessions. For monkey C,

the main datasets were acquired before training on inverted Pac-Man. Data comparing normal and

inverted Pac-man, performed in interleaved trials, were obtained in subsequent sessions (496 total

neurons) that employed a subset of force pro�les. Additional sessions (226 additional neurons)

allowed us to include a gain-based experiment described below.

By inverting visual target pro�les across contexts, we created condition-pairs where forces

were closely matched across contexts (Figure 3.6A, Supp. Fig. 6,7). Representative single-neuron

responses, shown in Figure 3.6D,E, illustrate that neural responses typically differed between con-

texts, despite matched forces. For each neuron we computed its across-context dissimilarity: the

average squared difference of activity, normalized by average within-context variance.

In additional sessions, Monkey C performed the normal context as we reduced the force-to-

PacMan gain over the course of the session. Matching the dot-path eventually required 67% more

force (gain = 0.6). Monkey C adapted almost instantly to gain changes, even on the �rst day.

Changes in neural activity were quite modest (Figure 3.6F,G), consistent with modi�cation of an

existing subskill rather than learning of a new one. This �nding controls for the potential concern

that the large differences in neural activity, between normal and inverted contexts, might re�ect

imperfectly matched forces. This is unlikely because, across gains, much larger force differences

were accompanied by much smaller neural differences. Taken together, these �ndings accord with

an interesting prediction of Figure 3.1A: if dimensions containing neural activity are only weakly

aligned with the readout dimension, changes in neural activity can be either much smaller or much

larger than changes in output. Neural activity may be very different when different subskills pro-

duce the same output. Conversely, modest changes in within-subskill activity (e.g. a slight tilt of
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the orange trajectory relative to the gray readout in Figure 3.1A) can substantially change output

gain. If so, a uni�ed readout direction should be suf�cient to decode force across gains. This was

indeed the case (' 2 = 0•96).

An interesting speculation is that an existing subskill might sometimes divide, during learning,

into two related subskills. Each would appear to be a rough copy of the other, yet they would be

centered in different locations and involve somewhat different neural dimensions. Recent evidence

supports this idea during the preparatory phase[66, 60]. We explored this possibility, during execu-

tion, for both monkeys. When considering matched conditions, neural trajectories were isometric

between normal and inverted contexts. They were not the same trajectories, but they were the same

shape (Figure 3.6H) and could be brought into almost perfect register via a rotation and a transla-

tion (Figure 3.6J). Isometry held for all two-context conditions: the nine performed by monkey I

and the three performed by monkey C.

Bringing two trajectories into register required different degrees of translation and rotation

depending on the situation. Very little of either was required across gains (Figure 3.6K), in agree-

ment with �ndings above. More sizable translations and rotations were required between normal

and inverted contexts (Figure 3.6K). For monkey I, especially large translations/rotations were re-

quired when tracking low frequencies, perhaps because those conditions were more dependent on

inversion of closed-loop control.

3.2.6 Neural dimensions vary with subskill

The hypothesis expressed in Figure 3.1A, C proposes that some conditions may use a single

subskill (and its corresponding subspace) while others may use multiple subskills compositionally

(and thus occupy multiple subspaces). To explore, we created `reference subspaces' for �ve con-

ditions: slow increasing and decreasing ramps, and 1 Hz, 2 Hz, and 3 Hz sinusoids (the latter for

monkey C only). We then considered putatively compositional conditions (the 0.25 Hz sinusoid,

chirp, and fast ramps) and asked how strongly the population trajectory, at each moment, occupied

the �ve reference subspaces.
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Figure 3.6: Population responses during normal and inverted Pac-Man. (A) Trial average
force as Monkey C performed the original (red) and inverted version of the 0.5Hz Sine condition.
Envelopes (barely visible) show standard error of the mean (SE). . . .
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Figure 3.6: . . . (B) Average change in expected derivative (1SD, y-axis) of Monkey C (top) and
Monkey I (bottom), 150ms in the future, to an immediate visual error (Icon height - minus target
height, x-axis). (C) Trial averaged force (1SE) as Monkey C performed the 1Hz Sine condition in
the 0.6 (green) and 1 (red) gain contexts. (D) Average �ring rate (+/- SE) of one example neuron,
during a Chirp for normal (red) and inverted (blue) contexts. The example was chosen to be
close to the median in terms of similarity across contexts. (E) Same for a second example neuron
during a 0.5 Hz condition. (F) Same but for an example neuron recorded during a gain of 1 (red)
and 0.6 (green). (G) Cumulative density function (y-axis) of neural dissimilarity (x-axis) plotted
separately for Monkey I: across gain 1 and gain -1 (purple), Monkey C: across gain 1 and gain -1
(magenta), and Monkey C: across gain 1 and gain 0.6 (pink). (H) state-space plots of population
activity during various conditions across the gain 1 and gain -1 contexts: shown separately for
Monkey I (left) and Monkey C (right). (H) . (I ) Same as (H) but for Monkey C across the gain 1
and gain 0.6 contexts. (J) Cross-context similarity of the population response across gain 1 and
gain -1 contexts for Monkey I (left) and Monkey C (right) subject to different transformations: no
transformation (maroon), translation (red-orange), rotation and translation (orange). (K) Same as
(J) but for Monkey C across the gain 1 and gain 0.6 contexts.

During the 0.25 Hz sinusoid, occupancy peaked early for the slowly-increasing-ramp subspace,

then peaked late for the slowly-decreasing-ramp subspace (Figure 3.7A, E). During the 0-3 Hz

chirp, occupancy peaked, in order, for subspaces corresponding to the three faster sines (two for

monkey I, Figure 3.7B, F). These results suggest sequential use of subskills. Figure 3.1C thus

predicts that the overall neural state should traverse subskill-speci�c regions. We computed �ve

reference centroids (one corresponding to each of the �ve reference subspaces) as described above.

The 0.25-Hz-sinusoid neural trajectory initially came nearest the slowly-increasing-ramp centroid

(blue bar), then nearest the slowly-decreasing-ramp centroid (orange bar). The chirp trajectory

neared the pure-sinusoid centroids, in order of increasing frequency. Thus, both subspace and

overall location in state space changed in ways that make sense given how one action (e.g. a chirp)

might be sequentially composed from others (e.g. pure sinusoids).

During fast ramps, activity simultaneously occupied the reference subspaces for all higher-

frequency sinusoids (red, green and purple, Figure 3.7C,D,G,H). There was a weaker tendency for

activity to also occupy the slow-increasing-ramp subspace (blue) or slow-decreasing-ramp sub-

space (orange), depending on ramp direction. These results suggest that multiple internal compu-

tations might sometimes be used simultaneously. Formally, it makes sense that a fast ramp – which

approximates a step and thus contains all frequencies – might engage subspaces corresponding to
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a range of frequencies.

3.2.7 Many population-level factors are subskill-speci�c

The analysis above accords with a central prediction of the �exible-repertoire hypothesis: nu-

merous subskill-speci�c factors (Figure 3.1E). If they exist, subskill-speci�c factors would be dif-

�cult to identify using standard methods; the experimenter does not have the luxury of knowing,

`from the outside', which subskill(s) are used at any given moment. To handle this challenge, we

employed Sparse Component Analysis (SCA) [67], an unsupervised method that can identify fac-

tors active at distinct times. Those times can be within or between conditions and are discovered

by the method rather than imposed by the experimenter.

SCA factors captured nearly as much variance as the matched number of PCs (ratio of 0.94 for

both monkey C and I; Supp. Fig. 7). Results are shown in detail for monkey C (Figure 3.8). Results

were similar for monkey I (Supp. Fig. 8) and were robust across hyperparameters (Supp. Fig. 9).

Importantly, SCA uncovers sparsity only if it is present. For the motor-unit population, it was not:

SCA identi�ed three factors that differed (Figure 3.8B), yet all were active for most conditions.

One factor dominated both in magnitude (inset at right) and when decoding force (Figure 3.8A,

middle trace).

In stark contrast, the M1 population displayed many factors (Figure 3.8C,D, Supp Fig. 8C,D),

none dominant. Factors tended to form groups with related properties, such as similar frequencies

but different phases. Activity was often sparse; all factors within a group might become active

for some conditions but remain silent for the rest. We �rst concentrate on �ve factor-groups (Fig-

ure 3.8C, Supp Fig. 8C), spanning 20 dimensions and corresponding (tentatively) to �ve potential

internal subskills. Whether this speci�c parcellation is correct is unclear, but is worth adopting to

inquire how factor-groups behave.

A `dark-blue' group became active when force increased slowly. A `light-blue' group became

active when force decreased slowly. `Green' and `purple' groups were active, respectively, during

medium-frequency (1-2 Hz) and high-frequency (2-3 Hz) sinusoids. The `red' group was active
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Figure 3.7:Subspace Alignment Across Time. (A) Top: Average force produced during 0.25 Hz
Sine condition for Monkey C. Bottom: Alignment index between neural activity during the 0.25 Hz
Sine condition and various reference subspaces computed on a rolling window of 500ms shown
separately. Envelopes denote 95% con�dence intervals computed using a studentized bootstrap.
Bars at the bottom of the plot denote the reference trajectory whose mean the neural activity was
closest to in euclidean distance. (B) Same but for the Chirp condition. (C-D) Same but for the
Fast Increasing Ramp (C) and Fast Decreasing Ramp (D) conditions. Here we omit the bars at the
bottom because the mean was far from all reference trajectories. (E) Same as (A) but for Monkey
I. (F) Same as (B) but with the exclusion of the 3Hz component of the Chirp as Monkey I was
unable to perform this. Note (E) excludes the 3 Hz from the set of reference subspaces because
Monkey I did not perform this condition. (G, H) Same but for the Fast Increasing Ramp (C) and
Fast Decreasing Ramp (D) conditions. Here we omit the bars at the bottom because the mean was
far from all reference trajectories.
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primarily when force was maintained at a high level.

Some conditions involved nearly pure recruitment of one factor-group. For example, all groups

were silent, except the purple group, during the 3 Hz sinusoid. All groups were silent, except the

dark-blue group, during the slow increasing ramp. For each of these `pure' conditions we �t

population dynamics (in a simple PCA-derived state-space) with a linear model. Eigenvectors

and eigenvalues differed considerably (Supp. Fig. 5), con�rming what is visible by inspection:

activity occupies different dimensions and unfolds differently across time. For example, during the

slow-increasing ramp, activity moves steadily from one dimension into the next without returning.

During faster sinusoids, factors with different phases repeat, creating swiftly rotating trajectories

(as in Figure 3.4D). Thus, the M1 population response contains, within it, multiple varieties of

dynamics instantiated by situation-speci�c sets of factors.

Factor-group behavior accorded with the possibility (raised in Figure 3.5) that some conditions

reuse subskills sequentially or simultaneously. During the chirp, green and purple groups were

active sequentially. During the 0.25 Hz sine, the dark-blue group was active during the rising phase

and the light-blue group was active during the falling phase. During fast ramps, green, purple,

and (when force decreased) light-blue groups were active simultaneously. SCA also identi�ed a

set of factors (Figure 3.8D, Supp Fig. 8D) with rather different properties. These factors were

generally less sparse, did not form clear groups, and did not clearly re�ect force frequency. These

factors often displayed swift transitions at behaviorally relevant moments. For example, the dark-

gray trace in the top row of Figure 3.8C transitions upwards whenever Pac-Man leaves its resting

position and active tracking begins. Thus, M1 activity was both high-dimensional and – at the

factor level – often but not always sparse. As con�rmed by motor-unit analysis, sparsity is not

something that can be imposed on the data, nor does it result from properties of muscle recruitment.

Factor-level activity is consistent with the hypothesis expressed in Figure 3.1A, C, E. That

hypothesis predicts that, although force should be decodable from the factors via a �xed readout,

the `work' of generating the output should involve different factor-groups contributing at different

moments. This was indeed the case (Figure 3.8A, bottom trace, Supp. Fig. 8B). Decoded force
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is colored, at each moment, according to which factor-group made the largest contribution. The

multiple `handoffs' amongst factor-groups would have been dif�cult to fully anticipate in advance,

yet make sense given the analyses above. For example, during the chirp, decoding relied on the

green then purple factor-groups as frequency increased. The 0.25 Hz sinusoid involved sequential

contributions from the dark-blue, gray, and light-blue groups. The red group contributed primarily

at moments when force was held statically.

There are two possible means by which different factor groups could contribute to the same

force-readout. The force-encoding dimension might be shared amongst subskills and aligned with

the force-readout dimension (Figure 3.8E, top). Alternatively, force-encoding dimensions might be

subskill-speci�c, each overlapping only modestly with the force-readout dimension (Figure 3.8E,

bottom). The �rst mechanism could grant greater signal-to-noise, while the second may allow

greater �exibility. The �rst hypothesis predicts that force `encoding strength' the proportion of

population activity that appears force-related to the experimenter) would be similar within and be-

tween subskills, because there exists a single force-encoding dimension that works across subskills.

The second hypothesis predicts that force encoding strength will become lower as more subskills

are considered, because any uni�ed decoding dimension is necessarily misaligned with subskill-

speci�c force-encoding dimensions. Figure 3.8G repeats an analysis similar to Figure 3.3K (using

simpler methodology) when considering one condition at a time (blue traces, averaged across sin-

gle conditions) and when considering all conditions simultaneously (red traces). In agreement

with the second hypothesis, encoding strength was higher for single conditions. Force-like signals

constituted 20% of within-condition activity (as much as 41% for some conditions) but < 10%

overall. In contrast, for the motor-unit population, the proportion of force-resembling activity was

always high (Figure 3.8F).

The presence of numerous M1 factors, many subskill-speci�c, is consistent with features of

single-neuron activity: responses are diverse and rarely mirror force, yet often resemble force at

some moments. As expected if neurons are `tuned' for multiple factors, single-neuron responses

were on average less sparse than individual factors. Yet in some cases a neuron was tuned for
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just one or two factors, and showed the same type of sparsity (Figure 3.3F, G, Supp Fig. 10).

Thus, all aspects of activity, from single neurons up to population-level factors, accord with the

view that M1 activity can be very high-dimensional even in a task with minimal biomechanical

complexity. These �ndings thus support the idea that much of the complexity of M1 responses

relates to its ability to perform multiple internal computations, suitable to meet the demands of

different moments.

3.3 Discussion

The �exible repertoire hypothesis proposes that M1 supports compositional motor behavior by

instantiating an expansive repertoire of motor computations. To test this hypothesis, we recorded

motor cortex activity during an isometric force-tracking task. We found that monkeys solved this

task using condition-speci�c control-policies. Neural activity reliably encoded force. However,

this force-encoding direction explained only a small fraction (<10%) of a surprisingly high dimen-

sional population response. Consistent with the existence of multiple internal subskills, the pop-

ulation response employed distinct subspaces: both within and across conditions. Consequently,

neural similarity was best predicted by similarity of inferred control policies and not by similarity

of the motor output. Indeed, neural activity could both be very different when motor output was

continuously matched and surprisingly similar when output changed considerably. This apparent

dissociation–motor output can change both much less and much more than neural–is inconsistent

with M1 representing aspects of the behavior but makes sense if most aspects of activity instead

re�ect the deployment of internal subskills. Consistent with this, we found that subskills were

partitioned in distinct regions of state-space, and that some conditions compositionally recruited

multiple subskills by navigating to these locations.

These results challenge the notion that M1 encodes motor output or performs a �xed computa-

tion within a conserved low-dimensional manifold. Instead, they support a view in which M1 in-

stantiates a �exible and compositional repertoire of internal computations, organized in state space

and recruited according to computational demands. Notably, this repertoire is realized through
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Figure 3.8:Unsupervised Identi�cation of Subskill-speci�c Factors. (A) Trial-averaged forces
produced during different conditions (top), predicted force from motor unit activity (middle)—we
colored data points according to the dimension of motor unit activity that most strongly contributed
to decoding at that moment (dashed if none contributed), and predicted force from cortical activity
(colored by dominant factor group). (B) Projection of motor unit activity into 3 SCA dimensions.
(C-D) Projection of Neural Activity into SCA dimensions. Bar plots on the right denote the total
variance explained by each SCA factor. Neural activity seems to fall into three distinct clusters of
subspaces: Slow, Medium, and Fast (blue, green, purple). These subspaces were sparsely active
across conditions contrary to the subspaces found from the motor units. . . .
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Figure 3.8: . . . (E) Schematic of two possible ways force can be encoded in the population re-
sponse. (F-G) Relationship between goodness of �t (y-axis) and encoding strength (fraction of
neural variance explained, x-axis) for decoders trained on single conditions (blue) or all conditions
(red) shown separately for motor units (F), Monkey C cortical neurons (G, left), and Monkey I
cortical neurons (G, right). Here we used all successful trials of a given condition to train the
regression models rather than only using half of the trials to train. Thus, goodness of �t was also
computed on the full dataset rather than the cross-validated goodness of �t used in Figure 3.3K.
This choice was done to ensure a high signal-to-noise ratio for each regression.

high-dimensional population dynamics, not dedicated circuits, and often re�ects task structure

more than motor output.

Interpretation of these results is most natural through a synthesis of two frameworks: the

control-theoretic view–which emphasizes the role of M1 in optimal feedback control–and the dy-

namical systems view, in which population dynamics support computations. Together, they predict

that M1 population activity will be high dimensional even for low-dimensional behavior if there is

a bene�t to using multiple control policies.

The ideas presented here relate to a recent focus, in computational neuroscience, on mecha-

nisms by which recurrent neural networks perform multiple tasks [43, 44, 68, 69, 45]. An emerg-

ing theme from this literature is that different computations can `live' in different subspaces and/or

locations of the neural state space. The general idea presented here that different skills lie in dif-

ferent regions of the neural state space is closely intertwined with this literature. These ideas have

also appeared in some experimental work. Subspace shifts have been observed across many con-

texts: from shifts in preparation to execution to shifts in muscle coordination and beyond [52, 56,

53, 54, 57, 58, 59, 70, 60]. Yet, interpretation of these results is challenged by sizable changes in

motor output and subsequent �ndings of in�exibility in other studies. For example, Gallego and

colleagues found that isometric and non-isometric tasks involved similar manifolds (i.e. similar

subspaces) [49], and animals performing brain-computer interface tasks commonly reuse existing

neural dimensions (i.e. similar factors) even when other solutions might be preferable [48, 71].

The present results suggest a uni�cation of these results and argue that shifts are expected only

when computational demands are suf�ciently large to require multiple subskills. However, pre-
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dicting whether tasks will elicit multiple tasks from the outside is challenging: as evidenced by

comparisons between the original and inverted Pac-Man task.

RNNs can implement multiple computations via at least two circuit-level mechanisms. One

is contextual input: low-dimensional signals bias the network into distinct regions of state space,

thereby switching local dynamics without altering synaptic weights [43, 45]. Another is synaptic

recon�guration: distinct computations are performed by recruiting different synaptic pathways or

weight patterns [72, 44]. For instance, computations can differentially recruit thalamic loops. The

present results—rapid skill-speci�c subspace rotations accompanied with translations—are more

consistent with the contextual-input mechanism, in which M1 recon�gures via shifts in activity

rather than effective weight changes through skill-speci�c gating of thalamic pathways. However,

these two strategies are not mutually exclusive, and motor cortex may combine both, for example

via thalamic gating that modulates which cortical dynamics are expressed.

To analyze structure in the population response, we used subspace geometry as a proxy for

identifying subskills. We emphasize, however, that while subskills may give rise to separable pat-

terns of neural activity, we do not assume a one-to-one mapping between subskills and subspaces.

Rather, subskills are de�ned by their underlying internal dynamics and control policies, not by

occupying distinct subspaces. Observed subspace separability is thus an empirical signature, not a

de�nition of subskills. The underlying modularity of subskills may be more �exible, overlapping,

or dynamically con�gured than subspace structure alone implies. For example, a given subskill

could simultaneously elicit activity in multiple subspaces, and the same subspace could even be

used–with disparate dynamics–in two distinct subskills.

Of course, some reuse across situations is inevitable in the motor system; as an almost-trivial

example, different movements often reuse the same patterns of muscle activity. In some sense,

the question is not whether compositionality occurs, but rather what form it takes. The present

results highlight a tension between reuse and, in many cases, the lack of reuse. During the Pac-

Man task, there were many moments that reused nearly identical patterns of motor unit activity,

yet were subserved by very different patterns of motor cortex activity. A reasonable speculation is
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that motor control must �nd a balance between learning dedicated situation-speci�c computations

(allowing highly skilled behavior) and reusing those computations (allowing �exibility). This view

necessarily includes cognition as a key component of motor control–reusing existing abilities in

new contexts requires recognizing when this is possible. Recent results support the view that con-

textual inference is central to motor control, because it determines when a control policy is adapted

versus switched or abandoned [73]. Humans and animals are also able to use their perceptual and

cognitive systems to perceive potential motor affordances. The ability to do so, and consequently

`steer' motor cortex computations appropriately, is presumably a central goal of premotor and pre-

frontal areas, a possibility supported by a recent study of monkeys performing a drawing task [74],

and one that highlights the crucial role of cognition in steering motor cortex computations toward

context-appropriate solutions.

3.4 Methods

3.4.1 Subjects and Task

All protocols were in accordance with the National Institutes of Health (NIH) guidelines and

approved by the Columbia University Institutional Animal Care and Use Committee (protocol id).

The subjects used in this study were two adult male macaques (Monkeys C and I, Macaca Mulatta)

10 and (11) years old, respectively. During experiments, the subjects sat in a custom built primate

chair with its head restrained via surgical implant and its right arm comfortably restrained. To

perform the task, subjects grasped a handle with their left hand while resting their forearm on

a small platform that supported the handle. To ensure consistent placement within and between

sessions, we applied tape around the subject's left hands and velcro around their forearms. Subjects

controlled a `PacMan' icon, displayed on an LCD monitor (Asus PN PG258Q, 240-Hz refresh,

1,920 × 1,080 pixels) using Psychophysics Toolbox 3.0. The horizontal position of PacMan was

�xed on the left side of the screen, while its vertical position was directly proportional to the force

registered by the load cell. For 0 N applied force, PacMan was placed at the bottom of the screen;

for the calibrated maximum force requested for the session, PacMan was placed at the top of the
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screen. In each trial, a series of dots scrolled leftward on the screen at a constant speed (1,344

pixels per second). Subjects modulated PacMan's position to intercept the dots, for which they

received a juice or water reward (based on preference). Thus, the shape of the scrolling dot path

was the temporal force pro�le that the monkey needed to apply to the handle to obtain reward.

We trained subjects to generate static, step, ramp, and sinusoidal forces over a range of amplitudes

and frequencies. We de�ne a `condition' as a particular target force pro�le (for example, a 2Hz

sinusoid) that was presented on many `trials', each a repetition of the same pro�le. Each condition

included a 'lead-in' and 'lead-out' period: a static pro�le of 1 second (.75 seconds for monkey

I) attached to the beginning and end of the target pro�le, which facilitated trial alignment and

averaging (see below). Trials lasted 2.25–6 seconds, depending on the particular force pro�le.

Juice was given throughout the trial so long as PacMan successfully intercepted the dots, with

a large `bonus' reward given at the end of the trial. The reward schedule was designed to be

encouraging: greater accuracy resulted in more frequent rewards (every few dots) and a larger

bonus at the end of the trial. To avoid discouraging failures, we also tolerated small errors in the

response phase at high frequencies. For example, if the target pro�le was a 3-Hz sinusoid, it was

considered acceptable if the monkey generated a sinusoid of the correct amplitude and frequency

but that led the target by 100 ms. To enact this tolerance, the target dots sped up or slowed down to

match his phase. The magnitude of this phase correction was scaled with the target frequency and

was capped at ±3 pixels per frame. To discourage inappropriate strategies (for example, moving

randomly or holding in the middle with the goal of intercepting some dots), a trial was aborted if

too many dots were missed (the criterion number was tailored for each condition).

3.4.2 Surgical Procedures and Intracortical Recordings

After initial training, we performed sterile surgery to implant head restraints and cylindrical

recording chambers, positioned to allow access to the arm area of dorsal premotor cortex (PMd)

and the primary motor cortex (M1). The recordings were made in the left hemisphere. Positioning

of the chamber was guided by structural magnetic resonance imaging prior to implantation. We
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used intracortical microstimulation to con�rm that the recordings were from the arm region of

motor cortex (biphasic pulses, cathodal leading, 250 ms pulse width delivered at 333 Hz for a total

duration of 50 ms). Microstimulation typically evoked contractions of the shoulder and upper arm

muscles, with current thresholds between 20 and 200` A, depending on the location and depth

of stimulation (a wide range of current thresholds is expected, as we recorded in both M1 and

PMd and from a variety of depths). Neural activity was recorded with the passive version of

the primate NeuroPixels probes. Each probe contained 128 channels (two columns of 64 sites).

Probes were lowered into position with a motorized microdrive (Narishige). Recordings were

made at depths ranging from 5.6 mm to 12.1 mm relative to the surface of the dura. Raw neural

signals were digitized at 30 kHz and saved with a 128-channel neural signal processor (Blackrock

Microsystems, Cerebus).

3.4.3 Spike Sorting and Unit Inclusion

Neural recordings were spike-sorted using KiloSort 2.5. Both well-isolated single units and

high-quality multi-units were included. Across sessions, we kept 1257 units from Monkey C and

864 from Monkey I.

3.4.4 Trial Alignment and Averaging

Single-trial spike rasters, for a given neuron, were converted into a �ring rate via convolution

with a 25-ms Gaussian kernel. One analysis (Fig. 3j) focused on single-trial responses, but most

employed trial averaging to identify a reliable average �ring rate. To do so, trials for a given

condition were aligned temporally, and the average �ring rate, at each time, was computed across

trials. For all other conditions, each trial was aligned on the moment the target force pro�le `began'

(when the target force pro�le, speci�ed by the dots, reached PacMan). This alignment brought the

actual (generated) force pro�le closely into register across trials. However, because the actual

force pro�le could sometimes slightly lead or lag the target force pro�le, some modest across-trial

variability remained. Thus, for all trials with changing forces, we realigned each trial (by shifting it
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slightly in time) to minimize the mean squared error (MSE) between the actual force and the target

force pro�le. This ensured that trials were well-aligned in terms of the actual generated forces (the

most relevant quantity for analyses of MU activity). Trials that could not be well-aligned despite

searching over shifts from»� 200–200¼ms were excluded from analysis.

3.4.5 Estimating Control Strategies via Autoregressive Exogenous Input (ARX) Models

To estimate the control policy deployed in each condition, we modeled the force output on

each trial using an autoregressive model with exogenous inputs (ARX): as described in Wasicko et

al. [75]. This model captures how force at each time point depends on its own recent history, the

recent history of errors, and on an internal template. Speci�cally, we modeled the force at time t

as:

5¹Cº =
=5Õ

:

U: � 5¹C� : º ¸
=4Õ

:

V: � � ¹C� : º ¸ h ¤5i¹ Cº–

where5¹Cº– � ¹Cº, andh ¤5i¹ Cº are the force, error, and average derivative at timeCrespectively. This

model allows us to interpret the learned parametersVas a linear approximation of the control policy

used in a given condition. ARX models were �t using ridge regression. Model hyperparameters

(ridge penalty, number of parameters) were selected via cross validation on a held-out dataset (20%

of the trials for each condition). We used these �ts to compute pairwise control policy distances.

3.4.6 Generalized Linear Models

To allow for comparisons to behavior (sampled at 1 kHz), spiking activity was binned into 1ms

bins. After data was binned, the spike count in a given was �t to a Binomial Generalized Linear

Model with a logit link function:
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The lag,g, was set to 80 ms for all units. Goodness of �t was calculated on a held out data set

using two metrics: bits per spike and' 2. Bits per spike was calculated as,

1
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�
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The second metric,' 2, was calculated as the' 2 between the predicted PSTH (after �ltering and

averaging over trials) and the empirical PSTH.

3.4.7 Encoding Strength vs Decoding Strength

To predict force (derivative of force) from the population response, we �t linear decoders from

neural activity to the target variable using ridge regression,

HC= F ) GC•

The solution to this is given by,

F = ¹- - ) ¸ _� º� 1-. ) –

where_– -, and. are the ridge penalty, regression features, and target values. The decoding

strength of this �t can then be computed via the variance of the target variable accounted for by

the model prediction on a held out dataset. This setup allows us to quantify how well population

activity can be used to linearly decode force (derivative of force), but we often also want to know

what percentage of the activity in the population response itself is related to the decoding of the

target variable: the encoding strength. To measure this we compute,

FD =
F

kF k
+0A¹FDF )

D- º
+0A¹- º

•
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This then allows us to quantify both the decoding and encoding strength associated with each

decoder. Both of these variables depend on the exact decoding dimensions. Increasing the ridge

penalty_ encourages the learned dimensions to lie along high-variance dimensions of the feature

space.

3.4.8 Control Policy Distance

We use the generalization of control policies across conditions as a proxy for their similarity.

We de�ne the control policy distance to be the average excess error incurred when using the control

policy estimated for one condition to predict held out data from a separate condition. Letc8be the

inferred control policy for condition i. Then the control policy distance is de�ned as,

�% ¹0– 1º =
1
2

�
k50 � c1¹ 50ºk2

k50 � c0¹ 50ºk2
¸

k51 � c0¹ 51ºk2

k51 � c1¹ 51ºk2

�
•

3.4.9 Force Distance

Force distance was computed as the difference between the average force value,

� 3¹0– 1º = k �� 0 � �� 0k2•

3.4.10 Directional Distance

The directional distance between two conditions was computed as the difference between the

average of the sign of their derivatives,

� dir¹0– 1º = kSign¹ ¤� º0 � Sign¹ ¤� º1k2•

3.4.11 Neural Distance Prediction

To predict the pairwise euclidean distance between two pairs of conditions we �t linear mod-

els to the Control Policy, Directional, and Force Distance. To allow easy interpretation of the
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regression magnitudes, we normalized each feature to have unit variance over the dataset.

3.4.12 Neural Dissimilarity

We compute the neural dissimilarity of the responses of the ith neuron in context a and b as,

� 8¹0– 1º =

Í )
C=0

�
A0

8 ¹Cº � A1
8 ¹Cº

� 2

1
2

� Í )
C=0

�
A0

8 ¹Cº � �A0
8º

� 2 ¸
Í )

C=0

�
A1

8 ¹Cº � �A1
8

� 2
� –

3.4.13 Cross-Context Similarity

Cross-context similarity is a population based metric that measures the similarity of the popula-

tion activity between two contexts. To compute it, we �rst ran PCA, jointly, on neural activity from

both contexts. We then constructed context-speci�c projections by projecting activity from the

given context onto the previously estimated PCA components. We then computed the `trajectory'

dissimilarity using the same method used to compute neural dissimilarity, but using the projected

activity rather than the neural �ring rates. This effectively computes a Dimension Dissimilarity.

These values were then subtracted from 1 to produce a similarity metric. The Cross-context simi-

larity was computed as the weighted average of these values,

�( ¹0–1º =
:Õ

8=1

U:
©
­
­
«

1 �

Í )
C=0

�
A0

8 ¹Cº � A1
8 ¹Cº

� 2

1
2

� Í )
C=0

�
A0

8 ¹Cº � �A0
8º

� 2 ¸
Í )

C=0

�
A1

8 ¹Cº � �A1
8

� 2
�
ª
®
®
¬

–
:Õ

8=1

U: = 1–

3.5 Supplementary Figures
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Figure 3.9:Model Performance as a Function of Average Firing Rate. (A) ' 2 of model �t vs
�ring rate for the different populations of neurons. Lines are �t using Hill mode; shaded regions
denote 95% con�dence intervals for model �t: computed via bootstrap. (B) Normalized Bits/spike
vs average rate. Data was �t to a linear model, and shaded regions denote the 95% con�dence
intervals of the associated model.

Figure 3.10:Size Matched Contribution of Force. ' 2 of decoder trained to predict force on
held out data vs the fraction of neural variance explained by that decoding dimension for the 134
cortical neurons most strongly correlated with force in Monkey C (blue), Monkey I (dark blue), and
the 134 motor units. Each sample corresponds to a unique decoder with its own ridge regression
penalty_.

Figure 3.11: Motor Unit Subspace Alignment. Normalized subspace alignment index between
different groups of conditions for the motor unit population.
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Figure 3.12: Size Matched Subspace Alignment Index. (A) The conditional distribution of
the magnitude of the matrix norm of the difference between two alignment matrices conditioned
on whether those two matrices were created from sampling from within the same subject, same
population, or neither. (B) Distribution of alignment index values for Static and Fast Sine subspaces
when randomly sampling M1 neurons to match the number of recorded motor units.
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Figure 3.13:Linear Dynamical Systems Fit to Speci�c Conditions. (A) Middle Inset: Neural
activity (blue) plotted in the subspace spanned by the top 3 principal components during the Slow
Increasing Ramp task and inferred �ow�eld (black) in regions near the base trajectory using a
Linear Dynamical System (LDS) model. Top: Coherence between the empirical neural trajectory
and the LDS prediction when initialized from the �rst observed neural state shown separately for
different frequencies. Bottom: Eigenvalue spectrum of the inferred LDS. Here the dashed red line
denotes the maximum stable eigenvalue. (B-D) Same as (A) but for various conditions.

67


	Acknowledgments
	Dedication
	Introduction and Background
	The Neural Basis of Movement
	Execution
	Feedback
	Planning and Coordination
	Learning

	Theories of Motor Control
	Encoding of External Variables
	Optimal Feedback Control
	Dynamical Systems

	Learning in Recurrent Neural Networks
	Supervised Learning
	Continual Learning

	Thesis Overview

	A Framework for Motor Control
	Introduction
	Problem Formulation: Stochastic Optimal Control
	Control as Inference

	Soft-Model Predictive Control
	Regularization Strength Influences Response to Unexpected Perturbations and Internal Dynamics
	Response to Unexpected Perturbations
	Internal Dynamics

	Discussion
	Methods
	Task Design
	Model Training
	Perturbation Schedule
	Neural Analysis


	Continuous Behavior from Distinct Skills: Compositionality in Motor Cortex
	Introduction
	Results
	Task and Behavior
	Force is a small signal within a high-dimensional population response
	Correlation Structure Varies With Subskill
	Different subskills are centered in different state-space locations
	Neural activity remains different despite matched forces
	Neural dimensions vary with subskill
	Many population-level factors are subskill-specific

	Discussion
	Methods
	Subjects and Task
	Surgical Procedures and Intracortical Recordings
	Spike Sorting and Unit Inclusion
	Trial Alignment and Averaging
	Estimating Control Strategies via Autoregressive Exogenous Input (ARX) Models
	Generalized Linear Models
	Encoding Strength vs Decoding Strength
	Control Policy Distance
	Force Distance
	Directional Distance
	Neural Distance Prediction
	Neural Dissimilarity
	Cross-Context Similarity

	Supplementary Figures

	Dual-Learing for Supervised Learning
	Introduction
	Theoretical Motivation
	Gradient Update Dynamics
	Stability Bound
	Gradient Covariance Structure
	Motivation for Dual Learning
	Interaction Between Curvature and Gradient Noise

	Empirical Evaluation of the Learning Rate Bound
	A Dual-Learning Architecture for Stable and Efficient Training
	Motivation
	Architecture Overview

	Results
	Tasks
	Dual-Learning helps in Continual-Learning

	Discussion
	Methods
	Dual-Learning Architecture
	Dual-Learning Consolidation Rule
	Tasks
	Multi-Speed Cycling Task
	Evaluation Metric
	Computational Cost
	Learning-rate Schedules and Tuning

	Supplementary Figures

	Conclusion or Epilogue
	References
	Variational Inference
	The Variational Objective
	Context Inference in Variational Model
	Modeling Context with a GMM Prior

	Discussion

	Consolidation Derivations
	Motivation
	Deriving the Full-Rank Consolidation Rule
	Deriving the Biologically Plausible Approximation
	Potential Alternative Rules
	Prioritized Replay-Based Consolidation
	Discussion

	Policy Gradient Derivations
	Guided Exploration and the Basal Ganglia
	Introduction
	Learning by trial-and-error
	The need for structured exploration

	Policy Gradient Formulation
	Exploration Collapse
	Identifying Subspaces via Pallidal Plasticity
	Energy-Based Objective for Pallidal Plasticity
	Subspace Extraction via Reward Prediction Errors

	Shaping variability by thalamic plasticity
	Guided Exploration
	Biological Consistency of the Dopaminergic Modulation Mechanism
	Revisiting Action Selection
	Discussion


