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Abstract
Multimodal Representations for Video

Didac Suris Coll-Vinent

My thesis explores the fields of multimodal and video analysis in computer vision, aiming
to bridge the gap between human perception and machine understanding. Recognizing the
interplay among various signals such as text, audio, and visual data, my research explores novel
frameworks to integrate these diverse modalities in order to achieve a deeper understanding of
complex scenes, with a particular emphasis on video analysis.

As part of this exploration, I study diverse tasks such as translation, future prediction, or visual
question answering, all connected through the lens of multimodal and video representations. I
present novel approaches for each of these challenges, contributing across different facets of
computer vision, from dataset creation to algorithmic innovations, and from achieving
state-of-the-art results on established benchmarks to introducing new tasks.

Methodologically, my thesis embraces two key approaches: self-supervised learning and the
integration of structured representations. Self-supervised learning, a technique that allows
computers to learn from unlabeled data, helps uncovering inherent connections within multimodal
and video inputs. Structured representations, on the other hand, serve as a means to capture
complex temporal patterns and uncertainties inherent in video analysis. By employing these
techniques, I offer novel insights into modeling multimodal representations for video analysis,

showing improved performance with respect to prior work in all studied scenarios.
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Introduction

Humans perceive and learn about the world through a multitude of di erent signals such as
vision, text, or audio. These signals are not unrelated; rather, there is a tight connection between
the information they convey, while at the same time maintaining their distinctiveness.
Additionally, the world is constantly changing. The scenes around us change throughout the day,
objects experience transformations, and we move as well while capturing all of these signals. If
we want computers to emulate the human experience both in learning and in acting, we should
provide them with all these same signals. This includes images, temporal data, audio, video,
music, language (both spoken and written), and more. In my thesis, inspired by these insights, |
introduce di erent frameworks that make use of such diverse signals and explore the connections
between them, with an explicit focus on video analysis.

Video analysis in computer vision research is essential due to its ability to capture a rich and
complex source of visual data, encompassing both low-level dynamics and high-level temporal
structures. This comprehensive representation of the real world o ers countless opportunities for
scienti ¢ discovery and practical applications. Integrating multimédkita sources such as audio
and textual descriptions with video content enhances the depth of analysis and understanding of
complex scenarios, enabling more nuanced interpretations and insights.

One of the primary reasons for my interest in video is its ability to convey intricate temporal
patterns and relationships. Videos consist of sequences of frames that can span a wide range of

durations, thereby enabling researchers to analyze various aspects of time-dependent visual

Throughout this document, multimodal refers to multiple modalities of input signal, and not to multiple modes
of a distribution. When referring to the latter, | explicitly use the word mode .
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information. This temporal information is crucial for a multitude of computer vision tasks, such

as object tracking, human activity recognition, video summarization, and narrative understanding.
By focusing on video data, researchers can develop more robust and context-aware algorithms that
consider both short-term dynamics and longer-term sequences of actions and events.
Furthermore, video analysis plays a pivotal role in numerous real-world applications that require
an understanding of temporal structures. In the domain of human-computer interaction, for
instance, video analysis can be used to develop intelligent systems that can recognize and respond
to human actions and gestures. In sports analytics, analyzing sequences of actions and their
temporal dependencies can lead to improved coaching strategies and performance evaluations.
Advancements in video understanding can contribute to innovative solutions that have a direct
impact on various domains of human endeavors.

Moreover, the ubiquity of video data in today's digital landscape presents a tremendous
opportunity for researchers to harness this information for knowledge extraction and scienti ¢
progress. The widespread availability of video content, generated and shared through
smartphones, social media platforms, and internet-connected devices, provides a wealth of data
for training and ne-tuning computer vision models that focus on temporal understanding.
Consequently, advancements in video analysis can lead to signi cant breakthroughs, not only
within the realm of computer vision but also in various interdisciplinary domains such as

robotics, human-computer interaction, and cognitive sciences.

My thesis is structured into three parts, with the initial two dedicated to addressing multimodal
and video settings independently. Finally, the third part integrates these separate components by
combining multimodal and video analyses.

In the rst part, discussed in Part I, | highlight the importance of studying multimodal settings,
especially focusing on the interaction between text and vision. In Chapter 1, | explore how prior
knowledge of language can improve visual predictions. Speci cally, | propose a method capable
of learning to recognize new visual content without additional learning steps at inference time.

Conversely, in Chapter 2, | investigate the reverse question: how much can prior knowledge of the



visual world aid in language learning. Speci cally, | present an approach to use visual information
as the bridge between languages, learning to translate between them without any
language-to-language paired data. The state-of-the-art results from both methods, in both
directions, encourage further exploration of multimodal settings.

In the second part, presented in Part Il, | discuss the importance of studying video signals. As
mentioned above, videos o er unique characteristics compared to static images, primarily due to
their temporal information, encompassing both low-level dynamics and high-level sequences of
activities. In this part | speci cally focus on the task of video future prediction, and particularly
how we can model the uncertainty that comes with it. In Chapter 3, | present an approach that
leverages the hyperbolic geometry to model uncertainty as a hierarchy of actions, and in
Chapter 4, | model the uncertainty about the future using probability distributions over
trajectories of humans.

Finally, in Part Ill, I combine the results of my research and study both multimodal and video
analysis in uni ed settings. Videos typically contain robust multimodal cues absent in images. In
Chapter 5, | leverage these cues to predict one modality given another, based on their temporal
synchronization. Subsequently, in Chapter 6, | capitalize on the unique symbolic structure o ered
by text, which is absent in video, to enhance video analysis. Lastly, in Chapter 7, | leverage the
knowledge stored in large language models to guide the learning of video representations.
Collectively, these methods result in signi cantly better results compared to prior work.

In a di erent axis, in my thesis | also explore two important technical concepts which have an

overarching importance across the di erent chapters:

Self-supervised learning Self-supervision, which is the ability to learn representations from
unlabeled data by utilizing the data itself as a supervisory signal for training, is fundamental in
machine learning. It enables models to leverage vast internet resources e ectively. The emergence
of numerous self-supervised methods and the impact they have had on the eld underscores their
importance. In the context of multimodal and video data, self-supervision gains particular

relevance, harnessing inherent connections within the data itself. In multimodal scenarios, one

3



modality can supervise another, as explored in Part I. Similarly, in video analysis, temporal
relationships enable self-supervision, where future segments inform past ones, and vice versa.
This bidirectional temporal connection provides valuable supervision cues, as discussed in Part Il.
Throughout my thesis, | emphasize the critical role of self-supervision and demonstrate its

applicability across various tasks, from translation to future prediction.

Structure of the representations Providing structured video representations in computer vision
research is necessary to capture the complex and diverse nature of real-world videos. Modeling
videos in a structured manner allows us to incorporate prior knowledge about how the world
works, more easily capture the relationships within the data, develop more accurate and e cient
algorithms, interpret the learned representations, represent the inherent uncertainty that is present
in a lot of video tasks, and nd connections across modalities. By incorporating prior knowledge
and constraints, structured representations facilitate the development of more generalizable
models that can handle variations in data, such as mistakes when performing an action, camera
motion, object occlusion, or new activities being performed. In summary, structured multimodal
video representations are essential for improving the accuracy and e ciency of video analysis,
ultimately leading to advancements in various computer vision applications.

In my thesis, | introduce four di erent methods for integrating structure into computer vision

algorithms:

~ Hierarchical structure . The main de ning characteristic of video, compared to images, is
its temporal axis. Temporal thinking naturally leads to predicting future events, a task
central to video analysis. While future prediction spans various domains from weather
forecasting to others, my focus lies in predicting human actions, the central theme of Part II.
Future prediction in videos introduces a signi cant challenge: inhewanéertainty |
propose modeling uncertainty using a taxonomic hierarchical representation: when
uncertain about a predicted action, the model selects the parent action from the hierarchy,

which is more generic and abstract. This strategy provides a safer prediction in times of



uncertainty. In Chapter 3, | present a framework leveraging hyperbolic geometry to model
such hierarchies, demonstrating superior performance compared to the standard Euclidean

space.

Distributional structure . Also addressing the challenge of predicting future human

actions, | introduce a framework in Chapter 4 that models human trajectories as probability
distributions. Probability distributions o er a well-studied way of representing

uncertainties, and this explicit incorporation of distributional structure enables a natural

representation of uncertainty about the future.

Multimodal synchronization. In videos, the connection between di erent modalities is
particularly pronounced, especially through temporal synchronization. This synchronization
means that speci ¢ events in one modality align precisely with corresponding events in
another modality over time. For instance, in a video clip synchronized with a musical track,
each segment of the video aligns with a corresponding segment of the audio, maintaining a
temporal coherence between the two modalities. In Chapter 5, | explicitly incorporate this
sequential structure into the modeling of video and music signals, resulting in the

development of a state-of-the-art video-music retrieval framework.

Symbolic structure. Despite the dominance of deep learning in computer vision, symbolic
approaches persist for their veri ability and explainability. Neuro-symbolic approaches
seek to blend connectionist models with symbolic structures. In Chapter 6, | introduce an
approach marrying deep learning models with symbolic coding, o ering the bene ts of

both worlds: state-of-the-art performance coupled with structured reasoning capabilities.
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Chapter 1: Learning to Learn Words from Visual Scenes

1.1 Introduction

Language acquisition is the process of learning words from the surrounding environment. Al-
though the sentence in Figure 1 contains new words, we are able to leverage the visual scene to
accurately acquire their meaning. While this process comes naturally to children as young as six
months old [1] and represents a major milestone in their development, creating a machine with the
same malleability has remained challenging.

The standard approach in vision and language aims to learn a common embedding space [2,
3, 4], however this approach has a number of key limitations. Firstly, these models are ine cient
because they often require millions of examples to learn. Secondly, they consistently generalize
poorly to the natural compositional structure of language [5]. Thirdly, xed embeddings are unable
to adapt to novel words at inference time, such as in realistic scenes that are naturally open world.
We believe these limitations stem fundamentally from the process that models use to acquire words.

While most approaches learn the word embeddings, we propose to instead lepradies
for acquiring word embeddings. We believe the language acquisition process is too complex and
subtle to handcraft. However, there are large amounts of data available to learn the process. In this
chapter, we introduce a framework thaarns how to learrvision and language representations.

We present a model that receives an episode of examples consisting of vision and language pairs,
where the model meta-learns word embeddings from the episode. The model is trained to complete
a masked word task, however it must do so by copying and pasting words across examples within
the episode. Although this is a roundabout way to Il in masked words, this requires the model

to learn a robust process for word acquisition. By controlling the types of episodes from which
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Figure 1.1:What is ghee and roti? The answer is in the footnofélthough the words ghee and

roti may be unfamiliar, you are able to leverage the structure of the visual world and knowledge of other
words to acquire their meaning. In this chapter, we propose a model that learns how to learn words from
visual context.

Figure 1.2:Learning to learn words from scenes Rather than directly learning word embeddings, we
instead learn therocesgto acquire word embeddings. The input to our model is an episode of image and
language pairs, and our approach meta-learns a policy to acquire word representations from the episode.
Experiments show this produces a representation that is able to acquire novel words at inference time as well
as more robustly generalize to novel compositions.

the model learns, we are able to explicitly learn a process to acquire novel words and generalize to
novel compositions. Figure 1.2 illustrates our approach.

Our experiments show that our framework meta-learns a strong policy for word acquisition.
We evaluate our approach on two established datasets, Flickr30k [6] and EPIC-Kitchens [7], both
of which have a large diversity of natural scenes and a long-tail word distribution. After learning
the policy, the model can receive a stream of images and corresponding short phrases containing

unfamiliar words. Our model is able to learn the novel words and point to them to describe other

scenes. Visualizations of the model suggest strong cross-modal interaction from language to visual



inputs and vice versa.

A key advantage of our approach is that it is able to acquire words with orders of magnitude
less examples than previous approaches. Although we train our model from scratch without any
language pre-training, it either outperforms or matches methods with massive corpora. In addition,
the model is able to e ectively generalize to compositions outside of the training.getp unseen
compositions of nouns and verbs, outperforming the state-of-the-art in visual language models by
over fteen percent when the compositions are new.

Our primary contribution is a framework that meta-learns a policy for visually grounded lan-
guage acquisition, which is able to robustly generalize to both new words and compositions. The
remainder of the chapter is organized around this contribution. In Section 1.2, we review related
work. In Section 1.3, we present our approach to meta-learn words from visual episodes. In Sec-
tion 1.4, we analyze the performance of our approach and ablate components with a set of qualitative

and quantitative experiments. We will release all code and trained models.

1.2 Related Work

Visual language modeling: Machine learning models have leveraged large text datasets to
create strong language models that achieve state-of-the-art results on a variety of tasks [8, 9, 10].
To improve the representation, a series of papers have tightly integrated vision as well [11, 12, 13,
14, 4, 15, 16, 17, 18, 3, 19]. However, since these approaches directly learn the embedding, they
often require large amounts of data, poorly generalize to new compositions, and cannot adapt to an
open-world vocabulary. In this chapter, we introduce a meta-learning framework that instead learns
the language acquisition process itself. Our approach outperforms established vision and language
models by a signi cant margin. Since our goal is word acquisition, we evaluate both our method
and baselines on language modeling directly.

Compositional models:Due to the diversity of the visual world, there has been extensive work
in computer vision on learning compositional representations for objects and attributes [20, 21, 22,

23] as well as for objects and actions [24, 23, 25]. Compositions have also been studied in natural



language processing [26, 27]. Our work builds on this foundation. The most related is [28], which
also develops a meta-learning framework for compositional generalization. However, unlike [28],
our approach works for realistic language and natural images.

Out-of-vocabulary words: Our work is related but di erent to models of out-of-vocabulary
words (O0V) [29, 30, 31, 32, 33, 34, 35, 29]. Unlike the approach presented in this chapter, most
of them require extra training, or gradient updates on new words. We compare to the most com-
petitive approach [29], which reduces to regular BERT in our setting, as a baseline. Moreover, we
incorporate OOV words not just as an input to the system, but also as output. Previous work on cap-
tioning [36, 37, 38, 39] produces words never seen in the ground truth captions. However, they use
pretrained object recognition systems to obtain labels and use them to caption the new words. Our
work is di erent because we instead learn the word acquisition process from vision and text data.
Finally, unlike [40], our approach does not require any side information or external information,
and instead acquires new words using their surrounding textual and visual context.

Few-shot learning: Our approach builds on foundational work in few-shot learning, which aims
to generalize with little or no labeled data. Past work has explored a variety of tasks, including image
classi cation [41, 42, 43], translating between a language pair never seen explicitly during training
[44] or understanding text from a completely new language [45, 46], among others. In contrast, our
approach is designed to acquismguagefrom minimal examples. Moreover, our approach is not
limited to just few-shot learning. Our method also learns a more robust underlying representation,
such as for compositional generalization.

Learning to learn: Meta-learning is a rapidly growing area of investigation. Dierent ap-
proaches include learning to quickly learn new tasks by nding a good initialization [47, 48], learn-
ing e cient optimization policies [49, 50, 51, 52, 48], learning to select the correct policy or oracle
in what is also known as hierarchical learning [53, 35], and others [54, 55]. In this chapter, we

apply meta-learning to acquire new words and compositions from visual scenes.
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