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ABSTRACT

New Frontiers in String Algorithms and
Nearest Neighbour Search

Negev Shekel Nosatzki

This thesis revolves arounds two main frameworks of problems: (i) String Problems
such as the Longest Increasing Subsequence (LIS), Longest Common Subsequence
(LCS) and the Edit Distance (ED); and (ii) Approximate Nearest Neighbour

Search Problems under different metrics.

For String Problems, we show the following results:

e For ED, a constant approximation algorithm which runs in near-linear time.
In particular, an algorithm for approximating the edit distance between two

1+4€

strings of length n in time n'™¢ up to a constant factor, for any € > 0.

e For parametrized LIS, the first sub-polynomial (in the parameter) approxima-
tion. In particular, we show that for any n € N and A = o(1), there exists a
(randomized) non-adaptive algorithm that, given a sequence of length n with

LIS > An, approximates the LIS up to a factor of 1/X°™) in n°M) /X time.

e For LCS, we give the first sub-polynomial approximation in linear time.

For Approximate Nearest Neighbour Search Problems, we show the following

results:

e The first instance of a simple, practical algorithm that provably leverages data-

dependent hashing to improve upon data-oblivious LSH.



e We introduce the notion of metric embeddings into similarity measures over R,
and use such new embeddings to develop Approximate Nearest Neighbor Search
(ANN) algorithms which improve the approximation factor exponentially on the

(longstanding) state-of-the-art on two important metrics:

— Edit distance over length-k strings: poly(log k) approximation;

— ¢, over RY, for p > 2: O(log p) approximation (known to be asymptotically

optimal in the relevant models of computation).

While the two frameworks might apriori feel unrelated, recent progress have shown
they are ultimately intertwined. First and foremost, both frameworks have proven to
be core problems in the area of fine-grained complexity, where conditional hardness
has been shown under the Strong Exponential Time Hypothesis (SETH), among other
conjectures. Second, the algorithmic techniques for solving the frameworks are inter-
related, and we will use Similarity Search techniques to solve string problems and

vice versa.
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Chapter 1
Introduction

This thesis revolves around two main frameworks of problems: String Problems and
Similarity Search Problems, as well as their fundamental connection to the area of
Fine-Grained Complexity. The main fine-grained hardness Conjecture for these prob-

lems is SETH:

Conjecture 1 (Strong Exponential Time Hypothesis (SETH)). For every e > 0 there

exists a k > 3 such that k-SAT over n variables cannot be solved in time O(20=9").

1.1 String Problems (Part I)

We study three fundamental string problems:
e The Longest Increasing Subsequence (LIS) problem.
e The Longest Common Subsequence (LCS) problem.

e The Edit Distance (ED) problem.
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The LIS of a sequence z is the longest subsequence of x which is strictly increasing.
The LCS of two strings x and y over alphabet ¥ is simply their longest (not necessar-
ily contiguous) common subsequence. The edit distance is defined as the minimum
number of character deletions, insertions, and substitutions required to transform x
into y. The LIS problem is also equivalent to a special case of LCS where one of
the strings is known to be monotonic. All three are classical problems with dynamic
programming solutions, resulting in quadratic time for LCS and ED, and near-linear
time for LIS. All the aforementioned problems are also very fundamental with wide
spectrum of applications, and have been subject to a plethora of studies in the past
few decades and especially in recent years.

Despite significant research attempts over decades, little progress was obtained.
For LIS, the classical O(nlogn) Patience Sorting algorithm [113; 149] was slightly im-
proved to O(nloglogn) [86], and for LCS and ED, a O(n?/log®n) run-time algorithm
[150] remains the fastest one known to date. See also the surveys of [171] and [187].
With the emergence of the fine-grained complexity field, researchers crystallized the
reason why beating quadratic-time is hard by connecting it to SETH [37] (and even
more plausible conjectures [3]).

In the quest for faster algorithms, researchers started studying whether we can
settle for approximation algorithms. An early version of estimating the LIS underpins
one of the first sublinear-time algorithms: to test whether an array is sorted, or
monotonically increasing [95] — i.e., whether the length of the LIS is n or is at most
(1 —e)n. [95] gave a O(logn/e) time algorithm, and this running time was later
shown to be tight [5; 97]. Since then, there have been numerous influential results

on testing monotonicity and other similar properties; see, e.g., [91; 180; 96; 69; 49;
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52; 178; 46; 25; 194] and the book [106]. Moreover, LIS is often a subroutine in LCS
algorithms: for example, when strings are only mildly repetitive [108, Chapter 12],
or more recently in approximation algorithms [110; 173].

While monotonicity results focus on the case when LIS ~ n, the case when LIS < n
has seen much less progress. The first result for this regime [189] shows how to (1+e€)-
approximate the length when the LIS is still large: they distinguish the case when
LIS > An from the case when LIS < (A —€)n (for any A > 0) using (1/€)°/9 1og®M p
time, which only gives a (1 + €)-factor approximation in truly sublinear time if
A = Q(loglogn/logn). For arbitrary A < 1, assuming that LIS > An, [185] gave
an algorithm that achieves O(1/A3)-factor approximation of LIS in O(y/n/\") time.'
Recently, [161] improved upon this result by presenting an algorithm with approxi-
mation O(1/)¢) and runtime O(n'~*9(logn/A\)°1/9). Independently, [172] obtained
a non-adaptive O(1/\)-approximation algorithm using O(y/7/A?) queries, where 7 is
the number of distinct values. The authors of [172] also proved a lower bound, show-
ing that any non-adaptive algorithm that estimates the LIS to within an additive
error of en requires (logn)?(°e(1/9) queries.

To put the above results into context, contrast LIS with the problem of estimating
the weight of a binary vector of length n: when the weight is at least An, we can
approximate the weight up to a factor of 1+ € by sampling O(1/\) positions, which

is optimal. So far, one cannot rule out that a similar performance is achievable for

!The formal definition of an approximation algorithm here is one that has to return LIS such
that LIS < LIS, and the approximation factor is LIS/ LS. Equivalently, one can conceptualize an
a-approximation algorithm (for « > 1) as one that can distinguish the case when LIS > An from the

case when LIS < An/a.
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estimating LIS too, in fact for A as large as 1/logn. The aforementioned prior results
not only have approximation factors that are polynomial in 1/\ but also time / sample
complexities that are worse by a polynomial factor in n or 1/A. Hence the following

guiding question remains open:

Question 2. Can we estimate the length of LIS in essentially the time needed to

estimate the weight of a binary vector?

For LCS, a major open problem is finding the best approximation for linear-time
algorithms. A trivial /n-factor approximation was only recently improved to ~z n%497
[112] and then to n®* [61].

In parallel, a A-parametrized version was developed (in a similar fashion to LIS
from above), which gives a subquadratic solution with improved approximation when
the longest common subsequence is promised to be above a certain threshold [185].

In contrast to the slow progress for LIS and LCS, the progress for ED has been
more significant. A linear-time y/n-factor approximation follows immediately from
the exact algorithm of [198; 164; 147], was followed by improved approximations: first
to n3/7 [39], then to nl/3+°M) [42]. and to 20(VIeen) [30] (based on the ¢; embedding
of [175]). In the regime of O(n'*¢)-time algorithms, the best approximation prior
to our work is (logn)?(/9 [21]. Predating some of this work was the sublinear-time
algorithm of [41] achieving n¢ approximation when d is large. Attempts to improve
the approximation to a constant-factor yielded the first truly sub-quadratic quantum
algorithm for approximating edit distance [50] as well as a classical one [70]. This

was followed by a series of advances [10; 105; 139; 56]. Our work completes such line

of work, providing a near-linear time, constant factor approximation algorithm [28]
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which is presented hereforth.
Despite such recent success, there are many questions which remain open and the

goal for finding the fastest algorithms with the best approximation still stands.

Our Contributions. For ED, our main result is a n'*¢ algorithm for computing the

edit distance up to a constant approximation.

Theorem 3 (ED Approximation. See Chapter 3). There is a randomized algorithm
that, for any € > 0, n > 1, and alphabet X, and any two strings x,y € X", approxi-
mates the edit distance between x and y in expected O(n'*¢) time up to f(1/¢€)-factor

approzimation, for some universal non-decreasing function f(-).

This result was published in [28] and is described in full in Chapter 3. While we
do not derive the function f(1/¢€) explicitly, we note that it is doubly exponential in
1/e.

To obtain this, our algorithm deviates from previous approaches in several ways.
One notable change is that instead of the more standard recursion algorithm, our
top-level algorithm iterates bottom—up over all substring lengths w = v,+%,...n,
where 7 = n¢, and for each w computes a new metric ®,, using ©,,, where w' =
w/v. Conceptually we do so in two phases. First, we build another metric on w-
length strings ad,,, accessible via a fast distance oracle, which align-approximate® ed.
Second, equipped with a fast oracle for ad,, (itself using ©,,), we build an “efficient

14+0(e

representation” for the entire metric, while using only n ) calls to ad,, oracle.

Naturally, this “efficient representation” will not be able to capture the entire ad,,

2 Align-approximate is intuitively an approximation that is good enough for an optimal alignment.

See Definition 18 for a formal definition.
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metric (that would require > n query complexity), but it will capture just enough
to preserve the edit distance between x and y. Then we build an efficient distance
oracle for this efficient representation, which will yield the desired metric ©,,. Figure 1
in Section 3.2 showcases the high-level flow of this algorithm. An interesting anecdote
is that the process of creating such representation is done by defining “similarity
embedding” of substrings, connected to Part I of this research.

For LIS, our work comes close to answering Question 2 in the affirmative. In
particular, considering the A-parametrized version, we obtain an algorithm that runs
in time near-linear in 1/, and achieves sub-polynomial in 1/\ approximation. We

show the following;:

Theorem 4 (LIS Approximation. See Chapter 4). For n € N, and any A\ = o(1),
there exists a (randomized) non-adaptive algorithm that, given a sequence of length n
with LIS > An, approzimates the length of LIS up to a 1/X°Y factor in O (% -no(l))

time with high probability.

This result was published in [29] and is described in full in Chapter 4. We find
this result quite surprising, as one may guess that when A\ ~ 1/y/n (which is the
LIS length of a random permutation), one would need to read essentially the entire
sequence (implying a ©(1/A?) lower bound on the number of queries needed). On
the contrary, when A & 1/4/n, our run-time (and hence sample complexity) in such

1/2+0(1) " This also implies a streaming LIS algorithm which nearly recovers

regime is n
the streaming complexity from [107; 94] (albeit with worse approximation).

Our algorithm improves upon prior work substantially in terms of both approxi-

mation and run-time: (i) we provide the first sub-polynomial approximation for LIS
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in sub-linear time; and (ii) our run-time complexity essentially matches the trivial
sample complezity lower bound of 2(1/)), which is required to obtain any non-trivial
approximation of the LIS.

As part of our solution, we develop two novel ideas which may be of independent
interest. First, we define a new Genuine-LIS problem, in which each sequence element
may be either genuine or corrupted. In this model, the user receives unrestricted
access to the actual sequence, but does not know a priori which elements are genuine.
The goal is to estimate the LIS using genuine elements only, with the minimal number
of tests for genuineness. The second idea, Precision Tree, enables accurate estimations
for composition of general functions from “coarse” (sub-)estimates. Precision Tree
essentially generalizes classical precision sampling, which works only for summations.
As a central tool, the Precision Tree is pre-processed on a set of samples, which
thereafter is repeatedly used by multiple components of the algorithm, improving
their amortized complexity.

Finally, for LCS, our main result is the first sub-polynomial factor approximation

algorithm for LCS, which runs in linear time.

Theorem 5 (LCS Approximation. See Chapter 5). LCS, can be approximated up to

n°W _factor, with high probability, in O(n) time.

This result appears in [173] and is described in full in Chapter 5. The algorithm is
obtained using an instantiation of LIS (sub-)algorithms from Theorem 4. While we do

not track the exact approximation factor in our analysis, we note it is exp (%)

for some absolute constant c. Interestingly, we could not find a way to significantly

improve the bound above, obtainable in linear time, even if one can afford n!'%
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runtime. This relates to the issue of balancing of dense and sparse cases described
in Chapter 4, which is the core component of our algorithm.

To improve the bound, one would need to find a more efficient way to solve the
Block-LIS algorithm from Chapter 4.

One implication of this work is that an affirmative resolution to Question 2 would
yield surprising results, and in particular, a near-linear time, (1 ¢€) approximation to

LCS, which also provides near-linear en additive approximation to the edit distance.

1.2 Nearest Neighbour Search (Part IT)

In the classical problem of c-approximate Nearest Neighbor Search (ANN), we need
to preprocess a dataset P of n points in some metric space X with distance func-
tion d, so that, given a query point ¢ € X, we report a point p € P within
distance ¢ - min,epd(q,p). We study the high-dimensional ANN, which is moti-
vated both by practice and theory. ANN has a wide range of applications for vari-
ous metrics which are typically high-dimensional; see, e.g., book chapters [88; 191;
197]. Furthermore, ANN, as well as the tools behind the algorithms, are core primi-
tives in design of algorithms for high-dimensional questions, frequently arising in the
study of algorithms for massive datasets; see, e.g., surveys [119; 9] and specifically
recent work on, say, density estimation [75] or terminal embeddings [79].

Recently, SETH hardness bounds were used to better understand the ANN prob-
lem [184], showing that any polynomial space and preprocessing-time data-structure
cannot yield a truly sub-linear query time for 1 4 € approximation.

At a high level, algorithms for ANN roughly fall into two classes: direct algorithms,
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and via metric embeddings.

Direct algorithms have been developed for a number of standard spaces, notably
Uy, 01, Us, Lso-product, £, and general norms.

Most such direct algorithms are based on Locality Sensitive Hashing (LSH), where
the idea is to hash the points such that the probability of collision is much higher for
points which are close to each other (at distance < r for some fixed radius r) than
for those which are far apart (at distance > ¢r). Given such hash functions, one can
retrieve near neighbors by hashing the query point and retrieving elements stored
in buckets containing that point. If the probability of collision is at least p; for the
close points and at most py for the far points, the algorithm solves the d-dimensional
(¢, 7)-ANN using n'** extra space and dn” query time, where p = log(1/p1)/log(1/ps)
[114].

The performance of an LSH family is thus determined by the value of the exponent
p, for which we now know precise bounds for some core metrics. The original LSH
paper [124] obtained p = 1/c for the Hamming space. For the Euclidean space,
subsequent research yielded a better exponent: p = 1/c? + o(1) [90; 13]. These
bounds are tight for both Hamming and Euclidean space, as shown by the lower
bounds of [162; 174], thus completing this line of research.

Subsequent work showed that one can outperform LSH-based algorithms by using
data-dependent hashing. Quantitatively speaking, the work of [17; 31] developed
algorithms with space overhead n'*? and query time dn?, where p = 1/(2c—1)+o0(1)
for the d-dimensional Hamming space and p = 1/(2¢* — 1) +o(1) for Euclidean space.
Note that, for large ¢, this is a quadratic improvement of the query time (with better

space) over best possible LSH algorithms; the new bounds are known to be optimal
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for data-dependent hashing [32; 23]. In addition to the quantitative improvement,
the new space partitions are qualitatively different: they adapt to the geometry of a
given dataset, opening space for a new type of algorithmic techniques for the ANN
problem.

The second class of ANN algorithms leverages metric embeddings, and will be
discussed later on in this chapter.

At a high level, the ANN part of this thesis adds the following contributions to

ANN algorithms:

e Past work on DDH algorithms successfully made progress in asymptotic bounds,
but has also proven to be particularly complex and far from practical. In con-
trast, we develop a simple DDH version of the most basic LSH algorithm for
Hamming [124] (hence, it is likely much more practical that other DDH algo-
rithm), which improves upon optimal LSH bounds. Incidentally, it is built on

LSH Forest, a classic algorithm often used in practice.

e We develop a new method for designing ANN, based on embeddings into similar-
ity measures, thus extending and qualitatively improving upon a very successful
program of metric embedding approach to ANN, precisely where it has proven
to be limited for designing data-dependent ANN. We apply this method on 2
central and well-studied metrics: ¢, and edit distance, improving the approxi-

mation factor exponentially in each one.
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1.2.1 Theory and practice of ANN

The idea of data-dependent hashing has become quite popular in practice in recent
years [204; 203], though it is for the following subtly different reason: datasets that

4

arise in practice are hypothesized to not be “worst case”, and instead exhibit some
structure, such as low intrinsic dimension. Algorithms used in practice try to exploit
(implicitly or explicitly) precisely this additional structure. Let us remark that most
of these algorithms do not have any guarantees, on correctness or performance (but see
the related work section for some recent examples that do). In fact, it has become an
important challenge to bridge this gap between theoretical and practical algorithms
(see, e.g., a National Research Council report [85, Section 5], or the survey [203,
Section 7]).

While data-dependent hashing algorithms come close to bridging the gap—they
are empirically better in practice and are now proven to be better in theory—yet, the
gap persists: the theoretical and practical algorithms are still remarkably different.
In particular, the data-dependent algorithms from [17; 31] are quite far from the
aforementioned practical algorithms, or being practical at all. One step towards
practice was undertaken in [16], who gave an efficient implementation of one of the
components of [31]. This component is however data-independent: it is a better
LSH scheme for a dataset that is assumed to already have a nice structure (loosely
speaking, it looks like a random set). In particular, the algorithm of [16] has no
data-dependent steps, and hence it remains an open question to develop practical
data-dependent algorithms, with theoretical guarantees 4 la [31].

One immediate barrier for making [31; 17] more practical is the fact that these
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algorithms use a certain decomposition procedure that partitions a worst case dataset
into several subsets which are pseudo-random. This procedure is precisely the data-
dependent component of the algorithm. This decomposition is not particularly effi-
cient, and generously contributes to the n°™®) factors in the bounds for space and query
time. Making such reductions for finite subsets of R more efficient would be of inde-
pendent interest—in particular, for problems where we know algorithms with better
performance for the pseudo-random datasets than the worst-case datasets (e.g., [200;
131; 132; 7)).

In this thesis, we develop new, simple data-dependent algorithms that are provably
better than data-oblivious LSH algorithms, even for worst case instances. Our first
work gives algorithms that while not improving the state-of-the-art bounds of [31]
quantitatively (in fact they are worse), the main advantage is simplicity and relation to
algorithms used in practice. Our second line of work provides substantial improvement

to long-standing theoretical bounds (as will be described later).

1.2.2 LSH Forest

Both our aforementioned lines of work are based on LSH Forest, a heuristic introduced
in [43] and is very popular in practice (see, e.g., [47]). It can be applied as a black
box to any LSH hash family.

The construction of LSH Forest data-structured is done by building n” LSH Trees,
where each tree is associated with a randomly sampled hash function from the family,
and the tree itself is simply a (logical) prefix tree on the set of all labels, with each
leaf corresponding to a labeled point in the dataset.

We note here that direct implementation of the above LSH Forest does not lead
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to improved algorithms over data-independent ones, and in fact has slightly worse
bounds. The main motivation for LSH Forest popularity stems from its simple and
practical nature.

In this work, we show however, that careful modifications and instantiation of LSH
Forest can lead to improved theoretical bounds while keeping its practical nature.

LSH Forest will be useful for us for multiple applications (which will be described
later). For now, we will show how to modify it to obtain improved theoretical bounds
for Bit-Sampling LSH. Before describing our improved algorithm, let us briefly recall
the Bit Sampling LSH algorithm from [124; 114]. We hash an n-point dataset P C
{0,1}? using a hash function h(z) = x;, where x; is a restriction of the point x €
{0,1}% on a set of indices I C [d]. The set I is chosen to be a random subset of [d] of
fixed, carefully chosen size. Given a query q € {0,1}¢, we retrieve all the data points
p € P such that h(p) = h(z) and check them all until we find a point within distance
cr from ¢g. In order to boost the probability of success to constant, we repeat the
above construction n” times, where p = % It is not hard to construct an example,
where we must take p to be at least % — o(1) and, moreover, this bound is tight for
any data-independent LSH for the Hamming distance [174].

One of our new, improved algorithm is based on the LSH Forest algorithm, which
proceeds as follows when instantiated to the Bit Sampling LSH. We choose a random
permutation of the coordinates 7 : [d] — [d] and apply it to each vector x € P. Then
we build a trie on the permuted vectors.® For a given query ¢, we descent down the

trie until we reach precisely one leaf and compare against the point stored in that

3This can be also seen as applying kd-tree on P with for a random order of the coordinates,

stopping the splitting until we have exactly one point.
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leaf. As before, we boost the probability of success by building n” such tries.

While the above algorithm still requires p > 1/c in the worst case, here is how we
modify it to bypass the 1/c¢ bound. For a constant parameter k = O(1), and for every
tree node v, we choose a fixed set of k pivots T,. Then, when answering a query, while
descending down the tree, we check against all the pivots T;, of every node v we visit
on the way to the leaf. Overall, we compare the query point with at most dk data
points. The following theorem summarizes the main result of this paper assuming

that there is only the near neighbor within distance ¢r from the query.

Theorem 6 (Improved LSH Forest for bit-sampling, informal. See Chapter 6). For
every k > 1, there exists a procedure of choosing k pivots in each node of the tree of
LSH Forest, such that, in order to get a data structure for (c,r)-ANN for the Hamming

distance with constant probability of success, it is enough to sample O(n”) tries, where:

1 1 1 1
<—.2.(1 2 .
=11 ¢ < +O<k’))+0<c2)
Choosing k to be large enough, the exponent is p = 0.73/c + O(1/c?). The resulting
query time is O(n’d*k) and space is O(n'™k + nd).

This result was published in [33] and is described in full in Chapter 6. Our

1
In4-c

resulting bound of, essentially, p ~ corresponds to the bound that follows from
using the Bit Sampling LSH of [124; 114] on a random dataset in {0,1}¢. Hence the
algorithm can be seen as a worst-case-to-random-case reduction in the case of Bit
Sampling LSH. While there exist space partitions that are better than Bit Sampling
on a random dataset [17; 31; 16], they are less efficient in practice, and, in particular

require a larger number of parts, requiring a tree with a large branching factor. This

seems required at least in some cases: in particular, for the Euclidean space, [16]
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prove that, for any space partition where p differs from the optimal exponent by e,
the number of parts must be exponential in 1/e. We conjecture a similar phenomenon
happens for the Hamming case; indeed, in all the known constructions, we need at
least 10° parts to improve upon the Bit Sampling for random instances, for ¢ = 2.
Furthermore, in all known space partitions, the decoding time is proportional to the

number of parts, and hence it is a very important consideration in practice.

1.2.3 Embeddings into similarity measures for ANN

While LSH complexity is fairly well-understood for the high dimensional Euclidean
space, among several other metrics (see also survey [18] references and more recent
[145; 27]), there are many others for which the bounds are still unknown. Simi-
larity search for string problems like the ED and the LCS are important problems
with many applications. However, despite their importance, progress has been slow,
and was mostly focused on embedding of such hard metrics into “easier ones”. These
techniques resulted in partially positive results, which depend on either crude approx-
imations [176; 15; 121], allowing for very large space [122], or providing a solution for
the small distance regime [154]. On the other hand, there is little evidence that ED
and LCS must admit any worse bounds than, respectively, ¢; and Jaccard Similarity,
and the current large gaps in the upper bounds beg resolution.

To address those “less understood” metrics, we first elaborate on the second class
of ANN algorithms, namely the ones leveraging metric embedding, where the idea is
to reduce ANN under some fixed metric to ANN under, say, ¢1/ls, or (.., for which
we can use the aforementioned “direct” algorithms. We start by stating the more

traditional bi-Lipschitz embedding definition.



CHAPTER 1. INTRODUCTION 16

Definition 7 (bi-Lipschitz embedding into ¢5). A metric (X,d) embeds into {5 with
distortion c there exists a map ¢ : X — R, for some d > 1, such that for any

p,q € X:

d(p,q) < |le(p) — w(@)ll2 < c-d(p,q).

Such embeddings have been studied for a number of metrics including edit dis-
tance, Ulam distance, Earth-Mover distance (Wasserstein-1 distance), £,-product
spaces, general symmetric norms, Fréchet distance, and others. Alas, for many of
these metrics, the best possible distortion remains a long-standing open question.
A notorious example is edit (Levenshtein) distance over length-k strings: early re-
sults showed that the best distortion ¢; for embedding into ¢; is Q(logk) < ¢; <
20(Vlogkloglogk) 175 134; 144] — improving over these bounds is a 20 years old open
question [153].

More recently, researchers discovered that a weaker form of embeddings, namely
average embeddings, yield ANN algorithms as well. In particular, [24] developed an
algorithm where the aforementioned data-dependent hashing is constructed based on
the theory of non-linear spectral gaps [158; 165]. The latter is (formally) related via
duality to average embeddings, which we define below (restated and simplified from

[166]):

Definition 8 (Average embedding into ¢;, [166]). A metric (X,d) embeds into ¢,
with average distortion c if for every P C X, there exists a map ¢p : X — RY, for

some dimension d > 1, such that for any p,q € X:

lep(P)—or (@l <ec- d(®9)
Ez,yeP H‘PP($)_90P(3/)”1 - Ez,yEP d(a:,y) ’

In other words, after a rescaling, the embedding pp is required to be c-Lipschitz
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(i.e., expansion bounded by ¢), whereas the contraction is 1 on average. Most notably,
motivated in part by a question from [26], Naor [166] showed that ¢ = ©(logd) for a
general d-dimensional norm; previously, [165] also showed that ¢ = ©(p) for £,. We
remark that, average embeddings have been used in algorithm design since at least
[182] otherwise.

Later, [145; 11] showed how one can directly use average embedding into ¢; /¢ to
construct ANN algorithm with O(clog ¢) approximation, space/preprocessing time of
nt*€ and query time of n¢, for any € > 0, up to factors that depend on the complexity
of storing/computing the function ¢p. As a corollary, [145] obtained the first ANN
algorithm for ¢, with O(p) approximation and polynomial preprocessing.

Very recently, [38] extended the above notion to average sketching, which should
be seen as a generalization of embedding into ¢;. The authors obtained a new trade-off
between space and approximation for ¢,,.

In our work, we introduce a new type of (average) metric embeddings — into
similarity measures — and show how to instantiate it on LSH Forest (described above)
to obtain efficient ANN data structures. While our focus will mainly be on ¢, and edit
distance, we believe our techniques have broader applications. In particular, it turns
out that embeddings into similarity measures are provably more powerful, meaning we
can obtain smaller distortion than that possible via average embeddings into, say, ¢;.
While we give two such examples, we expect that the general approach may yield new
ANN algorithms for many other classic metrics as well. This work is set to appear in
[FOCS’25].

We start by defining the notion of embedding into a similarity measure; in fact

we consider a couple of embedding definitions below. For now, a similarity measure
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over R is simply a symmetric function S : RT x RT — [0,1] such that S(z,z) =1

for all x [74; 80].

Definition 9 ((c¢, m)-UASE; see complete Definition 115). We say a metric (X,d)
admits a (¢, m)-Uniform Average Similarity Embedding (UASE) into S if for every

P C X, there exists a map ¢p : X — R, such that for any p,q € X, we have:

log 1/S(¢r(p), epr(q)) . d(p, q)
log By prep[1/S(0p(0), op(p"))] = Epprepld(p,p”)]

We primarily consider the target similarity measure S(x,y) being the Sorensen-
Dice coefficient, denoted by M (z,y) = mﬁ—fﬁﬁj‘ Other natural notions of sim-
ilarities § include Jaccard coefficient and cosine similarity — however both yield
equivalent UASE’s up to a constant factor in distortion ¢ (due to the relations be-
tween these similarities).

The above definition can be interpreted as an average embedding into a space
with distance log 1/S(z,y) for two vectors z,y € R™ (replacing ¢; in the Def. 8). In
fact, for S being cosine similarity (or M, up to constants), the resulting distance is
is called Bhattacharyya distance (which is formally not a distance), and is used in
Statistics.

The definition above is not sufficient for our main results, and we need to extend

it to handle a weighted mixture of (multiple) UASE, formally defined as follows:

Definition 10 ((c¢, m)-WASE; see complete Definition 116). We say a metric (X, d)

admits a (c,m)-Weighted Average Similarity Embedding (WASE) into S if for every

41t’s easy to note that the definition is only interesting for specific similarities S, as otherwise,

for any (X, d), there always exists some S achieving ¢ = 1.
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P C X of size n = |P|, there ezists a map pp : X — (RT/S> for some s € N, such

that for any p,q € X, we have:

ler()i +or(@ill . log1/S(ppp)ispr(@i) | . d(p.9)
2 o) +or@ll, {1 1k ] } = B erldW P
(1.1)

i€|m/s]
where

lep(@)ill, + llep(y)il
li =logl/E ! p' ~D; S p/ ) p” i)y Dz €, = L 1.
g / p’,p"' ~D, [ (SOP( ) <PP( ) )] ( y) M, - ||§0P(P>1H1

There are a few modifications from the UASE definition. The main extension
is that the embedding ¢p is into m/s “outer coordinates”, each one representing a
UASE-like embedding ¢p(p);; the contribution of the outer coordinates is weighted
proportional to ||¢p(p)i+¢pr(q)i|l1- The second difference is that the “average contrac-
tion” is computed with respect to a non-uniform distribution D;(p’,p”) (in contrast,
UASE uses uniform p/,p” € P). Finally, the contribution is capped (used to handle
points who are much more dissimilar than the average pair). All these modifications
are introduced to enable us to construct such embeddings in the two concrete cases.
A more in-depth discussion of the definitions is provided in Section 7.1.

One of our main contributions is to show that a WASE embedding yields efficient

ANN algorithms (for similarity measure S = M), stated somewhat informally next.

Theorem 11 (ANN from WASE; informal version of Theorem 148). Consider a metric
(X, d) that admits a (¢, m)-WASE into similarity S = M. Suppose, for a dataset P of
size n, we can compute the description of the function ¢p in time nF,(n), using space

nFy(n), can compute ¢(q) for any given q € X in time F,(n); and its “description
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complexity” is k (formally defined in Definition 115). Then, for any € > 0, there

exists an algorithm for ANN for P with the following performance:
o Approzimation O(c/e);

e Query time of O(n®- (F,(n)+Ty)k°WY) where Ty is time to compute the distance

d;
e Space of O(n'**< - F,(n)k®WY), in addition to storing the dataset;
e Preprocessing time of O(n'*e - F,(O(n))x°W).

The algorithm is based one LSH Forest where the embedding is being produced in
each node of the forest, and then some carefully crafted hash function is applied on
the embedding for each dataset point, as well as the query point. The full algorithm
is described in Chapter 7.

We now describe our concrete results on WASE embeddings for two classic metrics.
Combined with Theorem 11, we obtain improved ANN algorithms in the following

well-studied settings.

Edit distance over length-£ strings. The edit distance between two length-k
strings x,y is the number of insertions/deletions/substitutions to transform x into
y, and is a classic way to compare sequences, such as genomic data [148]. NNS
under edit distance is a core task; e.g., see an application for DNA storage [183].
Despite receiving much attention over decades, NNS under edit distance has seen
little progress.

We design a poly(log k) distortion WASE embedding (Theorem 131), which to-

gether with Theorem 11, implies the following ANN data structure.
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Theorem 12 (ANN for edit distance. See Chapter 7). For any k > 1 and € €
(0,1), we can design an ANN data structure under the edit distance over X¥ achieving
O(L(log k)°W) approzimation, O(n® - k°M) query time, and O(n'+k®M)) space and

preprocessing time.

Our ANN algorithm improves over the ¢ = 20(Vlogkloglogh)_gpphroximation ANN
obtained from an embedding into ¢; [175]. Improving over this embedding has been a
long-standing open problem [153]. The lower bound on embedding stand at Q(log k)
[134; 144; 19]. Even for average embedding, nothing nontrivial is known; see open
question in [24]. Our result can be seen as progress on the embeddability of edit

distance for the relaxed notion of average embeddings into similarity measures.

¢, norm over R%. We design an O(logp) distortion WASE embedding for £, (Theo-

rem 118), which, together with Theorem 11, yields the following ANN data structure.

Theorem 13 (ANN for ¢,. See Chapter 7). For any d>1 and e >0, p > 1, we can

design an ANN data structure under (R%, ¢,) norm achieving O(k’%) approximation,

O(n¢d°M) query time, and O(n'*<d°M)) space and preprocessing time.

This improves over O(p)-approximation ANN algorithm [145], based on an average
embedding into /;; the ©(p) bound is tight for such embeddings [165]. Previous re-
sults also include O(2P) approximation [167; 40|, O(loglog d) approximation [8], and
O(log p-log?’? d) [27] (the latter result has approximation < p for some values of p, but
also has exponential preprocessing time). In a recent and independent work, [38] de-
velop the notion of average sketching that yields a different trade-off: c-approximation
with n@®/¢) space for any c at least a constant. Finally, a recursive metric embedding

approach was introduced very recently [143], yielding poly(p) approximation.
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We note that our bound of ¢ = O(logp) for ¢, is tight in a number of ANN
data structure models. This follows from the lower bounds for (., [12; 129; 179;
57], noting that the same hard instance has an approximation gap of Q(logp) in ¢,
norm.

Finally we remark that in the particular case of /., the approximation becomes
O(loglogd) (by setting p = log d), matching the approximation of the classic result
from [120]. Thus this is a new (tight) algorithm for /., which is quite different from
the original algorithm of [120]. Furthermore, our WASE embedding for /., is used to

develop the edit distance WASE embedding.

1.3 Organization

This dissertation is split to two parts: Strings (Part I) and Nearest Neighbor Search
(Part IT).

In Part I, we showcase the aforementioned algorithm and analysis for the ED
(Chapter 3), LIS (Chapter 4) and LCS (Chapter 5), and in Part II, we showcase our
ANN constructions for LSH Forest for Bit-Sampling (Chapter 6) as well as the simi-
larity embeddings which eventually obtain the results for £, and ED data-structures
(Chapter 7).

We also present related work in Chapter 2.
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Chapter 2

Related Work

Here we expand on prior work related to this thesis.

2.1 Edit distance and longest common subsequence

Focusing on constant-factor algorithms, a quantum algorithm for approximating edit
distance was introduced in [50]. Some of the basic elements of the algorithmic ap-
proach are related to [70] (and the algorithm in this paper). Another recent related
paper is [105], who obtain 3 + € approximation in O(n'®) time; independently, the
first author obtained a slightly worst time for the same approximation [10]. Similarly,
independently, [71] and [10] extended the constant-factor edit distance algorithm from
[70] to solve the text searching problem.

Progress on edit distance algorithms also inspired the first non-trivial algorithms
for approximating the longest common subsequence (LCS) [109; 185; 186; 62], leading
to a linear time, n°M-approximation algorithm [29; 173]. Also of note is [186] which
shows that a O(1)-factor approximation to edit distance implies a 2 — Q(1) factor

approximation to LCS over a binary alphabet in essentially the same time (in fact,
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the additive approximate algorithms from [140; 55] are already enough for this ap-
plication), which was later extended to the more general small alphabet setting [6;

115].

2.2 Streaming algorithms for string problems

Computing the length of LIS has been studied in the streaming model, where settling
its complexity is a major open problem [177]. In this setting, the main question is to
determine the minimum space required to estimate the length of LIS by an algorithm
reading the sequence left-to-right. [107; 94] gave deterministic one-pass algorithms to
(1 4 €)-approximate the LIS using O(y/n) space, and matching lower bounds against
deterministic algorithms were given by [94; 99]. These lower bounds are derived using
deterministic communication complexity lower bounds and provably fail to extend
to randomized algorithms [68]. However, no randomized algorithm requiring o(/n)
space is known for this problem either. We note that our algorithm can be used in the
streaming setting, yielding streaming complexity O(n'/2%¢) for approximation n°.

For ED, the main focus has been on obtaining polynomial time sketch and recov-
ery algorithms that achieve the smallest possible sketch length for a parametrized
threshold k. Jin, Nelson and Wu [45] proved that sketches must have length Q(k).
Progress has been made on the upper bound [128; 45; 136 culminating in near-linear
sketch size [141] as well.

A streaming algorithm for LCS was also considered [34], also in the case of multiple

sequences [98].
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2.3 Sublinear-time edit distance algorithms

Sublinear-time algorithms for edit distance have originally developed in the early
2000s [41; 39; 30], and have recently drawn renewed attention [104; 137; 54; 103; 64].
Most recently, a truly sublinear-time algorithm with a subpolynomial approximation
gap was found [60; 59], solving the (k, k1+°(1))—gap edit distance problem in time
O(n/k + k*°M)). Another related line of work has been on computing edit distance

for the semi-random models of input [20; 146; 51].

2.4 Dynamic and parallel algorithms

The LIS problem has also been studied recently in other settings, such as the MPC and
the fully dynamic settings. [118] gave a (1 + €)-approximation, O(1/e?)-round MPC

3/4491) " In the dynamic setting,

algorithm for LIS whenever the space per machine is n
a sequence of works [160; 101] culminating in [138], gave the first exact dynamic LIS
algorithm with sublinear update time, and also gave a deterministic algorithm with
update time n°M and approximation factor 1 — o(1). [100] showed conditional lower
bounds on update time for certain variants of the dynamic LIS problem.

For fully dynamic LCS, early work [36] has proposed algorithms with subquadratic
update and query times under restricted models. More recent advances include [102]
. Similarly, dynamic edit distance has been studied under both cell-update models
and symbol-update models. For example, [73] achieved polylogarithmic updates for

small alphabets in the cell-probe model. For edit distance, parallel (MPC) algorithms

were developed in [50; 111].
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2.5 Other string problems

There has been much more success on the problem of estimating the distance to
monotonicity, which “complement” LIS (i.e., d,, := n — LIS), in both the sublinear-
time and the streaming settings. In the random-access setting, the problem was
first studied in [5], and later in [189], who gave an algorithm that achieves (1 + €)-
approximation in time poly(1/d,,,logn) for any constant ¢ > 0. These algorithms
have been also used, indirectly, for faster algorithms for estimating Ulam distance [15;
170] and smoothed edit distance [20].

In the streaming setting, several results were obtained which achieve O(1)-approximation
of d,, using polylog(n) space [107; 94]. This culminated in a randomized (1 + ¢)-
approximation algorithm using polylog(n) space by Saks and Seshadhri [188], and a
deterministic (1 4 €)-approximation algorithm using polylog(n) space by Naumovitz
and Saks [169]. [169] also showed space lower bounds against (1 + ¢)-approximation
streaming algorithms of Q(log®n/e) (deterministic) and Q(log?n/e) (randomized).

Another classical problem is the pattern matching remains a classic problem with
optimal linear-time algorithms [135; 53] and nearly optimal streaming solutions us-
ing fingerprinting and sketching [181]. Approximate matching under Hamming or
edit distance constraints has seen advances in both cell-probe [73] and streaming

models [82].

2.6 Data-dependent hashing

As previously mentioned, data-dependent hashing is an ubiquitous idea in practice,

albeit with few, if any guarantees on correctness or performance. To list just a few
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examples, these include PCA-trees [193; 156; 201] and its variants (called randomized
kd-tree) [192; 163], spectral hashing [205], semantic hashing [190], and WTA hashing
[206], and many more. We point an interested reader to the surveys of [204; 203].
There have also been efforts to obtain algorithms that are both data-dependent
(in a practical way) and have theoretical guarantees. Most such examples include the
algorithms that assume some additional structure in the dataset: such as some notion
of low intrinsic dimension [130; 77; 142; 48; 125; 81; 87|, or low dimensional data-set
with high-dimensional noise [4]. Most relevant to us is the work of [89], which, while
mostly focusing on the low intrinsic dimensional datasets, give a generic bound for
the worst-case datasets as well. The bound of [89] however depends on the dataset
in a non-obvious way, and it is not clear whether it obtains bounds that are better

than (data-independent) LSH.

2.7 ANN for matching and string problems

Embeddings for EMD have been studied extensively for low- and high-dimensional
spaces X [126; 134; 168; 14] (and many more results exist for related problems of
fast evaluation, sketching, ANN; see, e.g., the references in the recent [127]). Overall,
for high-dimensional spaces, EMDy when X is d-dimensional ¢; has an ¢; distortion
of ~ O(log klog d); recently, [127] also showed that, for ANN, one can improve the
approximation to O(log k) via a data-dependent hashing algorithm.

For edit distance, as mentioned earlier, the best known ANN construction prior
to this work was using the influential ¢ = 20(Vleekloglogk)_gphroximation ¢; embed-

ding [175]. Improving over this has been a long-standing open problem [153], with
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the lower bound still standing at Q(log k) [134; 144; 19].

Other prior ANN algorithms include [123] who achieves approximation ¢ = 3¢ using
space roughly nkw, and the line of work from [83; 72; 155] handling the case when the
distance to the nearest neighbor is small (sub-logarithmic in n). Better algorithms
are also known for the Ulam metric, which is the restriction of edit distance to non-
repetitive strings [76; 15] (via embedding into ¢; or other normed spaces).

ANN was also studied for LCS [92] and Fréchet [121]. More recent work include [63;

159].
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Chapter 3

Edit distance

Edit distance is a classic distance measure between sequences that takes into account
the (mis)alignment of strings. Formally, edit distance between two strings of length n
over some alphabet ¥ is the number of insertions/deletions/substitutions of characters
to transform one string into the other.

Being of key importance in several fields, such as computational biology and signal
processing, computational problems involving the edit distance were studied exten-
sively.

In this chapter we showcase an algorithm for approximating the edit distance

1+e€

between two strings of length n in time n' ™ up to a constant factor, for any ¢ > 0,

proving Theorem 3, restated below:

Theorem 14 (Theorem 3, restated). There is a randomized algorithm that, for any
e >0, n>1, and alphabet 32, and any two strings x,y € X", approrimates the edit
distance between x and y in expected O(n**¢) time up to f(1/¢)-factor approximation,

for some universal non-decreasing function f(-).

This result completes a research direction set forth in the breakthrough paper [70],
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which showed the first constant-factor approximation algorithm with a (strongly)
sub-quadratic running time. The recent results [140; 55| have shown near-linear
time algorithms that obtain an additive approximation, near-linear in n (equivalently,
constant-factor approximation when the edit distance value is close to n). In contrast,
our algorithm obtains a constant-factor approximation in near-linear time for any
input strings.

In contrast to prior algorithms, which are mostly recursing over smaller substrings,
our algorithm gradually smoothes out the local contribution to the edit distance over
progressively larger substrings. To accomplish this, we iteratively construct a distance
oracle data structure for the metric of edit distance on all substrings of input strings,
of length n’ for i = 0,1,...,1/e. The distance oracle approximates the edit distance
over these substrings in a certain average sense, just enough to estimate the overall
edit distance.

While we do not derive the function f(1/¢€) explicitly, we note that it is doubly
exponential in 1/e. We present a technical overview of our approach in Section 3.2,
after setting up our notations in Section 3.1. The proof of the main theorem will follow
in subsequent sections, in particular the top-level algorithm and its main guarantees

are in Section 3.3.

3.1 Preliminaries: setup and notations

Fix a pair of strings (x,y) € £" x X" for which we care to estimate the edit distance.
We define ed, (x,y) as half the number of insertions/deletions to transform one string

into the other. Note that the standard edit distance (allowing substitutions) can be
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reduced to this case (see, e.g., [196]). When length n is clear from the context, we
omit the subscript.

Sy is the set of integer powers of 2 up to w: namely, S, = {1,2,4,8...w} U
{1/2,1/4...1/2n}.

[n] denotes the set {1,2,3,...n} throughout the paper. Also, the notation |a,b)
means all integers {a,...b — 1}, whereas [a,b] = {a, ...b}.

We assume that n, 1/e are powers of 2. Furthermore, we assume n is a sufficiently
large integer power of 1/e, and that n° is integer as well. These are obtainable via
standard rounding of n, 1/e.

When describing intuitive parts, we sometimes use O*(f(n)) to denote f(n)-n°©
(where € is the small constant from the algorithm).

Finally, we use the standard Chernoff bound (below) as well as notion of with
high probability (whp), meaning with probability at least 1 — n=¢ for large enough

constant C > 1.

Theorem 15 (Chernoff bound). Consider a sum of independent r.v. Xi,... X, €
[0,1] for some m > 1. Then, if E[>_ X;] = Q(logn), then > X; € [0.9,1.1] - E[>_ Xj]
w.h.p. (where implicit constant in Q depends on C'). Note that this implies that

(without any condition), Y X; > 0.9E[>_ X;] — O(logn) w.h.p.

3.1.1 Intervals

An interval is a substring z[i : j] £ 2241 ... 2 1, for integer i, j where i < j (i.e.,
starting at ¢ and ending at j — 1, of length j —4). When part of the string is outside

bounds of z, we assume those characters are a default character, say, $ & X.
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For i € [n], let X;, (Yi,) denote the interval of x (y) of length w starting at
position 7. Let W,,, H,, the set of all such X;,, and Yj,, strings respectively. We use
Lo = Wy, UH, to denote all x and y axis intervals. When clear from context, we
drop subscript w.

By convention, if i € [1,n — w|, we pad X;/Y; with the default character $.
Also X | ., (Y, ,) and is a string of unique characters. In particular, for all distance
functions 7,(-,-) on two length-w strings in this paper, we define 7,(X | 4,-) = w;
e.g., edy (X, ) = w.

Usually, by I € Z,, we refer not only to the corresponding substring but also to the
“meta-information”, in particular the string it came from, start position, and length
(e.g., for I = X;,,, the meta-information is x, ¢, w). This difference will be clear from
context or stated explicitly.

In particular, the notation I + j, for an interval [ and integer j, represents the
interval j positions to the right; e.g., if I = X, then I + j = X; ;.

Alignments. An alignment between x and y is a function = : [n] — [n] U {L},
which is injective and strictly monotone on 771([n]). The set of all such alignments is
called II. Note that ed(x,y) = mingen Zie[n] ed; (i, Yx(;)) (recall that, by convention,
edi(c,y.) = 1forall c € ). We define 7(i) = i when i < 1 and i > n for convenience.

It is convenient for us to think of 7 as function from Z,, — Z,, (for fixed w), via

the following extension. First, abusing notation, we think of 7 : [n] — [n] U {L}

as T : Xy — Y U{L} where each interval is identified with its start position. Its
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extension 7 : Z,, - Z,, U {L} is:

7[I] Iex
/77\-[]] = )
oI T€)y
where 7[X; ] means Yz, and 7[Y},,] means X, 1), with 771(j) = L if there’s

no ¢ with 7(i) = j. Throughout this paper, we overload notation to use 7 for the

extension 7 as well. We also define <F(z) as the minimum 7(j), j > 4, which is defined

(# L),

3.1.2 Interval distances

Our algorithms will use distances/metrics over intervals in Z,,. One important in-
stance is the alignment distance, denoted ad,(-,-). At a high level, ad,(-,-) is a
distance metric that approximates edit distance on length-w intervals (though a vari-
ant of it is not formally a metric). We discuss ad(-,-) metric in Section 3.3 as well

as 3.8.

Definition 16 (Neighborhood). Fiz ¢ > 0 and I € Z,,. The c-neighborhood of I is
the set N.(I) ={J € T, | ad(I,J) < ¢}, i.e. all x and y intervals which are c-close

to I in terms of their alignment distance.

Definition 17 (Ball of intervals). A ball of intervals is a set of consecutive intervals
in either X, or Y, (i.e., it’s a ball in the metric where distance between X; and X;
is |i—j|). The smallest enclosing ball of a set S (subset of X, or V) is the minimal

ball BDO S.

Average approximation for an optimal alignment. A common theme in our al-

gorithm is constructing metrics on Z,, approximating ed,, in a certain “average sense”.
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In particular, this differs from the standard notion of approximation in that the up-
per bound holds only on average, and for an optimal alignment 7 € II. Formally, we

define:

Definition 18 (Align-approximation). Fiz space (Z,,d) over I, (which is often a
metric space, but need not be). We say d T-align-approximates ed if the following

holds:
1. Foralll,J €Z,:d(I,J) > edy(I,J).

2. minger Y wd(Xi Ya) < T - ed(,y).

3.1.3 Operations on sets and the x notation

By convention, applying numerical functions to a set refers to the sum over all set
items; e.g., f(S) = > ,cq f(7). When applying set operators on other sets, we use
the union; e.g., 7(S) = Uresm(I) and N.(S) = UresN.(I). Abusing notation, we
use f(S) even when S is not fully contained in the domain of f — in which case,
we simply ignore elements outside the domain. Any exception to the above will be
clearly specified.

We also use the notation *x as argument of a function, by which we mean a vector
of all possible entries. E.g., f(x) is a vector of f(i) for ¢ ranging over the domain
of f (usually clear from the context). Similarly, f(*z) means a vector of f(i) for
i satisfying property R. Overloading notation, sometimes f(xz) will also mean a

vector of f(i) for all ¢ in the domain, with coordinates ¢ ¢ R being zeroed-out.
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3.2 Technical overview

3.2.1 Prior work and main obstacles

As our natural starting point is the breakthrough O(n'?7)-time algorithm of [70] (and
related [50]), we first describe their core ideas as well as the challenges to obtaining
a near-linear time algorithm. In particular, we highlight two of their enabling ideas.
At a basic level, their algorithm computes edit distance ed, (z,y) by computing ed,,
between various length-w intervals (substrings) of x, y recursively, and then uses edit-
distance-like dynamic programming on intervals to put them back together. The main
algorithmic thrust is to reduce the number of recursive ed,, computations: e.g., if the
intervals are of length w, and we only consider non-overlapping intervals, there are
still n/w x n/w calls to ed,, each taking at best Q(w) time. Hence, [70] employ
two ideas to do this efficiently: 1) use the triangle inequality to deduce distances
between pairs of intervals for which we do not directly estimate ed,,, 2) two nearby
x-intervals (e.g., consecutive) are likely to be matched into two nearby y-intervals
(also consecutive) under the optimal edit distance alignment 7. (The earlier quantum
result [50] employed the first idea already, but relied on a quantum component instead
of the second idea.) Indeed, these ideas are enough to reduce the number of recursive
calls from (n/w)? to ~ (n/w)5.

One big challenge in the above is that, in general, one has to consider all, overlap-
ping intervals from z,y, of which there are n — since, in an optimal ed, align-
ment, an x-interval might have to match to a y-interval whose start position is
far from an integer multiple of w. An alternative perspective is that if one con-

siders only a restricted set of interval start positions, say every s < w positions
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in y, then one obtains an extra additive error of about s -n/w from the “round-
ing” of start positions in y. That’s the reason that a bound of (n/w)'® recursive

5 runtime in [70]: to compute edit distance when

calls did not transform into n'
ed < n'®M they employ a standard (exact) O(n + ed?(z,y)) algorithm [198;
164].

Recent improvements by [140; 55] showed how to reduce the number of recursive
calls to &~ n/w, but some fundamental obstacles remained. The linear number of
recursive calls was leveraged to obtain near-linear time but with an additive approxi-
mation only: when ed(z,y) > n'~°, the overall runtime is n'*9¢) for some increasing
function g¢.

In particular, in addition to the aforementioned challenge, a new challenge arose:
to be able to reduce to near-linear number of recursive ed,, calls, the algorithms from
[140; 55] might miss a large fraction of “correct” matches. In particular this fraction
is ~ n~%, which results in an additive error of ~ n'=%. To put this into perspective,
for w = /n, if we allow an additive error n'~?, then it suffices to analyze b = n%>+0()

intervals (which barely overlap) and misclassify b-n~° of them. We use the following

example to showcase the challenges:

A running example illustrating the challenges
Consider an instance where A = n="% fraction of intervals in X, are “sparse” —
have a single cheap match in Y, — and the rest of the intervals are dense (they are

close to many other intervals). Assume further that such sparse intervals are spread

around in multiple “sparse sections” (sequences of consecutive sparse intervals).

Note that if we can afford large additive errors, we can simply ignore all these

sparse intervals (certifying them at max cost w) and output the distance based on the
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dense intervals only, with at most nA = n%% additive approximation. To avoid this,
one must first identify some sparse intervals (since the dense intervals do not provide
sufficient information about the sparse sections). Even if we manage to find some
of the sparse intervals efficiently, we still need to apply knowledge of the location of
such intervals to deduce information on other intervals which might be in completely
different areas in the string. We will return to this example later.

Below we describe the high-level approach to our algorithm, including how we
overcome these obstacles. We note that, while our algorithm is based on the two key
ideas from [70], the high-level algorithm departs from the general approach undertaken
in [70; 140; 55]. That said, some algorithmic steps are similar to those developed

in [140; 55]. We do not rely on previous results (for any distance regime) such as [198].

3.2.2 Our high-level approach

While there are many ideas going in overcoming the above challenges, one common
theme is averaging over the local proximity of intervals. In particular, the algorithm
proceeds by, and analyzes over, “average characteristics” of various intervals of z,y,
in a “smooth” way. For example decisions for a fixed interval I € Z,,, such as whether
something is close, or something is matched, are done by considering the statistics
collected on nearby intervals (to the left /right of I in the corresponding string). While
we expand on our technical ideas below, this is the guiding principle to keep in mind.

Addressing the first challenge, we consider intervals (of fixed length w) at all n
starting positions, i.e., the entire set Z,,. Note that recursion becomes prohibitive: we
can’t perform even n edit distance evaluations each taking Q(w) time (w is set to be

~ n'~¢). Instead, our top-level algorithm iterates bottom—up over all interval lengths
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w =7,72,...n, where v = n¢, and for each w computes a good-enough approximation
to the entire metric (Z,,ed,). Recall that Z,, = W,, U H,, consists of all w-length
intervals (substrings); i.e., |Z,,| = 2n. The metric, termed ®,(-, -), will be accessible
via a distance oracle (fast data structure), with n¢ query time, and will approximate
the distance between most of the pairs (an z-interval, y-interval) that participate in an
optimal alignment in an average sense. Specifically, for m ranging over all alignments,
we will have that min, i > i Dw(Xiw, Yajijw) = Oc(ed(z,y)). Formally, we say D,
Oc(1)-align-approzimates ed (see Def. 18).

In each iteration, we build ©,, using ®,,, where w' = w/v. Conceptually we
do so in two phases. First, we build another metric on w-length strings, (Z,, ad,),
accessible via a fast distance oracle, that uses 7 = n©© time and D, oracle
calls. Crucially, ad,, will similarly align-approximate ed. Second, equipped with a
fast oracle for ad,, (itself using ©,,), we build an “efficient representation” for the

1+0(6) calls to ad,, oracle. Naturally, this

entire metric (Z,,, ad,,), while using only n
“efficient representation” will not be able to capture the entire ad,, metric (that would
require > n query complexity), but it will capture just enough to preserve the edit
distance between x and y—again, formally, align-approximate ed. Then we build an
efficient distance oracle for this efficient representation, which will yield the desired
metric ®,,. Note that the final approximation to ed(z, y) is computed by (essentially)
querying ,,(Xi n, Y1,).

In particular, the “efficient representation” of ad,, is a weighted graph G, with
vertex set Z,, and n'T¢ edges, such that the shortest path between I, .J € Z,, approx-

imates ad, (I, J), again, in an average sense for an optimal alignment. In particular,

the shortest path distance is non-contracting, and non-expanding on average for inter-
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val pairs that “matter”, i.e., which are part of the optimal alignment 7 corresponding
to ed(z,y). An edge (I, J) of the graph G,, will always correspond to an explicit call
to ad, (I, J); and the main question in constructing G,, is deciding which n'™¢ pairs
to compute ad,, for.

Once we have the graph G, we build a fast distance oracle data structure on it to
obtain the metric ®,,. In particular, our fast distance oracle is merely an embedding
of the shortest path metric on G, into ¢4 , where d ~ |Z|, incurring an approximation
of O(1/e), via [151]. We note that we cannot use some other common distance oracle,
such as, e.g., [195; 78], because they do not guarantee that the resulting output is
actually a metric, and in particular, that it satisfies the triangle inequality, which is
crucial for us (as mentioned above). We remark that this particular step is somewhat
reminiscent of the approach from [30], who similarly build an efficient representation
for the metric (Z,,, ed,,) using metric embeddings. However, the similarity ends here:
first [30] used Bourgain’s embedding into ¢;, which incurs ©(logn) distortion, and
second, more importantly, the construction of G, was altogether different (incurring
a much higher approximation).

Computing the graph G, itself is the most algorithmically novel part of our ap-
proach, and is termed Interval Matching Algorithm, as it corresponds to matching
intervals that are close in ad,, distance. This algorithmic part should be thought of
as the analogue of the algorithm deciding for which pairs of intervals to (recursively)
estimate the edit distance in [70].

We sketch the Interval Matching Algorithm next in this technical overview. We

O(e)

also sketch how to compute the ad,, distance in n time, which presents its own

new challenges, especially to guarantee its metric properties.
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3.2.3 Interval matching algorithm

The main task here is to efficiently compute a graph G, that approximates ad,,
in an average sense over an optimal alignment 7. Specifically, to generate G,,, we
iterate over all costs ¢ € S, (powers of 2), and for each such cost, we then generate
a (sub-)graph G, ., with edges of weight ©.(c). The following is the main guarantee:
for any fixed alignment 7, for any pair (I,7[I]) € Z?2 at a distance ad(I, r[I]) < c,
we generate a 1- or 2-hop path for it in G,, .—except for O.(k.) such pairs (I, w[[])
where k. is the number of pairs with ad(/, 7[/]) > ¢ (i.e., the “error” increases by at
most a constant factor). The union' of such graphs G, yields the final graph G,,.
Below we focus on a single scale graph G, ., which is supposed to capture nearly all
pairs (I, w[I]) where ad, (I, 7[I]) < c. We refer to such a pair as a w-matchable pair
(L, w[1]).

At its core, our algorithm can be thought of as a partitioning algorithm, where we
partition Z,, into sets of intervals, such that for nearly all m-matchable pairs (I, 7[I]),
both intervals belong to the same set. We start with a single set of intervals and
we iteratively partition the set into progressively more refined partitions (consisting
of smaller parts), with the goal of keeping m-matchable pairs I, 7w[I] together. (This
algorithm will use a significant amount of notation, and, while this high-level overview
will mention only a fraction of them, the reader may refer to the Table 3 in Sec. 3.5
for some important definitions and formulas.)

In particular, the matching algorithm proceeds in & 1/¢ steps. In each step ¢, for

A = nf, we generate \' parts, each of size < n/\'. To construct a part, we sample

"'When there are multiple edges (I,.J) from different c¢’s, we naturally take the minimum-weight

edge—i.e., the smallest distance certificate.
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a random interval A, termed anchor, and estimate ad,, (A, I) for all other intervals I
in its part, generating a cluster of intervals at distance O.(c) from the anchor. The
main desideratum is that the two intervals from a w-matchable pair I, 7[I] are either
both close to A or both far from A, and hence always remain together (this is related
to the triangle inequality idea from [70]). However, this cannot be guaranteed, and
ensuring this desideratum is a major challenge for us, which we will address later.
For now, in order to build intuition, we first develop our ideas under the following

the assumption, that the desideratum holds:

Perfect Neighborhood Assumption (PNA):

any two intervals are at distance either < ¢ or w(c) so that Np, () (1) = N(1).

Every anchor will generate precisely one part, of target size. Notice that if the
cluster is sufficiently large (i.e., 2 n/A"), we are basically done, and in fact, this is
where our algorithm “converges” (as will be described later). Otherwise, we use the
cluster to construct one part (set) by taking the clustered intervals together with
their local extensions: intervals around the clustered intervals (to the left/right of
the clustered ones). The parameters are set up such that the resulting part has size
< n/A!. Note that the iterative nature of the process helps ensure the runtime: As the
size of parts decreases with step ¢, we can afford to use more anchors. In particular,
at step t, we start with A1 parts, each of size about n/\'~!, and hence, for each of

A anchors, we need to estimate ad distance to n/A~! intervals (in its part), for an

overall of n\ distance computations.
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Figure 1: High Level Algorithm Scheme (Section 3.3)

A direct implementation of partitions as above however runs in various issues,
yielding additive errors. In particular, it only guarantees to correctly partition “any
fixed m-matchable pair with some probability”; instead of the needed “with some
probability, all except a few m-matchable pairs are partitioned correctly” (akin to
the “for each” vs “for all” guarantees). For the latter goal, bounding the “except a
few” so that it’s only a O.(1)-factor approximation, we use the notion of corruption,

defined later.

Colorings. To describe a partition, we use the slightly generalized concept of a
coloring: a coloring k is a mapping from each interval I € 7 to a distribution of colors
in a color-set v, where a fixed color should be thought of as a part. We denote the

mapping by p, : Z x v — [0,1]. For each interval I, we require ||u.(I,*)]1 = 1,
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i.e., we think of the interval I as being split into fractions each assigned to a part:
fraction p, (1, x) > 0 is assigned to color x. While under the “perfect neighborhood
assumption”, standard partitions are sufficient (i.e., p,, € {0,1}), fractional colorings
will be crucial for removing the assumption later.

Most of the colors y € v correspond to a part constructed from a fixed anchor
(i.e., its cluster of intervals together with the local extension) with the exception of
two special “colors”: v = [A]U{L,u}. First, the color L that corresponds to the
already-matched intervals, i.e., intervals for which we’ve already added a short path
to their m-match in the graph G, . (typically “dense” intervals that have already
“converged”). Second, the u-color (“uncolored”) consists of intervals which so far
have failed to be captured in a part and remain “tbd” (here, the progress will be
that such intervals gain a certain “sparsity” properties, improving the chances to be
colored later). The color u will have the same size upper bound in each step as the

regular colors, while the color L can be arbitrarily large.

Coloring construction via potentials. To construct a new, more refined step-t
coloring (from the step-(t — 1) coloring), our algorithm assigns potential scores to
clustered intervals. Using these potential scores, we assign colors® to other nearby
intervals in their proximity, as suggested above. The main intuition is that a n-
matchable pair (I, 7[I]) typically has a large set of other m-matchable (J, 7[J]) in its
respective proximity (i.e., to the left /right).

How large of a “proximity” a cluster can color depends on the size of the ad-

neighborhood of A (its cluster size). To quantify this, we introduce the notion of den-

2We'll often just use the verb “color” to describe that process.
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sity of an interval I of color x, termed d(7, x): the measure u of its ad-neighborhood
N.(I) that share the color x. If an interval I (and hence its aligned 7[I]) is “dense”
(large N.), then we have a higher probability to cluster such a pair to an anchor;
but we can only afford a small extension for each one (i.e., each clustered interval
is used to color few other proximal intervals). In contrast, “sparse” matches will be
clustered with a small probability, but can be used to generate large extensions in
their proximity.

In particular, to compute the new step-t coloring, we color the intervals gradually
in levels, indexed by [ = 0,1,...,1/¢, each level taking care of a density scale. In
each level [, we define potentials ¢ and ¢. First, for each anchor A (sampled using
the coloring constructed in the previous step) corresponding to color y, we allocate
potential ¢(I, x) ~ 57 to each clustered interval I (i.e., I at distance O(c) from A in
the same “part”® as A) of density d. Next, we define a derivative potential p(x,x) by
splitting the allocated potential ¢(I, x) across the u-colored intervals in a proximity
ball of radius ¢ = ((I) ~ !, where 8 = n¢, around each clustered interval I. At the
end of each level, we augment p, (1) by replacing some of the u-color mass with other
colors, proportional to the potential vector ¢(I,*) (to be discussed further later).
Overall, the following is a high-level diagram of algorithm updating a (I — 1)-level

coloring k into an “amended” [-level coloring & (all at the same step t):

clustering extension: splitting in the proximity ball minhash (under PNA)\

Mk —_— ¢R Pk 7 Mg

A more detailed diagram and a step-by-step coloring example (both require more

detailed technical setup) are presented, respectively, in Section 3.4, Figure 2 and

3More precisely, to the fraction of I that shares a specific sampled color x with A.
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Figure 3.

In each level [ > 1, our goal is to color all intervals of density in a certain range
[n=¢, 1]-d;, where d; ~ %j\t, for 5 = n¢, as long as there are sufficiently many intervals
of that density range overall*. At level [ = 0, corresponding to the highest density for
step t, we generate a 2-hop path for each pair of intervals in A’s cluster by “planting
a star” in G i.e., adding an edge between the anchor A and each corresponding
clustered interval I. Then, we mark (fraction of) I as “already-matched” with the
color L. In other levels, we color intervals found through extensions of clusters using
®.

The remaining case — “sparse” intervals that we did not yet color via an anchor
cluster extension as above — will be addressed by the careful use of u-color, described
next. We remark that, at the end of step ¢, there may be left some pairs of small

densities which we still could not color, and are left u-colored, and we will show a

bound on those as well. We now expand on the latter.

Controlling sparse sections: the u-color. In order to carry out the level-by-level
coloring, we use the special color u (for un-colored). This color should be thought of
as a “part” in the partition as well. At the beginning of a step, at level [ = 0, all
(fractions of) intervals which are not “already-matched” are assigned the u color, and
(fractions of) intervals are moved from u-color to “standard” colors € [\] as levels
progress. The u-color helps with three aspects. First, it provides a way to track
sparse intervals which cannot yet be colored and hence left pending for future levels.

Second, if some sparse sections of intervals are never colored in the current step, then

4Notice there can be multiple matches in a ball, hence the quantity we care about (and bound)

is the relative density which is the ratio between “global” and ”local” densities.
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these intervals will remain u-colored (and hence, at the end of the current step, form
a part that is also bounded in size). Third, and more nuanced, it allows us to “group
together” sparse sections of intervals that are far apart (in their starting index).

In particular, such grouping of far intervals is done using the aforementioned
“proximity balls”, formally defined via A-balls: AS(I) is the largest interval ball
around I containing ¢ ~ B' u-colored ¢;-mass on both left and right of I. Note that
A-balls can contain a significantly larger set of intervals than ¢ (if the in-between
intervals are mostly colored # u). At the same time, the ball contains at most 2¢
mass of u-colored intervals, meaning that the potential ¢(I) is distributed to a mass
i < 2¢ of intervals, ensuring that, were I to be “corrupted” (e.g., w[I] = L, or the
pair (I, w[I]) happens to be already separated), we will incur only an O(1) factor of
total corrupted potential to ’s of intervals in the A-ball of I.

To showcase the use of u-color, consider again the running example introduced in
Section 3.2.1. In the early steps t, our algorithm will first color the dense intervals
(i.e., via clustering/proximity balls, at lower levels [), leaving the sparse sections
mostly unaffected, all colored in u (during such early steps, the dense intervals are
partitioned into progressively smaller parts while most of the sparse ones remain u-
colored). Now consider a step ¢ where the part sizes so far are < n/A~1 ~ An

~

and we sample 2 1/A anchors. At the lower levels [, the dense intervals will be

partitioned further (continuing the process from the previous steps) and assigned a
color x € [\]. However, when we reach the high levels [, and ¢ ~ 8! = n< is close
to An, some fraction of the sparse intervals will be clustered. Furthermore, since at

that point the dense intervals are already colored (and have little u-color), the A-balls

around the clustered sparse intervals will be wide and cover most of the u-colored
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sparse intervals. That allows us to finally partition the sparse intervals into smaller

parts as well.

Keeping track of errors in analysis: Corruption. To measure and bound
errors, in particular, m-matched interval that are separated, we use a formal notion of
corruption. First we define what it means for a (interval, color) pair to be corrupted.
Below, F' > 1 is a “distortion” factor (used for the non-PNA case), which one can

think of being F' =1 (enough for the PNA case).

Definition 19 (Corrupted pairs). Fixz alignment © € 11, interval I € I, distortion
F > 1, scale ¢ > 1, index k, graph G on Z. For a color x € v, we say (I,x) is a

(F, k, 7, G, c)-corrupted pair if any of the following holds:

2. ad(I,w[I]) > ¢;
3. x # L and p(I,x) > F - pe(w[I], x); or

4. x =L and (I,7[I]) are at hop-distance > 2 in G.

For each interval I € Z, we also define corruption parameter €5™°(I) € [0,1] as

follows:

RO = > (1, %)- (3.1)

x:(I,x) is (F,k,m,G,c)-corrupted pair

In particular, an interval [ is fully corrupted (in a coloring &) if it does not have its
m-matchable counterpart; and otherwise [ is corrupted by the total ¢, color-mass of
(1, %) where there is insufficient corresponding mass in p,(7w[I], *) (intuitively, the
distribution of colors is too different). While our statements hold for any alignment in
I1, we only care about a fixed optimal alignment 7, a single graph G = G, . and a fixed

cost c. Hence, for ease of exposition, we say [ is F'-corrupted and the corruption is
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€5(I) £ €5™%C(I). Our main goal is to bound the total corruption &5 £ £5(Z), and in
particular show it grows by at most a constant factor in any level /step. Our algorithm
runs for a constant number of levels/steps, and hence finishes with corruption which is
proportional to the number of intervals without a m-matchable counterpart (starting
corruption), upper-bounded by O.(% - ed(r,y)). Also, at the end of the interval
matching algorithm, all intervals are “already matched”, i.e., all mass is on p,(Z, L),
and hence the un-corrupted intervals have a 2-hop path to their m-match.

To bound the corruption growth, we also introduce the parameter p(I), which
measures the “local amount of corruption” of an u-color of interval I, based on the
nearby corrupted intervals. In particular, p(I) is defined for a A-ball B around I as
the ratio of the corruption to the u-mass inside the A-ball B (formally defined in

Section 3.5.1):

’

p(I) & L=LA . ¢8(B),
where k is the current/amended coloring (obtained at the previous level of the current
step), and &’ is the coloring from the previous step. One can observe that for any
fixed ¢ radius of A-balls, the sum of p over u-colored intervals is proportional to the

total sum of corruption.

Completing the algorithm under the perfect neighborhoods assumption
(PNA). Once we compute the palettes ¢ of all intervals (as a function of the sampled
anchors), we then use them to update p for the next level. For illustrative purposes,
we now complete the algorithm under the PNA, although our general algorithm will
differ significantly from the PNA one. Recall that under PNA| all intervals are either

at ad-distance < ¢ or > ¢, and hence the intervals form equivalence classes according
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to their c-neighborhood.

Under PNA, we are guaranteed that the uncorrupted m-matchable pairs will get
similar potentials —in fact, ¢(I) and ¢(m[I]) are precisely equal (and non-zero when-
ever they are clustered by an anchor). More importantly, if we consider the ¢ palettes
of I,7[I], which gather the contributions from clusters containing I, 7[I] in their
proximity ball, then one can prove that (the average) ¢; distance between the two ¢
palettes is bounded as a function of the “local corruption”, namely p(I) and p(z[I]).

Using the ¢;-distance property of ¢, we can assign a single color x € v to each
interval (i.e., u.(I,*) has support one), obtaining disjoint partitions. To generate
such a color (for each interval) we can use a random weighted min-wise hash function
h ~ H for R (say, using [74]) and use it to partition the vectors (I, x) of all u-
colored intervals I. Specifically, sample a minhash h : R — v and set the updated
coloring to be uz(1,h(¢o(I))) < 1 (the rest are 0) for all I for which p.(/,u) =1 at
the end of the previous level.

For a glimpse of the analysis, recall that our overall goal is to make each part of
the partition smaller (for runtime complexity) with only a constant-factor corruption
growth (for correctness); also, we care only to partition areas with large mass of
intervals with density in some range [n™¢ 1] - d; (in a fixed level [). To control the
size of parts, we cannot afford to assign the same color to too many intervals; hence
we drop from ¢ all colors of potential below some fixed threshold o(n~¢), ensuring
that each color appears in the ¢ palettes of at most "::—?ie) intervals. For bounding
the corruption, we note that minhash gives us a bound proportional to the Jaccard
distance between ¢(I) and ¢(n[I]), while the p bound we have is in ¢; distance.

Showing these bounds are close is where the u-color plays a central role. First,
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consider an interval I such that (e) portion of its proximity ball A is composed of
intervals of density € [n™¢, 1] - d;, where A is of radius ¢. Then the palette ¢(I) has ¢,
mass €2(¢) whp after thresholding since: 1) some intervals in A will be clustered whp
(they are dense enough), and 2) once clustered, the generated potential is large enough
to pass the threshold (since they are not too dense). In this case, we are done (without
using the color u): the Jaccard distance is proportional to the ¢; distance between
o(I) and ¢(w[I]), and hence the probability of separating I from 7[I] is bounded by
the “local corruption” (which overall is bounded by the total corruption). Second,
consider the case when 1 — o(e) portion of intervals in the A ball are outside the
aforementioned density range. Then we add mass to (-, u) of intervals in the ball
A, filling it up to reach ||¢(I)||; = Q(e) — this will increase the probability that such
intervals are mapped (again) to u (this increases corruption by a factor < 2). This

process also guarantees A balls at the next level [ have (1 — o(el)) - ¢ mass of sparse

n/At

G- (since o(e) fraction of unmatched intervals of higher

intervals, i.e., of density <
density were colored u at each level). One can then prove that, after running this
process for &~ 1/e levels, the set of intervals corresponding to each color, including u,
is of size < n/\' only.

Since we could not directly extend the minhash construction to the general non-

PNA case, we do not present this construction in the paper, but rather use it as an

intuition for its “robust” version as we describe next.

3.2.4 Imperfect neighborhoods

To eliminate the perfect neighborhood assumption (PNA), we must rely on the weaker

form of transitivity instead, from the triangle inequality: N.(I) C Na.(J) C N3.(I) for
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any J € N.(I). Note that the usual ideas to deal with such “weaker transitivity” do
not seem applicable here. For instance, if we pick the threshold of “close” in the cluster
construction to be uniformly random € [¢, O(c)], there’s still a constant probability
of separating I from 7[I]. One could instead apply the more nuanced metric random
partitions, such as from [157], which would partition the metric (Z,, ad,,) (thus putting
us back into the perfect neighborhood assumption), with the probability of I,[I]

¢ — which has been useful in other contexts

ending up in the same part being > n~
by repeating such partition ~ n¢ times. However, such a process results in a random
partition retaining only n!~¢ r-matched pairs, which is not enough to reconstruct even
those matched pairs (intuitively, the strings are “too corrupted”, as if the edit distance
is (1 —o(1)) - n), making it inapplicable for our algorithm (here again, this challenge
would be more manageable if additive approximation were allowed). Overall, dealing
with imperfect neighborhoods proved to be a substantial challenge for us, and we
develop several first-of-a-kind tools specifically to deal with it.

Eventually, we still sample a cost ¢; from some ordered set E, = {¢y,¢9,...} C
[c, Oc(c)]. Since we want that the cost ¢; satisfies that N, (N, (1)) € Ne,,, (), we set

E. of costs to be exponentially-growing, i.e., ¢; = O(c) - 3*. The formal definition is

in Section 3.4. A high-level comparison between the algorithms is provided in Table 1.
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PNA Algorithm General Algorithm

¢ are uniformly distributed within each | ¢ are computed independently for each in-

cluster. terval.

One radius? for each level. Multiple radiuses for each level.

oI, u) + max{0,1 — [lo(I, *24)|l; }- ©(u) independently computed using pivots.

/7 distance for corruption. dd distance for corruption.

Hard thresholding (randomized). Soft thresholding (deterministic).

Coloring: u — a single color by minhash. Coloring: u — multiple colors by normal-
ization.

Table 1: High-level comparison between the PNA and general algorithms.

Distortion Resilient Distance. Relying purely on triangle inequality forces us to
assign somewhat different potential scores to I and 7[/], hence we will quantify the
ratio between the two, referring to it as “distortion”.

While it may be tempting to try to keep the distortion to a constant factor, it
turns out one cannot do that without introducing super-constant factor corruption
growth (number of pairs with a large distortion), which is prohibitive for us. To
control corruption, we allow the distortion (i.e., the multiplicative difference) between
¢(I) and ¢(w[I]) for m-matchable pairs can be as high as n® for some small positive
constant o < €. However, such a distortion makes it impossible to obtain a bound
on ¢, distance between ¢’s of a m-match, which is proportional to p. Instead, we deal

with such distortion by employing a distortion resilient (robust) version of ;.

Definition 20. Fiz p,q € RE. We define the F-distortion resilient distance,

ddp(p,q) = Y pi

ipi>Fq;
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This function allows us to define and control corruption of (interval, color) pairs
by differentiating distortion (which captures multiplicative errors) from corruption
(which captures additive ones). As part of our analysis, we will show several basic
properties of the dd distance and develop dd-preserving soft-transformations, which
will replace the hard thresholds from the minhash construction. Intuitively, dd re-
places the use of the ¢;/Jaccard metric on the vectors ¢ and ¢, which was a key
enabler for using minhash under PNA. However, dd is not a metric in any reasonable
sense (it’s not even symmetric), rendering the minhash construction obsolete (e.g., it

is unreasonable to expect any kind of LSH under dd).

Assigning potential to (interval, color) pairs. Since maintaining equivalence
classes is essential for our construction, we analyze pairs of interval and colors in
7 x v (which, combinatorially, can be thought of as “fractions of intervals”). Thus,
when we increase the ¢-potential of a clustered pair (I, x’), we do so proportionally
to its 4 mass, meaning we set the potential to ~ (I, x’)75. Similarly, splitting

the ¢ potential to u-colored-pairs in A balls (i.e., assigning ¢) is done in a pro-rated

fashion, weighted according to respective pu(-, u) masses.

Assigning u potential: pivot sampling. Having so far discussed assigning of
the non-u colors in ¢ of (fractions of) intervals, we now discuss how to assign u-
color in ¢, and, eventually, amended coloring uz. It may be tempting to merely
subtract the assigned fraction of non-u-color from the u-color mass, but this would
result in additive errors (for the color u), while dd only allows for multiplicative
distortion. In particular, we need u colors to agree up to a fixed distortion as well

(to avoid more corruption), and hence we compute the new u-color mass directly,
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via a different technique for explicitly measuring sparseness (which is the central
purpose of u-color). To accomplish this measurement, we developed a procedure
called pivot sampling, which somewhat resembles the way we assign potentials for the
non-u colors. First, we downsample Z X v into a smaller set of pivots V. Second,
we approximate the density of each pivot in V), for each possible cost in E., thus
generating 0-potential scores for each pivot. Third and last, such 6 potential is split
among the intervals in a A-ball in a similar fashion to how we split ¢, generating
(-, u) potentials to intervals in sparse areas. This rather involved process, specific
to dealing with imperfect neighborhoods, requires much care to be able to control:
(1) corruption of u-colors; (2) balance of palettes ¢ (as we describe next); (3) sparsity
guarantees for u-color (part) at the end of the step ¢; and (4) computational efficiency

of such sampling mechanism.

Amending a coloring in a level, using ¢. While dd is a convenient analytical
tool for bounding corruption, it lacks the basic properties to allow coordinated sam-
pling between m-matchable pairs. Instead of sampling a color from (7, *) (as was
done under PNA), we add all colors in (7, *) to the amended coloring pz (I, ). To
maintain a distribution of colors, we first combine ¢ with pre-existing non-u-colors in
i, and then normalize to have ¢;-mass of ([, u), i.e., what “remains to be colored”,
thus ensuring that the overall amended pz (1, %) is a distribution. As in the PNA case,
we need to bound extra corruption from normalization by ensuring that the palettes
¢ have constant norms. While this analysis for the PNA solution is immediate (by
construction), here, instead, we employ several combinatorial arguments that analyze

mass of pairs with certain density over certain set of costs, eventually showing that in
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each level, we either add sufficient regular colors (corresponding to anchors/clusters)

or u-colors to all intervals while maintaining guarantees (1)-(4) above.

Controlling the growth of distortion. Our arguments require that throughout
the matching phase, the dd distortion F is bounded by n° (in particular, to main-
tain control over the aforementioned soft-transformations). Many of our algorith-
mic steps generate extra distortion. To control both distortion (multiplicative error)
and corruption (additive error), we parametrize maximum distortion F' = F'(¢,1) for
each step/level a priori, and bound corruption &% at each step/level using the pre-
determined distortion parameter F' = F(¢,l). The final approximation factor is a
function of the maximum cost in %Ec (which is further determined by the “base dis-
tortion” F'(1,0) = n®), together with the corruption factor we show in each step. At
the end of the day, a distortion F bounded by n° allows us to carry out the above

arguments (i.e., some of the above arguments can only work under small distortion

F).

3.2.5 The metrics ad,

We now briefly discuss the algorithm for computing the ad,(,.J) distance, using
oracle calls to ©,,/, metric. This metric is used to compute distances when building
the graph G, in the Interval Matching algorithm. Note that the latter makes n'*t0(©

0 = poly(7).

oracle calls to ad, and hence the algorithm has to run in time n
Intuitively, ad,(I,J) is meant to capture the following distance, which should

be thought of as an extension of the edit distance over an alphabet with the metric
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(Zu', D) where w' = w/~:°

min > LD, (I +i,J + (i),
1€[0,w)

where 7 ranges over all alignments of indices of I to indices of J. One can show that
essentially, if ©(/,J) = ed(/,J), then, for I = X;,,, J = Yj,, the above distance is
between Q(ed(X; ., Yjw)) and O(ed(X; 2w, Yiow)).’

However, this distance function is hard to compute fast: not only it is as hard as
computing edit distance on w-length strings, but even linear time (in w > poly(7y))
is too much for us. In particular, it does not use the fact that ©,,(I + i, J + 7(i))
captures the information of blocks of length w’. Hence, it is natural to approximate
the above by considering a “rarefication” of the above sum as follows:

Y - min > Lo+, T+ (i), (3.2)

1€[0,7)

However, the latter will not satisfy the triangle inequality — which is crucial in the
Interval Matching Algorithm — and in fact is not even symmetric: e.g., if the optimal
7(i) = i+1, then ad,(J, I) would be using ® on completely different arguments. This
is especially an issue since ® may substantially over-estimate ed on some of the pairs
(and hence “shift by one” can change the distance a lot).

Indeed, ensuring triangle inequality is the main challenge for defining and com-
puting ad,, here. We manage to define an appropriate distance ad, satisfying triangle
inequality for “one scale only” metrics ad, ., designed for distances in the range

~ [c,yc|, which turns out to be enough for the Interval Matching algorithm.

°I + i means the interval starting i positions to the right of the start of I; when, e.g., I =Y ,,
then YL,w +1= Yl,w-
6While we are not aware of an explicit proof of this statement, it is in the spirit of statements

that appeared in, e.g., [175, Lemma 5], [20, Lemma 3.2], [21, Theorem 3.3].
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First, we note that we have two different algorithms, corresponding to two distinct
distance formulations: (i) for large distance regime, where ¢ > w/~?; and (ii) for small
distance regime, where ¢ < w/~% The reason there’s a big difference between the
two cases is that when ¢ > w/~?, the alignment m may have a large displacement
|i —m(i)| > w/~, bigger than the length of “constituent” intervals for which we have
the base metric ©,,. Hence, for the “large distance” regime, when ¢ > w/~, we uses
a slightly different (and simpler) algorithm that runs in time ~ poly(w/c), and hence
is only good when c is sufficiently large.

Finally, we sketch the harder, poly(v)-time algorithm, for not-so-large c. The idea
is to allow alignment shifts in both intervals. More formally, let T = v3 and let A
be the set of functions A = (A,, A,) where A, A, : [—v,7] = {0,1,...,T — 1} are
non-decreasing functions with A,[—v] = A,[—7] = 0 and A,[y] = A,[y]. We define
the distance ad,, (I, J), to be, where 6 is essentially ~ ¢/w and &; = {0,1,...,3T —

Agli] — Ali] — 1}

ad, . (I,J) = min

(Az[v] + Ay[y]) 6w + Z z Z D (I +w' (i +0(A+ Agi]), J +w'(i + 0(A + A[i]))) .

i€[—yy)  AcG;
Intuitively, ignoring A-sum (i.e., think A = 0), we obtain an alignment of I to
J where the starting positions (of w’-length intervals) are close to multiples of w’ in
both strings (as opposed to only one string, as in Eqn. (3.2)). While allowing such an
alignment is enough for ensuring symmetry, it is still not enough to ensure triangle
inequality. Consider intervals I, J; K € Z where we want to guarantee that ad(/, K) <
ad(/,J)+ad(J, K). Apriori, there is no way to ensure an optimal alignment between

ad(/,J) and ad(J, K') will use the same shifts and hence makes it hard to offset the
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distance of large blocks in ad(/, K). To solve the inconsistencies between the shifts,
we use the A-sum over all possible shifts (this is yet another instance of “averaging
it out”). The last definition can also be computed in poly(y) time by a standard
dynamic programming.

Nonetheless, the following issue remains: think of the case when ad(/,.J) and
ad(J, K) use the maximally-allowed values of the alignment (namely %), in which
case ad(/, K) cannot use the natural composition of the two alignments (since it’s
out of bounds). To solve this issue, we upper bound each ad,, . with a maximal value
> ¢ (which solves the triangle inequality issue), and define the (non-metric) distance
ad, (-, -) as the summation over all costs ¢ € S,, which can be upper-bounded by ad,, .
(formal definition in section 3.8).

Finally, we remark that, at the end of the day, we cannot guarantee a per-pair
upper bound on ad(/, J), but only on average, and only when comparing X, ,, against
Yr()w (although the triangle inequality is true everywhere). This is, nonetheless, just

enough for estimating ed(x,y).

3.3 Top level algorithm

We now describe our “top-level” algorithm. We assume here that the first (1 —o(1))n
positions of z and y are equal; we can remove this assumption by padding z,y with

some fixed unique character $, increasing the size of x, y by a factor of, say, O(logn).

€

Our algorithm consists of log, n iterations, where v = nf. For each w = vt

?

i € [log,n], we construct the metric (Z,,®,,), which align approvimates the metric

(Zy, edy) (see Def. 18). Each iteration consists of two components: the alignment
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distance algorithm, and the interval matching algorithm, described in later sections.
Below we assume that n is a power of v, which is without loss of generality (as we

can increase n appropriately by padding the strings).

Alignment Distance algorithm. Assuming oracle access to (Z/y, Dw/y), the
metric constructed at the previous iteration, our alignment algorithm is an ora-
cle for computing the distance ad,(-,-) on w-length intervals. In fact, we have
O(logn) such distance measures, ad, ., one for each target cost scale ¢ € S, =
{1,2,4,...w}U{1/2,1/4,...,1/2n}. Each such function ad, .(-,-) evaluation is an
edit-distance-like dynamic programming of size poly(7), and overall can be computed
using poly(y) = n®© time and oracle calls to D,, Iy

Note that this algorithm does not run directly, but instead is used as an oracle

inside the matching algorithm described next.

Interval Matching algorithm. We construct a weighted graph G,, on Z,, such
that the shortest path distance in G, approximates the ad, distance on intervals.
Again, this won’t be achieved for all pairs of intervals, but only for interval pairs that
“matter”, i.e., that are in an optimal alignment for ed(z,y). The graph G, is the
union of edges of the graphs G, ., for c € Sy, each of them align approximating ad,, .

at “scale ¢”. Constructing the graphs GG, . is the heart of the matching algorithm.

Once we have the graph G,,, we build a fast distance oracle data structure on
it, using the ¢, embedding of [151], and whose output is the desired metric D,,.
Overloading the notation, we call ®,, both the distance oracle data structure as well
as the metric it produces. In particular, [151] shows how one can embed any n-point

metric into £, of dimension d = O(1n¢logn) while incurring O(1/¢) distortion only.

€
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Once we have such an embedding, we can compute distance between two points by
evaluating /., distance in dimension d. Furthermore the embedding itself can be
computed by running d single-source shortest path (SSSP) computations. Hence, we
obtain the following Theorem 21 as an immediate corollary of [151] together with a

standard O(m)-time SSSP algorithm.

Theorem 21 (corollary of [151]). For any € € (0,1/2), given any weighted graph
G on n nodes and m edges, we can build a distance oracle data structure with the

following properties:

supports distance queries: given u,v, output Dg(u,v) which is a (4/€)-factor

approximation to the shortest path distance between w,v in the graph;

Da(u,v) is a (n-point) metric;

runtime per query is O (nf);

data structure uses O(n'*¢) space, and pre-processing time is O.(mnc).

Top-level algorithm is described in Algorithm 1. At the beginning, when w = v,
we use the metric (Z;,;), which is just the metric on all positions in = and y, where
two positions are at distance 0 iff the positions contain the same character, and 1
otherwise. At the end, when w = n, we can extract the distance between z and v,
which is our final approximation. The algorithm MATCHINTERVALS, described in
Section 3.4, returns an unweighted graph G, .. The full graph G, for the scale w,
is obtained by union of the graph edges of G, . each scaled by Ci,c, over all ¢ € S,

together with some extra edges.
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Algorithm 1 EstimateEditDistance(z,y, €,n)

function ESTIMATEEDITDISTANCE(x, y, €, n)
Fix ), to be the constant from Theorem 22.
v < nf.
D, is a data structure that, given two positions into x and/or y, outputs 0 iff
the characters in those positions are equal and 1 otherwise.
for w € {7,7%,...,n} do
Let W,,, H., be sets of all w-length intervals on x-axis and y-axis respectively,
with Z,, = W, U H,,.
for c€ S, do
Guw,c < MATCHINTERVALS(®D /4, €).
end for
Gy ¢ Uees, Cm-c- Gy and add edges (X;.w, Xit1.w), (Yiw, Yit1w) with unit
cost for all i, as well as a special node L that connects to every other node with
an edge of cost C,, - w.
D, < data structure from Theorem 21 on graph G, for approximation 4/e.
end for
return ©,,(X; ,,Y;,) for a randomly chosen i € [n].

end function

3.3.1 Main guarantees

The guarantees of the algorithm follow from the following two central theorems.

Theorem 22 (MATCHINTERVALS; see Sections 3.4, 3.5, 3.6, 3.7). Fize > 0, w,n € N,
and cost ¢ € Sy,. Suppose (I, ady) is a metric, for which we have query access
running in time Toq. Then, the algorithm MATCHINTERVALS builds an undirected

graph G, ., over intervals L,,, such that:
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1. For all edges (I,J) € Gy, we have ad,, (I, J) < Cy, - ¢, where Cp, = Cy,(€) is

a constant.

2. For any alignment 7 € 11, with high probability: |{i | distq, .(Xiw, Yr@)w) >
2} < Cp - i ] adw,e(Xiw, Yagiyw) > ¢}|, where diste,,, is the hop-distance in

Guc-
3. The runtime of the algorithm is, by expectation, O (Tyq - n'T0).

As described above, using the algorithm from the above theorem, we build a graph
G, which is the union of scale graphs GG, .. Then we take ®,, to be the fast distance
oracle of the shortest path on the graph G,,, using Theorem 23.

Next theorem says that, given access to ©,,/,, we can compute ad, (I, J) for
any two intervals I, J € Z, which corresponds to the “natural extension” of ® from

length-w/~ to length-w substrings.

Theorem 23 (alignment distance ad; see Section 3.8). Fiz w and w' = w/~, as
well as constants C,C" > 1, and suppose we have a data structure for a metric D,
that C-align-approzimates ed, while also ® (X w, Xit1.0) < C' for all i € [n] (and
same for'Y intervals). Then, for any c € Sy, the algorithm from Section 3.8 defines

a function ady, (-, ) on I, x I,, with the following properties:
1. (Zy,ady,.) is a metric;
2. For all X;,Y; € T, ady (X;,Y;) > min{ed,,(X;,Y)), cy/7};

3. Define ad,,(X;,Y;) £ > g ¢+ 1[adyo(X;,Y)) > . Then, ad,, O(CC")-align-

approximates ed.

"Recall from the preliminaries that ady (X;, Y1) = w.
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4. For all I,J € T, ady (I, J) can be computed using O(v°WY) time and queries

to @w/ .

We remark that ad,, is not guaranteed to be a metric, which is the reason why we
use ad,, . in the theorem statement. Also, the algorithm from Section 3.8 requires no

further preprocessing.

3.3.2 Proof of Theorem 14

To prove Theorem 14, we just combine the above two theorems, 22 and 23. In
particular, the inductive hypothesis is that, for w = ~*, where i € [logW n|, the
distance oracle data structure ®,, outputs a metric ®,, with the following properties,

for some constant C,, = C(¢, log, w), whp:
1. ©, Cy-align-approximates ed;
2. ©D4u(Xiw, Xit1.w) < 4/€ (and same for Y intervals).

Base case: for w = 1, this is immediate by construction of ;.

Now assume the inductive hypothesis for v’ = w/y and we need to prove it
for w. By inductive hypothesis, ©,, satisfies hypothesis of Theorem 23, and hence
we can apply it to obtain an oracle query to metrics ad, .; each oracle query takes
O(v°M) time. Let 7 be optimizer for min, > ady (Xiw, Yr()w) (guaranteed to align-
approximate ed).

Define 7(+,) to be the distance in the graph G, constructed in the algorithm. We
will build a fast distance oracle ©,, on the graph G,, (using Theorem 21), meaning

that its output metric ®,, satisfies 7 < ©,, < 47/e.
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To prove the first property of the inductive hypothesis, consider any two intervals
I,J, and the shortest path vq,...v; between them, where vy = I and vy = J. We
have that (v;,v;+1) is an edge in some graph G, ,, or is an extra edge of cost 1; call
E the set of the latter i’s. Hence the cost 7(1,J) = > ;05 Cnc; + |E|. For i € E,
by Theorem 22 and Theorem 23, we have that Cy,c; > ady, , (vi, vig1) > edy(v4, Vig1)
(note that the other part of the min cannot happen as C,,, < /7). Also, fori € E, we
have that 1 = 7(v;, vi41) > edy, (v;, vir1) as edy, (X, Xj11) <1 for all j (and same for
V’s). Hence ©(1,J) > 7(1,J) = Cpy 3o Cit | E| > edy(v1,v9)+. . .+edy (vk—1,vg) >
ed, (I, ).

Next, we note that 7(1, J) is upper bounded by 2C,, min.cgs, ¢ + > 4.Cpc-

CESw

1[distg, (I, J) > 2] = Cpn/n +4C, Y- g c- distg, (1, J) > 2]. Hence:

D T (Xiw: Yagya) < Con +4C, > Y e+ Adista, (X, Ya(iya) > 2).

i€[n] c€Sy i€n)
For fixed ¢ € S,,, we have that, by Theorem 22:
> 1[diste, (Xiw, Ye@w) > 2] < Cr > Laduo(Xiw, Yagyw) > -
i€[n] i

Therefore, for every :

> (X Ya(nw) € Oc [ 14D e Lfadyo(Xiw, Yy w) > d

i€[n] c€Sw i€[n]

<O |1+ adu(Xiw, Yeg)

i€[n]
Take 7 to be the optimizer of the right-hand-side summation. Using Theorem 23

again, together with the inductive hypothesis for w’ = w/v, we conclude (where
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constant depends on € and log, w):

i€[n)

Z @ Xz W Yn(z w) < Oe (Z T(Xiﬂlﬂ Yﬂ(i)vw)

Oe mnzed qunY’(z)w)) )

since we can assume wlog that ed(z,y) > 1 (checking the opposite is immediate),
thus completing the proof of the inductive hypothesis.

The second property is immediate by construction of the graph G, and the fact
that approximation of the distance oracle ©,, is taken to be 4/e.

Now we argue that the final output produced by the top-level algorithm is a
constant factor approximation. Consider the ©,, guarantees for w = n, and fix the
minimizing 7, and constant C,, = C,,. For a random index i € [n], with probability
at least 0.9, we have that: 1) i € [1,n — o(n)], 2) w(i) # L (by our assumption
on z,y from the start of the section), and D (X, Yru)n) < O(Cy) - ed(z,y) (by
Markov). Furthermore note that |i — 7(7)| < C), - ed(x,y), and hence, D (X, Yin) <
D(Xin, Ya(yn) + 2+ )i — w(i)| < O(Cy/€) - ed(w, y). Also, since i < n — o(n), we have
that D (X, ., Yin) > ed(Xin, Yi,) = ed(z,y).

Concluding, the algorithm produces a O(C,,/¢) approximation to ed(z,y), with
probability > 0.9. Note that C), is a constant, depending on €, as we have only a
constant number of iterations, each incurring a constant factor approximation.

The runtime guarantee follows from time guarantees of Theorems 21, 22, and 23.
In particular, by Theorems 21 and 23, the runtime Tpq is O(7°")-n0 = n%©_ Hence

runtime in the matching algorithm, for every fixed w, is n'*°(€) by expectation. Thus
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14+0(e

the graph G, has size n ) and the preprocessing time of Theorem 21 is n!T°(© by

expectation as well. Overall, we have a constant number of w’s to consider, and thus

we obtain an expected runtime of n!+(),

3.4 Interval matching algorithm

In this section we describe our main interval matching algorithm, used to prove The-
orem 22. The correctness and runtime complexity analysis will follow in Sections 3.5
and 3.7 respectively.

Our matching algorithm iterates over a constant number of steps ¢, each iterating
over a constant number of levels [. The following MATCHINTERVALS algorithm is the
main loop over steps. We note that, in order to maintain high probability statements,

in each step we output O(logn) output colorings for each input coloring.
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Algorithm 2 Matching Algorithm
Input: Base cost ¢

Output: A matching graph G = G,,.

1: function MATCHINTERVALS(c)

2: Ky < {initialize a new coloring of a single color u assigned with mass 1 to all
7}.

3: G + unweighted and undirected graph with nodes I € Z,, and no edges.

4: fort=1,2,...do

5: K; 0.

6: for v’ € K;_ such that uw(Z,v\ L) >0do

7 for O(logn) times do

8: (G, K;) < (G, K;)W"MATCHSTEP(¢, K/, ).
9: end for

10: end for

11: break if K, = ().

12: end for

13: return G.

14: end function

“By W, we refer to the coordinate-wise union, meaning we add the output edges to G and coloring

Kk to K;.

It remains to describe the MATCHSTEP algorithm, which iterates over a constant
number of levels. In each such level, the algorithm updates the coloring x under
construction, to obtain the “amended” coloring %, while also using the “step input
coloring” «’, obtained at the end of the previous step. At the end of the iteration
over the levels, the algorithm MATCHSTEP produces a number of edges to add to the

graph as well as a coloring. The pseudo-code for MATCHSTEP is presented in Alg. 8,
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after a detailed description of the mechanisms and subroutines of MATCHSTEP.

3.4.1 Components of MatchStep: setup and notations

We first introduce basic notions used in our algorithm. To help the reader keep track
of the many definitions and notations, we summarize them in Table 2 and Table 3
for quick reference (the latter table is in Section 3.5). To avoid confusion, we use ¢
to denote ¢ from the theorem statement. Also, to simplify notation, we refer to the
oracle ad,, . simply as ad. Note that ad algorithm uses the data structure ©,,,,, which

we assume all our algorithms in this section have access to.

The set of costs E.. For each fixed base cost ¢ € S, we use a fixed set of costs
E. C ¢-[1,0,(1)]. The set E, is defined as {c1,ca,...c1/y}, where ¢; = = - 3", for

5/€¢

constants a = €/ n = a3 (whose significance will be clear later), noting that

1/a, 1/n are integers by constraints on e.

Colorings. Recall our definition of coloring x over color-set v as a mapping from
intervals to distribution of colors in v, denoted by p, : Z x v — [0, 1].

Our construction analyzes pairs of intervals and colors (I,x) € Z x v. For a
set R C Z x v of (interval, color) pairs, u.(R) is the ¢; mass of colors in R, i.c.
pe(R) = > (rxer ML, Xx). We often use the shorthand pairs when referring to
(interval, color) pairs.

We use colorings to partition Z into smaller (overlapping) parts. For a color y,
we denote its part by PX £ {I € T | u,.(I,x) > 0}.

Finally, we equip each u, with a data structure that allows efficient sampling

from it (Theorem 49). The reader should henceforth consider that sampling takes
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time proportional to the output size, up to poly(logn) factors.

Proximity balls A. For coloring x and ¢ € N, we define A$ (1) as the largest interval
ball around I containing at most ¢ u-colored f;-mass on each of left and right of I,
where p, (1, u) is counted on both sides. An exception to the above is for ( = 0, when
A°(I) = {I}. We note that for all I € Z, ¢ > 1, we have p,.(A(I),u) < 2C.
Extending the data structure for pu, above, we also use the data structure from
Theorem 50 to be able to compute the boundaries of any A$([I), given I,¢, in

poly(logn) time.

Interval and Pair densities. For I € Z, k, color y € v, interval set S C Z, and cost
¢ € E,, we define a density parameter d.(I,x,S)s = p.(Nz(I) N'S,x). We use the
shorthand d, (I, x)s = d.(I, X, Z)s. We also define the density vector d.(I,,S) € RY*

such that:

dfi([7 X5 8) é [dH(I7 X S)é]éGEc

We also define relative density as follows:

Definition 24 (Relative density.). Fiz [ € Z, k, color x and an interval set S >
I. The relative density vd.(I,x,S) € [1,00]" is the density of I w.r.t. each cost
¢ € E., divided by such density restricted to the set S, i.e., 1d.(I,x,S) = d.(I,x) @

d.(I,x,8).®

By convention, we set the relative density of empty colors to 1 (or co if empty
in S only). Note that rd,(/,x,S) > 1 and is monotonically decreasing in S. Both

are important properties that will be used when we bound density mass in “growing

8% denotes the Hadamard coordinate-wise division.
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balls of intervals”.

Our main matching algorithm uses estimates of densities of (intervals, color) pairs.
In order to estimate the densities fast, we use standard sampling, as implemented
by algorithms APPROXDENSITY and APPROXRELATIVEDENSITY (Alg. 3), whose

guarantees are as follows.

Lemma 25 (Approximating Densities, proof in Section 3.6). Fiz interval I € Z,
interval ball S C I, color x in coloring k, and cost ¢ € E.. Then, recalling that T4

is the runtime of a ad(-,-) oracle call:

1. For any given minimal density d,, > 0, the algorithm APPROXDENSITY outputs

d € [Q(1),1] - max{d,.(I, x,S)e, dm} whp, in time Tp = Tag - O (%‘ZX) + 1>.

2. Assume I € §. For any given minimal relative density rd,, > 1, the algorithm
APPROXRELATIVEDENSITY outputstd € [2(1), 1]-max{rd.(1, x,S)e, rdy } whp,

m time
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Table 2: Summary of matching algorithm setup notations.

Notation Description
Intervals
X, Xy space of all w-length intervals of x.
Y, Vuw space of all w-length intervals of y.
T, Ty space of all w-length intervals = X U ).

Distances

(Z,ady), (Z,ady)

alignment-distances. ad,, align-approximates ed. ad,,  is a metric.

(Rfl|r7 ddr) distortion resilient distance for F' > 1. ddp(p,q) = Zi:p¢>F~qi i
Costs, Neighborhood
¢ the current base cost for which we are building the current graph G,
Sw set of possible base costs {1/2n,...1/2,1,2,4,... w}
Ec; Ci= oo 3t and E, = {c1, ... 01/77}, for a small constant 7, dependent on € only
N(I) neighborhood of radius (cost) ¢: the set of all J € Z with ad([,J) < ¢
Colorings

A =nc
vt AU {u, L} color set
K input coloring obtained from the step t — 1
K current state of output coloring (at step t, level [)
I3 new state of output coloring being constructed (for step t, level I + 1)
(L, x) mass of (I, x) in k; uk(I,*) is a probability distribution

P the support of p,(*, x) (is a set of intervals).

Densities, Proximity Balls

de(I,x,S)e = ux(Nz(I) NS, x) is the é-density of (I, x) in interval set S
dsx(I,x,S) = dx(I, x,S)« is a vector of densities, where * ranges over all costs in F
rd. (I, x,S) =d.(I,x,Z) ©dx(L, x,S) is a vector obtained by coordinate-wise division

AS(D)

largest interval ball around I containing < ¢ u-colored ¢1-mass on each side of I
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Algorithm 3 Matching Phase: Approximating Densities

Input: interval I, color y, interval ball S, cost ¢, additive parameter d,, / rd,,

and access t0 i,

10:

11:

12:

Output: ©(max{d.(I,x,S). dyn}) and O(max{rd.(/, x,S)., rdn}) respectively

. function APPROXDENSITY (I, X, S, d, ¢, fix)

70 ()

S’ < Sample each I’ € § independently with probability min{~y - (I’ x), 1}.

S* + N.(I) NS’ by computing ad(I,I’) for all I’ € S and keeping all c-
matches.

S e {I'e S |y pel'x) > 1},

return © (max {uﬁ(év*,x) + % - |S* \§|,dm}> > © < rescaling to get
[€2(1), 1]-approx.
end function
function APPROXRELATIVEDENSITY (/, X, S, rd;,, ¢, ix)

d < APPROXDENSITY(I, S, (1, X), ¢, fiuc)-

D+ APPROXDENSITY (I, Z, rd,, -pix (1, X), ¢, fhr)-

return O <max {%, rdm}>. > © < rescaling to get [©(1), 1]-approx.

end function

Soft transformations. We define a couple of “soft” transformations used by the

algorithm: soft thresholding, and soft quantile. Their purpose is to replace “hard”

thresholds, thus balancing complexity vs correctness.

The soft thresholding transformation helps us with preserving sparsity of palettes.

For ¢ € (0,1] and v > 0, define T} : R{ — RY to be the transformation:
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(

T xT; >y

Ty (x): = 40 z; < 0y

v+ (%)?  otherwise.
\

The basic intuition is that Tg’ , softens the threshold at about 7 to decay (polyno-
mially) between 7 and ¢, when it becomes 0. Our algorithms use a few thresholding
transformations with different parameters.

Also, define the soft quantile transformation Qssr : Ri — R, for parameters

d,s €[0,1], and F > 1:

(

1 1>5-d
Qs.5.r(7) & f}laﬁalﬂ ml}lxj; where a; = € 0 i< (s—06)d
\ 1/F*?="  otherwise.
We use one such transformation: Q;(z) £ Q. (41 O(a2)(x). The intuition is

7

(H'l fractional rank element from z (in sorted order),

that @); is a smoothing between

(H—l)e

to + €/4 fractional rank.

We discuss and prove the properties of these soft transformations in Section 3.5.3.

3.4.2 Components of MatchStep: main coloring procedure

To amend the coloring x, we compute a set of potential scores, ¢, ¢, and 6. In
particular, we sample anchor intervals to define ¢ potential scores. Then, such scores
are divided over A-balls centered at the anchors and ad-close intervals, to generate ¢
palettes to all other intervals. We also sample pivots to define 6 potential scores, and
use it to augment . Lastly, we use ¢ palettes to amend coloring k — & for the next

level. We describe this procedure in detail next.
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Steps and levels. In each step ¢, for a given input coloring ', we produce O(logn)
output colorings. The goal for step ¢ is that for each interval I € Z, either: (1) we
cluster it together with 7[/] and mark them as “already matched”, or (2) color I
similarly to 7[/] up to some bounded distortion (while also ensuring the color parts
are decreasing with ¢). Here, our goal is to efficiently assign colors to intervals in Z
(which can be thought of as overlapping parts in a partition), so that we can compare
sampled anchors to some limited number of other intervals that share the same color.
Overall, as t increases, the number of colors in the coloring grows and the size of each
color (number of intervals of that color) becomes smaller, allowing us to increase the
number of sampled anchors.

We maintain the following set of coloring properties for a coloring k at a step t,

which uses the color-set v, = [A] U {u, L}, analyzed and proved in later sections:

e Sparsity: Each color x € v\ {L} will be non-zero for (i.e., shared by) few

intervals: |PX| = O(n'*9 /)\*). See Lemma 30.

e Correctness: Coloring k will have bounded corruption (as per Eqn. (3.1)), mean-
ing “accumulated error” is bounded by O (1) times the “original error”, O.(ed(z,y)).

See Lemma 27.

At each step, our algorithm iterates over levels [ € {0,...,logzn}, where 3 = n*.
Intuitively, each level takes care of different density regimes of pairs: lower levels will
correspond to high-density pairs and high levels to low-density pairs. The lowest level
[ = 0 is special: here our goal will be to cluster and match high density pairs, and
mark them as already-matched. In the subsequent levels, our goal is to color balls of

intervals which have large mass of pairs of the corresponding densities.
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Anchor Sampling. In each level [ > 0, for each output color y € v \ {u, L}, we
sample an anchor, which is an interval, color pair (A, x’) € Z x 1,1 \ {L}, from the
distribution %T*) (if sampled x’ = L, we skip this anchor/y). Each such anchor
is compared to all other intervals in 73;‘,, to form a family of O.(1) clusters Cy. In
level [ = 0, we add a graph-G edge from A to each clustered interval, and mark such
intervals as already-matched with 1-color. In the other levels [ > 1, such clusters are

extended to other intervals in the clusters’ prozimity, adding y to their palettes ¢, as

described in detail below.

Clustering. For each sampled pair (A, Y’), we compute the ad distance between A
and all other intervals I € 73;‘//, using the ad oracle. We also sample a cost ¢ ~ F.
uniformly at random. Next consider subsets A; C PY defined as A; = Ni..;(A)NPY
for j € {0,..., Jmax} Where jn.x = O(1/a). While the use of such sampling process
will be shown later, the important clustering property to note here is that for j < juax,
we have N (A;) N 77;‘,/ C Aj4y. The formal clustering algorithm CLUSTERANCHOR is

presented in Alg. 4.
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Algorithm 4 Matching Phase: Clustering around random anchors
Input:  Anchor pair (A, x’), interval set R, base cost ¢

Output: “slowly-growing” clusters around A: {(Aetej, ¢ + ¢, 7, da)}i=0.. jmar
for a random cost ¢ ~ E, where d is an upper-bound for {d. (I, x)ete; | J €
{0, .. Jmax}, I € Actej}

1: function CLUSTERANCHOR(A, R, X/, ¢)

2: Sample ¢ ~ E, uniformly at random.

3: For all I € R, compute ca4; £ ad(A4, ).

4: Below, for a parameter 7, we use notation A, = {I : cas < T}.
5: return {(Aziej, ¢+ ¢j, J, p (Ase, X)) | 7 =10,1, ..., Jmax}-

6: end function

Coloring: assigning ¢ potential to clusters. Next we assign potentials ¢ to
the clustered intervals in C,. Later, using potentials ¢, we will assign ¢ potential
to other nearby intervals in the proximity of the clustered intervals (as described in
Section 3.2.3).

From the above clustering algorithm, for a fixed output color y, and corresponding,
sampled A, X', ¢, we get a family of clusters C, £ {(Aj,ca,,7,da)}; satisfying the
clustering invariant from above. We then define potential ¢, (1, x) in new coloring x
for all intervals I € U;A;, using Alg. 5.

Intuitively, for sampled (A, x’,¢), we would like to distribute O(n/A\") potential
credits “equally” among [ € P;C,/ N N;(A), namely ¢,(I,x) = 3% - C{”;’((TI”;‘,/))& (note
that this sums up to 2n/A* over all I, and to 2n over all anchors/x’s). This method
however does not satisfy the necessary ¢ properties, requiring some adjustments.

Before describing the adjustments, we state these necessary properties, termed ¢

scoring invariants, which we will guarantee:



CHAPTER 3. EDIT DISTANCE 78

Claim 26 (¢ Scoring Invariants, proved in Section 3.6). Fiz step t and level l. Fiz a
color x in an output coloring k, for which we have sampled an anchor pair (A,x") €
Z X vy \ {L} where X" is some color in r', and sampled cost ¢ € E.. The ¢ scores

from Alg. 5 satisfy the following invariants, conditioned on an event that holds whp:

1. Correctness: For any I € T and distortion F > 1, if (I,x") is not an F-
corrupted pair (for some fized alignment 7 ), then ddo(p.n2ey (0 (1, X), Pu(7[1], X))

n~10.

2. Maximal Contribution: For all (I,x') € Z x v,y \ {L}, the expected potential

contribution of (I1,x") to ¢.(1,x) satisfies:
Eavre [0n(1.3) - 1Y = )] = O (242

3. Minimal Contribution/Balance: For all (I,x") € T x v,_1 \ {L}, the expected
potential contribution of (I,X") to ¢.(I,x) at least equals its mass p (1, X") on

almost all costs in E.: in particular, for all but O(n/«a) fraction of costs ¢ € E:
Eanr [x(1,X) - 1 = "] = 25,

The first invariant ensures uncorrupted pairs (A4, x’) add uncorrupted ¢ potential,
in particular that I and 7[I] get similar potential ¢. To guarantee the invariant, we use
the weaker transitivity property, namely the clustering property that N:(A;) N P,’f,/ -
A;i1, and hence that for uncorrupted pairs, I € A; = w[I] € A;;; (this is the
reason we have multiple clusters A; to start with). In addition, we estimate densities
with a lower-bound threshold of a factor 1/n°() from some upper-bound density of

any interval in the cluster, so that all density estimates are within a n°® bound

<
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(this treshold also helps maintaining efficiency constraints). An additional caveat is
that we cannot use this argument for j = j... To fix this, our algorithm multiplies
the potential of each A; by an exponentially decreasing coefficient v; = n™/%, which
ensures that each meaningful potential added to I generates a similar potential in
w[1].

The second invariant ensures that we do not assign too much mass to any pair
(notably a corrupted one). The naive assignment of ¢ would jeopardize this invariant
because the corrupted intervals may be “ad-centers”, i.e., slightly denser than their
neighbors (for every cost), and hence receive more ¢ in expectation. To overcome
this issue, we estimate the density d./(I, x’)., of each I € A, denoted d/l,\x’a and add
potential proportional to 1/d/1;/ (instead of 1/d,. (A, x")e)-

The third invariant guarantees we assign enough potential overall at each step and
its importance will become clear later once we discuss the balance of colors.

The formal algorithm ASSIGNPHIPOTENTIAL appears in Alg. 5.

Algorithm 5 Matching Phase: assign potential to Intervals in X', Y
Input: Output color x, cluster (A,yx’), density bound dy, cost ¢, and a

“decaying” parameter j.
Output: Assign ¢ potential to all I € A for color Y.
1: function ASSIGNPHIPOTENTIAL(Y, A, d4, X', ¢, J, fix)
2: =T

3: for 7T A do

4: d/l\d < APPROXDENSITY([’ X”I’ dy- n=%c, ,UK/).
5: ¢H(I,x)<—¢m(1,x)+7.§_q.%f;x'>'
6: end for

7. end function
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Coloring: assigning ¢ scores to intervals. Given ¢ potentials, we assign ¢
scores to other non-clustered intervals in the proximity of the clustered ones. We will
first provide a mechanism for level [ > 0, and deal with the special case of [ = 0
later on. Intuitively, we would like to assign potential ¢ to each interval within the
ball (in index distance) of fixed radius centered at any clustered interval. We use
multiple radiuses since any radius for interval I might need to be matched with a
slightly different radius of 7[I]. In addition, sometimes we need to group together far
sections, and hence we define ball radiuses with respect to fixed u-color mass (in the
current coloring k).

Specifically, let Z; = 8- {1,2,4,8,...,n/8'} be an exponentially growing set of
radiuses. Then for each ¢ € Z;, we define potential score vector ¢S (-,-) : Z x [A\] U

{u} — [0, 1] as follows. For x € [\'], we define:

9
S0 =T () - & - 2502) (33)

where T¢ =T ,6’@—(5_/31—)5 We define (-, u) later (using potentials 6).

Intuitively, the /z—zl factor decays the overall contribution fast enough to have a
constant factor corruption overall when summing over all radiuses, but slow enough
so that the distortion doesn’t grow too much between similar size radiuses.

We will guarantee the following ¢ scoring properties for all I € 7 except for

intervals whose proximity is sufficiently corrupted (and hence do not need guarantees):

e (Correctness: for any ¢ € Z;, the contribution of ¢-potential from F-uncorrupted
pairs to ¢S (1, *y) matches, up to FOU/9 factor distortion, the contribution to

@S (7[1], *2u), for slightly larger ¢, up to an extra additive error O(n™?). See
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Lemma 31.

n,30<1)
DU

e Complexity: For any color , the number of I € Z with % (I,x) # 0 is
This will follow from the fact that thresholding T ensures that $(7,y) = 0

whenever 1,.(1,u) - ¢, (AS (1), x) < ¢2/87°W. Implicitly in Lemma 30.

Coloring: assigning the u-colored ¢(-,u). We recall that the u-color is used
to 1) efficiently partition intervals of any density together with their corresponding
matches in 7, and 2) “group” together sparse sections that might be far apart.

We assign ¢(-,u) in a slightly different manner than ¢(-, *.,). First, we sample a
number of random pairs V termed pivots, directly estimate their densities, and assign
sparsity 6 scores. We then use 6 scores to assign ¢(-,u) scores to nearby intervals in
a similar manner to how we used ¢ to assign (-, *,). Our u-coloring procedure will

have the following u-coloring guarantees:

e Correctness: The distortion between uncorrupted (7, u) and (7[], u) is bounded

(as for the non-u colors). See Lemma 31.

e Sparsity: At level [, for any interval I € Z, for § = gpfl(l, u), there is a set of
pairs D in the proximity of A% (I) with p,e (D) = Q(863") such that all pairs in D
have relative density (w.r.t. to the A-ball) < no(o‘)ﬁﬁ%\t on at least &~ 1 — (l+2—1)6

fraction of costs € E.. The exact property will be described in Claims 46 and

47.

e Balance: for every interval I € Z, we will have ||, (1, *2a) + @ (L, %), = Qc(1).
This ensures that we can re-normalize the coloring at level [ with only O(1)-

factor corruption blow-up. See Lemma 32.
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The high-level idea is as follows. Consider an interval I. If there is a set of pairs
(J,X') in I’s proximity of total mass ', where for each such pair the relative density
rd, (J, X’,AEZ(J))C is at most @*(A%ﬁl), for sufficiently many costs ¢ € E,, then we
have the “sparsity guarantee” we need for keeping I u-colored for the next level with ¢
mass. However, if § is small enough, then we expect to find sufficiently many intervals
of the “right” density to color I with non-u colors to obtain the “balance” guarantee
as above.

We assign ¢(-,u) in three stages. First, we randomly sample a multi-set V' con-
sisting of O*(;) pivot pairs by including a pair (I, X’) € Z x v\ {_L} with probability
e (I,x") - B7, independently, k = 1) times (i.e., a sample (I,%’) can have multi-
plicity up to k). Second, for each pivot (V,x’) € V, for each possible radius ( € 7,
we generate potential sparsity score HZC(V, X'), which can be thought of as “the mass
of colors which V' is relatively sparse on, for many costs”. To obtain that, we iterate
over all costs ¢ € E, and estimate an upper bound on m, using the
approximation algorithm APPROXRELATIVEDENSITY.

To maintain near-linear runtime overall, we can afford at most O*(3') time for Ap-

PROXRELATIVEDENSITY per pivot (on average), and hence we set the “min thresh-

old” rd,, parameter to ©*(Z Also for the runtime bound, we would need that

PXCL )-
the local color-mass g, (AS(V), ') is at most O*(8') - pe(V,x'). When the latter
condition doesn’t hold, we do not need to do any testing as the relative density will
be lower than the bound we care about on average across all potential local (V,x’)
pairs.

We use the estimate of relative density to generate oy, € [0, 1] based on the

number of costs with sparse relative density, using the soft transformations:
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ovy = QuT’ (Tic (V. X)),

where I'; (V. x') is a vector of dimension |E,| with

- -1 Yo"
Lic(Vix')e = min {rdm(V, XS AL(V))e nﬁl—nAt 1} and T =T},

Then we define the sparsity potential score 05(V, ') for sampled pivots V € V.
As mentioned above, for pivot pairs where we cannot efficiently estimate oy, we set

the score to 1. In particular, for my,(V, x’) denoting the multiplicity of (V,y’) in V:

, o ove (AL (V) X)) < A0 B
(VX)) =mp(V,xX) -4

1 otherwise.

The algorithm for computing the 6 potential, ASSIGNTHETAPOTENTIAL, is pre-
sented in Alg. 6.
Finally, we assign ¢, (I, u) as a function of the estimated sparsity potential from

AS (1), using the following formula, for each ¢ € Z;:

©S(I,u) =T"
x'ev\{L1}
where T" = Tll// ; Q.(1)’ and k = 90 is a coefficient which guarantees concentra-

tion for all potential scores not omitted by the transformation T as above.



CHAPTER 3. EDIT DISTANCE 84

/

Algorithm 6 Matching Phase: assign 6 potential to pivot pair V, x’.
Input: Pivot (V) x’), multiplicity m, and level [

Output: Assign 6 potential to (V, x’)

1: function ASSIGNTHETAPOTENTIAL(V, X', m, 1, f1.)

2: rd,, < ni®. rﬁ

3: for ( € Z, do

4: if 1 (AS(V), X)) > A 3% 3 then

5: 0:(V,X') < m.

6: else

7 for ¢ € E. do

8: m <+ APPROXRELATIVEDENSITY(V, AS(V), rd,, &, it ).
9: L1 (V. X')e ¢ min {fdm Jrdu (VoA AL (V) 1}-
10: end for

11: 0 (V. xX') = m - Qu(T? (Tic (Vi X))

12: end if

13: end for

14: end function

Amending the measure (I, *) to get us(I,*). At the end of each level I, we
update each measure p, (I, *) by moving some of the p, (I, u) mass according to the
(I, %) potential. We need to ensure that we still obtain a distribution at the end,
and hence we do a certain normalization (rescaling) on ¢. Since such a rescaling can
increase the corruption, we need to ensure that the renormalization rescales the vector
by a constant factor only. There is a caveat though, that the renomalization factor
is small only when the added (I, *) potential is large, which we can only guarantee

when fi(1, *4,) is small. As a result, we recolor using the sum of ;1 and ¢ according
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to the following formula’:

(L) + ¢ 7, P (T%)
|Hn(Ia*;&u)+Z<ezl 90%(]7*)”1 )

p@([, *) = ,un([’ *7511) + ILLH(I,U) ' |

Figure 2: The flow of coloring intervals at level [

/s ; . K is the step t-coloring at level / ~
tl}(\;se:focfosli)erg?tit) P 9 At the end of level /, K
Pivot Sampling . ,‘(') I becomes k for the next level
- > B .
My : I ) A
X Anchor Sampling : Assigning potential l?alls are
—>| (A,%) 4 defined w.rt. y,
: L i \ Replacing (portions
g.V) of) u-colors with
Clustering around anchdr A other colors
) Distributing potentials | | B eeeee
(A,x) across A balls | @k

Assigning potentiall > ¢ (.Q( ).’)

to a new color y in k (S LA .

associated with the cluster e K is the step t-coloring
Lt at level (I+1)

At the final level, K becomes the input coloring k' for step t+1

9Note that in the formula, the vector pu, (I, *y) is considered to be the vector with u-coordinate

zero-ed out.
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Figure 3: A step by step coloring example at level [. For simplification, all intervals
start as u-colored, we use one ( = 2 radius, and omit the pivot sampling, density

estimation, and thresholding processes.

BANANAS.IN(:DUTH.BEACH?! BANANAS.IN.SOUTH.BEACH?!
(ANANAS .IS.OUT.OR.REACH! ! ANANAS.IS.OUT.OF.REACH!!
Step 1: Anchor sampling (\! = 3). Step 2: Clustering around anchors.
7
111 11
{419t 3p 1 RIS
BANANAS.IN.SOUTH.BEACH?! BANANAS.IN.SOUTH.BEACH?!
ANANAS.IS.OUT.OF.REACH!! ANANAS.IS.OUT.OF.REACH!!
11 128 28 LA 14141144444 444444111
7 7 7 7 2 '2%2277777 177777222
111111
4
7
Step 3: Assigning ¢ scores to each cluster. Step 4: Assigning ¢ to AS balls (¢ = 2).

BANANAS.IN.SOUTH.BEACH?!

ANANAS.IS.OUT.OF.REACH!!

Step 5: Coloring uz by “adding” normalized

. Gray color is for u.

Initial level (I = 0): marking as “already matched” L. For each step t, at
level [ = 0, we assign ¢ and 6 potential as above and use them to mark intervals as
“already matched” (with color L), instead of “regular coloring”. Hence for any step
t, we only have the colors u and | in x at the end of level [ = 0, and the rest of colors

come into play later, starting with level [ = 1. We use the following potentials, where

Zo = {0}



CHAPTER 3. EDIT DISTANCE 87

pull, L) =T° (L, 0) - (v \ {u, L})). (3.5)

U1 ) = T (pe(1, ) - LA ) (3.6)

Overall, the idea here is similar to the general case: any matching from uncor-
rupted (7, x’) pairs in &’ will generate a 2-hop path in G between [ and =[I], and
hence by projecting all of ¢ potential to L, we do not over-corrupt interval / (in
expectation), and maintain the u-coloring guarantees. We also note that the T°¢
transformation at level 0 is not required for correctness, but rather enables a more
uniform analysis across levels.

The overall algorithm for computing amended coloring, AMENDCOLORING, is

presented in Alg. 7.

Algorithm 7 Matching Phase: Color Intervals
Input: Coloring s and level [

Output: Amended coloring k computed from p,,¢, and 6,.

1: function AMENDCOLORING(k, ()

2: Compute the balls AS(I) for all I € Z and ¢ € Z; (using algorithm from
Thm. 50).

3: Compute 4 (1, u) as per Eqn. (3.4),(3.6) for all I € Z,¢ € Z; (using data
structure from Thm. 50).

4: Compute ¢S (1, *,y,) as per Eqn. (3.3),(3.5) for all I € Z,( € Z; (using

algorithm from Thm. 51).
p (L) + e 7, (1)

. f N7eZ.
||/m(1,*¢u)+2<ezl vi(l:*)Hl ora ©

5: Compute pz(l) = (1, *2a) + pe(l, 1)

6: return k.

7. end function
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3.4.3 MatchStep algorithm: main levels loop

Finally, we describe the overall MATCHSTEP algorithm, using the ingredients pre-
sented earlier. The main algorithm is MATCHSTEP from Alg. 8. It uses couple more

functions: INITCOLORING, in Alg. 9, and ADJUST-u in Alg. 10.

Choice of Parameters. We fix the following parameters, as a function of n and e.

e 3, )\ < nf, ensuring convergence in constant number of rounds while allowing

sparse partitions.
o k <+ (3(logn)®W, an oversampling factor for concentration in pivot sampling.

o o« /¢ sufficiently small constant to control the blow-up of the distortion F

(noting that the starting distortion is Fy = n®).

e 1 < €3, to ensure our set of costs is sufficiently large, avoiding blow-up from

() transformations.
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Algorithm 8 Matching Step Algorithm

Input: base cost ¢, input coloring ', step t.

Output: a matching graph G and an output colorings .

1: function MATCHSTEP(c, k', t)

2:

3:

4:

10:

11:

12:

13:

14:

15:

16:

17:

18:

19:

20:

21:

22:

Initialize k <= INITCOLORING (K', t).

G <+ unweighted and undirected graph with nodes I € Z and no edges.
for 1 =0,1,... do

Break if [ > 0 and min{u. (X, u), u.(Y,u)} < B

Gry O < 0.
for x € [\] do
Sample (4, ) from the distribution & K/\(I*I’*) :

CLUSTERANCHOR(A,P;(,/, X5¢), ifx # 1
Cy
0, if Y =1
for (A, ca,j,da) € C, do
Add edge (A, I) to G for each I € A. > Only important for level 0.
ASSIGNPHIPOTENTIAL(X, A, da, X', cA, J, fw’)-
end for

end for

V < Subsample each (V,x') € Z x v\ {L} with probability %‘f’xl),

independently & times.

ASSIGNTHETAPOTENTIAL(V, X/, my((V, X)), [, ) for all (V,x') €

supp(V).

K <— AMENDCOLORING(k, ().

end for

Set (I, %) = 0 whenever p,.(I,x) € (0,n719) and renormalize each p,(I,*)
to a distribution.

K < ADJUST-u(k).

return (G, k).

end function
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The function INITCOLORING initializes an output coloring. It keeps all 1 poten-
tials from the input coloring ' intact, since those are already matched, and sets the

rest to u.

Algorithm 9 Matching Phase - Init Coloring
Input: Input coloring «/, step ¢

Output: a new output coloring x where all # | mass is set to u.

1: function INITCOLORING(K/, t)

2: Let v < AU {u, L}.

3: Initialize new coloring x over v by setting u,, = 0.
4: p(L, L) = puer (1, L) for I € .

5: pr(l,u) < po(I,v\ L) for I € Z.

6: return k.

7. end function

The function ADJUST-u ensures the color u will have the same sparsity guarantees
as the rest of colors in the end of step t. Such guarantees will be discussed in Section
3.7.1, but at high level, we would like to limit the number of intervals containing the
u color. Since the only guarantee we have is for the minimal u-mass between X, ),
we will remove all u color altogether if p,, (X, u) and u, (Y, u) differ significantly, and
otherwise, we use the T transformation to avoid the case where many intervals on

both X and Y contain a tiny mass.
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Algorithm 10 Matching Phase - Adjust u
Input: Coloring x at the end of step ¢ with bounded u-mass (in ¢; sense).

Output: Adjusted coloring  with bounded u-support (in ¢y sense).

1: function ApJuUsT-u(k)

2 if LS ¢ [1/3, 5] then

(YV.u)
3: p (I, L) < pe(1, L) + pp(I,u) for I € 7.
4: pi(l,u) < 0 for I € 7.
5: end if
. (NN(L*#u)vTu(NK(I:u)))
6: (:U%(I7 *#u)v ,U%(I7 11)) — ||(Mn(17*¢u)7T“(M~(I7u)))||1 for I € 1.
T return x.

8: end function

3.5 Correctness analysis of the interval matching

algorithm

In this section, we prove correctness of the interval matching algorithm, namely Theo-
rem 22, items 1 and 2. Item 3 (runtime) is proven in Section 3.7 later. Note that item
1 is immediate from the algorithm (as we only add edges if ad distance is < O(¢)).
Hence we focus on item 2. To help the reader in the ensuing proofs, we collect
important notations and definitions in Table 3 for quick reference.

Our central correctness lemma shows that the “corruption” in each level/step
grows by at most a constant factor. Recall the notion of corruption from Def. 19:
(I,x) is F-corrupted pair if either: (1) n[I] = L; (2) ad(I,7[{]) > ¢; (3) x # L and
ddp (px(L, x), (1], x)) > 0; or (4) x = L and distg (L, 7[I]) > 2. Also, recall from
Eqn. (3.1) corruption per interval parameter {5(1) = >_ .1 ) ic Focorrupted pair M (L5 X)

and the total corruption is defined as & = £5(Z).
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The following central lemma bounds corruption growth per level/step:

Lemma 27 (Corruption growth per level; proof in Section 3.5.2). Fiz €,0 € [0,1],

and alignment = € I1. Fiz F € [n®, 3°)]. Fiz step t, level I, input coloring ' (built

at the previous step) and output coloring k (being built in the current step). Then,
&5 R

AMENDCOLORING at level | amends k — K such that 51@ =0 (W) + O, (n77)

with probability 1 — €2, where F = FO1/<).

Recalling that &% is the corruption at the end of the previous step, and €% is the
corruption at the end of the previous level (in the current step), the above lemma
bounds the multiplicative growth of the corruption of the amended coloring &, modulo
a very small additive term.

In addition to this central lemma, we also need to bound the excess corruption
incurred between steps, mainly from the ADJUST-u procedure, which is captured by

the following lemma.

Lemma 28 (Corruption growth by ADJUST-u; proof in Section 3.5.3). Fiz € € [0, 1]
and F € [n®, °€)]. The function ADJUST-u amends k — & such that fli =0 (&) +

O (n?), where F = FOU/),

While the rest of the section is devoted to proving the above lemmas, we first com-
plete the proof of Lemma 22, item 2, which requires the following fact for preserving

dd-distance on summations :

Fact 29. For any ay,...amy,by...0, € Ri, we have that:

dd2F<Z a;, Z bl) S 2 Z ddF(&i, bl)
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Proof. For j € [d], let L; C [m] be the set of coordinates where a;; > Fb,;. If

Dier, Qi S D e, Gy then D0 ai; < 23 00 ai; < 2F 0 b, and hence

ddop (D, aij, Y, bi;) = 0. Otherwise,

ddZF(Z Qi 5, Zbi’j) S Zam <2 Z Q; 5 = QdeF(CLZ‘J‘,bZ‘J).

icL; i

Summing over all j € [d], we get:

dsz(Z ag;, Z bz) = Z dd2F<Z ai,j; Z biJ‘) S Z Z 2 ddF(ai,j, bi,j) =2 Z ddp(ai, bz)
% % J % 7 J i i
as needed. O

We also state the following complexity statement, bounding the size of parts P,
the set of intervals I with u, (1, x) > 0 (in “step input” coloring ’). Its proof appears

in Section 3.7.1.

Lemma 30 (Size of color parts). At each step t, for each color X' € v\ {L}, we have

that |PX | = n- O (85 - X whp.

An immediate corollary of Lemma 30 is that the total number of steps is bounded

by 1/e 4+ O(1) whp.

Proof of Lemma 22, item 2 using Lemmma 27. Fix step t with input coloring «’. Fix
F, = n*/®@"  We first show that for each output coloring s generated at each

MATCHSTEP call, we have with probability 1/2, at the end of step t:

gl’j"wrl — 6—0(1/62) . g}f_‘; + Oe<n_8)'
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To do that, we use Lemma 27, to obtain that in each level [ < O(1/¢) we have
O(e791/9) . 4/¢) factor growth in corruption with probability 1 — . and by the union
bound we get overall blow-up e~ /<) with probability 3/4 (as we have O(1/¢) levels).

1

Observe also that removing pairs with mass < n~!° in Line 19 introduces at most

O(Fi;1-n77) < O(n~°) additive corruption, since there are < n?® total non-zero pairs

10" corrupted mass. Finally,

and each pair removed can generate at most Fi ;- n~
notice that by Fact 29, the excess corruption introduced by INITCOLORING in any
new step is bounded by a factor of 2. Also, ADJUST-u introduces excess O(1)-factor,
and O(1/n?) additive corruption, and F = FO(/<) distortion growth (Lemma 28).
Overall, we note that distortion grows as O(F,)°0V/<) < F, 4.

Now, notice we generate O(logn) i.i.d colorings in each step ¢ for each input
coloring «’, hence, we must generate a “good” coloring x with high probability as
long as we started with at least one “good” coloring from the previous step. Now,
for a fixed ¢, define ke = |{i | ady(Xiw, Yriyw) > ¢} and notice we start the
MATCHINTERVALS algorithm with £} = k. and generate O(1) blow-up per step.

Finally, since MATCHINTERVALS halts when p,(Z, L) = 2n (this is the halting
condition from Line 6), and by the corollary above the total number of steps is O.(1),
we have £, = Oc(kc + 1/n®) for any “good” coloring x. Furthermore, for any -
matchable pair I, 7[I] with ad, (!, 7[I]) < ¢, if the hop-path between I, 7[/] in G is
more than 2, then this pair contributes 1 to & = Oc(k. 4+ 1/n°). We conclude that

all but O.(k.) m-matchable pairs have a 2-hop path in G as needed. [
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3.5.1 Bounding corruption growth per level: two key lemmas

To prove our central correctness Lemma 27, we introduce the following two key Lem-
mas. We refer the reader to Table 3 for a quick recap of important quantities and
formulas from our algorithm.

In particular, note that the amended coloring is obtained via the following formula:

(L) + e 7, #hT%)
i (L% 20)+ X ce 7, 05 (L)

,UE([? *) = NH(L *#u) + IUF»(L u) ’

Thus, in order to bound the growth of f%, we need to bound the quantities:
dd(@S (1, %), ¢S (x[1], %)), for some ¢, (', as well as the ¢; normalization from above.
These two goals correspond to the two key lemmas.

To state the key lemmas, we introduce the following measures p of the corruption
of intervals from nearby intervals. First, define B,(S) for & being a subset of X" or
Y as the smallest enclosing ball around 7[S] (ignoring the L’s). Now, fix an interval
I € Z, output coloring x, and arbitrary coloring s’ (which can be either an input

or output coloring). Fix distortion F', and set & C Z with u,(S,u) > 0 that is a

subset of X or ). We define “local” corruption measures p;’“/(l ,S) and p" (I, S) as

follows:

o,k w1, K
Pr (Ia S) = ZK((&?I% ) gF (8)7
,n\,-/n’ w(I,u K’
o (1,8) = £l e (B (S)).
The first lemma below bounds the expected distortion-resistant corruption of

©S(1,-), ¢S (n[I], ) for a fixed interval I, as a function of its p scores of the neighbor-

hoods of I,7[I]. The lemma considers arbitrary ¢ (radius around ), and assumes
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there is a convenient ¢’ (radius around 7[/]) that is not much larger than ¢ (otherwise

there’s a lot of error in this region already).

Lemma 31. Fiz step t, level | > 0, and alignment © € I1. Fiz input coloring '
(obtained at the end of step t — 1), and the current coloring k (obtained at the end
of level I — 1 or from INITCOLORING ). Fiz F € [n®, 3°9]. Consider I € T, where
(I,u) is not F-corrupted pair. For ( € Z, when |l > 1 or ( = 0 for 1l = 0, define
By = AS(I), Bf* = A¥(I), and suppose there exists (' € Z; N[0, F2(] such that

m[A¥(I)] € Ag/2(7r[f]). Then, for F £ FOW/).

1. Forl > 1, in expectation over the random choices of A, X', c in the algorithm,

we have
E [ddp (w5Lm) o (7l 5) )| = O (£ A7 (1B + ). (37)
2. Forl >0, with high probability,
adz (e w), o (7ll)w)) = O (mdfey A" (LB ) + ). (38)

The second key lemma argues that normalizing each vector u(/, *) does not add

more than constant corruption in each level.

Lemma 32. At the end of levell > 0, for each coloring k, we have ‘
1

fs (1, *#u> + ZCGZZ 903(17 *)

(e for each I € T with high probability.

The proofs of Lemmas 31 and 32 are involved and appear in Section 3.6. We prove
Lemma 22 using these two key lemmas in Section 3.5.2 after introducing a few useful

facts.
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3.5.2 Proof of Lemma 27 from key correctness lemmas: cor-

ruption growth per level

Before continuing with the correctness analysis, we establish some auxiliary state-

ments.

Distortion Resilient Distance Properties. We show some properties of Distor-
tion Resilient Distance from Def. 20. Recall that ddr(p,q) = Zi:p¢> F.q Pi- First, we

show multiplication by scalars.

Fact 33. Fizp,q € R} and scalars a,b € Ry. We have ddp(a-p,b-q) = a~ddF'Q(p7 q)
Proof.
ddp(a-p,b-q) = Z api=a »  p= a-dd, 5(p,q)
lZZZ >F Z%>%
]

We also show a bound on the ¢; normalization of vectors.

For two vectors p, ¢ € R} and F' > 1, define ddp(p, q) = Ei:pi/qupi.

Fact 34. Fizp,q € R} anda,b € Ry witha > ||pl;, b > ||ql|, and a+b—|p||,—|q|l; =

o(F) - min{a, b}. We have,

dds.r2 (2, %) +ddg.p2 (£,2) < 4- (ddF(p7Q) n ddFIE%P))

a

Proof. By fact 33, we have that,

ddy 2 (%, §) +ddsre (3,F) = 5 - ddy poa (@) + 5 - dd, 1y 0 (9,9)

Now, consider a case where § € [1/3F,3F], then we have that, using the observa-

tion that ddg(-,-) is decreasing in F:

dds g2 (2,4) +ddgpe (£,2) <1 .ddp(p,q) + 1 - ddr (¢,p)



CHAPTER 3. EDIT DISTANCE 98

Otherwise, assume w.l.o.g a > 3Fb. The statement guarantees gives us a =

Ipll; (1+0(1)) and b > [|¢||,, implying \15“‘1 > (3—0(1))F, then on one hand we have

that ddp (p,q) > 0.6 ||p||, (by Fact 29), and hence the RHS of the claim is at least
4-0.6- @ > 2. On the other hand, ddsz2 (S,v) < H§H1 < 1 for any v, and similarly

for ¢, and hence the LHS is at most 2 and the claim follows.

Alternative Counting for A balls. When bounding certain parameters, we use

the following simple combinatorial claim:

Claim 35. Fix coloring K, parameter ¢ > 1 and function f :Z — R,. Then,

D () - FIALD) = D (gD, u) - f(I) < 2¢f(D).

1€l IeT

Proof. The proof follows immediate by counting the contribution of each f(I) to

elements in A$ (7). Formally:

S L) FALD) = 3 pnT ) Z F07) = 30 S UR(SEBL ), w) < Coun(l, ) ()

1€ Iel JEAC Iel JeT

Now, by change of summation, such quantity equals

> D UWSEB(L J),0) < o L f(1) =Y (D) D pwllw) = D il AL(T) )£ ().

JeL IeT JeT IGA%(J) JeT

And since p,.(AS(J),u) < 2¢, we conclude:

0SEB(I, J) = smallest enclosing ball containing both intervals
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Table 3: Summary of main notations and their definitions.

Parameters
€ Arbitrary small constant; complexity is n'TO(). « = ¢%/¢. We define Fy = n®.
A = n*. Sample size growths by factor A\ each step. = a?e®. The set of costs E, has size 1/7.
8 = n°. Base radius growths by g factor each level. k = (3(logn)®™), pivot oversampling factor.
Jmax | = O(1/a), number of costs per anchor.
Transformations
c _ mO(1/e)
T T >y T =Ti/p1/80
q _ _ 70(@1/¢)
T&,'y(x) =10 T < 5’)/ T = Tl/\/ﬁ,l
L (Zi)g is u _ mO(1/¢)
v+ (%) Otherwise T =Ty 50.0)
1 1>s-d
Qs,5,7(2) = max jc(q) a|j| - Milje s T; where a; = < i< (s—0)d
1/F34=%  Otherwise
Qi(z) = Qi,k (e 002, (z)
Potentials
or(1,X) = puer (I, X') 3% g‘:a" "wj'l[a‘iii‘i’l)éaﬂc], basic potential from matching anchor (A, x/, ¢)
i
E]—; =0 (max{dy (I,X)etje, = - dw (A, x')32}), approximated density for a matched interval I
AS(D) largest interval ball containing < ¢ of £1-mass of u-color in p on the left and right of T
21 (AS *
@é(l,*;&u), (>0]| =1T¢ (MR(I, u) - % : 7@,(1\5[(1), ))
|
(VX)) a vector of costs in E, with I'; ¢(V, x’) = min {rdﬁ/(V, X AL(V)) ot gy, 1}
oV,x’ = QuT’ (T1¢(V,X)))
y multiset of pivots; = subsampling (V,x’) € Z x v\ {L} k times with prob. g (V,x)- 57!
my (V. x")) multiplicity of (V,x’) in V
o , ! AC/ V , / < )\ . 6 . l
(V) = (Vo)) - T e B S A
1 Otherwise
Z;,1>0 =B {1,2,4,8,...,n/8'}, is the set of radiuses ¢
Zy = {0}
21 i
@g(lv u)7 C >0 =7 (MK(I’ u) ! IBCT : mln{% . ZX'EV\{J_} QE(AE(I%X/% 1})
P, (=0 | =T (T w) - D)
©O(1, L) =T (ue(I,u) - ¢ (I, v\ {u, L})) (¢%(1, L) defined only for I = 0 level)
HR(L*#U)"'Z(eZ @E:(I’*) . . .
= I = I . L )
pz (1, %) fs (L % 20) + s (1, ) e o) e gr P (always a distribution over x’s)
Error measures
= () _J1 w[I] =L or ad(I,w[I]) > ¢
r dd g (e (L, %21 ), ps (T[], %21 ) + e (1, L)1[diste (I, w[1]) > 2] otherwise
Kok’ «(I,u !
P (1,5) = L g (S)
=T, S) =£ :((éllll)) €5 (B(S)), where B.(S) is the smallest enclosing ball around 7[S]
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D m(lw) - FIALD) =D (A1), ) - f(I) < 2¢f(D).

IeT IcT
as needed.

O

We now proceed to the proof of Lemma 27. Recall that Lemma 27 states that, in a

fixed level, the new coloring & (amended from ) satisfies @ =0 (%7? > +0 (n%)

with probability 1 — 0, where F = FOU/e) For reader’s convenience, we include a

summary table of notations in Table 3.

Proof of Lemma 27 using Lemmas 31, 32. Fix distortion F', level [, and consider an
interval I € Z\n~'[L] with ad(Z, n[/]) < ¢. Let m; = p.(1, ) and myp = po(w[I], 0).
If either (I, u) or (w[/], u) are corrupted — meaning ddg(m, Mx)+ddp (M, my) >
0 and hence ddp (M7, M) +ddp (M), mr) > max{mr, mn} — then £E({1, 7[I]}) >
w (merely from u-color). The new coloring K, obtained at the end of level

[, updates at most m; + my total mass (at I,7[I]). Hence, we have, for * =

LI n[1}) —&5({1, w[1]}), and using that ddp(a+b, ¢) < ddg(a, ¢)+b for a,b, ¢ > 0:

&< Y ddop(ur(lwpn) pr(m(l]vpn)) + (ua(I' L) = (', 1)) (3.9)

re{lx}
Fact 29 , ,
< 2 Z ddp (e (L', %21 ), pu (T[], %21 ) + 3myp (3.10)
{1}
< O(F({I, m[1]})). (3.11)

where for (9), we note that (', L) can only be corrupted in pz if it was previously

corrupted. Below, we consider intervals I such that both (I, u) and (7[/], u) are not

F-corrupted, i.e., -~ € [1/F, F].

T My
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To bound the new corruption f?([ ), we analyze two cases: the base case of level
I = 0, where our main goal is to match intervals and the corruption added is for
already matched pairs (colored L) without a short path in G, and the general case
of I > 1, and our goal is to move p-mass from u-color to y € [A!] color, in similar
proportion for both I and 7[I]. In both cases, we analyze the expectation of ffq as a
function of & }?/, &p. We note that throughout this section, we consider the probability
space over the sampled anchors and pivots in the MATCHSTEP algorithm, and all
expectations are over that space.

Recall our coloring update procedure replaces the u-mass of I by vector p,. (I, u)-

:U'Fu([,*;ﬁu)'i'zggzl ‘PE(L*)
||Nn(17*¢u)+deZl PR (I%) ||1 '

Base case of level | = 0. At the beginning of the step, we have that pu,. (I, L) =
e (I, L) and p(l,u) = pe (I, v\ L). Furthermore, at level 0, we amend only the u

and L color potentials. For u, we invoke Lemma 31 (2) and obtain (whp) that

adz (o). (w1 w) = O (o™ (11} + &) = O (&5 (1) + ).

For L, observe that ©2(I, L) < ¢.(I,v \ {u, L}) at level 0. Now, consider an F-
uncorrupted pair (I,x") € Z x v\ {L} that has been clustered by an anchor A at color
x. By Claim 26 (1), we have ddo .20y (0x(1, X), ¢ (7[1], x)) < n~ ' whp. Notice also
that whenever ¢, (I, x) > 0, we add an edge (A, I) to G which is uniquely identified

by color x. Therefore, one of the following must hold:
1. We add a 2-hop path between I, 7[I] in G; or
2. The total contribution of F-uncorrupted pairs to ©°(I, L) is O(n™?).

Focusing on corrupted pairs (1, x’), note that there is f}ff corrupted mass in Z; i.e.,
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total p of (1,x") with ddp (g (I, X'), e (7[I], X)) > 0 is at most £%. Recall that we
sample A’ anchors and by Claim 26 (2), each such anchor generates, in expectation,
potential O(#)

Therefore, for each (I,y’) pair, the added potential over all sampled anchors is
a r.v. with expectation O(u. (I, x’)). Overall, we obtain the expected contribution
of corrupted pairs to @%(I, L) is O(&E (I)). Define ur = (I, *2a) + @21, %) and
Z; = 1[diste(I, 7[I]) > 2]. Notice that, as there are only u and L colors to consider

at [ = 0. Then, for £ = > j—rnE [5%@])}, we have:

~ Fact 29 — L
< ZI . Z ,U% J J— + Z |:ddF/2 my - HZLLJ“NmW[ |’u7j[2J]‘| >:|
j=Ix[I] g=Im(I]
Fact 33

< €F {[ 7r Z my - {ddF/QF( uy Ur[J] )}

lwslly? ||,
j=I,x[I] T ”u [‘]]”1

Fact 34
K 4
<G + max {i ) 3 mE |4, /77t o)

T+ max Ll S (0GR + R W) + B [ad (e w), gl w))

=Ll J=IxI]

< €5(1) + max { T } 0 (Lm0} + & (LAl + 1)

By Lemma 32, we have [Jug|, , ||u ||1 = Q(e). Taking into account Eqn. (3.9) for
corrupted (I, u), we therefore have in expectation E[f;*;({[,ﬂ[l]}) — &R, w[1]})] =
O (&L, 7[1]}) + & ({1, m[1]}) + n~?)) overall for each interval. Summing over all
intervals (including ones that map to L or are at distance more than ¢), we conclude

E[EE] = O (26 + &5 +n79)).

General case. Consider level [ > 1. Intuitively, the new corruption added to

I is driven by 1) vectors ¢ that differ between I and #[I] (in dd sense), and 2)
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normalization. For a fixed ¢ € Z;, we shall bound the quantity ddz (¢S (1), ¢S (x[1])),
for some (' € Z;, F' > F, by the following quantity in expectation, up to a constant

factor:

o 2 2y (L AR (D)oo (1 A (1) > 2 (2 €8/ (NK(D) + Gl €r (Bo(AX (1))
(3.12)
where the first error term will come from standard error analysis (bounded via
Lemma 31), and the second error term comes from the case when ¢’ is too large.
Specifically, for ¢’ € Z; defined as the smallest such that w[A3(1)] C AS/ (w[1)),
we would like to use Lemma 31, but for that we need ¢’ to be upper bounded by F2(.
Let L be the set of intervals I for which the required property is not satisfied: namely,
the resulting ¢’ > 100- F'-(-logn (and (I, u), (7[I],u) are uncorrupted). We note that
if I € L, we have (B (A¥(I)),u) > 50F - -logn, and since p1,,(A3(I),u) < 6¢ (by
definition of A-balls), this in turn implies most of B,(A3¢(I)) x {u} is F-corrupted—

since B, (A3(I)) x {u} maps (under 7) back into A3¢(I) x {u} and specifically:

Ep(Br (N4 (T)) = pn(Br(A (1)), 0) = puc (A1), 1) = 50F - ¢ - logn — F - 6¢

Eqn.:g}lQ) p§ > 4Fm; > 4m7r[1]'

Overall m;+my < O(pg), and hence, just like for the corrupted I’s, the new cor-
ruption is bounded by O(p$), and thus O(3 ez, p5) (removing the explicit dependence
on a fixed (). Henceforth, we assume that I & UcL¢, and thus ¢/ = O(F - ¢ -logn) <
F?( and we can use Lemma 31.

By Lemma 31, we have that there exists F' = FO(1/<) and hence F' > (F(’/¢)®1/<).

2logn, such that:
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SRR ETREE)

2logn

—E [dd b (5 w). 0 (1] ) ) + a8 (500 u>,so§<7rm,u>ﬂ

2logn 2logn

= 0(p; +n7),

noting that while part (1) is a “whp” statement, it also implies “in expectation”
statement with extra 1/n® term. We now aggregate the contribution from all (’s,

obtaining:

E [ddp/ (Z PI),Y <pg<7rm)>] et E [dd% (Z (D), 12 - Zwi(w[ﬂ))]
ez ey 2l \ ¢ ¢
"ok [z ad g <sog<f>, 3 @i(ﬂ[ﬂ))]
¢ ¢

2|21

<23 elas (w006 al))]
¢

2logn

=0 (Z(pf, + n8)> .

¢

Finally, we consider the contribution from normalization. Define u; = fu,,(1, %24)+
Y ez Po(I) and vr = pu(T[I], %20) + 3 ey w5 (m[I]). We split the vectors by the L
coordinate u;(L) and the rest u;(*., ). For the L color, using Fact 32 to bound the

effect of normalization, we have:

4 20 (o) (L) = O () - pulL, L),

and since (I, L) is only corrupted in % if it was corrupted in x, we can bound the

total contribution of L corruption by:
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Contribution of L to SE(I) =0 (-

L) - €6(T). (3.1
For the other colors, we use Lemma 34 on vectors uy (% ), vr(*£1 ) with a = |lus]|,, b =
[orlly, noting that a +b — [jur(x2 )|y = [Jor(ez)lly = ps(l, L) + pu(mll], 1) <2 <

o(F)min{a, b} (using Lemma 32 on a,b again):

E [ddSFIQ(uJ(*;éL) vz(*;ﬂ))_}_ddsFQ(vI(*#L) ul(*;ﬁl))]

lurlls 2 florlh llorlls > llurlh
< O ( l+1) -E [ddgp/(’ul, U[) + ddQF/(U[,U[)] (314)
2?0 () (5;( )+ () + Y (05 + o 17 )) : (3.15)

CeZ

We now compute the aggregate contribution 5}2(1) over all intervals I € Z, where
F =8F?.F = FOU/¢) For this, we need to also bound the sum of all p$ quantities

as a function of total corruption &, which we do in the next claim.

Claim 36. Fiz 1 > 0 and assume p,(Y,0), pe(X,u) > 1. Then, 317> ey, 05 =

O(&f +€5).

Proof. Recall that p§ = %lp;’”/(f, A3S(D)) + logon (I A3¢(I)). We bound the sum of
each term separately. First, let 7y = min{3¢, p.(X,u)} and ry = min{3¢, u.(Y,u)}.

Then j1,,(A3(I),u) € [rx,2ry| for [ € X (and similarly for V) and:

Yoo (L AS() <y b @A“»+2¥%ﬂfw@w»

Iez Tex rey
D (D w) € (D) 2 3 (N () w) (1)
Iex Iey
Z 2ry - §F Z 2ry - §F
Tex 1ey

< 4gf.
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Summing over ¢ € Z;, we get > 7D ey, %p?”/(I,AiC(I)) = O(&). For the

second term, defining &5.(1) 2 ¢5(5F (1)) = ¢o({I' e T | T (I') = I}

Z ASC Z NN(I u) f-c A3§ _|_ Z ,Uw([ u) (ASC( )))

ez lex ey
<Yl (A1) Y el g (AK(D))
Iex Iey
Claim 35 .
l: ’ %Zﬂn(Aic(I%u Tyzlun A3C 5 ( )
Iex Iey

< ST uAEGEI) W - ) + A S ARG (), 0) - (D)
I'ey I'ex

<= Z3TX Ep(l ryz?’?”y 3304
ey Iex

< 685

Summing over ¢ € Z;, we get D7 Y e o fogn” ?N(I AL(D)) < llzgl,ll 685 = O(&F)-

By summing up both terms, the claim follows. m

Finally, we can estimate the amount of “new corruption”, >, 7 dda(uz (1, *), pz(7[1], %)) —
&%, by summing Eqn. (3.15) over all intervals I € Z, and using Claim 36 (noting
we only call AMENDCOLORING when f1,.(Y, 1), p,.(X,u) > 8! = w(1) for level [ > 0).
Below, let Y C Z denote the intervals I such that both I, 7[I] are not F-corrupted

onu, and L = U¢L:

URecall 7 (I) = 7(I + j), where j > 0, is the minimal one such that (I + j) # L.
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IeT
= Y EEED]+ D EEEM]+ Y E[EED)]
Ie\U IelL IeU\L
<O(ER) + >, O+ Y ElEE(I)]
IeLCez; IeU\L
ML o)+ S EE(D)
TeU\L
EFaCt(:f?:s) /

wr(21) vr(x£1)
+2 37 B |ddgyy(ualL ). i (71 ) - Ao (s A gy A

TeUu\L
EFaczEgSi% 5)
qn. (3.15
< ngﬁF < F(I) + Ep(n[1]) + Z P+ Pﬂm +n )>
Ieu\L CEZ
= O(ESE) + 0 () - (sm +> (pf+ n8>)
IeT cez,

Claim 36
<

O(SE) +.0 () - (&5 + &8 + O™

=0 (60(11/6)) (fF + 5F) (7177)

The soundness of the Lemma is obtained using the Markov inequality. O

3.5.3 dd under soft operators and proof of Lemma 28

Before proving Lemma 28, we argue how soft operators are resilient under the dd
distance. In particular, we show that dd distance behaves nicely under the soft
operators of thresholding 7" and quantile () (which are used precisely for that reason).
Such property will be pivotal in the construction and will be used extensively in

the next section, and while the proof of Lemma 28 requires only the use of soft
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thresholding T, we introduce them here together for exposition.
Claim 37. For any v,y > 0, we have ddp.(T3. (v), T} (y)) < ddr(x,y) + y(6F)7.

Proof. Let t, = Ty (x) and t, = T] (y) We first observe that ¢, < z, and hence if
x > Fy, then ddpq(t,,t,) < t, <2z = ddp(z,y). Now, suppose z < Fy. If y < d7,
then t, = 0 and ddpq(t,, t,) < t, < v-(dF)? as required. If y € [§v,7], we have
ty =7 (y/v)? > F 9% (z/v)? > t,/F? Finally, for y > 7, we have t, = y and so

ddpa(ts, t,) < ddpa(z,y) = 0. O

Claim 38. Fizd < 1,s € [0,1], F, F" > 1 and integers v,d with v < dd. Also firx,y €
0, 1]¢. For any set of coordinates U C [d] of size d—v we have: ddpr.po(Qs..7(2), Qs.5.7(y)) <

dd g ($U7 yU) + 1/F§d_v.

Proof. Let g, = Qss.r(x), ¢y = Qssr(y). Consider the set J which maximizes g,.
We have |JNU| > |J]| —v. We consider two cases. First, suppose a|jny| > ajg - F77,

and let j* € JNU be minimizing y;-, then:

ddp. po < ddprpo(a gy -minz;:. a - min vy,
FI.F (Qm>Qy)_ FF( |J]| ey ek |JNU| jEJmij>

< ddppe(a -, anu) - V)

Fact 33
< ay) - ddpe (), y50)

< ddp (2, yu)-

Second, if a; < 1/F°", then ddp e (qs, gy) < gz < FU700- ||z < F*~%% This
concludes the proof.

]

(I+1)e F — n0@?

Now consider the specific choice Q;(z) where § = €/4,5 = 1 — =5

(Table 3).
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Corollary 39. Suppose v = O(1/a) with ed = Q(1/a?). Fiz z,y € [0,1]¢ with

|z||, < 1. For any set of coordinates U C [d| of size d—v we have: ddp.,0) (Qi(z), Qi(y)) <

ddp(zy, yu) +n 10

Proof. Recall § =¢€/4 in @Q);. Apply Claim 38 with F' = F', F = nCe® for some large

enough constant C'. m
We now prove the remaining Lemma 28.

Proof of Lemma 28. We first consider the case % ¢ [1/8,0], and, wlog, as-

sume % > (. That implies that all except < F/f fraction of pu,(X,u) >
(1 4+ 1/8)px(Z,u) is already corrupted. Now since F' < /2, and only (x,u)-pairs
are amended, that implies ffq < EF = O (7)) as needed.

Now for the other case, we use Claim 37 to obtain for any F>1and each I € T:
dd (7% (s (£, ), T (pe(w (1], 1)) < ddpegro (pe(1, W), pi(m (1], 1)) + 7

Now, for fixed I, applying Fact 34, and noting that ||/, (1, *2u), T (1 (1, 0)))|| >

1/2 (and same for 7[I]), we obtain:

ddp (s (1, %21), pa(mlI], %21))

<16 (ddﬁ (T (s (L, ), T (p (w 1], 1)) + dd\F (b (L, *;&mi),m(ﬂl],*#u#)))

!

4

— O (Ad g (eI, %), 1o l1), ) +17'0).

For L color, we again use the fact that we rescale by at most a factor 2, and that
L contributes to fg iff it contributes to 5;. The same argument applies to I where

w[I] = L or ad(I,n[I]) > ¢. Finally, we sum over all I € Z, proving the claim. O
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3.6 Proof of key correctness Lemmas 31, 32

We now prove the key correctness Lemmas 31, 32. Before proceeding, we develop

several supporting statements, in particular:

e We provide a proof for density approximation algorithm, Lemma 25;

e We provide a proof for ¢ color assignment properties, Claim 26.
Analysis for Approximating Densities. We now analyze the performance of
APPROXDENSITY and APPROXRELATIVEDENSITY (Alg. 3), proving Lemma 25.

Proof of Lemma 25. Let d = dy(I,x,S)e and let d = p1,,(S*, x) + % -|8*\ 8*| be the

estimator. Also, let d' = d.(I,x,S \ 8*). and s = |S* \ S*|. Note that s is a sum of

independent random variables in [0, 1] with expectation yd'. If d' > Q(k’f ), then by

Chernoff bound, s would concentrate whp: s = ©(yd’). Otherwise, if d' < 0(105"),

then whp s/v < O(lo%) = d,, for appropriately chosen constant. Hence, for (1), the

algorithm outputs whp, up to the O(-) rescaling:

max{c?7 dm} = max{d, (7, x, 3;)0 +O(1) - max{d,(I,x,S \ 3;)6, dpn},dm}

= 0(1) - max{d.(I, x,S)e, dmn }

For run-time, we have from Theorem 49, that generating the set S’ costs O(vun(s, X)+
1)=0 (%‘ZX) + 1), and since |S’| is bounded by that amount as well. The total
complexity hence is Tp = Tpq - O (%‘ZX) + 1).

For (2), we first note that since I € S, then d > p,.(I,x), and since we set
dm = pe(I, ) in the first call to APPROXDENSITY, we have that d = O(d) whp.

Also, let D = d,(I, x)., noting that D/d = rd.(I,x,S).. Now, consider the second
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call to APPROXDENSITY, and let D be the output; by part (1), we have that D=
O(1) - max{D,rd,, u.(I,x)}

Combining the bounds on D and (z we have that whp, using that d > (I, x):

mas {2, rd } = (1) max(B, 2000 1, } = 6(1) - max( 2, ).

3 7 2 A A K 87 K I7
For runtime, we have Trp = Tp(d)+Tp(D)+0(1) = To4-O <7m((1>><<)) o ZK(U:D

as needed. O

Analysis for ¢ invariants. We now prove the properties of the ¢ potentials, in

particular Claim 26.

Proof of Claim 20. Fix pair (I,x’), and ¢ € E.. Assuming that (I, x’) was clustered

by some anchor (4,x”), for fixed j € {0,... jmax}, let my,; = n= . 2. e 0 X

Mo
where ¢; = ¢ + jc, and ci}\j the approximation of max{d. (I, x')e,,n “da} with

dg = dw (A, x")3e. For a color x € [\, the contribution of (I,x') to ¢.(I,x) is

.....

mated well (whp event from Lemma 25), we have:

Ear My - 1[(1,X') clustered by (A, x", j)]]

= Pr. [Ae N,(D)AX =X"] -n- Eaen:, () [QA—? : w}

A?X dIaJ
_ g B (AX) 20 B (LX)
=n o R Eaens;n | =75
AEN@]. (I)

_ —aj 1 n’(I’X/)
=n Y. dm(la X’)éj v EAeNéj(I) |:[Q(l)’l}.maxlzdﬁ,(]7xl)éj7n7ad‘A}:|

The last equality is since 3,z () b (A, X') = dw(1,X')é;, and that d/l\] is a
%

constant-factor approximation to max{d. (1, x’)e;,n"*d4}. Summing over all j, this
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immediately gives us the required upper bound for item (2), as we need only to

consider the first component of the max:

Eaxrelds(l,x)-1X =X"]] =0 (%) :

For item (3), recall that d4 = du (A, x')se and since I € Nz, (A), we have that
da < dw(l,x )ee (by triangle inequality) . Therefore, specifically for j = 0, whenever
max{d. (I, X )e;,da-n""} > dw(I,X')s, we have that d (I, x")s; < n™* - de (L, X )e6e
which can happen only for at most O(1/a) costs ¢ € E, (using the fact all densities
are between n71 and n). Now, consider any other “good cost” and j = 0; we get the

following bound:

Eayr [miy - 1[(1,X") clustered by (A4, x",7)]] > du (I, X’)aj-%'({:%;—i?(); = e (1, X") /N,

Since the above quantity is a lower bound on the total potential, and we are
sampling a cost from a universe of size |E| = 1/n, this implies that for all but

O(n/a) fraction of costs ¢ € E,:

Ener [60(1,0) - 1Y = X]] = 250

as needed for (3).

It remains to prove item (1). Assume (I, x”) is not F-corrupted, i.e., p. (I, x") <
F - po(m[I],x"). Consider any j < jmax, and recall the clustering property — that
N(A;) N 73;3// C Aj;1 — and hence 7[I] € Ajiq. Also, we have that CZI\J is at least

Q(n=dy) = Qn~*dw (A, x")s:), and hence
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dr j maX{dAn_a 7dn/ (IaX”)éj } dan—¢%

o Y (maX{dAn*D‘,dN/(W[I],X”)ajﬂ}) = (min{L d,d(A,X_”)ga}> = Q(n_o‘),

A1) j+1

where the second derivation is by triangle inequality and that c¢j 1 +¢; + ¢ < 3¢
Therefore,

ddo(pnzey (M j, Main 1) = 0 for any j < jmax. FOU j = jmax > 12/, we have
T e < 14 2n < 712 2 < 2p7 1) and by summing over all my v ; and
Main,,; (and using Fact 29), we obtain ddo(p.nze) (¢ (1, X), du(7[I], X)) < n~'° whp,
as needed for (1).

This concludes the proof of Claim 26.

3.6.1 Controlling average ¢ corruption: proof of Lemma 31

We prove parts 1 and 2 separately. Recall that B; = A$(I), and let By = AS (n[1]).

For any J € Z, we define m; = p.(J,u).

Proof of Lemma 31 (1). Let

Px = ZJGB, Or(JiX), @y = ZJEBW[I] Gn(J,X), v = ZJGB] 90%&]’ X)s Uy = ZJeBﬂm cpg(,], X)-

We define vectors p, ¢, v, u € R"M™L} correspondingly. Note that since (I, u) is not

F-corrupted pair in &, then ddp(m;, mxy) = 0. We have, using 7° with parameter
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q > 11/, for some F = FOI/<).

1 1
adp(v,u) = ddg. (T(my - & - p), T(mep - £ )

Claim 37 ! ! _
< ddge( (ml : ?—2 Dy Ma[1] * ffz : Q) +n
Fact 33
B —10
S Mg ddﬁe(a._mﬂf] e g +n

(2
l —
SmI?_QddF‘l(puq)—i_n 10)

where the last inequality holds since m;/ M < F and % > o),

It remains to compute (the expected value of) ddps(p,q), i.e., the difference in
¢ potential. Fix a color (coordinate) x. If an interval J € B; is matched to some
anchor/color (A,x’) pair, and (J,x’) is not F-corrupted pair, then, by Claim 26,
similar potential will be added to 7[J] up to distortion factor O(F - n?®) < F*:
specifically, ddps (d,(J, X), D (7[J], X)) < ddo(rn2e) (D (T, X), P(7[J], X)) < 0~ whp.

Now focus on corrupted pairs (J, x') where J € By, X' € v. Note that &% (B;) <
i—i : p?”,(I,BI); i.e., total pe of (J,x') with ddp(pe (J, X)), tw (w][J],X")) > 0 is
(@) <mi1 : p?”,(I,BI)) Also, from Claim 26, the expected potential added for each
corrupted pair (J, x’) for an anchor is O <%{X/)> Since we sample \! anchor pairs,

for each (J, x’) pair, the added potential over all anchors is a r.v. with expectation

O(pw (J,x')). Overall, we obtain, using Fact 29:

E [ddz(v,w)] < my- ?—é E[ddp:(p,q)] +n ' =my - ?—2 -O(n™® + m%p;’”l(f, Br))+n "

completing the proof of the first part.
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In the 2nd part, we need to prove Eqn. (3.8): that ddz (¢$(1,u), ¢S (7[I],u)) =
@) <% “p+ #), where p = p?”/(I,B}LC). We note that the case m; = 0 trivially
proves the lemma, and hence below m; > 0.

We first introduce a central claim, proven later. Define a = 65(Br, v\ {L}), and

b= 05 (Bem, v\ {L}).
my l

Claim 40. Assuming a = Q(S5), then, whp, dd o/« (a,b) = O (L R n‘9>.

Proof of Lemma 31 (2), using Claim 40. We have, by definition of ¢(I,u), a,b, for

level [ > 0:

ddA (5 (1, 1), ¢ (n[1], u)) = dd (T“(mI 2 min{ 8, 1)), T (mag - &7 - ming, 1})) .

(3.16)
Now, suppose b > k. Then, as (I,u) is uncorrupted and % > o),
/ l 1
ddﬁ(gpi(lv u)a ()Oi (TF[IL 11)) < ddﬁ <Tu(m1 ’ lz_Z)vTuOnﬂ[I] : g%))
Claim 37,Fact 33 10
S @ g () 4

— 10

Otherwise, we have:
, dd,T" are monotone 2, 21
ddﬁ(‘ﬁi([?u)?%pi (71‘[]],11)) < ddﬁ (Tu(mf ’ % ’ E)’Tu(mﬂ'm ’ % ) %)> :

Now, we show a similar derivation for [ = 0, for which we define ¢, = max{(, 1}, =

max{¢’,1}. In particular, we have using the fact 8 = (; = ¢/, = 1 at level 0, and

that By = {I} and By = {n[{]}:



CHAPTER 3. EDIT DISTANCE 116

ddﬁ(@ﬁ([, u)> 902(71—[[]7 u)) =ddp (Tu(mf ) %)7 Tu<m7f[f] ’ %))

u 21 a u 21
=ddp (T (my+ G 3), T (Mg - - %)) :

Note that T" = Tlo/géi)(l) transformation zeros-out any o(1/4) quantity, and hence
if a = o(k - B71), the statement is trivial. Therefore, from this point on, we assume

a=Q(k-B") =w(B"5). We continue to derive, for some F’ = F€ . & . 1/F:

&

21

7

! u 2l a u
a4 (1, u), o (nl1),w)) < ddp (T(my - 5 - ). T (may

EdISy

Claim 37 21 21
S ddﬁe/n (m; : g—i%,mﬂ[]] : %%) +n

Fact 33 21 .
< RS dd e (b)) 407

—10

o Fe/11 Cf

21 —
=M. %ddpr(a,b) +n10
Claim 40 l —
)
A 12
using F’ = FOU/9) that satisfies Claim 40 and hence F' = (F’E—QF)GWG) = FOWS)(¢ /¢, )P =
+
FO/e)

]

It remains to prove Claim 40. We first establish the following auxiliary claims.
First claim argues that for a set S of uncorrupted intervals I, the density of I in S

(local density) cannot be much larger than the density of 7[/] in 7[S].

Claim 41. Fiz a coloring k and a color x € v\ {L}. Fiz interval sets S,S, C T
such that: (1) w[S] C Sx; and (2) (I,x) is F-uncorrupted for all I € S. Then, for

any I € S, for all but 20/« costs ¢ € E; we have di(I, x,S)e < n*F - dg(m[I], x, Sr)e-
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Proof. Foreach I € S, we have ad([, w[I]) < e¢since (I, x) is F-uncorrupted. Fix some
I € 8. By triangle inequality, we have that 7[Nz(1)NS] C Nzyo(7[I]) NS, and since
all pairs in S x {x} are F-uncorrupted, then u,(Nz(I)NS, x) < F - p(7[N(I)NS], x).
Overall, we obtain that that, d.(I,x,S)s < F - du(7[{], X, Sr)erac. Since there can be
at most 20/« costs where d,(7[1], X, Sr)erac > n® - do(7[1], X, Sr)e, the claim follows

(recall that ¢ + 2¢ < 3¢, and the non-zero density range is [1/n'% n?]). O

Second claim shows that for some interval sets S and any factor Fy > 1, the local
density of I € S'in S is at least a 1/ Fy fraction of their density with respect to another
set of interest S’ (on most costs in F), except for a mass ~ 1/Fy-fraction of the mass
of §&’. This claim will help us both 1) to bound the mass of corrupted pairs where
their local density is significantly skewed by corrupted pairs which can potentially
generate additional corruption, as well as 2) dealing with the sharp threshold of Line

4 in ASSIGNTHETAPOTENTIAL Algorithm.

Claim 42. Fix interval sets S,8' C I, color x € v\ {L} in a coloring k and density
factor Fy > 1. Except for a mass of O, <% . ,u,i(S’,X)> of (I,x) € S x{x}, for all

except < 20/av costs ¢ € E., we have d,(1,x,8S)s > Fid ~dw(1,x,8)e-

Proof. Let pur = pe(l,x) and ps = p.(Sx) = Y jesir- Define a distribution pgs

over § by setting ps(l) = ﬁ—é For each ¢ € E,, we consider the following ex-

dn(17X7Sl)é

—dH(I,x,S)%]' By triangle inequality, we have that d.(I,x,S)s >

pectation Ej., [

max jen.(nns’ dx(J; X, S)e. Hence, we can estimate the expectation as follows:
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§ :ﬂdn(IaXvSl)é _ 1 E Bty
ps de(I,X,S)2¢ us de(I,X,S)2¢
IeS IeS,JjeS":ad(1,J)<é
< L E MBIy
— HS dN(J7XaS)é

1€S,JES" ad(1,J)<é

:LE — Hst
s K ps
Je§’

de(I,x:S")e Fa| <« Bsr .22 B ;
T oy — — s . union
di(I,x,S)2¢ Z e | S pns  Fg y

By Markov Inequality, we have that Pr;.,s [

bound over ¢ € E, there is a mass of O.(* 5}:&) where the inequality occurs for at

least one cost. On the other hand, for intervals where the inequality does not occur

Wl XS pa (noting that

for any cost, there can be at most 20/« costs where 4T x5)

non-zero (S, x) values are between [n~19 n?]), and hence for all other costs we have
du(I,x,8)e < Fy-de(I,x,S)es as needed.

]

A corollary is that the sharp threshold of Line 4 in ASSIGNTHETAPOTENTIAL
Algorithm cannot affect the 6 scores too much. For a pair (J; x’), we use the notation
o = Qu (T’ (T1c(J,x'))) as the quantity in Line 11 of ASSIGNTHETAPOTENTIAL.

Note that 65(J, x') = my((J, X)) - 0.7, unless the threshold of Line 4 passes.

Corollary 43. Fiz a level | > 0 and ( € Z;. Consider an interval ball Q with
1:(Q, 1) = O(C). Let Q¢ = AG(Q)". Then, Ey[05(Q, v\ {L})] < (1 +0(1)) - 5 -

Do ayeotxiniy b (I X') oy whp (over relative density algorithm randomness).

Proof. Let 0g = 65(Q,v \ {L}). Define the set of colors of large mass in Q*¢, where

2Recall AS(Q) = Ureo AS(T).
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Line 4 of ASSIGNTHETAPOTENTIAL may pass:
T={xev\{L}|p(Q* x) > -5}

Defining 7 = v \ 7 \ {L}, notice that pairs (J,x’) € Q x T will not pass the
threshold from Line 4 of ASSIGNTHETAPOTENTIAL and their contribution to E[fg]
is E[my((J,X)] - 0y = Giiw (JX) - 00

Now focus on pairs (J,x') € Q x T. Here, we split the ball Q¢ into h = O(1)
consecutive balls each of u-mass < ( each: call them Q7 for ¢ € {1,2,...,h}. By
Lemma 30 we have that . (Z,x') < |PY| = O (%} - B°). For fixed ¢ € [h], we

invoke Claim 42, using S = Q%, &’ = Z, and F; = to obtain that there exists

at most O (n® - X - 1+9) S o(pe (97, x')) mass of J € Q7 where rd,(J, X', Q%) >

/\tiﬁl on more than O(1/«) costs. Note that when rd, (J,x/, Q%): < then also

n
A

rd (J, X', AS(T))e < (by the monotonicity of rd, since for J € Q, Q4 C AS(J)).

XAl

Hence for all J € QF¢, except for O(1)-0(p (Q7¢, X)), we have rd, (J, X', AL (J))s <
g on all but O(1/a) costs ¢. The latter implies that all except for O(1/a) coordi-
nates of the vector I' will be equal to 1 whp (the n*® overhead dominates any constant
factor in the approximation) and the @); transformation ignores the O(1/a) lowest
entries. Therefore, 0;,, = 1 whp. This in turn gives us, for any S C Q*¢:

Do (X)) oy = (S, T) = 0(ue (Q7, T)). (3.17)

(J,x")eSXT

Now, we combine both cases. Note that by construction, and using the fact

07 <1 for all pairs, we have:

Elfo] < Y Elmu((JX)]-omet+ Y Emu((2.X))]

(JxX)EQXT (Ix")eaxT
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:ﬁl Z MH’(J,X,)'UJ,X/—i_/“L“/(Q’T)

(Jx)EQXT
Using Eqn. 3.17, first with S = Q and then with S = Q*¢, we obtain:

E[QQ] S % : Z MH’(Ja X/)O-J,X/ +o (MH’<Q+C7 T))
(Jx)eQxv\{L}

<k (1+0(1))- Y (X))o
(T EQT XA (L}

This concludes the proof.

]

Finally, we are ready to prove Claim 40, and in particular, show that assuming

a = Q(B?), then, whp, ddpoa/a(a,b) = O (mi, : %—*l -p+ n‘9> whp.
Proof of Claim 40. Recall that a = 3=, 1 cpag, <, 05(J, X'). Since a = Q(6'?), and
is a sum of independent random variables bounded by 1, we have that a = ©(E[a])
whp, hence we analyze E[a] = 3,5 ) E[my((J,X))] - 05(J,x'). The plan is to
show that E[b] - FO(1/9 > Ela] unless error p is sufficiently large. Note that this
requires comparing 6$(.J, ') vs 6< (x[J], X').
As we aim to use Claim 43, we consider J € B¢, where B¢ = AX(I).
Consider an F-uncorrupted pair (J,x') € Bfxuv\{L}; i.e., ddp(pue (J, X'), o (7[J], X)) =
0. Let p=T,¢(J,x') and g = ' +(7[J], X'). By the definition of I', we have for a cost

C:

pe _ ) [ rdue GIIICAS (l])e _ Ay (I AWD)e  dy@lT]n)e
=9 ( W UAS e 1) -9 (dn/(ﬂ[J]:X’,Ail(ﬂ[J]))a et 1) ’

=}
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since the two rd quantities are estimated up to a constant-factor, and capped at the

same value rd,, = n*® /\fﬁl whp. For the latter fraction, we note that since d, (J, X', S)z

is monotonic in ¢ for any fixed J, S, and since (J, x’) is uncorrupted, then by triangle

inequality, there are at most O(1/a) costs in E, where —da’ /TE(I]L”){)& >

«

n

s (X A% ()))e
d,y (r [T AE (r[J])e

set £ C B x v\ {L} to be the set of interval, color pairs (.J,x") which are either

The ratio is more tricky and we analyze it next. Define the

A (JX AR (D)6
o (w[]x AS (x]J]))e

For an uncorrupted pair (J,x') € {B/¢ x v\ {L}} \ £, we can combine both

> n3*. F for at least 22/« distinct costs ¢ € E..

corrupted, or where

inequalities above to obtain: there exists at most O(1/a) costs in E; where £ >

ni . F. Let C' C E, be the set of all other costs.

We now use Corollary 39 with d = |E| = 5 and v = O(1/«), for some F' =
FOa/e).

ddpr (01, Oai)e) = ddpr (Qu(T?([peleer.)) QT ([ge)eer.)))

Corollary 39
< ddpr.,,—o() ([Te (pe)]ecc, [Te(%)]aec) +n 10

Claim 37 —10
< dd(pr-o@yee ([Peleecs [ge)ecc) +2-n
< ddpapia ([peleec [geliec) + O(n ")

= 0(n™19), (3.18)

where last inequality used the lemma assumption that F' > n®, and the last equality
used the definition of C' above.
Now, for level [ = 0, we have E[a] = k - (Z(J,x’)eBIXV\{J_} e (J, X/>O'J7X/). Other-

wise, we invoke Corollary 43 for @ = By to obtain for all levels:
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Ela] < & (1+0(1)) - > tor (J, X )0 g
(Jx)EBF <\ {1}

<E@+01) | pe(€)+ 3 e (T X )00
(JX)E(BF  x\{L})\&

Now, we analyze two cases depending on whether pairs in £ contribute significantly

to a or not.

Pairs in £ contribute insignificantly to a. Suppose the second term is the

dominant one, i.e.,

Ela] < 3% - > X )ouy
(JX")E(BF S x\{L})\€

Then, for any (J,x’) in the sum, we have % < F (as (J,x’) is uncorrupted)
and % < FOU unless 07, < O(n1%) (from Eqn. (3.18)). Hence, using the
™ 3 X

assumption that F < 90:

E[b] =E Z GS(J, X/) Z % Z MW(‘L X/)UJ,x’
(JX)EVOB <\ {L} (IX)E(Bainx\{L})\E

> F—O(l/e)(E[a] . O(n—8)) > 6—1 . Q(/@15) _ Q(ﬁ05)
Therefore, we have that b = O(E[b]) whp as well, and overall we obtained dd o/ (a, b) =

O(n=?) whp.

Pairs in £ contribute significantly. Now assume that E[a] < 3% e (E).
We bound the color mass p,(€). For a color x’ # L, we define €, to be the set of

corrupted pairs in B;FQC x{x'}, and € := Uy (11 €y. Also let J, be the interval set



CHAPTER 3. EDIT DISTANCE 123

representing the first coordinates of €,,. Like in the proof of part (1) of the Lemma
above, we have p(€) < % - p where p = p}’”/(I,B;ﬂC) and ¢, = max{(,1}. For
level [ = 0, we have By = {I} and hence £ C € (when B; = {I}, a pair (I, ') can be
in £ only if it is corrupted, as the other condition in £ implies corruption as well).
For [ > 1, let B;[%/Q = Ai’/Q(w[l]). We invoke Claim 41 with S = B>\ Jy, Sy =
B;[%/ i) W[B;—QC] (from the precondition of Lemma 31). The claim implies that, for
J € B¢\ J and hence B;[%/Q C AS(7[J]), we have for all but 20/a costs ¢é:

e +2¢
d;d(J,X/,AK(J,)\jX’)é < dn’(val,BI \;/7X2/)é < na . F
dy (7[TIXAL (e dy (el B P)e T

dr (T A% ()e

: / +¢ / :
Let £, be the set of uncorrupted pairs (J, x') € B} * x{x'} with T o S NI,

n%* on more than 1/a costs in E.. Then, for each uncorrupted pair (J,x’) € B} x

7 AC
N\ €\ C. except for < 21/a costs, we have —a/XAD)e < psa . p
D\ &\ Gy, exccept for < 21 /ar costs, we have 5200 0 N e ="

Therefore £ C Uy &,y U €. It remains to bound g (UyEy) = > puwr(Eyr). Parti-

tion B;FC into 8 balls each of u-mass < ¢, called BY for g € {1,2,...,8}. Then, for each
¢ and color \' € v, we invoke Claim 42 with § = B\ J, 8’ = Jy, and F; = n**/2,
to obtain that there’s only a mass of O (=5 (€y)) of (J,x) € Bf x {x'}\ €, having

. . d, /s ! 1)e .
more than 1/« costs satisfying % > n?®/2. Now, by definition, we have
PACEY GRToy x'/é

dyr (JX' A% ())e
dyor (JX AL (D\T 1)

for each (J,x') € &, that > n?* on more than 1/« distinct costs,

dor (Jx' Ty )e

200 dor (Jx',\ Ty )e
U ASONT >n 1, as well as that 5

w! (va/vB?\JX/)é

implying that - > n?*/2, for q
s.t. J € B and hence B} C AS(.J). However, as deduced above, such pairs must have

mass bounded by O.(-puw(€y)), implying that g (Ey) = o(pe(€,)). Summing

over all colors in v, we obtain that . (€) = (14 0(1)) - pe (€) = O(5=p).

mr

Overall, we conclude:

ddp(a,b) < a < O(Ela]) < O (g : %p) .
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This completes the proof of Claim 40. m

3.6.2 Controlling balance of colors: proof of Lemma 32

In this section we analyze the quantity M; = p.(I, v\ {u}) + > .o, ¥5(1,v), and
in particular, prove that for each level I, M; = Q.(1). This will imply that our
normalization of uz introduces only a constant-factor further error.

Most importantly, analyzing M; requires understanding of the quantity (1, v).
At a high level, we show that one of the following must hold, for ¢ = 8¢ (or ¢ = 0 for

[ =0):
1. @&(I,u) = Q. (1), or
2. (1, \ {u}) = Qc(1), or,
3. (1, v\ {u}) = Q(1).

To do so, we proceed in a few steps. Recall that ¢4 (I, \ {u}) depends on
potential ¢.(AS (1), v\ {u, L}). First, we show how to bound ¢, (S, ) for a set S as a
function of rd, (I, *,S), for an interval I in the neighborhood of the sampled anchor
A (Claim 44). Second, we use this bound to lower bound ¢S (1, v\ {u}) (which applies
T to a re-scaling of ¢, (AS(1),*)) as a function of rd(J, X', S) for J € S where S is
AS(I) — in particular, if enough such J have rd about ﬁ on a non-trivial fraction
of costs ¢ € E,, we get such a lower bound (Claim 45), as long as p.(/,u) is not too
small (otherwise, item (3) above holds).

We then focus on ¢ (I, u) which relies on estimates of 6$(AS(J),v \ {L}). Our

third claim bounds the 6 quantity for J € S as a function of the mass of I’ € S, x’
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such that rd. (I', X', S). is at most O* ( > on some fraction ~ s; of costs ¢ € E.

BN
(Claim 46). Our final fourth claim (Claim 47), uses the previous claim (applied to
small ¢ balls of the previous level [ — 1) to show that, overall, small 6S(A(I))’s
(i.e., insufficient for (1) above to hold) imply that many pairs in I’s proximity have
the density rd in the right range for enough costs (allowing us to obtain (2) using
Claim 45). Finally, we use these four claims to prove Lemma 32.

Throughout this section, each time we refer to sets of costs, we refer to subsets of
E., where ¢ is the base cost of MATCHINTERVALS. Also, when we refer to contribution
of a sampled cost ¢; € E,, we refer to the total contribution of all ¢; ; = ¢; +¢-j where
J €10, ... Jmax} Where jmax = O(1/a).

In the first claim controlling ¢, we show that, for a fixed new color x and cho-

sen anchor (A, Y’), for any ball S C Z, the total potential added to S is roughly

concentrated.

Claim 44 (Controlling ¢.(S,x)). Fiz an interval set S C Z and output color x.
For any interval, color pair (I,X'), for all but O(1/«a) costs ¢; € E., and for all

A € Ny, (I), we have, with high probability, where rd., = rd (I, X', S)e, -

1. If (A, X/, ¢;) was sampled for color x, then ¢.(S,x) = O(n**) - =" and

rde,; At

2. If (A, X', cip1) was sampled for color x, then ¢.(S,x) = Q(n=2*) - R

Proof. Let C’f;?d C E. be all ¢; costs where:
L4 dn’(la X/)ci -n® 2 df@’([> X/)15Ci; and
hd d/i/([7X,78>Ci -n® 2 dn/([axlas)lf)ci-

e i is not maximal (and hence ¢;;1 may be sampled as well).
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We note that by construction, 15¢; < 27¢; = ¢;13 and since p (S, x’) € {0}U[n1%,n]
for any set S, then there exist at most 66/« + 1 costs in E; \ C’](f;?d.
We now show the claim holds for all costs in Cﬁ;?d. Fix a sampled anchor, color

pair (A, x') in coloring £’ and a cost ¢; € C’Icf;?d. For J € Z, denote d;; ; = dw (J, X')

Cij

By ¢ definition, if (A, X', ¢;) was sampled, we have ¢,(S,x) = >_; n=% - m, ;, where

me . — Z et (LX) 2n
2V JeN., (ANS d;:j At

c;
3%}

with ¢;; = ¢ + je, and d/J\” is constant factor
approximation to max{d;; ;,dn,} for d,, = dw(A4, x)3c, - n~* (whp, by Lemma 25).

Hence, using the triangle inequality, we have, using 2¢; ; < 3¢;:

—

dsij € [0(n™), 0(1)]-dw (A, X )¢, € [O(n™)dwr (1, X )iy O(1)-dwr (1, X )156,] € [O(n7), O(n*)]-dwr (.

and similarly,

L —

djiv1) € [O(n~) - dw ([, X,)30i7 O(1) - du(, X,)15Ci] C[O(n™),0(n")] - dw(l, X,)Ci'

Therefore we have that for each j:

1 (Jx! n O(n=*),0(n* n
mz"j = Z —MN/(\X) . i—t - W Y Z MH/(J’ X/>

dji;
JEN, ;(ANS ’ JEN., (ANS

CZ‘,J
_Bn=*)e®)] n . d;{/(A,X/,S)

o xX)e N Ci;j

and by a similar argument, we have that if ¢; € Cf;?d, then m; 1 ; € w-

% ) dﬁ/<A7 le S)Ci+1,j as well.

For (1), we have by triangle inequality and 2¢; + ¢; ; < 4¢; that du (A4, X', S)e,,; <

d (I, X', S)ace, <n®*-dw (L, X', S). and hence m; ; = RO
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For (2), we have by triangle inequality and 2¢; +¢; < ¢;y1 that de (A4, X', S)eryr,; >

Q(nf"‘) n

/ P
dw (1, X', S)., and hence m;qq; = e

Summing over all j, we obtain the required bounds.

[]

¢
The next claim helps control ¢$ (1, *4,) = T° (fy : W) for some parameters

7, C. In particular, it shows that if we have a set of pairs D with each (I, x’) € D of
the “right” density within some ball Q, then we add sufficient ¢ mass to Q, which

will survive the T thresholding whp.

Claim 45 (Controlling ¢(I,*y,)). Fiz level | > 0 and parameters 6,7, s € [Q(1),1]
as well as a set @ C Z. Consider the (interval, color) set D C Q x v\ {L} of pairs

(I,X") for which there exists a set of > % distinct costs C7 . C Ee, where for each

¢ € Cf, we have rdg (1, X', Q)e € n** - 55 - [L, B2 + 1[l = 0] - n]. If pw(D) > 5 - B,

then, with high probability, we have at step :
1. If 1 > 0, then HTC (7 . %) H > 0.907- (s — O(2)).
1
2. If 1 =0, then, T® (v - ¢.(Q,v)) > 0.907 - (s — O(2)).

The proof of Claim 45 is deferred to Section 3.6.2.1.

Next, in order to analyze ¢(-, 1), we show an auxiliary claim that bounds 6 (AS(J), v\
{L}). This claim will be used for complexity analysis as well. Consider some interval
ball Q at level [ containing ¢ u-mass in the current coloring x. Intuitively, this implies
there is a mass of sparse pairs proportional to { from previous levels. The claim below
bounds 6$(AS(J), v\ {L}), for all J € Q generated at level [, based on the mass of

sparse pairs around Q for the current level.
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Claim 46. Fiz a levell > 0. Fiz ( € Z;, and let s;, =1 — % Consider an interval
ball Q which, for level | = 0, contains precisely one interval, and if | > 0 satisfies
pe(Q,u) < 4¢C. Let Q2 = A%(Q) and QT3 = A3(Q). Let D C Q x v\ {L} be

the set of all (I,x') € Q@ x v\ {L} such that rd. (1, X', Q). < n3°‘5ﬁ/\t on at least 3t

costs ¢ € E,, and let DT C Q"% x v\ {L} be the set of (I,X') € Q™ x v\ {L}

where td, (I, %', Q7). < n3 .3 - Fioe on at least % distinct costs. Finally, let

(+ = max{(,1}.
1. 0S(AS(J), v\ {L}) < 1.1k - max{p(DT)/B', B2} for each J € Q whp.

2. 0S(AS(J), v\ {L}) > 0.9k - o (D)/B" for each J € Q whp, as long as p. (D) >

51—4—1/]{.

Proof. Let Q¢ = AS(Q). Let mg = 65(Q, v\ {L}) and mg+c = 05(Q7¢, v\ {L}).
Note that mg < 05(AS(J),v \ {L}) < mg+c for each J € Q, hence it suffices
to bound mg,mg+c. To compute mg, mg+c, we first compute their expectations
E[mg], E[mg+c], and then use Chernoff bound to conclude that these variables are
roughly bounded by their expectation whp.

We first upper-bound E[mg+¢]. For level [ = 0, we have E[mg+c] = E[mg] =
% : <Z(J,X’)€Q><V\{J_} pr (J, X/>O'J7X/>. For levels [ > 0, we use Corollary 43 to obtain

Efmg+c] < (1+0(1)) - 4 - > prr (LX) - 01
(Ix)eQ+2 xi\ {1}

Consider a pair (I,x') € Q"% xv\ {L}. If for a cost ¢ we have rd, (I, x', Q73), >

n3e. g - g then Tie(1,x)e < O(n®/B) < 1/+/B, and hence T°(Ty¢(I,x").) = 0

1—(81—6/4
n

whp. If the above occurs on > ) distinct costs ¢ — i.e., for I ¢ D" — then
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o1 = Qu(T°(Tc(I,x')) = 0 (based on @ transformation). Hence, E[mgsc] <
i (DF) - % (14 0(1)) for part 1 (whp over randomness of density estimation).
Similarly, to lower-bound E[mg], we observe that for any (I, x’) € Q@xv\{L} with

density rd, (I, }/, Q). < n3® for a cost ¢, we have T'; ¢ (I, X'). > min{Q(n*),1} =1

BN
whp. Hence T%(T';¢(I,x).) = 1, and for (I, ") where the above occurs on > o distinct
costs, we have o7, = Q(T?(T'1¢(1,x"))) = 1. We conclude E[mg] > [% - p (D) for
part 2.

Finally, note that mg, mg+c are each sum of independent r.v. in [0, 1]. Then, by

Chernoff bound, mg+c < 1.1 max{E[mg+c],O(logn)} whp (recall that k = ©(3%)).

Also, mg > 0.9E[mg] whp as long as, say, E[mg] > = w(logn). O

Finally, the next claim helps control ¢(-,u). In particular, it shows that if
05" (AB'(I),v \ {L}) is too small to ensure that we u-color such interval with suf-
ficient mass, then there must be a sufficiently large mass of pairs in I’s proximity of
the “right density”. The latter property will instead ensure that [ is colored with

non-u color, as we will show later.

Claim 47 (Small  implies many pairs in I’s proximity have right density). Fiz input
coloring k', current coloring k at a level | > 0, and let k=1 be the coloring k at the

previous level | — 1. Define b= minper pre—1(I', v \{u}) + >, ©°_(I',v) (ie, the

w1
minimal un-normalized mass of new coloring at level | — 1); and assume b = Q(1).
Consider any I € T with 0% (AP (I),v\ {L1}) < 2. k. Then, with high probability,
there exists a set of interval-color pairs D C AP (I) x v\ { L} with .. (D) > 23" such

that every (J,x') € D pair has relative density rd. (J, X', A2 (J)). € [1, 8% - n* - T

on > 6/74 distinct costs.



CHAPTER 3. EDIT DISTANCE 130

Proof. Let By = Aﬁl (I) and, by the stopping condition, we are guaranteed p, (B, u) >
3" — 1. For each I, we denote Z; = Z;N [0, 3 - 5%9)].

Since p(J,u) is monotonically decreasing with level | (AMENDCOLORING can
only decrease it), there exists an interval ball @ C By with p,.(Q,u) > (1 — o(1)),
such that Aiﬁl(Q) C By for any ¢ < B7%! (and hence ¢ € Zf ). Also observe that

for € Z,_1 \ Z/ ;, we always have goi,l(J, u) < Tu(62(£2_1)

) < TH(B5) =0,

Recall p recoloring procedure (AMENDCOLORING line 5). Letting my = p,.-1(J, u),
Us(J) = min{ 05 (AS (), v\ {L}), } and using ¢, = max{(, 1} (as a function

of ¢) notation, we have:

o) < (@) <53 myr 3 () <53 myr 30 Ty ? T US)).

JeQ CEZ1 JeQ ez

Now since my, é < 1 and T" is concave wherever it is > 0, the RHS can be

l—l

ra

further upper bounded by 7 3=, o my - dez* ) : T“(Bé;1 (J)). Now for each
radius ¢ € Z; | from level [ — 1, we decompose Q into disjoint consecutive interval
balls Qg as follows: for level [ = 1, each Q? represent the next single interval of Q
starting from the left. For [ > 1, each ball Qg is a maximal ball containing u-color
of mass < ¢ at the start of level I — 1 (i.e. p,-1(QS,u) < ¢ for all i), starting at the
first interval on the right of Q§_1 . Also, let W be the set of indices i of the obtained

balls, and W' the set of indices ¢ excluding the three smallest and two largest ones.

By switching summation we get:

US(J))-

pB(1—o(1)) < Y =N mpTm(E— = > TN mer(

Cezy Jeo CeZy €W jeq$
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Notice that since US(J) < 1, then for a single 4, we have Y, cmy - T“(ﬂé: .

US(J)) < Bt = o(b - p'), which implies that we can replace W with W’ in above:

) -1 w1
e, b- /Bl(l —o(1)) < dezl*_l ﬂg_+ ZieW’ ZJegf my - T (6C+

for i € W, let ¢¢ be the j-mass of interval color pairs (J,x') € Q5 x v\ {L}

-US(J)) as well. Now,

si1=¢/1 distinet

that are relatively sparse: where rd,.(J, X', Br). < n®*3 - Frtr on =

costs c¢. Also let ¢* be the total p.,-mass of relatively sparse pairs in B; (using the

same definition as above). By the definition of sets { QS };ew, we have ¢* > Y oiew .

We now invoke Claim 46 (1) with @ = QF, in which case (D) < > jel-33] q§+j

(noting A2(Q5) C Ujel—33 95, and that td. (J, X, Br)e < rdw(J, X', Q7)) — to
A1

US)) € & Xersa ¢, (noting that T%(z) = 0 for < O(571%)). Also,

obtain that, for any .JJ € Q%, we have U¢(J) < 1.1 - max{Z SPLS B } Hence

(5%

C+

since we defined Qf as containing a-priori < ¢ uncolored mass in level [ — 1, then

the quantity > ;. oc my - Tu(ﬁéj (J)) can be upper bounded by 1.137 . 5 qirj.

Overall, we obtain:

b (1—o(1) <11 Y =D N gf <7 > BN g <rgt Y B < g

Cezf €W’ je[-3,3] CeZy_, €W CeZ;
Hence we get that ¢* > &', meaning that there exists a set D* € Brxv\{L} with

t (D) > L. B!, such that for all (J,x) € D*, we have rd. (J, X, Br)e < n®*3? - iy

Si—1—€/4
n

on > distinct costs c.
On the other hand, let UZ'(I) := L. 0% (AZ'(I),v \ {L1}). From the claim as-
sumption, we have U (I) < 2.. We apply (the contrapositive of) Claim 46 (2) for

level | with @ = By, to obtain that w.h.p, for D defined as the intervals in B; with
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relative sparse intervals with respect to level [ (i.e. (J,x) € By x v\ { L} pairs where
rd, (J, X', Br)e < n®*- Fio¢ on = 3 distinct costs), we have p, (D) < 2. B (recalling
that b = Q.(1)).

The two statements can be combined to conclude that By x v\ {_L} contains a

set of p.-mass of at least (% — %) B> % - B of pairs (J,\') with relative density

rd. (J, X', Br)e € [1,8%] - n®* - Far on soae/d s 6/74 distinct costs as needed. [J

Finally, we prove Lemma 32.

Proof of Lemma 32. We prove by induction on the level [. Fix coloring x and level
[, and let k=1 be coloring k from the previous level, [ — 1. Consider each I € Z. Let

Mr = p(I,v\{u}) + >y, ¢S (I,v) and let my = p,.(I,u). Define

1 [=0

e
Il

minrez po-1 (L, v\ {u}) + > ez, ¢S (I,v) Otherwise
Our induction hypothesis is b, = Q(e)l. Since b;y; = mingez My, it suffices to prove

that M; = b;-Q(e) (whp) to complete the induction. First, if m; < 0.5, then M; > 0.5

(noting p,(I,v) = 1) and the claim is immediate so we assume m; > 0.5.

Base case: [ = 0. If there exists a set of colors v* C v, s.t. pu(I,v*) > }l where, for
each X' € v*, we have rdy(I,x). > n3® ﬁff/\t on 6/74 distinct costs, then we can use

Claim 45 and obtain that, whp,
My 2 (1, L) = T%(my - ou(L, v\ {u, L}) 2 T°(5 - ¢u(L, v\ {u, L})) = 5.
Otherwise, we use Claim 46 (2) to obtain 62(7,v \ {L}) > £ and hence, whp,

T (my - §- 021, \ {L})) > 5,
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which in turn implies that M; > ¢%(I,u) > %.

General case: [ > 0. If 0% (AP (1), v\{L}) > g—é-k, then T (m[ e 05" (AZ(I), v\ {J_})) >
w5 - b, and hence M; > o7 (I,u) > min{5b;, 1}. Otherwise, we invoke Claim 47 to

obtain there exists a set of pairs D C A% (I) x v\ {L} of mass p,.(D) > ;’—éﬁl where

rd, (J, X', A2 (1)), € [1, 3% - n® 5t on 6/74 distinct costs for each (J,x') € D. We

now use Claim 45 and obtain that whp,

€
> 300 b
1

DO [—

My > o (1 fu, 1)) > ]

T° <m1 : —%(A%}”v*)) T° (

as needed. We conclude that M; can be lower bounded by the recursive definition,

2 ‘

 pe(n? (1),*))
ﬁl

1

buia > min{b - 9(e). 1} = (26"

which completes the proof of the lemma.

3.6.2.1 Proof of Claim 45

To prove Claim 45, we wish to apply Claim 44, but we cannot do so directly, as the
lower bound we get from there is for a different sample set (since we can only use
triangle inequality which gives us a guarantee on a different cost), and hence we show

first the following useful statistical fact.

Fact 48. Let X be a non-negative random variable over some probability space and
let A and B be events such that Pr[A] = Pr[B]. Fizy € R such that X | B > v (i.e.,

whenever B happens, X > ). Then, E[X - 1[X > ~]] > E[X - 1[A]].
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Proof. Since Pr[A] = Pr[B], then also Pr[A \ B] = Pr[B \ A]. Hence,

E[X-1[A]] = E[X - 1[A N BJ]] + E[X - 1]A \ BJ]
—E[X-1[ANBJ]|+EX-1[A\B]-1[X > 4]] + E[X - 1]A \ B] - 1[X < 1]]
<E[X-1[ANBJ] +EX-1[A\B]-1[X >4]] +~- Pr[A \ B]
—E[X-1[ANB]|+E[X-1[A\B]-1[X > ]| + v - Pr[B\ A]

<E[X-1[ANB] +EX-1[A\B]-1[X > 1] + E[X - 1[B\ A]]

<EX-1[X =1]]
0

Proof of Claim 45. Note that every output color y in output coloring « is defined via
the iid sampled triplet (A, x”,¢) ~Z x v X E..

Fix A = log”n. We define the random variables 1, = min{¢.(Q, x)/8',1/A} and

a TC(V'@bx) [>0

v - Py [=0.

M.

X

Note that for [ > 0, ‘

T° (7 : ¢(BQ’7*)> H1 > > M, and forl = 0, we have T° () = x
for any x = (1) and hence it suffices to show whp > M, > 0.957 - (s — O(2)).
Now since we sample A" iid triplets (A, x”,¢), the quantity > M, is a sum of A’
iid r.v. bounded by 10g+n' Therefore, by Chernoff bound, we obtain w.h.p.: Zx M, >
0.9E[>_ M,] - O, (@) = 0.9\" - E[M,] — O. <$) Therefore, it suffices to show
E[M,] > dy-(s—O(2))- A"
To do that, we introduce another random variable, m,, and thereafter show the

following inequalities:

e Efm>6-6"(s—0(L)) X% and,
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The random variable m,. For each (I, x’) € D, let C’E;‘? be union of “bad costs”
from Claim 26 (3) and Claim 44 of size |C7%!| = O(1/a). For a fixed output color
X, define the random variable z;,/ as the contribution of (I, x’) to ¢.(, x) just from

; * Bad —
costs in C7,, \ O75, and let my := 37 ep 21y

The inequality E[m,] > §- ' (s — O(Z)) - A=*. Here we use Claim 26 (3), which
guarantees, for each (1, x') € D: E(a v s)~zxixp [ 0x(L, x) 1X = X"] | ¢ € EC\C’%(?] >

e (I, X") - A7%, and hence,

Eane) [my] = Eaxr o) Z
X)ED

= > Euwolax] > Y. Priee G\ OB - (1) - A",

(I,x")eD (I,x")eD
since m, only counts contribution for ¢ € C7,, \ C’Ef‘f. Using the fact that

Preeg[é € CF .\ O] > (s — O(n/a)) and that p,(D) = 6 - ', we obtain,

Eanr onzxvxp, [My] = (D) - (s —O(2) - A =65+ (s —O(%)) - A"
as needed.

The inequality E[M,] > J E[m,]. Define the event

l
B

Ap & {for sampled (4, X', ¢;) there exists (I,x') € D s.t. ad(l, A) < 2¢; A¢; € Ci v\ 0}37;‘,1

Note that on one hand, conditioned on not Ap, we have m, = 0 and hence m, =

1[Ap]. On the other hand, we have rd. (1, X', Q)s = n** - 5757 for any (I, x') €
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D and ¢ € C7,,, and therefore, whenever Ap happens, by Claim 44, Pe(Q,x) <

O(B'/n~) < B'/A. This implies that ¢,.(Q, x) - 1[Ap] = 1, - 1[Ap] - B!, and overall:

Yy - 1[Ap] B = ¢x(Q,x) - 1[Ap] > m, - 1[Ap] = m,

For | = 0, this immediately gives M, = v, > v, - 1[Ap] > %mx which implies
E[M,| > % E[m,] as needed.
For [ > 0, we need to use the upper bound guarantee on the density to “deal with

T° thresholding”. For this we first define the event

Bp £ {for sampled (A, X', ¢i1) there exists (1, x') € D s.t. ad(I, A) < 2¢; A¢; € C . \ CP

and notice that Pr[Bp] = Pr[Ap|. Now, since we are guaranteed for any (7, x’) €

D and ¢ € Cf,, that rdy (1, X', Q)s < n** - %+ 55, then by Claim 44 (2), we have

that, whenever Bp holds, ¢, > ;22(715)& > [$73/~v. We now invoke Fact 48 to obtain
El¢y - L[ty > B72/7]] > E[¢y - 1[Ap]]. Since T¢(x) = 2 whenever z > 572, we also

have that M, > v, - 1[y¢,, > S7%]. Overall, we obtain:

E[M,] > E[yty - 1yt = 877 = v E[Yyy - 1[Ap]] = Zimy,

for [ > 0 as well.

By combining both inequalities, we conclude:

E[M,] > 3 Elmy] = 76 (s — O(2)) - A~

which implies the claim with high probability as needed.
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3.7 Runtime complexity of the interval matching

algorithm

In this section we analyze the runtime complexity, establishing Theorem 22, item 3.

First we prove the lemma bounding the size of color parts in each step coloring.

3.7.1 Sparsity of colors in colorings: proof of Lemma 30

Recall that Lemma 30 shows that each color xy € v\ {L} is sparse in each coloring
k'. Specifically, recalling that 7335,/ is the set of intervals I with pu. (1, x") > 0, we need

to prove that [PY| < O.(8°A) - 1

Proof of Lemma 30. Consider a color x € v\ {u, L} in coloring k. For each level [

and for each j, we add O <% : w) =0 <na N M) ¢-potential to each

dr, N da,
(I,x") € /\/'C’f/](A), hence for level I we have ¢(Z,x) = O.(n*-3). We use the

X

bound on ¢(Z, x) to bound the total number of intervals which “survive the 7T°

transformation” (i.e., have ¢ potential still non-zero). First we derive, for [ > 1:

Clazm 35

225_2 Iu)%(AC X)<Zﬁl2m1u)¢ﬁ/\4( ZﬁQ%IX
€1 (e,

ez IeT ez
(3.19)

)¢ (AS (D), .
Now we have that Y5 .., ©5(Z,X) = >z dcen, T ('3—2 (L, )¢Bl(A WXy - Since
T zeros out any input smaller than 1/3%, we have that at most O.(n3°/\!) intervals
I'have -, 5 (Z,x) > 0. Finally, one can observe I € P;C,/ only if ¢./(I,x") > 0 at
some level of the previous step ¢ — 1, hence the bound follows.
It remains to show for the color y = u. For this task, let I’ be such that 8" €

[1,8) - n3>- 3 - 1. We consider two cases.
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First, suppose the algorithm reaches level I and i, (X, u), . (Y, u) > 8. We now
assume (by induction) Lemma 30 holds for " and invoke Claim 46. Then we have that

cach I € Z, T"(1 - 05(AS(1), v\ {L})) is at most proportional to the color mass where

rd. (1, %, QT3), < n3«. B’ﬁit for some set Q, on some of the costs. However, since,
by the definition of relative density it must be at least 1, then rd.(I,y’, Q7). > 1
and hence we obtain 7% (; - i—? COS(AS(D), v\ {L}) < Tw(p~ 5. L. iy L1k%) <
T*(1.1871%) = 0 for all I € Z (note that Claim 46 requires § > B~!°). This means
that all ¢$(Z,u) = 0 and u will not appear on any interval.

Now, consider the opposite: the algorithm breaks at level [* < I’, meaning that
(X 1) or 1, (Y, 1) is less than 7 < BY. Assume w.l.o.g . (X, u) < 4; this implies
(X 1) < ”ﬁi\—t"ga Next, notice that if % > (3, then ADJUST-u zeros out all
of u mass. Otherwise, we have that u.(Z,u) = O(”qu) before calling to ADJUST-u.
Notice that ADJUST-u omits u on any palette where u is of mass at most Q.(571)

(by the T" transformation), hence we conclude color u is part of Oe("/\if) palettes as

well at the end of step t for each x € K. Hence in the next step £ = t + 1, we get

PY| = Oe(;ﬂ5 ) for all y € v\ {L} as needed.

t—1

3.7.2 Algorithm runtime

We now proceed to the main runtime analysis of the interval matching algorithm.
We define S, = ||jexr (*, %)||,, i.e., the count of non-zero-mass pairs (I, x’) € Z x v.

We note that from Lemma 30, we have Sy = n - O (8°™"). The same Lemma also

implies that we converge in 1/e¢ + O(1) steps, since for ¢ > 1/e + O(1), all v\ {L}

colors must be non-zero in 0 intervals, in which case we stop iterating.
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Before proceeding to the proof, we state a couple theorems for fast evaluation
of potentials; they are all proved in Section 3.9 (and can be obtained from known
data structures). In particular, for sampling anchors and pivots, we use the following

data-structure.

Theorem 49. Given a set of numbers ay,...a, > 0 in a sparse representation (i.e.,
as a set S of i’s with a; > 0) there ezists a data structure D supporting the following

queries:
e Sample index i € [n] from the distribution {a;/>_; a;}; in time O(logn);

e Gien k > 1, produce a set S C [n] that includes each i with probability
min{ka;, 1} independently. The runtime is O((1 + k - > 1, a;)logn) in ex-

pectation.

e Given an interval [s,t] C [n], and k > 1, produce a set S C [n] that includes
each i € [s,t] with probability min{ka;, 1} independently. The runtime is O((1+

k-3 a;)log?n) in expectation.
Furthermore, the preprocessing time is O(|S| - log®® n).

For fast calculation of equations (3.3) and (3.4), we need data-structures that
generate for each I € Z the sums of only the relevant ¢, 6 colors over the A balls (i.e.,

which pass the threshold). We use the following data-structure and algorithm:

Theorem 50. Given a set of numbers ay,...a, > 0 in a sparse representation (i.e.,
as a set S of i’s with a; > 0), there exists a data structure D supporting the following

queries:
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e Gliven some i < j compute Zizz ag. The query complexity is O(logn).

e Gien some i and ¢ > 0, compute j € S,7 < i such that Zzzj_l a, < ¢ <

ZZ:J‘ ai (or output that none exists). The query complexity is O(logn).
The preprocessing time is O(|S|logn).

Theorem 51. Suppose we are given an m X n matrix A, where m < n, given in
the sparse form, i.e., as a set S of non-zero entries. Also, suppose we are given n
intervals [s;, t;] C [n] such that both {s;}; and {t;}; are non-decreasing. Given ~y > 0,
we can find all pairs (i,x) € [n] x [m] such that ij:sl, Ak > 7. The runtime is

O(1S]+n+ b5, T A

Theorem 50 helps us calculating AS for each interval, and generating ¢S (I, u)
while Theorem 51 is used for ¢S ([, *..,). We prove these theorems in section 3.9.

We proceed to proving Theorem 22, item 3 next.

Lemma 52. Clustering and assigning ¢, takes, by expectation, Tuq - O(n - pO0)

time in each step t and level [.

Proof. Fix a step t and level [. We claim the following for the clustering and potential

¢ computation (in Alg. 8):

1. We call CLUSTERANCHOR (Alg. 4) at most A" times. This is immediate from

the fact each anchor can be clustered at most once.

2. CLUSTERANCHOR takes Thg-n-O(A'"t- M) time. Indeed, notice that we call
cach CLUSTERANCHOR with |R| = [PX| = n - O (A" - 55) (by Lemma 30),

and we perform a single ad calculation per interval I € R.
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3. We call AssiGNPHIPOTENTIAL (Alg. 5) at most é - A! times. Indeed, observe
each call to CLUSTERANCHOR outputs O(1/«) clusters, and we perform As-

SIGNPHIPOTENTIAL once for each output cluster.

4. ASSIGNPHIPOTENTIAL takes n - O(A\'~* - SO time in expectation. We argue

this below.

To analyze the time complexity of ASSIGNPHIPOTENTIAL, we need to bound
time spent estimating densities. For this task, notice that for each I € A, we esti-
mate d./ (1, x')s using d,,, = daq-n"* > n “uu (A, x'). Hence the total complexity
Tapp(A) = Tag - O(JA| - %ﬁ’xl) + |A]). The term Thy - O(JA|) term is dominated by

the complexity of CLUSTERANCHOR from above, hence we only need to bound:

Tog - O <|.A| . uﬂfc(li,x/)) — T, | Al n- O ()\kt . 50(1)) )

da
It remains to bound E [%}. Fix x € [\] for which we sampled an anchor triplet
(A, X", ¢;). Now, fix ¢; € E. which was sampled as part of that triplet. For (I,x’) €

I xv\{Ll}, define Z;, as the (random) event that (I, x’) is clustered in some A € C,:

Zry = [A e N,

Ci,jmax

() NPYAY = X/]

Also define p;,» = Pr[Z; /] and 77, = maxaec, t -1[Z;,/]. Notice that pr, <

dr ; /
—gmexwhere dr j,,.. = dw (1, X', )

(as N,

Ci,jmax

. Also note that we have dqg > n™ - dy ..

Ci,jmax

(I) € Ns(A)), and hence 77, < n” . We can finally bound the

AI jmax

expectation:
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@ pI:X’ . ﬁ dlvjmax — ﬁ — O(l)
E [dA < E : i S E : Prx Ty < 5y E : e o O = 07

(Ix")eIxv\{L} (Ix)eTxv\{L} (Ix")eIxv\{L}
e (1,x')>0 e (1,x')>0 Bt (1,x)>0

We conclude the expected time spent on ASSIGNPHIPOTENTIAL for each cluster
is Tog - O - ON'=F. BOM) = Tog - - O(A'F - BOW) as needed.
To summarize the time complexity of clustering, we have for a fixed step ¢t and

level [:

e Total time spent on all calls to CLUSTERANCHOR is A - Thq-n- O(X'—4- gO0)) =

Tad N - é()\ﬁo(l)) = Tad . n1+o(6).

e Expected total time spent on all calls to ASSIGNPHIPOTENTIAL is é AT

n - O(}\l—t . BO(l)) =Ty -1 O(}\ﬁO(l)) — pl+0()

Second, we show that computing 6’s for the pivots is also time efficient.

Lemma 53. The algorithm ASSIGNTHETAPOTENTIAL (Alg. 6) takes Tag-n-O(A3OM)

time in each level I (whp).

Proof. Fix step t and level [. We notice that the main runtime term to estimate is

the time spend on approximating the relative densities. For this, we note:

1. We only estimate densities for pairs (V, ') when . (AS(V),x') < A - gHOM

(from Line 4 threshold in ASSIGNTHETAPOTENTIAL).

2. We sample each (I',x') € Z x v, k times, each with probability py, :=

_ ~ (Zx S (AS(V) X .
B~ e (I',X'), and spend 7p s = O (ﬁ . 5:/((1,71‘(,)) + £ ui/(l(’,;’))c)) time ap-

proximating such pair (by Lemma 25), where rd,, = n3 - /\tLﬁl
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ABL pAgOM) 1 )\ﬁz+0(1)> .

Combining the above, we get 7y s = Tag- O ( - S s v S R s e

T 0 (22500)
ad © T AYAY E

Bt (I'X)

Hence, the expected run-time of all pair approximation is

Ey [Density approximation time] = Ey, Z TI 5!
(I'.x")ev

S : : k ’ pllle ’ TII7X/
(Il,X’)EIXl/:pI/’X/>O
_ E -l ro A [ apito)
=k B 'M”/(I’X)'O<MM(I’,X’)
(I/,X’)EZXV:pI/7X/>O

= k. Z O(A-BO(I))

(I’,X’)EIXV:]DI/7X/>O

:kj.S}{,.O(ﬁO(l)) :O(n.)\.gO(l))‘

Since the expectation is over sum of independent r.v., bounded by O(n), we also

have the bound whp.

Last, we show that assigning colors using ¢, 6 scores is efficient:

Lemma 54. Assigning colors in AMENDCOLORING (Alg. 7) takes Oc(n - 8°W) time

in each level [.

Proof. Let Sy = [Jux(*,1)|lg; So = [10:(*,%)|lgs Ss = ||@u(*,%)]l,- We note that
Sy < 2n and Sp, Sy < S =n - O (W),

First, from Theorem 50, the pre-processing time of the data structures is 0, (Su + O(Sg)) =
O.(n-5°M), and since we query each data structure O(n) times (once for each I € 7),

the total query time is O(1) - O(n) = O(n).
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B2 pe(I)-¢u (Mg (D))
ax{¢?,1} Bt ’

and recall from Eqn. (3.19), we have Ly = X' - O(n** - %) = O(n - 3). We invoke

Second, focusing on calculating @5, (*, *2u), define Ly = 37,7 > e, =

Theorem 51 using v = 7%, to obtain the time spent on calculating ¢S (x, *zy) is
O <S¢ +n+ %) = O, (n- W),
Last, each update rule of j,,(I) using s takes O(1) time, which sums up to O(n)

over all intervals. O
Using the above Lemmas, we prove our main complexity guarantee.

Proof of Theorem 22, item 3. We conclude that the runtime of MATCHINTERVALS
(Alg. 8), per one step and level, is O(n'*9© . T,4). There’s is a constant number
of levels, so the same bound holds for each step. Since the algorithm converges
in constant steps (as was shown above), and the branching factor is O(logn), the

conclusion follows. O

3.8 Alignment distance algorithm for ad: proof of

Theorem 23

In this section we show the algorithm for computing the ad,, distance, in particular
proving Theorem 23. To briefly recall the theorem, we want an algorithm for com-
puting a metric ad,,(/, .J) on w-length strings I, J given an oracle to a metric ®,,/, on
w/7-length strings, running in time poly(7). Note that we can assume that w > 4,
as otherwise we can afford to set ad(/,J) = ed(I,J) and compute it directly. We
manage to ensure it only for “single scale” metrics ad,, ., designed for distances in the

range = [c, yc|.
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First, we reduce ad,, ., where c € S,,, to a set of fewer ad functions, indexed ad,, ;,
where t € {7,7%,...,w/¥*}. In particular, for given ¢, we set ¢ by rounding down
¢/T to an integer power of 7, for some (large) constant 7 (to be fixed later). When
c/T <y, we set t = v; and when ¢/T > w/7y, we set t = w/+>.

We note that the algorithm for the “largest distance regime”, when t = w/~?, will
be different from the rest, when ¢t < w/v3. We describe each of the two algorithms
separately starting with the “large” distance regime, which is easier.

Henceforth, for simplicity, we set w' = w/v, and often refer to ®,, as ©. Also,
for strings I, J of length w, we let 1,7, J,» be the strings starting at the same position
but of length v’ only (e.g., for I = X; ., I,y = X, ). Finally, we cap all the output
distances at w; note that cannot break any of the guarantees (e.g., triangle inequality,

or the fact that each ad, . > ed,, as ed,, < w).

3.8.1 Large distance algorithm: ad, ,//, metric

For simplicity of notation, we set I’ = ad,,; when t = w'/y = w/v* > %
The algorithm constructs the following graph H. For m = *, the vertices are V,,
where p € [-m,m] and ¢ € [-m,m]. For each node V,,, we add the following edges

to H:
e Vig— Vptr1q41 of cost %—fngw'(fw/ + Zp, Juw + £q) (diagonal edges).
o V,o = Vg1 and V,, , — V11, of cost w/m (gap edges).

Now we run the shortest path from vertex V_,, _,, to V,,, ;. Define I" to be 4 times

that shortest path value. It is immediate to note that this can be computed in m°®

time.



CHAPTER 3. EDIT DISTANCE 146

3.8.1.1 Lower and upper bounds on I

First, we prove the lower bound.
Lemma 55. I'(X, , Yjw) > edy(Xiw, Yiw) for all i, 5.

Proof. Note that any path in H corresponds to an alignment A : [-m, m) — [—m, m)U
{L} as follows. For each p € [—m,m), consider the edge which increases p: if it’s the
diagonal edge V,, = Vjpt1,4+1 then A(p) = ¢; otherwise set A(p) = L. The number
of all gap edges is then 2 - |{p : A(p) = L}|. Hence, recalling the convention that

ed, (X, Yy1)) = w' for any function f: N — N:

I(Xiw, Yiw) 2 41011/)71 Z edw (Xithw/mo's Yjtw/m-A(k)w) + 8% - [{p: A(p) = L}

ke[—m,m)

!

By averaging, there must exist some § € [w"/]—m] such that:

F(Xi,wv }/},w) > 4 Z edw’(Xi+w/m-5+kw’7w’7 j+w/m~A(5+km/7),w’)+8%'|{p : A<p) - J—}|

ke [_’Yﬂ/)

We now lower bound this by ed(X; ., Yj). For this, we consider the LCS between
these w-length strings from the LCS of the w'-length strings X . /m.s4kuw v and
Yitw/m-A@-+km/y)w - I A(04+km/v) = L for all k or ming A(6+km/~) > 0, then this is
immediate. Otherwise, let i £ i+w/m-6—w and j' = JHw/m-ming, a(s4km )21 A0+
km/7). Define <Z(l) to be as follows: for A(§ +m) = j' + 2w let <Z((S + km/y) £
MWD [k,4],A(5+k'm /)% L A(6 + E'm/v). Noting that for our definition of ed, we have

ed,(I,J) = w— LCS(I,J), we obtain the following bound on LCS, taking into
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consideration the overlap:

LCS(Xi’,Zwa Y}’,Qw) > Z LCS<Xi+w/m~5+kw’,w’> Y;‘-{—w/m~<Z((5+km/'y),w’)

ke[fpyzfy)
— — ,
YT ‘A(6+k:m/7) —AG + (k+ Dm/y) — 2
ke[_’Yv’Y)

> Z w,_ed(Xi—i—w/m-é—i—kw’,w’u j+w/m-A(6+km/’y),w’)
ke[=v,7)

—2mfprAp) =L} -2 3w,
k:A(k)=1

where we bounded the subtracted overlap by sum of: 1) (scaled) number of p €
[—m,m) s.t. A(p) = L (for k’s where A(§ + km/v), A(6 + (k+ 1)m/~) are both not-
1), and 2) w' times twice the number of k’s with A(d + km/~) = L. Furthermore,

edy (Xiw: Yiw) < edow(Xi 2w, Yy 2w) + = - [{p : A(p) = L}| and hence:

F(Xi,w7§/j,w) Z edw(Xi’,w7)/j’,w> + % : |{p : A(p> - L}|7

Z edw(Xi,w> ij,w>~

]

Now we prove the upper bound. Below, constant ¢ > 1 is from Theorem 23

hypothesis:

Lemma 56. For any fized i and any alignment m with ©(i) # L1, we have, for

F@w = F(Xi,w; Yﬂ'(i),’w):

Piw <O %+ ) E2D(Xipw, Yapw) +C' - Y [Tl+1+1)=T(i+1) -1

le[—w,w) le[—w,w)
In the above, in the last term, recall from the preliminaries that <F(z’ ) is the

minimum 7(j), j > ', which is defined (# L). This last term should be thought of
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the error stemming from 7 skipping large chunks of y (which, overall, can be charged

to the edit distance between x and y).

Proof. Defining
ur &) DX Yanw)+C Y [T (k41w /m) = (i+kew/m)—w/m],
€ [—w,w) ke[—m,m)

we note that it is enough to prove that T'(X; ., Ve w) < O(w/7* + uy) as, by simple
triangle inequality, | (i + (k + D)w/m) — T (i + k- w/m) — w/m| < D iefuw/m] 157 (i +
k-w/m+1+1)=F(i+k-w/m+1)—1].

Now, let j = w(i). For k € [—=m,m), define A'(k) = LW + §J for a thd
€e€l0,1). If A'(i) = A'(i—1) or A'(i) & [=m,m) then set A(i) = L and A(i) = A'(4)
otherwise (i.e., only the first copy of a sequence of equal numbers remains).

We claim that, there exists some & such that:

{k:A(k) =L} <O(1+ Z |?(z'+(k+1)w/m)—?(i+kw/m)_w/m|) < O(1 4+ ).

w/m w/m
ke[—m,m)

Indeed, first we note that any set of real numbers {ry +&,...7, + &} (for us rp =

5T (itkw/m)—j

w/m ), when rounded down for a random & € [0, 1], will have the expected

number of duplicates bounded by >~/ | |rg11 — 7 — 1] (and hence a fixed £ exists so
that it happens deterministically). Second, the number of distinct A’(i) & [—m,m)

is upper bounded by (using triangle inequality):

1+ %|?(z’ +w) — ?(i —w) —w| <1+ Z % (it (k- D)w/m)— 57 (it kw/m)—w/m]|

w/m
ke[—m,m)
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Now we have that

Now note that, for any [ € [w/m], we have that:

D (Xi+kw/m,w’> Y?(i—i—kw/m),w’)

< 53()(i-‘rl-i-kw/m,w’7 Y?(i-l—l-‘rk’w/m),w’) + 8C'1 + Cl|?(l + (k + 1)w/m) - ?(l + kw/m”
Hence:

Liw < O(ug + C'wy/m) + 4 Z ,W/Lm Z %—71 (D(Xitkw/mat s Yo ik )

ke[-m,m) l€[w/m)]

< O(ur + Clwy/m)+4 Y L 3"

ke[—m,m) l€[w/m)]

(D (Xt kwfmwts Yo (it huoymyr) + 8C T+ C'157 (i + (k + Dw/m) — 7 (i + kw/m)]|)

< O(ur +Clwy/m) +4 Y 3D Xirtwr, Vi) + somis

le[—w,w)
14 Z L8 |57 (i + (k+ Dw/m) — 5T (i + kw/m) — 2|)
ke[—m,m)
< O(ur + C'wy/m) +4 Y ZD(Xistr, Vieipyur) +8C L +4C"2 4+ 4205 0y
le[—w,w]

S O(uﬂ + 'lU/’)/Q),

where we use O(C'wry/m) < w/~? by our choice of m = ~*. O
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3.8.2 Not large distance regime: ad,; for ¢ < w/?

To compute the ad,,; distance for smaller ¢, we use a slightly different alignment rep-
resentation called block alignment, which maps “grid blocks” into z-axis and y-axis
“shifts” (loosely speaking). We think of alignment of square blocks of size w’ on w
by w grid, defined by coordinates p;,q; for every square block ¢ € [y] in the align-
ment. The first coordinate represents accumulated horizontal shifts, corresponding
to inter-block insertions, and the second one represents accumulated vertical shifts,
corresponding to inter-block deletions. Such representation is somewhat easier to
handle in our case, and will be formally defined below.

Define 0 = t/w. Let T = 3. To ease exposition, we use | - |; notation for the ¢,

norm.

Definition 57 (ad). Let A be the set of functions A = (A,, A,) where A, A, :
[—7,7] = [T are non-decreasing functions with Ay[—v] = Ay[—y] = 0 and A,[y] =
Ayly]. For I,J € 1, define the distance ady, (I, J) = min{ad}, (1, J), w'0T}, where

ady ,(1,J) is equal to:

min (A,] + A0 6w + S LY

AeA
k€l—v,y)  A€[3T—|A[K][4]

D (I +w'(k + O(A + A k), Jur + ' (k + 0(A + A [K]))).

The former term can be thought of as “shift costs” and the latter as “diagonal

costs”.
3.8.2.1 Fast computation

Algorithm. The vertices are Vi, , where k € [—7,7] and p,q € [T], as well as final

node V*. For each node V},, we add the following edges to H:
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® Vipg = Viti1pg of cost TZAGST —p— q]@( 4wk +0(A+ D)), Ju + W (k+

O(A + q))) (diagonal edges).
 Vipg = Vipriq and Vi, — Vi gt of cost Bw' (gap edges).
e when k=1, V,,, — V* of cost w’ - |p — q| (target edges).
We run shortest path from V_, oo to V*, and output its value, capped at w'6T

(from above).

Complexity. It’s immediate to see that the runtime complexity is v*() since H has
O(~T?) edges. Note that this is also the upper bound on the number of calls to D

distance queries.

3.8.2.2 Lower bound on ad,;
We establish the lower bounds for ad,,; in the following lemma.

Lemma 58. For allt € {~,...w/y*}, intervals I, J € L,,, we have that ad,, (I, J) >

min{ed, (I, J), w'6T}.

For both the above, as well as for the upper bound shown later, we define distances:

di(I,J) £ min Y (3.20)

k€[—vyy)  A€[T]

DLy + W' (k+ 0(A + A [E])), Juw + W' (k + 0(A + Ay[K]))) + |A[]|16w'.

Dy(1,J) £ min Y (3.21)

ke[—v,y)  A€[3T]

DLy + W' (k+ 0(A + A [K])), Juw + W' (k + 0(A + AyK]))) + |A[Y]|10w".

Note that d;(1, J) < adj, (1, J) < Dy(1,J), hence it is enough to prove Lemma 58

for d;. We will use D; later for the upper bound, in Lemma 59. Note that while each



CHAPTER 3. EDIT DISTANCE 152

of dy, D; lower/upper bounds ad,,;, those may not satisfy triangle inequality over Z,

hence we use Def. 57 for ad.

Proof of Lemma 58. Without loss of generality, assume that I = X, (ie., it is an
interval from x, starting at position i) and J = Y}, (the cases when I,.J are both
from x or both from y are treated in exactly the same manner). By the above, it is
enough to prove that di(X; ., Yjw) > €d(Xiw, Yjw). Note that we can rewrite:

di(Xiw, Yiw) = min 7 Y D(Xitw (k+HO(A+ALR])), Vit (k+0(A+A,[K])))+ Al] | 6w,

A€[T] ke[—v,7)

and hence, for the minimizing A, there’s some A € [T] such that

A Xiw: Vi) = Y DX+ w'(k+ 0(A + A [k])), Vs + w'(k + 0(A + Ay[K]))) + [A[Y] 16w

ke[_’Yv'V)

= ) DX+ whA+w' (k460 A[k]),Y; + w'0A +w'(k + 6 - Ay [k]))

ke[f"yv’}')
+ (Aglk + 1) — AL [k] + Ay[k + 1] — A [K]) - Ow').
Using that ® > ed, we get, using the notation 7/ £ i + w'A < i + w and
JEFWIA < j+w:

di(I,J) > Z ed (Xt fur (k044 K) > Yo+l (k+0-Ay [K]))
ke[f’Yv’Y)

+w'0 - (Ag[k 4 1] — A [k] + Ay[k 4 1] — Ay[k])
>ed(X[(' —w:i +w+wlA N, Y[ —w: i +w+w0AN])
> ed(X[i i+ w), Y[j j + ),
where we also used the fact that A,[y] = A,[7].

In conclusion: ady(I,J) = min{ad; ,(1,J),w'0T} > min{d,(/,J),w'0T} >

min{ed(/, J), w'6T'}. O
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3.8.3 ad, align-approximates ed

Recall that ad,,(X;,Y)) = > cq ¢-1[ady (X;,Y)) > ¢]. Hence the lower bound, that
ad, > ed, point-wise follows immediately from Lemmas 55 and 58 (for the latter,
note that w'60T > #T > cﬁ) In particular for ¢* € S, such that 1 < ¢* <
dy (X, Yj) < 2¢*, we have ady, (X, Y)) = D cq ecer € = 267 — 1 > ed,(X;,Y)) (the
case of ed, (X;,Y;) = 0 is immediate).
We now prove the upper bound on ad,,, where C,C" are the constants from the
Theorem 23 hypothesis. Fix the alignment 7= € II that minimizes the cost k, =

Zze[n] =D (Xiw, Ya@)w). Note that the hypothesis of the theorem implies that

k. < C-ed(z,y). We prove the following lemma.

Lemma 59. Z (Xz w’Yﬂ' (7) w) < O(C/) Z @ (X“U ’YW(Z)U’ )

Ze[n] i€n] w

Note that this implies the desired upper bound of O(CC") - ed(z,y) as required

for ad,, to O(C'C")-align-approximate ed.

Proof. We first introduce a bit of useful notation, ed, (i, w), which, intuitively, is the
edit distance of the alignment 7 from [i,i+w) to [T (¢), T (i+w)) (though by a factor

2 larger than our definition for regular ed):

ed' (i,w) = {7’ € [i,i +w) | 7(i') = L}|.
ed? (i,w) £ [{j € [7(0), W (i +w)) [77'(j) = L}].
ed,(i,w) = ed’ (i,w) + ed’ (i, w).

We rewrite ad,, in terms of ad;,, and I' as follows, where 7 is a constant from

the start of the section, still to be determined. Recall that 1llad, .(I,J) > ¢ =
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1[ady (1, J) > ¢], where t is the rounding down of ¢/7 to a power of 7 . Considering
the “large” and “not large” cases for t separately, we can further rewrite the “large”
case as:
> e lfady(I,J) > <2-T(1,J) - 1L, J) > w/y* - 7).
cESw
c/T>w/v?

Hence, using Lemma 56, for 7 at least twice the implicit constant from the lemma

(in front of w/4?), we obtain that, letting 1;,, = 1[ady o(X; ., Yr()w) = cl:

> Lo 20| Y IO Kt Vaoos) + CIF i+ k+ 1) = F i+ k) — 1
cESw ke[—w,w)
c/T>w/y

In particular, by summing over all 4, and noting that each D (X; ., Yz(i)w) appears

at most w = w'y times (and same with the absolute difference terms):

YN e Liwe w0 ) ED(Xiw, Veyar) + C'F (i + 1) = 7 (1) — 1
i cESw i€[n]
c/T>w/y
Sw-0|(1+C)> 2D Xiw, Yaiyar) | » (3.22)

i€[n]
as D (X w, Yr()w) = w whenever (i) = L .
We now upper bound the “not large” regime, which is significantly more in-
volved. For fixed ¢ with ¢/7 < w/~?, recall that ¢ is the round-down of ¢/7; except if
¢/T < 7, when we set t = . Hence we have 1[ad, (I, J) > ¢] = 1[ad,+(I,J) > ¢] <

1lady, (1, J) > c] < LDy(I,J) > tr] + 1[D,(I,J) > ¢|, where D; is as defined in
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Eqn. (3.21). We can bound:

Z c-l[adwc(],J)zc]SO( max Dt(],J)+D7(I,J))

t:Dy(1,0)>t
CESw t( )_ T

c/T<w/y?

gO(Z[Dt(I,J) Tt/2 -1t > 4] ) (3.23)

t

where [z]" = max{0,z}, and recalling that there are O(log,n) = O(1) different
possible t’s considered.

We upper bound Dy(X;., Yj.,) for any fixed ¢ and indeces i € [n] and j = 7 (4),
by exhibiting a convenient choice for function A. We define A,[k]’s, for fixed i and ¢.
For k = —v, A,[k] = 0 by definition. For k € (—~,7), define real d;, > 0 to be the
smallest such that ed’ (i + w'(k — 1 + 0A.[k — 1]),w’ + w'85;,) = w08 (infinity if it
doesn’t exist). Set A,[k] = min{A,[k — 1] + [0x],T}. Then, if A,[k] =T, then set
Aylk] = T, as well as the subsequent A,, A,. Otherwise, let A;[k] to be the unique

integer such that
(i + ' (k + 0AL[K])) € 7 (i) + ' (k + 0A;[K]) + [0, w'0). (3.24)

and set Ay[k] = min{A;[k],T}. Note that for ¢ = v, we have that w'¢/ = 1 and
hence 7 (i + w'(k + 0A,[k])) = T (i) + ' (k + 0 A3 [k]).

Finally, set A.[y] = A,[y] = max{A.[y — 1], 4,[y — 1]}.
Claim 60. Functions A, A, are non-decreasing and |A[y]l; < O(ed,r(z wdw) | "),
Futhermore, when t = v, we have that |A[y]|1 < O(edn(i—wa?’w))'

w'f

Proof. While A, is non-decreasing by construction, we need to prove that A, is non-

decreasing. We have that, as long as A,[k] < T, for iy, = i + w'(k + 0A,[k]) and
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ik—1 =i+ w'(k—1+0A.[k — 1]), and noting that iy, — ix_1 = w' + w'0[]:

<?(Zk:) — ?(ik—ﬂ > g — g —ed’ (ix_1,0% — ip_1)

>w' + w06 — wod]

/
=w.

Hence A,[k] must also be non-decreasing.
To prove the bound on |Al;, we first note that the bound is immediate if ed, (i —

w, 3w) > 7*t/10: then |A|l; < 2T = 293 = 2;—?;. Suppose for the rest that ed,(i —

w, 3w) < %;t (and hence ed! (i — w,3w) as well). We now show by induction on k

that A.[k] < T/5 for k > —v and §, < T for k > —v — satisfied for k = —v by

definition of A.[k]. As for the inductive step:

k
ed' (i —w,w +w'(k + 0A.[k]) = Z ed (i +w'(l — 1+ 0A[ —1]),w' +w'0[8])
l=—~+1
k

> ) w6y
l=—~+1
k

> ) w6 - w6

l=—~+1

= wWOALK] — 7 — k), (3.25)

and thus A,[k] < edi(i_w’ww%(mm‘”[k])) +~v+k < ~3/10 + 2y < T/5. This also

implies w'0A.[k] < t/v-T/5 < t7?/5 < w'. Now we also show that §’s are < T.
Indeed, define f(6) = ed: (i + w'(k — 1 + 0A,[k — 1]),w’ + w'd3), and note that
f(0), f(T/10) < ed’ (i —w, 3w) < t7?/10. At the same time the function g(8) = w68
grows from 0 to g(7//10) = w'0T/10 > t4*/10. Hence the non-decreasing functions

f, g must intersect somewhere at § € [0,7/10] (with w66 an integer).
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From the above we have that A,[y — 1] < M + 7. As for A, [y — 1], we

have that, using that 7 (i + 2) — 7 (i) < z 4 edl (i, 2):

Ay[’}/—l] < ?(H—w 111—}—111’49,496[7‘9 1) — (% (i) +w—w’) < wOAL[y— 1]2;—ed3 7 (1,2w) < O(edﬂ(z w,3w) +7)

The conclusion follows since |A[y]|; = 2max{A,[y — 1], 4,y — 1]}.

In the case when ¢t = v, we note that w'6 = 1, and hence it is enough to consider
dr to be integers only. Thus in Eqn. (3.25) we don’t need the negative term (that
comes only from rounding d), and hence A, [y — 1], A, [y — 1] < O(ed”—,g’&”)) from

which we obtain the conclusion. O

Since A depends on i and ¢, we denote it as A“* below. For each i € [n], we
also define t; € {v,...w/~*} as the round-down of ed,(: — w,3w) (i.e., t; < ed,(i —
w, 3w) < vt;), unless ed, (i — w,3w) < 7, in which case t; = v. Also let 6; be the 6
from Dy, i.e., 0; = t;/w.

By the claim above, we have that for any 1, t:
w'LJAY ]y < O(edr (i — w,3w) + ¢ - 1]t > 7]). (3.26)

We also observe that

n/w—3
= Zed —w, 3w) Z Z ed,(tw—w+j,3w) <220 (|{i € [n] | 7(i) = L}|) < O(kx).
JE[3W] =0
(3.27)
Hence, for 7 sufficiently large constant, and ¢ ranging over {v,...,w/v*}, we can

bound the total “not-large” contribution, Zze[n L3 ces, € 1ady (X5, Yaa) > ¢
c/T<w/y
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as follows, up to the constant from Eqn. (3.23):

(3.23) +
<2 [{iw(i) =LY+ L>N {Dt(xi,y?(i)) —7t/2 - 1[t > ]
i€n] 1
(321)2]{5 + Z 1L Z @(X - Y- , )+w/9 ‘Ai’t[ ” _ Ttl[t>n]
-7 w | T it w! (k00 (A+AZ k)7 T (D)’ (k460 (A+ Ay [K])) LA T T
i€[n] ke€l=v7)
t A€[3T]
(3.26)
< O(ky)+ L
i€[n]
t
+
) ) . Tt-1[t>7]
DY DX (s (A4 AL 1)) Yo (i) bt (00 A A ay)) T O(en (i = w, Bw)) — ===
ke[f'%')/)
A€[3T

(3.27)
1 _ _ Tt-1[t>]
< O(kW)JFO(kW)JMluZ T Z @(Xi+w/9tA+w'(k+9tA;;t[k])7Y?(i)+w/9ta+w/(k+9tA;’t[k]))_ 3 .
i€[n] kel—y,7)
t A€[3T)
(3.24)
< O(kr) + i
i€[n]
t
Jr
1 Tt
T Z @(waetA+i+w'(k+9tA§:t[k])’ Yw’é)tA—i-?(z‘-f—w’(k-&-GtAggt[k]))) + (67 - C'w'0, — ?) -1t > ]
ke[— )
Acp

<Ohe)tgr), ), 9 (waatA+i+w'(k+0tA§;’t[k])’Y?(w’GtAHer’(k+9zA§c‘t[k])))
i€[n] k€[—v,7)
A€[3T]
+ 2N N [T WA +i+w (k+ 0ALE]) — (w0 A + 5T (i +w'(k + 0,A% [K])))
i€[n] k€[—v,7)
t Ag[3T)

)

where the last two inequalities are due to triangle inequality for ® and D (Y}, Y;+1) < ',

as well as for 7 satisfying 6+ - C'w'0; < %t, i.e., 7 > 18C. To estimate the last term, we note
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that, again since w'0T < w':

SE2LNT ST [FWoA+itw (k+0,ANK) — (woA+ 5T (i +w (k + 0, A K)))]

i€[n] kE[—7,7)
t Ag[3T]

< HD D edl(i+w'(k + 0. AL [K]), w0, A).

i€[n] kE[—7,7)
t  Ae[3T]

gﬁ Z Z 3 edr(i —w,3w).

A€E[3T] i€[n],t

< O(log, n - edr(1,n))
< O(kx).

Finally, overall we have, using that A%'[k] € [0,7] and hence we can absorb it into

A-summation, now over A € [4T] (the main reason we are using A to start with):

Z Z Lady.o(Xs, Yri) > ] < O(Ckz Z Z vT Z +w/k+ Y?(i+w’k+%A))

i€[n] cESw t k€l-vyy)  i€n]
c/T<w/vy A€[4T)

w 282 DYy

< O(log, n - C'ky)
= O(C'ky).

We complete the proof of Lemma 59, combining the bound for “large” distance regime

(Eqn. (3.22), scaled by 1/w), and the above “not large” distance regime, we obtain that:

Z %adw(Xi,wa Yw(i),w) < O(Clkw) < O(C/) ' ﬁgw’ (Xi,w’v Yﬂ(i),w’)7

i€[n] i€[n]
which completes the proof of Lemma 59. O
3.8.4 ad,. are metrics

Finally, we prove that ad, . is a metric for each c¢. Given how we reduce them to

I', ad,, it is enough to prove metricity for the latter two.
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I' metric. Identity follows by definition. Symmetry follows from the fact that the
graph H is symmetric.

It remains to prove the triangle inequality. Consider three intervals I, .J, K. We
want to prove that:

I'(I,K)<T(I,J)+T(J,K).

Note that, for the pair (I, .J), the optimal path in graph H corresponds to an
alignment A;; : [-m,m) — [-m,m) U {L}. In particular, for each p € [—m,m),
consider the edge which increases p: if it’s the diagonal edge V), — Vj41,441 then
A;j(p) = ¢; otherwise Aj;(p) = L. The number of used gap edges is then 2 - |{p :

A;rj(p) = L}|. Hence:

D) =442 N D+ 2k, Jy + 2 Ay (k) +8- [{p: Ars(p) = L},
ke[—m,m)
Apy (it k)#L

Similarly we can extract A;x. We now define an alignment A;x from I to K as
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Ark(p) = Ay (Ars(p)) (and L if either functions has value L). Then we have that:

D(LK) <4 ST DLy + 2k, K + 2 - Are(k) +8 - [{p: Arx(p) = L} + 2w/
ke[—m,m)
Arg (i 2 k)£ L

<4vfr N DLy Lk S+ 2 A(R) + 8- {p: Ak(p) = L}

ke[—m,m)
AIK(Z'-F%]C)#J—
AR Y DUt B Au(k), K+ 5 A(k) + 2w/7
ke[—m,m)
Ark i+ k)# L
<A N DLy + Lk S+ 2 A (k) + 8 [{p: Aps(p) = L} + 2w/

ke[—m,m)
Apg(k)#L

+A4m N DSy + 2 A (k) Ky + 2 Ay (A () + 8- [{p - Asx(p) = L}
kE€[—m,m)
Arx (i k)AL

<I'(I,J)+T'(J K).

—,

ad,,; metric. Identity and Symmetry are trivial (for identity, we use A = (0,0) and
for symmetry we switch the coordinates of A).

To show triangle inequality, fix I, J, K € Z. We prove that ad,, (I, K) < ad (I, J)+
ad,+(J, K). Fix A, A" which minimize ad}, (I, J),ad;, ;(J, K). Define A” = A 4 A’
(ie. A7[l] = A [+ AL[l] and AJ[l] = A,[l]+Af[l]). Note that if we obtain A7[l] > T or
AJ[l] > T, then we already have that ady (1, J) + ady(J, K) > w'0T > ad,, (I, K),
and hence we can assume that A% [l], AJ[l] < T below. Last, we use the shorthand
|Al; = |A[v]|1, meaning the total number of shifts of A.

In the below, ad* = ad; (1, K):
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ad®< > LY DLy w1+ 0(A + AU, Ko+ (14 O(A + ALD)) + A" 160
lel—vy)  AeBT—[A"l]L]

<SS F Y (DU + U+ 0(A + AL, Jur + ! (4 O(A + A1 + A1)
I Ae[BT—|A"[]1]

+D(Jur +w' (1 + (A + A1) + Ay[l])), Kur + w'(1+ 0(A + AZ[ZD))) +[A" 00’

:Z% Z DLy + w' (14 0(A + AL[l] — AL[L))), Juw +w' (L + 6(A + Ayl])))
l A€3T—|A"[1]]1]
+AL[l]

+7 > D (Jur + w' (1 + 0(A + AL[N])), Ky 4 w'(L+ 0(A + A1) — Ay[1]))) + |A”|16w'

A€[3T—|A"[1]]1]
+Ay[l]

> DTy + w1+ 0(A + A(l])), Ju + w' (14 0(A + Ay[1))))
A€[3T—|A[l]]1]

Nl=

>

+ D (Ju +w' (1 +0(A + AL[l)), Ky +w'(1+0(A + AY[1]))) + [AL6w’ + [A']1 0w

Ni=

AeBT—|A[]1]

Sad;kv,t(la J) + adz;,t(‘]a K)

where the 2nd step is triangle inequality of (Z,®), 3rd step is change of variables,
4th step is triangle inequality of (N2, /1), and last step is by definition. The conclusion

follows from the fact that all ad*’s are thresholded at the same threshold.

3.9 Fast data structures

In this section, all reals have O(log®n) of precision (in fixed point representation).

Theorem 61 (Theorem 50, restated). Given a set of numbers ay,...a, > 0 in a
sparse representation (i.e., as a set S of i’s with a; > 0), there exists a data structure
D supporting the following queries:
J

o Given some i < j compute Y 5 _.ax. The query complexity is O(logn).
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o Given some it and ¢ > 0, compute j € S,j < i such that 22:].71 ap < ¢ <

Z?@:j ay (or output that none exists). The query complexity is O(logn).
The preprocessing time is O(]S|logn).

Proof. First of all, at preprocessing time, we can compute all the prefix sums o; =
Zzzl ay, for i € S. Then we build a predecessor data structure [84] on S as well as on
the reals o; for i € S. Then the first type of queries is answered by two predecessor
queries (and taking their difference). The second type of queries is answered by a
single query to the (second) predecessor data structure. The preprocessing and query

runtime follow immediately from standard predecessor data structures.

]

Theorem 62 (Theorem 49, restated). Given a set of numbers ay,...a, > 0 in a
sparse representation (i.e., as a set S of i’s with a; > 0) there exists a data structure

D supporting the following queries:
o Sample index i € [n] from the distribution {a;/ > ; a;}i in time O(logn);

e Given k > 1, produce a set S C [n] that includes each i with probability
min{ka;, 1} independently. The runtime is O((1 + k - Y ., a;)logn) in ez-

pectation.

e Given an interval [s,t| C [n], and k > 1, produce a set S C [n] that includes
each i € [s,t] with probability min{ka;, 1} independently. The runtime is O((1+

k-3 a;)log?n) in expectation.

Furthermore, the preprocessing time is O(|S)] - 1og®™ n).
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We note that similar data structures were also developed in [58]; we include our

proof below for completeness of the algorithm.

Proof. Let m = |S|. First, note that we can assume wlog that m = n. When
m < n, we pre-process vector b € R™ consisting of the non-zero entries in a in an
increasing order. Then, for the third query type, define the semi-monotone function
¢ : [n+1] = [m+ 1] — 1, which maps each i € [n + 1] to the number of non-zero
entries whose index is strictly smaller than ¢ in a. For that task, we build during
preprocessing a BST to calculate (i) (in additive time O(m)), and when queried on
interval [s, t], we use interval [®(s)+1, ®(t+1)] instead (with O(logn) additive query
overhead).

At preprocessing, precompute all partial sums p; = 23:1 aj for all i € [n]. Let
po = 0. Also, assuming n is a power of 2 (otherwise we can pad to nearest power), we
build a balanced binary search tree with each leaf corresponding to an index i € [n].
Each node v of the tree stores the sum of leafs in the subtree, o,. Also, sort all a; in
increasing order (and keep as pairs (i, a;)).

Query of the first type. Pick a random uniform r € [0,1] (say, to O(log?) bits
of precision) and perform a binary search on r - > ;a; in the set po,p1,...pn. If
pi<Ty ;@ < Pita, then output ¢ + 1. Note that the probability that output is ¢ is
precisely a;/ >, a;.

Query of the second type. The algorithm works as follows. First, using the sorted
list, find all i’s such that a; > 0.5/k (i.e., the ones that are included with set S with
probability > 1/2). Call this set L. Sample each i € L into set S accordingly (taking

O(|L]) time).
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Start at the root r, generate a integer ¢, from the Poisson distribution with ex-
pectation 2ko,. Then, we proceed recursively as follows: for a node v with integer ¢,
for children with sums o, ¢’, pick random integers ¢, ¢’ such that: 1) ¢ + ¢ = ¢,, and
2) assuming that g, is from distribution Poi(2k0o,), then ¢, ¢ are independently from
Poi(2ko), Poi(2ko’) respectively. Recurse into each child with > 0 integer q. At a leaf

i € [n]\ L, if ¢ > 0 (and hence ¢; > 1), then include ¢ into set S with probability

a;k
1_8720,1-19 .

(Indeces in L are ignored here.)
We now briefly argue that the above produces the desired set. First of all note that
the procedure on the tree generates ¢; from Poi(a;k) distribution independently (using

x

Poission’s distribution property). We note that % = 2-2(2x)/2!42(22)%/3!—... >

1 for z < 1/2, hence the probability —%*_ is indeed less than 1 for i € [n] \ L. For

176_2(”]‘:

such ¢, we indeed include it into S with probability

Prfi € S] = Prlg; > 1] - —%& + = a;k < 1.

i
1_6—2aik

We now bound the query time. First, we note that L has size at most 2k-Y " | a;
(since each included 7 satisfies a; > 1/2k). Second, we note that E[¢,] = O(ko,), and
the tree procedure has runtime at most O(logn) factor of the number of leafs with
¢ > 0, of which there are exactly ¢,. Hence runtime is O((1 + kY _.__a;)logn) in

expectation.

Query of the third type. We augment the data structure D from above as follows.
Recall the dyadic intervals on [n] are intervals of the form [j2¢ + 1, (5 + 1)2!], where
i € {0,...logn} and j € {0,...n/2" — 1}. For each dyadic interval I = [u,v], we
build a data structure D; on the numbers a,,...a,. For a query interval [s,t]|, we

decompose [s,t] into O(logn) dyadic intervals, and perform query of the second type
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in each of these. [

Theorem 63 (Theorem 51, restated). Suppose we are given an mxn matriz A, where
m < n, given in the sparse form, i.e., as a set S of non-zero entries. Also, suppose
we are given n intervals [s;, t;] C [n] such that both {s;}; and {t;}; are non-decreasing.

Given v > 0, we can find all pairs (i,x) € [n] x [m] such that ZZ:si Ak > . The
i iy Ak >

runtime is O (]S| +n+ S

Proof. Suppose n is a power of 2; otherwise, just pad with zero’s until the closest
power of 2. Recall the dyadic intervals on [n] are intervals of the form [72'41, (j+1)2'],
where i € {0,...logn} and j € {0,...n/2'—1}. We call i to be the level of the dyadic
interval.

First, for each dyadic interval I, we store two lists Sy, T, containing a subset
of (i,s;) and (i,t;) respectively, sorted by s;’s/t;’s respectively. Specifically, for each
given interval [s;,t;], we decompose it into at most 2logn dyadic intervals I, I, . . ..
For each such dyadic interval Ij, we add s; to Sy, and ¢; to T7,. Note that this takes
O(nlogn) time.

We also store a dictionary data structure (e.g., a BST) storing, for each pair (x, 1),
where x € [m] and I a dyadic interval, the quantity 7,; = >, ., A\ ;. In particular,
we store only the non-zero 7, ;. We can compute this efficiently as follows: 1) initialize
an empty dictionary; 2) enumerate through all (x,k) € S and add A, to all 7, ;
where k € I; 3) if some 7, ; is not yet in the dictionary, create an entry for it first.
Note that the runtime is O(|S|logn).

The rest of the algorithm proceeds as follows. Using the dictionary structure, find

all pairs (x, ) of x € [m] and dyadic interval I = [u,v] such that 7, ; > For

b
2logn
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each one of them, using S7, let s; € S; be the max s; € S;. Similarly, let ¢; € T7
be the min. For each interval index [ such that j <1 < i and s; € S; (equivalently
t; € Tr), we compute ZZZ:Sl A, i (using the dyadic interval sums) in O(logn) time.
We output ([, x) if the resulting sum is > . At the end we remove the duplicate
(1, x) if multiple copies have been output.

We now argue correctness and runtime. Consider an interval [s;, #;] with mass at
least v for some x € [m]. Then it can be decomposed into < 2logn dyadic intervals,
at least one of which, say I = [u,v], has to have mass v, ; > 2log . Hence, when
we consider the pair (x, I) where the dyadic interval I = [u,v], we will have that
s1 <s; <wuand v <t; <t; (by the definition of 7, j). Hence we will output the pair
(£, x)-

Let’s argue runtime. First of all, the number of pairs (x, /) with non-zero 7 is at
most |S|-logn as each A, ; can contribute to O(log n) pairs (x, /). Hence enumerating
the dictionary takes O(|S] -logn) time. For each pair (x, ) with 7, ; > 0, and each
interval index [ € [n] that we end up checking, we have that ZZZSl Ak > v/2logn.
Furthermore any such (I, x) can be considered only O(logn) times (as this is how
many times [ appears in the data structures S, T over all dyadic intervals 7). Hence

the total number of pairs (I,y) for which we estimate the precise mass is upper

bounded by:
Zk s Xk
Ologn) - ZZ e

) Zx,i Zzﬁ:si Ax,k
Y

Hence total time spend in this phase is O(log3n . This completes the

analysis.
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Chapter 4
Longest Increasing Subsequence

Longest Increasing Subsequence (LIS) is a fundamental statistic of a sequence. For
an ordered sequence w1, ..., T,, the problem is finding the length of the largest sub-
sequence of xq,...,x, which is strictly increasing.

In this chapter, we focused on the popular parametrized version of the problem. In
particular, we show that for any n € N and A\ = o(1), there exists a (randomized) non-
adaptive algorithm that, given a sequence of length n with LIS > An, approximates
the LIS up to a factor of 1/A°") in n°M /X time, proving Theorem 4, which we restate

below:

Theorem 64 (Theorem 4, restated). For n € N, and any A = o(1), there exists a
(randomized) non-adaptive algorithm that, given a sequence of length n with LIS > An,
approzimates the length of LIS up to a 1/X°Y factor in O (% ~n"(1)) time with high

probability.

Technical Contributions. Our main technical contributions are three-fold (see

technical overview in Section 4.2):
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e We define (the LIS problem in) a new sub-linear computational model, which we
call Genuine-LIS and which may be of independent interest. In the Genuine-LIS
problem, we are given a sequence y € N, with a caveat that only some of the
elements of y are “genuine” and the others are “corrupted”, a property we can
test an element for. The goal is to estimate the length of LIS among the genuine
elements of y, using as few tests as possible, while the values of y are known to

the algorithm “for free”.

e We show how one can efficiently reduce the LIS problem to Genuine-LIS and
vice versa. These reductions together constitute the backbone of our recursive

algorithm.

e To obtain the promised query complexity, we develop a new data structure,
that we call a Precision-Tree. This data structure samples non-adaptively (but
non-uniformly) elements of the input y and preprocesses them for efficient op-
erations on the sampled elements. This part is the only part of the algorithm
that samples the input string — the aforementioned recursive calls of LIS and
Genuine-LIS problems access this data structure only. Furthermore, the data
structure allows one to compute accurate estimations for composition of gen-
eral functions from “coarse” (sub-)estimates — a requirement for our recursive

approach.

While we make progress in understanding the complexity of estimating the LIS,

the following important question remains open:

Open Question ((1 + €)-approximation). Does there exist an algorithm that, given

a sequence of length n with LIS > An, estimates the LIS up to a 1 + € factor in
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O (1 - n°W) time with probability 2/37

We believe that finding an improved approximation algorithm for the Genuine-LIS
problem above may lead to a (1 + €) approximation algorithm for LIS.

We give a technical overview of our algorithm in Section 4.2, after setting up pre-
liminaries in Section 4.1. Section 4.3 contains the proof of the main theorem, assuming
results proved in subsequent sections. In Section 4.4, we develop the Precision-Trees
data structure that is used to improve the sample and time complexity of the main
algorithm. The guarantees of the two primary subroutines are proved in Section 4.5
and Section 4.6. In Section 4.7, we extend these algorithms in certain ways critical

to our final application.

4.1 Preliminaries

Sequences and intervals. Given aset Q andn € N, asequencey = (Y1, Y2, ,Yn) €
Q)" is an ordered collection of elements in £2. A block sequence y € Q™** is a partially
ordered collection of elements in 2. Abusing notation, we will also allow for some
elements in a block to be “null” — for example, we write y € N™** to also mean
y € {N, L}k where L is “null”.

For ¢ € [n], we say that z = (z1,---,2¢) is a subsequence of y of length ¢, and
denote it by {y;, };, if there exist integers 1 <4y < iy < --- <1y < n such that z; = y;,
for all j € [¢]. We refer to the indices i; as coordinates and the values y;; as element
values. For a block sequence y, we say that z = (z1,- - , z¢) is a subsequence of y of
length ¢, and denote it by {y., };, if there exist integers 1 < iy < iy < --- <ip < n

such that z; € y;, . for all j € [/].
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Define the interval space Z = {[a,b] | a,b € N,a < b} U {[a,b) | a € N,b €
[1,00],a < b}. For I € Z, we use |I| to denote |I N N|, i.e., the number of natural
numbers contained in interval I. We often refer to an z-interval X € Z N2 as an
interval of coordinates, and a y-interval Y € 7 as an interval of element values.

For a block sequence y € N*** and a y-interval Y € Z, we write y N'Y to denote
the multi-set of elements in y that are also in Y. Also, for X C [n], y(X) is the

sequence with first coordinates restricted to X. We also define y(X,Y) :=y(X)NY.

Monotonicity. We define monotone sets as follows:

Definition 65 (Monotone sets). Fiz a (potentially partial) ordered set (Q,<). We
say that a set P C N x Q is monotone if for all (i,u),(j,v) € P x P, we have (i)

i=jeu=v;and ()i < jeu<ov.

Note that this definition captures the notion of an increasing subsequence. In
particular, for the standard notion of an increasing subsequence over natural numbers,
we take {2 = N and < as the usual “less than” relation over N (a total order). However,
we will need this more general definition to consider increasing subsequences over
other partially ordered sets, like the space of intervals Z.

For a finite set P C N x Q, a longest increasing subsequence (LIS) of P is a
monotone set ) C P of maximum cardinality. We often use OPT to refer to a

particular LIS, and use |OPT| to denote its length.

Distributions. For p € [0, 1], we use Ber(p) to denote the Bernoulli distribution
with success probability p, and Bin(n,p) to denote the binomial distribution with
parameters n and p. By convention, we project p to the range [0, 1] whenever p > 1

or p < 0.
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We use “i.i.d. random variables” to mean that a collection of random variables is
independent and identically distributed, and use “sub-sampling i.i.d. with probability

p” to mean that each element is sampled independently with equal probability p.

Operations on Vectors, Sets, Functions. For a set A C R and a number «a, we
define A+« :={a+a:a € A} and aA := {aa : a € A}. We write log to denote
binary logarithm.

The notation o is used for function composition (i.e., g o f(z) = g(f(x)), and ®
is used for direct sum. We use the notation * as argument of a function, by which
we mean a vector of all possible entries. For example, f(x) is a vector of f(i) for i
ranging over the domain of f (usually clear from the context).

We use Ey(k) for b,k € NU {oc} to denote the set of powers of b bounded by k,
ie., Ey(k) = {b' | i€ N}yN[L k. We also define Ej, & Ej(c0). We use R, to denote

the set of non-negative real numbers.

Approximations. Our constructions generate approximations which contain both

multiplicative and additive terms. We use the following definition:

Definition 66 ((«, 5)-Approximation). Fora > 1 and 5 > 0, an («, 5)-approzimation

~

q of a quantity q is an a-multiplicative and (B additive estimation of q, i.e., § €

[q/a—B,q].

The following fact shows that to obtain a multiplicative approximation which is

a function of the LIS, it suffices to show («, 3)-approximation.

Fact 67. Suppose we have an algorithm A that for any n € N, X € (0,1), for some

q € (0,1), outputs a (1/X\%, An)-approzimation for some unknown quantity ¢ € [0,n]
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in time t. Then there exists an algorithm that outputs { € [2(07), 1]-€ in time t+O(1),

where p = %q, as long as £ > 20n.

Proof. The algorithm calls A with parameter A\ = 6'*?, and returns the same output.
Then, the upper bound is immediate by definition of («, #)-approximation. For the

lower bound, as long as £ > 2dn, we have that:
0> §904P) g g4y > P — 1P 0> L1ePy (q=p/(1+p))

O

Other notation. Notation O(-) hides polylog(n) factors, while O*(-) hides a factor

of no®

4.2 Technical overview

Our starting point is the algorithm of [185] which achieves O(1/\%) approximation in
time O(y/n/A7). Let OPT be (the coordinates of) an optimum solution (LIS) with

length |OPT| > An. Their algorithm consists of 2 main steps:

1. Partition [n] into /n disjoint contiguous x-intervals Xy, Xy,..., X 5 of length
Vv/n each. For i € [{/n], let y(X;) be the restriction of the input sequence y to
z-interval X;. The goal is to approximate the y-interval Y; £ [s;, ¢;], where s;
and ¢; are, respectively, the minimum and maximum values in y(X; NOPT). To
do this, one samples O(1/)) elements in X;, and generates O(1/\?) candidate

y-intervals (using pairs of sampled element values).

2. Generate a set of mutually disjoint pseudo-solutions, each of which is a sequence

of Q(Ay/n) candidate y-intervals that are monotone, i.e., all values in a candidate
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interval in x-interval X; are less than all values in a candidate interval in x-
interval X; for all ¢ < j. Estimate the quality of each pseudo-solution (the
sum of LIS of the candidate intervals in it) by simply sampling O(log®Y n/ A1)
x-intervals and computing the LIS within relevant candidate intervals. Output

the largest quality.

Their analysis proceeds as follows. For each x-interval X;, some candidate y-
interval is a good approximation of the interval Y; w.h.p., so the union of the LIS in
all pseudo-solutions covers a large fraction of OPT. Since there are O(1/A\*) pseudo-
solutions, the output is a O(1/%)-approximation of OPT. The runtime of O(y/n/\")
is dominated by the time required to evaluate the quality of pseudo-solutions to
sufficient accuracy. Ome can also apply this technique recursively to improve the
runtime, at the cost of worse approximation.

In [161], this result is improved by giving an algorithm for LIS with approxima-
tion factor O(1/A) and runtime O(n'~% . (logn/A)'/€) for any constant ¢ > 0. The
polynomial dependence on 1/ seems essential since the algorithm in [185] is used as
a sub-routine. In [172], a non-adaptive algorithm is presented with sample complex-
ity O(+/7/A?) and approximation O(1/)), where 7 is the number of distinct values.
Again, the polynomial dependence of the sample complexity on r and 1/\ seems
intrinsic.

There are several fundamental obstacles in improving these bounds, and in partic-
ular, getting the runtime down all the way to 1/\ while improving the approximation.
One such obstacle is that the straight-forward approach (as in prior work) of inde-

pendent recursions cannot obtain better than 1/A\? run-time in the worst-case. The
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issue is that even if one is able to isolate all possible y-interval ranges efficiently, there
must still be at least 1/ such ranges (optimally), and recusing of each such y-interval
without knowing a priori which coordinates contain the relevant y-values would re-
quire 1/X samples just to find a single sample of relevance in each (sub-)instance (i.e.
for each y-interval). We will return to this obstacle later and show how we improve

the amortized complexity for it.

4.2.1 Our approach

Similarly to [185], we generate candidate y-intervals based on random samples, and
generally look for increasing sequences of intervals, each with a large local LIS. Beyond
this general similarity, our algorithm develops a few new ideas, in particular in how
we work with these candidate intervals, and especially how we find LIS’s among these
candidate intervals. In particular, our contribution can be seen through three main
components.

First, we introduce a new problem, termed Genuine-LIS, which captures the prob-
lem of estimating the longest (sub-)sequence of increasing intervals, each with a large
“local LIS”. This problem is a new model for sublinear-time algorithms, which has
not appeared in prior literature to the best of our knowledge.

The Genuine-LIS problem is defined as follows. The input is a sequence g where
each element is associated with an additional flag signifying whether it is genuine or
not, i.e., g € (N x {0,1})". One receives unrestricted access to the elements (i.e.,
the first coordinates) which is denoted by ¢g(x); € N™. However, one must “pay”
to test whether an element is genuine; this is determined by the second coordinates

g(x)2 € {0,1}", referred to as genuineness flags. The goal is to compute the length
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of the longest increasing subsequence of g(x); restricted to genuine elements, i.e., of
g((g(%)2)71(1))1, using as few tests for genuineness as possible.

Second, we show how to efficiently reduce the LIS problem to a (smaller) instance
of the Genuine-LIS problem, where the “genuineness” flag of an element corresponds
to LIS of an z-interval being large enough. In particular, this is where we generate the
aforementioned candidate y-invervals. The algorithm reduces the problem to finding
a (global) LIS amongst a set of candidate intervals, each with a large (local) LIS. We
solve this via a composition of 2 sub-problems: the Genuine-LIS problem takes care
of the “global LIS” of candidate-intervals, while the standard LIS problem recursively
estimates the “local LIS” (these ideas and terms will be made precise later). The main
challenge here is to generate candidate intervals in a succinct manner: we manage
to reduce the number of sampled anchor needed to ~ 1/A, as well as limiting the
number of candidate intervals to be near-linear in the number of sampled points.

Third, to optimize the sampling of the string, we use a novel sampling scheme
endowed with a data structure, termed Precision-Tree. At preprocessing, the struc-
ture samples a number of positions in the input string (non-adaptively), which are
not uniform but rather correspond to a tree with non-uniform leaf levels (hence the
name). We then build a global data structure on these samples for efficient access.
In particular, we develop a tree decomposition procedure (to be discussed later), and
repeatedly use sub-trees across different sub-instances we generate, improving the
overall sample complexity. We highlight the fact that we reuse both the samples (and
hence randomness) across different (sub-)instances for both of the LIS and Genuine-
LIS problems. In addition, the Precision-Tree data structure provides a quick way to

narrow down on all samples in some z-interval whose value is in given y-interval Y.
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Before continuing this overview, we formally define a slightly generalized version
of the LIS problem, termed Block-LIS, as well as the aforementioned Genuine-LIS
problem. Following that, we provide an overview of the algorithms to solve these two

problems. The high-level flow of our algorithm is described in Figure 4.

Main LIS Algo
(Theorem 4.3, Alg. 1)

l

Precision Tree
Preprocessing
(Alg. 3)

I ' "
Extended Block LIS Block LIS Sparsecase | Dense case
‘ (Lemma 6.3) (Theorem 4.2, Alg. 8) B= )
\ / \ J \

Local LIS approx.
of smaller instances
Tree Decompaosition
_ (Theorem 5.4, Alg. 2) |
Global LIS approx. instN /

Greedy
Estimator

Genuine LIS
(Theorem 4.1, Alg. 5)

Extended Genuine LIS
(Theorem 7.2, Alg. 9)

Figure 4: High level flow of the main algorithm (Theorem 64). Each arrow represents

one or more calls to the corresponding algorithm.

The Block-LIS problem. This problem extends standard LIS problem in two ways.
First, the main input is a sequence of n blocks, each containing (at most) k elements,
and at most one element in each block may participate in a sequence. Second, we are
also given a range of values Y € Z, such that each element of a subsequence must be
inY.

Formally, we define the Block-LIS as follows: given a sequence y € N™** and
a range of values Y € Z, compute the length of a maximal sub-sequence OPT C

[n] x [k], such that {(w1,yw)}weopT 18 monotone and {y, }weopt C Y. Sometimes,
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we also restrict the set of blocks to an interval X C [n], and define the quantity
Block-LIS(y, X,Y') as the longest increasing subsequence of y € NX [k using elements
inY.

The standard LIS problem can be seen as the Block-LIS problem with £ = 1 and
Y = N — which is how we instantiate the original input sequence y € N™ in our
Block-LIS algorithm. The main advantage of this generalization appears when the
sequence is sparse in Y. Then, we show the multiplicative approximation factor
for Block-LIS is not only a function of the additive error An, but also of the total
number of elements of y in range Y (i.e., |y(X,Y)|). In particular, we show that this
approximation is a function of Iy(g\f—nY)l

While the generalization to blocks is not a core necessity of the algorithm (in
fact, one can consider the values in each block in descending manner, yielding an
equivalent problem with no blocks required), its main use comes from our need to
instantiate several overlapping instances using the same Precision-Tree data structure
(to be discussed later).

Finally, we note that we similarly generalize the Genuine-LIS to work over blocks:
input g € (N x {0,1})™* and the LIS is allowed to use only one (genuine) element

per block.

4.2.2 Main algorithm

The main algorithm for estimating the LIS is merely the following (see Algorithm 11):

1. Preprocess Precision-Tree T' = Tj(y) of the input sequence with parameter

§ 2 X/n°) (the exact o(1) parameter will be made precise later).
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2. Run the Block-LIS algorithm that has access only to the data structure T'. (we
note that this algorithm itself recursively runs the algorithms for Genuine-LIS

and Block-LIS.)

4.2.3 Genuine-LIS problem: overview of the algorithm Esti-

mateGenuineLIS

Recall that in the Genuine-LIS problem with input ¢ € (N x {0,1})", one receives
unrestricted access to the elements (i.e., the first coordinates), but must “pay” to
test whether an element is genuine (determined by the second coordinates). The goal
is to compute the length of the longest increasing subsequence of g(x); restricted to
genuine elements.

We derive two complementary solutions to the Genuine-LIS problem: one “di-
rect” (without further recursion), and the other by reducing the problem to standard
sublinear-time LIS estimation. To highlight our novel contribution, we contrast it
with the framework of [185], that implicitly gives a solution to the Genuine-LIS prob-
lem, albeit with sub-optimal approximation. In particular, the following algorithm
for Genuine-LIS is analogous to the algorithm in [185] based on generating pseudo-

solutions (maximal sequences of candidate intervals).

1. Using the first coordinates only, look for a maximal increasing subsequence P,

containing Z An elements and remove P; from the sequence.

2. Repeat step (1) until there are no more sequences of length £ An. This generates

(disjoint) solutions P, ..., P, for some t 5 1/

3. Sub-sample ~ 1/\ elements from the union P = U;c,P; and check if each one is
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genuine. Let x be the number of Genuine elements in this sampled set.
4. Output A\?n - k.

It is easy to see that this algorithm yields, with constant probability, a (2/\, A\*n)-
approximation with approximately 1/ tests for genuineness. First, if the Genuine-LIS
is at most 2An, then the output (being greater than 0) is already a (2/X, \*n)-

approximation, as

Gengi/n;—LlS _ )\271 < 3;‘_35 — )\2n =0< Genuine-LIS.

Otherwise, P contains most of the Genuine-LIS elements, and since ¢t 5 1/A, the
Genuine-LIS is at least A/2 times the number of genuine elements in P.

Thus, by the sampling mechanism above, we can estimate the proportion of gen-
uine elements to sufficient accuracy with constant probability. Observe that the
approximation is in fact proportional to 1/Ax, and that the worst approximation
happens when P is “sparse”, i.e., when only approximately An elements in P are
genuine. For such a sparse case, however, one can instantiate the Genuine-LIS algo-

rithm as a Block-LIS one, restricted to the genuine elements. In fact, this “sparse”

n

7mzlvvhereyls

case is precisely where the approximation factor is minimal, i.e.
the genuine-elements-only subsequence. Our improved approximation stems, in part,

from balancing between the dense and sparse cases as above.

Speeding up LIS extraction using dynamic LIS. The Genuine-LIS instances
we generate are of size g 1/A, and our goal is to obtain overall run-time that is
near-linear in 1/\ as well. The standard, dynamic-programming solution for finding

and extracting the optimal LIS each time for step (1) above can potentially incur
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an overhead that is quadratic in the instance size (each LIS extraction would take
linear time, and we need to greedily extract up to a near-linear number of solutions),
leading to a polynomially-worse time. To ensure near-linear time, we adopt a fast
dynamic LIS data structure from [101], and use it to iteratively extract near-maximal

pseudo-solutions.

Extensions to the Genuine-LIS algorithm. Our complete algorithm needs two

further extensions to the algorithm for the Genuine-LIS problem, as follows.

e Sparse (unbalanced) instances: some Genuine-LIS instances we generate are
sparse, with many “null” elements, i.e., some blocks have less than &k elements
(note that a “null” element is different from a “non-genuine” one, in that it
does not need to be tested). When the instance g consists of m < nk non-null
elements, we would like the approximation and runtime bounds to be a function
of m/n (average block size) instead of £ (maximum block size). To obtain the
improved bound, we partition the blocks based on an exponential discretization
of the number of non-null elements, and output the maximum over all instances,
where each instance consists only of blocks containing a similar number of non-

null elements.

e Genuine-LIS over intervals: the first coordinates of the Genuine-LIS instances we
generate apriori consist of intervals rather than integers. The challenge is that
we then need to find LIS over the partial order of intervals Z. To exemplify
the challenge, the dynamic LIS data-structures from [160; 101; 138] which are
useful in speeding up our algorithm, cannot immediately handle partial order

sequences. Our ideal solution involves a mapping ¢ : Z — N that approximately
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preserves the overall LIS over all subsequences, and therefore also preserves
the overall LIS over the genuine elements. While we are unable to show a
single mapping that works for all intervals, we partition the space of intervals
into log(k/A) sets Z, — intervals in Z whose length is in [¢,2¢) — based on
an exponential discretization of the interval length ¢, and provide a mapping
we : Iy — N for each set of intervals Z,. We eventually output the maximal
Genuine-LIS result over all such maps. This costs us merely another log(k/\)-

factor approximation, and a small additive error.

The formal statement for the algorithm to solve Genuine-LIS, named ESTIMATE-
GENUINELIS, is presented in Section 4.3, and its description and analysis are in
Section 4.5. The pseudo-code is presented in Algorithm 15. The Genuine-LIS exten-

sions are presented and analyzed in Section 4.7.

4.2.4 Block-LIS problem: overview of the algorithm Esti-
mateBlockLIS

For the problem Block-LIS(y, X,Y"), we develop the algorithm ESTIMATEBLOCKLIS.
Fundamentally, we reduce the instance to a Genuine-LIS instance, where each gen-
uineness flag is set to 1 if and only if the LIS of a certain (smaller) sequence (which
is itself a Block-LIS problem) is large enough.

Our reduction starts by partitioning X into consecutive intervals Xy,..., X, of
equal length, where 7 is a dynamic, carefully chosen branching factor, and is usually
sub-polynomial in the instance size (here think 7 = n). Next, we sample approxi-

mately 7/A blocks (wj, ;) (termed anchors), and use all the elements in Y across
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all the anchors to generate sets of values S; C Y for each corresponding X;.

Using each set of y-values S;, we construct candidate intervals );. While this
part is similar to the construction from [185], we note that we need a more efficient
construction to obtain the near-optimal sample complexity. In particular, we require
the number of candidate intervals to be near-linear in |S;|, and hence we construct
a small candidate interval set |V;| ~ |S;|, while still ensuring that this set covers
all “relevant options” with only an extra logarithmic factor loss in approximation.
In particular, instead of looking for all possible pairs of endpoints, we choose the
endpoints in dyadic fashion (in particular, their distance in the set S must be a
power of 2.

Finally, we reduce the Block-LIS problem to a Genuine-LIS instance over 7 blocks,
where each block 7 contains all the candidates intevals ); — this Genuine-LIS instance
thus captures “global” LIS (over the candidate intervals). The first coordinates of
the Genuine-LIS instance are the candidate intervals ); themselves, while the second
coordinates (i.e., the genuineness flags) indicate whether the corresponding “local”
Block-LIS(y, X;, Y’) estimated values are above a certain threshold x, for each Y’ € ).

This threshold « itself depends on a parameter p > 1, which characterizes the re-
lation between the “global” Genuine-LIS instance and the “local” Block-LIS instances.
Intuitively, p is such that (roughly) 1/p fraction of the X; intervals each have a Ap
fraction of them participating in the LIS. Consider two extreme cases, one where the
LIS is uniformly distributed among all X; (p = 1), and one where the LIS is maximally
concentrated among a small subset of the z-intervals (p = 1/X). Then, it is more
difficult to certify an increasing subsequence in the latter case, when the LIS is sparse.

But in this case testing the genuineness of a local LIS (inside a block X;) is much
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easier, since we only need to establish that it is (| X;|). In general, there is a precise
trade-off between the complexity of certifying the global LIS versus the complexity of
certifying the local Block-LIS. A priori, we do not know p, so we simply iterate over
all possible magnitudes (again, by exponential discretization).

Once we formulate the overall Block-LIS problem as a composition of a “global”
Genuine-LIS over multiple “local” Block-LIS instances, we decompose the problem
through a procedure called Precision-Tree decomposition which will be described next.

The formal statement for the ESTIMATEBLOCKLIS algorithm is presented in Sec-
tion 4.3, and the algorithm description and analysis are in Section 4.6. The pseudo-

code (including sub-routines) are presented in Algorithms 16 to 18.

4.2.5 Precision-Tree data structure

We note that a direct instantiation of the above algorithm yields the right approxi-
mation, but will require at least ~ 1/A\? queries into the input string y (and hence
run-time), and, moreover, require the algorithm to be adaptive. The source of this in-
efficiency is precisely the “small slopes” obstacle discussed earlier, which would lead
to “wasting samples” in any naive rejection sampling mechanism. To improve the
complexity, and to allow our sampling algorithm to be non-adaptive, we introduce
the Precision-Trees data structure (Section 4.4). While based on the precision sam-
pling tool introduced in [21; 22, the main development here is that we augment the
resulting tree for special operations described henceforth.

Intuitively, the Precision-Tree data structure can be thought of as a global data
structure holding enough information for simulating random samples for multiple

non-uniform (sub-)instances, specifically ones arising from recursion. In particular,
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the data structure is an (incomplete) tree, where (lowest-level) leafs correspond to
samples of some input e € £". The initial tree is defined over the input string (i.e.,
€ = N), but we also construct Precision-Trees over other domains £" as described
later. The initial tree for the string y € N™ is constructed at random (using precision
sampling), and this is the only time when we access the string y (in the entire LIS
algorithm). Overall, the Precision-Tree data-structure (the initial one as well as the

other trees we generate) supports several important properties we need:

e Since our algorithm is recursive (composition of Genuine-LIS and Block-LIS algo-
rithms), we need to provide samples for potentially very small parts of y (that
depend on what was sampled earlier in the recursion). In other words, we need
to be able to “zoom into” different location of the input string with the right

precision.

Our precision tree is build such that any sub-tree under any “sampled” node,

is another Precision-Tree instantiation with a different (random) parameter.

e In contrast to the original precision sampling tool that was designed for the
simple addition function, our application at hand requires more complicated

functions (indeed, the sub-linear Block-LIS and Genuine-LIS algorithms).

We show how we can decompose the tree into a number of different sub-trees (as
mentioned, each sub-tree by itself is a precision tree), run algorithms on each
sub-tree as well as a final algorithm, recomposing the results using another
algorithm (and another sub-tree, this time over a new domain resulting from

the sub-trees computation)

e Another crucial challenge to deal with is the following: as the recursion proceeds,



CHAPTER 4. LONGEST INCREASING SUBSEQUENCE 186

we may be “zooming in” on the same part of y multiple times, but focusing
on different y-range intervals Y. Naively, one would use rejection sampling
here (rejecting samples with value not in Y'), which however would yield a
polynomially worse sample complexity. In addition, our recursion happens not
only down the tree (i.e., on sub-trees) but also on the top portion of the tree

(reminiscent of the van Emde Boas layout).

The precision tree allows us to reuse the randomness over independent recursive
calls into the same z-intervals, each focusing on a different y-value ranges. In
particular, for such an z-interval we will have processed the samples to directly
report samples with values in a desired y-interval Y (this is essentially a 2D
range reporting). In addition, the randomness is reused when computing the

global function on the top portion of the tree as described above.

4.2.5.1 Construction of the Precision-Tree data structure

We now describe the construction in a bit more detail. Original precision sampling
from [21; 22] is designed to estimate a summation function a = Y1 | a;, for unknown
a; € [0,1], from “coarse” estimates for a;. In our application, we need to generalize
precision sampling from a simple addition to general functions, allowing one to ap-
proximate go f where g is a general function over m coordinates and f = (f1,..., fa)
consists of n independent functions on different parts of the input, sharing the same
co-domain.

We define Precision-Tree with precision parameter A < 1, for a given a vector of
elements e = (ey,...,e,) € E", denoted Ty(e), as follows. The tree T is a trimmed

version of the full S-ary tree of £ = loggn + 1 levels, with n = B¢ leafs, where
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parameter § > 1 is fixed; in particular, all nodes of T" have fan-out of either 3 or 0.
Each leaf at level £ ! is associated with an integer representing its location in the tree.
Each internal node v is associated with an interval representing the unions of its leaf
descendants (in the full tree); for example, the root of T is associated with the entire
interval [1,n], and its children with [1,n/5], [n/8 + 1,2n/5], etc). For a node v in
the tree, we use &, or £(v) to denote the set of elements under v.

Given e € £, A, and 3, we construct the trimmed Precision-Tree T)(e) as follows.
We assign a (random) precision score P, to each node v by the following recursive
procedure. We set Proot(1) = A. Recursively we define the precision score of a node v
by

Py = Zy - Pparent(v) Where Z,, ~;; 4. Uniform({1,2,3,...,3/4}) . (4.1)

Most importantly, for a node v, we recurse into its children only if P, < 1;
otherwise we stop the recursion for v with P, > 1 (v has 0 children). If v is a leaf
(at level £), v also stores the input element corresponding the location of v (i.e., an
element of ) — note that this event corresponds to sampling an element of the input
string. In other words, we store only a “trimmed” version of a full S-ary tree.

Initially, we generate one such tree 7} /.(y) for the input string y € N", for some
¢ = ¢(n,\) > 1, which we refer to as “precision tree complexity”. One can prove
that the sample complexity (into y) is bounded by ¢ - log?!8s™ (B) (see Lemma 71).
Overall, our entire sampling mechanism is merely a simple, one-round non-adaptive

precision-sampling tree over the coordinates of y, which we store in a data structure

By convention, the level of the root is 0.
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T? of size O*(1/)) with convenient fast access.” After such preprocessing, the rest of
the algorithm has no access to y, but only to 7T

Most importantly, using this single tree T} ,.(y), we will simulate Precision-Tree
access for different trees over different inputs and parameters in our algorithms using
a certain procedure which we call the Trim-Tree algorithm (see Algorithm 12).

We also preprocess the samples stored in 7" so that we can quickly retrieve all
samples in some z-interval X C [n] and some y-interval Y through an ancillary data-
structure which we call SODS. The SODS is used for a “rejection sampling”-type
operations where we need a number of samples from a substring of input y (or later

on for some intervals of blocks), but care only about values in a certain range Y.

4.3 Main algorithm for estimating LIS

Our main algorithm is composed of two algorithms, for solving Block-LIS and Genuine-LIS.
These algorithms recursively call each other, with access to a Precision-Tree data
structure. This data structure queries the input sequence at the beginning (non-
adaptively and non-uniformly), and our algorithms access the sequence only via this
data structure. We describe the details of Precision-Tree in Section 4.4, and for now
refer to it as a tree Ty (y) for some parameter A < 1 and an input string y.

We now state the main guarantees of the two algorithms; their proof will appear
in later sections. We then show how these two algorithms yield our main algorithm

for estimating LIS. Below, for an instance g € (N x {0,1})"**, let g restricted to

2We abuse notation and use 7" to denote both the conceptual Precision-Tree and the data structure
implementing it.

3The notation O*(-) hides a n°(") factor.
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first /second coordinate be g(x); € N*** and g(x), € {0, 1}"** respectively.

Theorem 68 (ESTIMATEGENUINELIS algorithm; Section 4.5). Fiz integers n, k and
A € (1/n,1). Fiz an instance g € (N x {0,1})"**.  For some monotone func-
tions as : R2 — [1,00) and ¢s : RY — [1,00). Suppose there exists a randomized
algorithm Apgp that, given X C [n|,Y C N, parameter 75, and a Precision-Tree
N7xk

AX] )(y) for some y € , can produce an (as, \| X|)-approximation

l/cs(\X|,Ts,/\,—|y(X7y)|
for Block-LIS(y, X,Y") where as = as (|X|,7’8, %) w.h.p. in time t;.

Fiz any parameter v, 7 > 1, and let ¢ > O(1/)\) + ¢, (n, 7, \,y\/k). Then, there

exists an algorithm A, that, given free access to g(x), and Precision-Tree access to

9(¥)2, T1/c(g(*)2), produces a (g, An)-approzimation for Genuine-LIS(g) w.h.p., where

ay = log(k/\) -max{7, as(n, 7,7\/k)}. The algorithm A runs in time O(nk)+ O(t,).

Theorem 69 (ESTIMATEBLOCKLIS algorithm; Section 4.6). Fiz monotone func-
tions ts,ay : RL — [1,00), as, ¢y : RY — [1,00) and ¢, : RY — [1,00), satisfying, for

allr,m € Eg, m e N, A <1, A\, \a € [\ 1], and k' € [1,1/A] with A\ Ay = Q(NK):

o as(r,7, ) 2 polylog (§) - ay (7. 32) - as (7,7 5);

o ¢ (r,m, N 2) = BOW T e (1, A, k) - e (2,7,0(\ /K), 22); and,

o 1y (r,7) > log?t e (B) - ¢, (£, 7).

T

Suppose there exists and algorithm Agp with the following guarantee: given Genuine-LIS
instance g € (N x {0,1})"%s with B-ary Precision-Tree T} jc,n, 7, k) (9(%)2) access,
Aqr outputs (ag (ng, 2—;’) ,)\gng> -approzimation to Genuine-LIS(g) in time O(ng - ky)

w.h.p.
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Now fiz input y € Nk a block interval X C [n], value range interval Y C N,
parameters A € (0,1), B € N, 7 € Eg. Then, given a B-ary Precision-Tree T} .(y),
we can produce a (o, \| X|)-approzimation for Block-LIS(y, X,Y) w.h.p., as long as

ALX| ALX]
o> ag <|X|,T, m) and ¢ > Cs <|X|77—a )‘7 \y(X,Y)|>'

The algorithm’s expected run-time is at most ¢ - t5(| X|, 7) - Iy(|)§(,|Y)|‘

The proofs are deferred to Section 4.5 and Section 4.6. Combining the two algo-

rithms from above, we obtain the following theorem.

Theorem 70. Fiz any A = o(1) and € < 1. There exists a randomized non-adaptive
algorithm that solves the LIS problem with (o, \n)-approzimation, where o = (1/\)Ve-

2
(log 1/X)2°%= YYD ysing 1 - nOWelsl/9) time (and hence samples from the input).

The algorithm for Theorem 95 (see Algorithm 11) follows the outline from Fig-
ure 4. In particular, we first build a $-ary precision tree T}/, for 3 = ©(logn), and
c=cs(n,n A\ \) = % -nOWelogl/e) YWe then apply the algorithm of Theorem 69 by
interpreting the string as a Block-LIS instance with & = 1. The proof follows from
recursive implementation of Theorems 68 and 69 with carefully chosen parameters.
Most importantly 7 and « are carefully chosen, as a function of the other param-
eters, to balance approximation and complexity. Informally, we pick 7 ~ |X|¢ in
cach Block-LIS instance, and v ~ (k/A)V¢ for a recursion of depth ~ 1/4/¢, then
we stop and use the dense estimator only by setting v to be maximal. The formal
proof involves tedious calculations, and is deferred to Section 4.8. We now complete

Theorem 64, by instantiating the LIS problem with the parameters above set suitably.
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Algorithm 11 ESTIMATELISMAIN
> Input: A sequence y € N”, error parameter A € (1/n,1), and € < 1.

> Output: An integer L € [0, LIS(y)].
T < PREPROCESSPRECISIONTREE(y, A - n~¢, 3), where 3 < ©(logn).

return L + ESTIMATEBLOCKLIS(T, n¢, \).

Figure 5: Description of the algorithm ESTIMATELISMAIN.

Proof of Theorem 6. Let y € N™ be an input of the LIS problem. We solve the
problem using the algorithm of Theorem 95 with inputs y, A\, and € = 1/loglog 1/,
noting that o = \°¥ and runtime complexity is %no(l/ Vioglog1/3) %no(l). Finally,
we invoke Fact 67 with ¢ = o(1) to obtain the claimed approximation (as ¢ = o(1),

p=q/(1—q)=o(1)). —~

4.4 Precision-Trees data structure

In this section we discuss the Precision-Trees data structure used to improve our
bounds, and the properties of this data structure.
The basic construction of the f-ary tree T)(e) was introduced in Section 4.2.5.1.

Before proceeding, we establish the sample complexity of the Precision-Tree.

Lemma 71 (Sample complexity). The ezpected number of coordinates in [n] that are

sampled is 1og®"% ™ (8) /X

Proof. Let s, = 1/P,. Since we only sample leaves with s, > 1, then the total

sampled leaves is at most ZveVlogﬁ(n) Sp-
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Now, since Z, are chosen i.i.d. uniformly in {1,...,Q(3)}, then we deduce the

recursive relation:

E[S’U] S E |:’PLU:| - O(loﬂgﬁ) ) E |:7Dpar(13nt(v):| (42)

Let 7, & Zvew Sy. Then 19 = 1/A, and for level ¢, summing and using Equa-
tion (4.2), we obtain

E[r]=E [Z SU] < BE Z % sy | < O(logP)E Z sy | = O(log B) 1.

veEVy veVp_q veVy_q

Then 7, < O(log 8)¢/), and we conclude E > vev; o sv] = O(log(B3))'*#5™ /X as
O, ﬁ n

needed. O

4.4.1 Tree sampling data structure

We equip each Precision-Tree with a Sampling Oracle Data Structure (denoted SODS)
that should be seen as a data structure wrapper with access to Precision-Tree, allowing
efficient sampling of leaves.

First, we show one can simulate uniform samples of elements given a Precision-

Tree access.

Lemma 72 (Simulating Random Samples). Fiz § < 1 and Precision-Tree T =
Ts(er, ... en), as well as arbitrary &' > &, with 1/§" € N. Using access to T only,
we can generate a set of elements S C {ey,...,e,} such that the distribution of S
is identical to the distribution where each e; is included i.i.d. with probability 1/'n.

The runtime to generate S is O((log 3)1°85™/§).
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We remark that, while two subsequent invocations of the above lemma may give
different sets S,S’, each with the above distribution, they are dependent between

each other.

Proof. The main task here is to show independence, i.e., that we can choose a set of
i.i.d. samples by reusing the randomness of the Precision-Tree. We prove by induction
on the tree height, starting with single node trees, that for any node with P, < 1, for
any &' > P, we can generate a subset of the leaves where each leaf is included with
probability at least 1/d'n,,, where n, to be the number of leaves in the subtree rooted
at v.

For leaves, if P, < 1, the node is included in the Precision-Tree, and we can
subsample it with any required probability as needed. Now consider a non-leaf node

v; by induction the statement holds for its children.

Ifo' < %, we are basically done since any child u of v, has score P, < PZB < 5275 <

Ny

1, while the number of elements n, = 3, 80 we can simply subsample leaves in u’s tree,
each with probability ﬁ = J’B;nu < ﬁ as needed (note that ¢'n,/n, = 56’ > P,
as required by the inductive hypothesis).

It remains to show this for ¢’ > %. For this case we claim we would like to use the
tree-randomness to generate the samples.

For distributions P, Q, we say that P stochastically dominates @ (also denoted
P = Q) if Fp(t) < Fo(t) for all ¢, with strict inequality for some ¢, where Fp and Fg
are the cumulative distribution functions (CDFs) of P and @ respectively. We first

claim the following:

Claim 73. Fizr k € N, 0 < p < 1 and F > 1 such that F - pk < 1/4. Let
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Xi,..., Xk ~iia Ber(p) (i.e., ii.d. Bernoulli random wvariables with bias p) and
let X = . X;. Let Yy,..., Yy ~;iq Ber(2pF) and let Y = Y* -3 .Y, where
Y* ~ Ber(1/F), independent of the other variables. Then, Y stochastically domi-

nates X.

Proof. X and Y are both supported on {0,1,---,k}. So, it suffices to show that
Pr[Y > i > Pr[X > i for all i € [k]. Note that 2pF < 2pFk < 1/2, so 2pF is a valid

probability. For i € [k], let

L Piy=i ()-@pF)y-(Q-2pF)t . [(1-2pF ki
S0 = PriX =i  F. (’:) ph- (1 — p)k—i =2-F <ﬁ) :

To show that Pr[Y > ] > Pr[X > 4] for all i € [k], it suffices to show that f(i) > 1
for all ¢ € [k]. Using the conditions that 2pF' < 1/2, pFk < 1/4 and F > 1, along

with the fact that 1 — 2 > 272% for all = € [0,1/2], we obtain:
f(i)>2(1 =2pF)F>2.27Fk 5 9. 971 —
for all ¢ € [k]. This concludes the proof. O

We show that one can simulate sub-sampling of each leaf of w i.i.d. with probability
1/6'n, by the following process. If P, > 1, then output no elements. Otherwise, we
can (by the inductive hypothesis) sub-sample each leaf of u i.i.d. with probability
1/n,.

Now, let

Eq. 4.1

Ay 1 B 1 B 1
F—Ll/aszzu/mz > Pro[Pu<1]”

This process generates p i.i.d. leaves of u with distribution

o~ Ber(l_;r[Pu <1])- Z Ber(;-) >~ Ber() - Z Ber(;-).

I leaf of u [ leaf of u
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Noting that n, = > e apnd ul < ;11, we invoke Claim 73 to obtain

%v = F 5'ny
that the distribution p stochastically dominates the required sample-size distribu-
tion D, jour OfuBer(ﬁ), and hence we can simulate the distribution we need over
leaves of each child, and hence also for v.

For run-time, we note that this process takes time (at most) proportional to the

size of the tree. For the latter, by Lemma 71, the time is O((log 3)'°85"/§).

]

Next, we show that if each element of the tree is a block of integers, then one can
construct a data structure that sub-samples with interval range restriction, in time

proportional to the sample size.

Corollary 74 (Conditional sub-sampling data structure). Fiz Precision-Tree T =

Ts(y) with y € N™*. There exists a data structure, that given any interval Y € T

and sub-sampling probability n < 1/dn with 1/n € Es(n), sub-sample block-coordinates

X' C [n] i.i.d. with probability n and outputs a set of all coordinates W C X' [k] such

that yw €Y, i.e. W £ Uiex{(i,7) | vi; € Y}, in time O(\W!) The preprocessing
nt|mll,

time is, in expectation, O (T>, where m; < k is the number of non-null elements

m Y.

Proof. To preprocess, we prepare for each possible n < 1/én with 1/n € Fy(n)
by sub-sampling each block i.i.d. with probability n using Lemma 72. Then we
compute a set of coordinates Z, C [n] by combining all coordinates from all sampled
blocks. Let U, £ Uweznx[k]{yw}. Compute U, and store it as a sorted array with a
pointer to y~(j) N (Z, x [k]) for each j € U,. Now, for each (1,Y’) query, locate the

range of elements in U,, containing precisely the elements in ¥ using binary search of
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min(Y’), max(Y’). This will be our output W.

The correctness follows immediately from the construction. Preprocessing runtime
is as claimed as, in expectation, we need to sort ||m||;/én elements, and there are
O(logn) different values of 1 to consider. Runtime is only O(logn) plus the size of

the output (as it is stored as contiguous block). O

4.4.2 Decomposing Precision-Trees

We now show that if one can compute some “local” function over intervals of elements
given some local Precision-Tree parameter access to each interval, then we can redefine
the tree-access as a tree-access to the global problem assuming all local problems were
computed successfully. For the analysis, we assume that the number of leaves is an
integral power of 5. The results extend to general tree sizes (for example by padding
the input).

The algorithm follows the following steps (the full algorithm is described in Algo-

rithm 12):

1. Identify the “correct” level ¢ in T" where each node corresponds to the right

number of elements.

2. Find all nodes v at level ¢ with enough precision to compute the local function
f» and compute the local function on these nodes by “detaching” the sub-trees

rooted at each v.

3. Consider the global tree T, trimmed to levels < ¢ (i.e., the top of the tree).

Augment the precision parameters by dividing each score with the precision
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we need to use for the local computation. This creates another “simulated”

precision tree where we have access to the value at all leaves with P, < 1.

4. Compute the global function g with tree access to the locally computable values.
Overall, we constructively show the following;:

Lemma 75 (Tree Decomposition). Fiz 3, 7,n € N such that n,T are each a power of
B. Fiz a domain of elements e = {e1,...,e,} € E™ and let X1, ..., X, be a partition of
[n] into disjoint intervals of equal width. Fiz 6,m € (0,1) and (possibly randomized)
functions g : T5(F") — G and {f; : T,(e(X;)) — Flicr for some spaces G and
F. Then, algorithm TrimTree (see Algorithm 12), given a Precision-Tree Tsy,(e),
outputs g(T5(f1(T,(e(X1))), ..., fr(T,(e(X7))))). The algorithm’s expected run-time
is O(T +t, + = tgll; log®U°es(") (3)), where t, is the time to compute g, and (ts);

15 the expected time to compute f;.

Proof of Lemma 75. Consider the full Precision-Tree Ty, (e). Take the top logg 7 levels
of the tree to get to the level where each node v has n/7 leaves in its subtree. This top
portion (trimmed tree) can be seen as Tj as follows: the precision P, in Ty is simply
defined to be P, /n. Hence for leaf v in T, we have that P, < 1 iff P, <n. Hence for
each such v, if P} < 1, we have another 7, rooted at v (in the full Precision-Tree),
allowing us to compute the corresponding f;(7,,(e(X;))). Hence we will be able to
also compute g(Ts(f1(T,(e(X1))), ..., f-(T,(e(X;))))) as required.

For runtime, we note that by Lemma 71, we have % - 1og@lees(r) (B) leaves v with
P! < 1. We only preprocess SODS and compute the function f; on those leaves, and
all f; have the same probability to be computed. Also, we note from the independence

of Z;’s, once we fix precision parameter 7, the time to compute each f;(7},(e(X;)))
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is independent of the random choice of i where f; is computed, hence we have the
expected runtime is the product of expectations. Finally, computing the function g

takes t, time.

Algorithm 12 TRIMTREE
Input: Disjoint consecutive intervals of [n]: {X;}icjn of length r each, global

function g : T5(F7) — G, functions {f; : T,(e(X;)) — F}icpr, Precision-Tree T,

local precision parameter 7.
Output: g([fi(T,(e(X:)))]ier))

Let £ =logg 7 be the level in T" such that for v € V;, | X,| = .
T, < the induced sub-tree of V.
for v € V, do
if P, <n then
Preprocess SODS for the precision tree rooted at v using Corollary 74.
Compute f;(T;,(e(X;))) using sub-tree rooted at v and store the result in v.
end if
end for
P, < P,/n for all v € T,.
Preprocess SODS for T, using Corollary 74.
Compute g « g([f(T,(e(X:) liep) using Ty,

return q.

Figure 6: Algorithm TRIMTREE for decomposing Precision-Trees (Lemma 75). De-
fine level 7, of a node v as its distance to the root. We define V, as the set of nodes
of level £, ie., V;, £ {v € T | £, = ¢}. We use the shorthand Ve, £ U,,<,V}, and

similarly for Vg, Voy, Vso.
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Algorithm 13 PREPROCESSPRECISIONTREE
Input: An input e € ", precision parameter §, and branching parameter 5 € N.

Output: Precision-Tree data-structure Ts(e).

T < PREPROCESSNODE(e, [|e|], d, B).
Preprocess SODS for T using Corollary 74.

return 7.

Algorithm 14 PREPROCESSNODE
Input: Aninput e € £, an interval I C [[e]], precision parameter , and branching

parameter 5 € N.

Output: Precision-Tree data-structure Ts(e).

v < a new node associated with e;.
if 6 <1 then
if |[I| =1 then

Store ey in v.

else
I, ..., I3 < a partition of I into /3 disjoint, equal length intervals.
for i € ] do
Z; ~ Uniform({1,2,3,...,5/4}).
P+ 06-7Z;.
u; < PREPROCESSNODE(e, I;, P;, 3).
Add u; as a child of v.
end for
end if
end if
return v.

Figure 7: Description of the algorithm PREPROCESSPRECISIONTREE.
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4.5 Algorithm for Genuine-LIS: proof of Theorem 68

In this section we describe and analyze the algorithm for the Genuine-LIS problem,
which is called ESTIMATEGENUINELIS.

First, we introduce an extension to the Block-LIS algorithm, which we use for
our algorithm. In particular, we allow it to ignore a few “heavy blocks” which will
not affect the approximation or complexity guarantees of Theorem 68. We use the

following definition:

Definition 76. Fiz block sequence y € NX*IE parameter 6 < 1 and value range
interval Y € T. Let X° be the 5| X| blocks in X for which the quantity |y(X°)NY| is
mazimized. The 6-heavy trimmed input y_sy € NX*E is y after setting y_sy(X?) =

0 (i.e., removing all integers from y(X?)).

For X’ C X and a range of y-values Y’, we also define y_s( X', Y") £ y(X')_5yNY’
(i.e., the multiset of values in y(X’)_sy~ restricted to Y”).

The stronger version of Theorem 68 is as follows:

Lemma 77 (ESTIMATEGENUINELIS algorithm, extended). Fix integersn,k and A €
(1/n,1). Fiz an instance g € (Nx{0,1})"**. For some monotone functions a, : R3 —
[1,00) and cs : RY — [1,00), suppose there ezists a randomized algorithm Apy, that,
giwen X C [n],Y C N, parameter 75, and a Precision-Tree T A X (y)
Ver(IXlmd G 0w )
for some y € Nk can produce an (o, N X|)-approzimation for Block-LIS(y, X,Y)
_ MX Y o

where ag = ay (]X|,TS, m) in time tg, w.h.p.

Fix any parameter v,7 > 1. Then, there exists an algorithm A that, given com-

plete direct access to g(x); € N™** and Precision-Tree access to g(x)y € {0,1}"*F

T1/c(g(*)2), produces a (ag, An)-approximation for Genuine-LIS(g) w.h.p., where ¢ >
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O(1/A) + s (n, 7, \, Y\ k) and oy = log(k/\) - max{y, as(n, 7,7\/k)}. The algorithm

A runs in time O(nk) + O(t,).

To prove Lemma 77, we use the following reduction:

Lemma 78. Suppose there exists an algorithm A that (a (Iy(X Y)I) ,)\n> -approximates
Block-LIS w.h.p. given tree access Ty;.(g), in time t = t(%» where ¢ =
c (%) and a,c,t are some functions. Then there exists an algorithm A’ that

<O (a (L)) ,)\n)-appmximates Block-LIS with tree access T1 c( AlX| )

[Yy—x/2(X,Y)] A o) E—
[Yy_x/2(X,Y)]

in time O(t) + O(1/)\) w.h.p.
The proof of Lemma 78 is deferred to Section 4.7.

Proof of Theorem 68 using Lemmas 77 and 78. The proof is immediate since the ex-
tended algorithm assumed in Lemma 77 reduces to the standard versions using

Lemma 78. OJ

The rest of this section is devoted to prove Lemma 77.

4.5.1 Algorithm description

The algorithm ESTIMATEGENUINELIS is presented in Algorithm 15. It consists of the
following high-level steps. First, we perform some preprocessing by extracting pseudo-
solutions, longest increasing subsequences, ignoring the genuineness flags. Then we
partition these sequences according to their lengths. Next we estimate the proportion
of genuine elements amongst the union of above subsequences; this gives our first
(dense) estimator. We also employ a second (sparse) estimator, when the proportion
of genuine elements is too low, to reduce the instance to Block-LIS with improved

parameters. We now describe these steps in detail.
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4.5.1.1 Extracting pseudo-solutions

For this step, we treat all elements the same, whether they are genuine or not, and
greedily compute and extract disjoint increasing subsequences, each of length 2 An,
denoted {P;}; (which are called pseudo-solutions), until there is no longer an increas-
ing subsequence of length An remaining. For reasons that will become clear later,
we also need to guarantee that each time we extract a sequence, such a sequence is
approximately proportional to the longest one at that time, i.e., after removing all
previous sequences, and therefore we use a greedy algorithm.

We note that we cannot afford to use the standard dynamic-programming solution
for finding an optimal LIS each time, as the resulting runtime is too large for us. To
improve the runtime, we use instead a fast data-structure for approximate greedy

extraction, based on the fully dynamic data-structure in [101].

Theorem 79. [101] Given an input x € N, for any € > 0, there exists a dynamic
data-structure D with the following operations: 1) inserting/deleting an element, in
time (logn/e)°Y, and 2) finding an approzimate longest increasing sub-sequence of

length within (1 + €)-factor of the optimum, OPT, in time O(|OPT]).
This theorem with ¢ = 1 leads to the following corollary for Block-LIS.

Corollary 80 (Extracting Pseudo-solution, approximate). There ezists a data-structure

that given a sequence of integer blocks y € N™*k

, extracts (i.e., finds and removes) an
increasing sequence of length at least |OPT|/2, where OPT is the current LIS. The

pre-processing time is O(n - k).

Proof. To preprocess the data-structure, we insert all elements to D one by one, where

elements of each block are inserted in non-increasing order. This takes time O(nk).
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Finally, we answer the extraction queries by LIS-querying D, and remove all elements

in the 2-approximate LIS solution one by one from D. O]

4.5.1.2 Partitioning the pseudo-solutions

Next, we partition {P;}; into log(1/)) disjoint buckets denoted {P,},, where for
0 € Ey(1/)), each P € P, is an increasing sub-sequence of length ~ ¢(An (again,
ignoring the genuineness of the elements). Our algorithm generates an estimator
for Genuine-LIS for each scale ¢, based purely on the elements of the subsequences
{P | P € Py}, and outputs the maximal estimator. Clearly, one of the buckets
must contain a significant fraction of the Genuine-LIS; we focus on that bucket P,

henceforth.

4.5.1.3 Estimator Computation

We next describe our estimator for each bucket as above, which by itself is generated
by taking the maximum of 2 estimators, denoted Dense Estimator and Sparse FEsti-
mator. The Dense Estimator is a fairly straightforward one. Here, we consider the
union of all pseudo-solutions U, £ U pep, P, and estimate the rate of genuine elements
in Uy by checking the genuineness of a random sample of elements in U,. The dense
estimator is then proportional to the estimated rate of genuine elements in U,. The
main idea is that, if U, has many genuine elements, then the aforementioned sampling
procedure gives a high-fidelity estimate.

The sparse estimator handles the opposite situation: when the genuine elements
are sparse within the union U, of subsequences. Then, if the Genuine-LIS itself is quite

large, it must be the case that a high fraction of the genuine elements participate in the
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LIS. Here, we invoke the algorithm for Block-LIS, restricted to genuine elements only.
Using the fact that Block-LIS approximation is a function of the proportion of LIS
elements among all the “relevant” elements (in this case, genuine elements), we make
progress in the sparse case by reducing the number of relevant elements, resulting in
improved approximation. The overall estimator for length ¢ is the maximum of the 2
estimators.

We highlight the fact that the sparse estimator calls the assumed algorithm Ag;,
on the input string g, restricted only to the genuine elements. In this call, we do not
compute the genuineness flags explicitly, but rather compute them as needed, i.e.,

“read” by the Agyp, algorithm, and if an element turns

only for the elements that are
out to be non-genuine it becomes a “null” entry. Since we are using Precision-Tree to
access samples, the algorithm will perform computation in a different (but equivalent)

order: first computing the genuineness of the right samples, and then run the Agp,

algorithm on those samples.
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Algorithm 15 ESTIMATEGENUINELIS
Input: g € (N x {0,1})"*, X € [1/n,1],y > 1, Precision-Tree T = T .(g(*)2) for

the parameter ¢ defined in Lemma 77.
Output: A number G € [0, n).
Greedily and iteratively extract 2-approximate maximal increasing sequences from
g(*)1, as long as they contain at least An/4 elements using Corollary 80, generating
pseudo-solutions Py, ..., P for some t = O(k/\), where each P; C [n] X [k] is a set
of coordinates.
Sample blocks S C [n] ii.d. with probability 10¢ - + - £ each, for ¢ = O(logn),
using Corollary 74 and T'.
Compute W <« {(i,5) € S x [k] | g(i,7)2 = 1} the set of genuine (sampled)
coordinates.
for ( € Ey(4/)\)/4 do
Let Py £ {P; : |P| € (Ant/2,An (]}, and let U, & Upep, P.
Compute By C S < the ¢ blocks in S for which |(B, x [k])NWNU,| is maximized.
ke (W NUN((S\ By) x [k])]
end for

return

N 2 nkK n
G = max maX{ﬁoﬁ.k{ = Ase (9001 loin(ern—1 @) N AaT)} :

Figure 8: Description of the algorithm ESTIMATEGENUINELIS. ¢()1 |u,n(g(x)2)-1(1)
denotes the sequence g(x); restricted to positions in U, for which g(-); = 1. Recall

that Ey(k) = {2'|i € {0,..., [logk]}}. Apy is the assumed algorithm for Block-LIS.
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4.5.2 Analysis
We now analyze the algorithm, proving Lemma 77.

Proof of Lemma 77. Let OPT be the coordinates of an optimal solution of length
Genuine-LIS(g). Let U 2 UyUy, and U 2 [n] x [k] \ U. Define OPT 2 OPT N U (ie.,
restricted to elements in U). Since U does not contain an increasing sequence of length
1)n, we have that [OPT| > [OPT| — [OPT N T| > |OPT| — LAn. For £ € Ey(4/)), let
us also define 6|3\Tg 2 OPTNU,.

To bound our estimators, we first bound the quantity x,. For this task, we intro-
duce more notation. Let M C [n]| be the An/2 blocks containing the highest number

of genuine elements. We also define the following:

l%\g — |WﬂUg|

©)

(1>

¢ = 5 UeN (g(x)2) (D).
¢ 2 2 3 U (9(+)2) 7 (1) N (] \ M) x [K])]-
m, 24 min{|U; N (g(x)2) ™ (1) N (7, )]}

A Ninky An
Gea

100-k-C 4

G&Q = the output of ABL (g(*)1 |Ugﬁ(g(*)2)*1(1)a N, )\, T) .

We have

-10¢ = q(f) . 10k-¢

1
)
We need to have a good estimator w.h.p. and therefore use the following statistical

fact:
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Fact 81. Fix ( € N. Let X4,...,X,, be non-negative independent random variables
and let X =Y. X;. LetY be the sum of the ¢ largest (empirical) X;. Then, X =Y <

2 E[X] with probability 1 — exp(—Q(()).

Proof. Define p; £ Pr[X; > 2E[X]/¢], and notice that >, p; < (/2 using Markov’s
inequality. Define also Z; £ max{0, X; —2E[X]/¢},and Z = Y, Z;. Then X —Z is a
sum of non-negative independent random variables bounded by 2 E[X]/(, and hence,
by the Chernoff bound (multiplicative form), with probability at most exp(—(()),
we have X —Z > 2E[X] > (1 + %) -E[X —Z]. Also, notice that Pr[Z; > 0] = p;,
and hence, with probability at most exp(—Q(()), >, 1[Z; > 0] > ¢ > >, pi + (/2,
implying that Z > Y with this probability as well. By the union bound, we conclude

that X —Y < 2E[X] with probability 1 — exp(—Q(()) as needed. O

Now, notice that £ is a sum of independent random variables and hence from
Fact 81, w.h.p. we have

re < 2E[R] = 20¢" - £

For the lower bound, we derive a lower bound for x; using q(ﬁ\ s Notice that each

1 € M gets sampled i.i.d. with probability %. Hence |S N M| > 2¢ w.h.p, which

implies that |(S\ By) N M| > (. This means that the contribution of blocks in M

to Ky is at least ¢ - k - m(_zz\ /o~ Next, consider the contribution ¢ of blocks in [n] \ M
()

to rg. Then 1), is a sum of independent random variables in k - [0, m "} /2] and hence,

using the Chernoff bound, we have w.h.p.
e > 0.9E [¢)] —C'k'm(_e)xn - %'k'q(—eip_g'k'm(ﬁ/?

Therefore ky > Yy + (- k - m(ﬂ\/Q > % k- q(ﬁﬂ w.h.p. as well. Hence we can
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finally bound Gy, w.h.p., as follows:

_ A¢nk An 9 ©) An 1 [
Gy = ooke — 4 € Tog ML - 42 — 4> iand - ¢ )} :

; ; An
For the second estimator, we have that Gy is a (as (n, A SO LIORI0] ) , /\n>—

approximation of
Genuine-LIS(g(Uy)).

We now bound the maximum over these quantities.

4.5.2.1 Upper Bound

W.h.p., for all /, we have Gy ; < f)\ ntq®. Now, by construction, all pseudo-solutions
P € Py are of length |P| > An(¢/4, and hence |P;| < 3. Therefore, there must exist
some increasing sub-sequence P* € P, such that [P* N (g(x)2) 7' (1)] > 1 - Anlq®,
i.e., that contains at least that many genuine elements. This implies |O/P\Tg] > Gy

Similarly, for Gy, the Block-LIS approximation algorithm outputs a lower bound
on the LIS, and hence Gyo < ‘ﬁg’

We conclude that max, max{Gy1, G2} < max, \6P\Tg] < |OPT].

4.5.2.2 Lower Bound

|OPT| :
2 Tog@/n" Fix

U* 2 Up \ (M x [K]), ¢" = ¢}, OPT 2 0PTp., Gi = G- and G = Goy.

Since OPT = Ugﬁg, there exists ¢* € Fy(4/)) such that |ﬁg

Consider the following two cases:

Dense Case: First, suppose ¢* > % Observe that from Corollary 80, we may only

extract a solution of length at most Anf* once the remaining LIS is at most 2An¢*
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(i.e., after extracting longer subsequences). Hence |OPT | < 2Anf*. Therefore,

£ Anlt 1 OPT'| 1 OPT| 1 joPT|
Gy = 207 I 2 g A 2> 107 Tog(4/N) AN > 107 Tog(4/N) An.

Sparse Case: Now, suppose ¢* < %y Then [U*N(g(*)2) " H(1)N(([n]\ M) x [k])| < ”7’“

and hence for any 7 = 7, such that 7" = T3,.(g(*)2), we have

« < |oPT¥| IOPT]|
Gy 2 == = A2 Sy — A

where

_ An Ay
“= (” " IU*ﬂg(*)*l(l)ﬂ(([n]\M)X[k])l) <a (n7 7).

_ n Ay
€T % (” ™A |U*mg<*>—1(1)m(([n]\M)x[k])\> <es(nm A ).

Since we are either in the dense or sparse case as described above, we obtain that

* * OPT
max{G7], G5} > AI‘T(I)A) — An,

where A = max {O(), as (n, T, )‘—,})}
We conclude that G = max{G..} is a (Alog(1/X), An)-approximation for |[OPT],

as needed.

Runtime Complexity: The algorithm’s runtime is dominated by the first step, i.e.,
generating increasing subsequences, which requires é(nk) time using Corollary 80.

In addition, we require t, time for computing the second estimator. Thus, the overall

algorithm for ESTIMATEGENUINELIS runs in time O(nk) + t,. O

4.6 Algorithm for Block-LIS: proof of Theorem 69

We now present our construction for the Block-LIS problem, and prove Theorem 69.

Recall that we are given an interval X C [n], a sequence y € N**[¥l and a range of
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values Y C N, and the goal is to approximate Block-LIS(y, X,Y"), i.e., the length of a
maximal sub-sequence OPT, specified by a set of indices wy, ws, ..., w, € X x [k] such
that the set of (first coordinate, value) pairs {((w;)1,Yu,) }icjq is a subset of X x Y,
and is a monotone set.

Our construction, at a high level, reduces the Block-LIS problem above to a
Genuine-LIS instance over 7 blocks, where 7 is the branching factor of Theorem 69,
whose value is given as input and controls the delicate balance between approxi-
mation and complexity. The first coordinates of the Genuine-LIS instance are com-
puted directly, while each genuineness flag corresponds to a Block-LIS instance of
a block interval X; of some smaller size r = |X|/7, and restricted to a y-interval
Y’ CY. We consider the pair X;, Y’ as genuine only if the (recursive) approximation
of Block-LIS(y, X;,Y”) is above a certain threshold k. For each x-interval X;, we com-
pute a set of y-intervals Y; (called candidate intervals), which together form a block
in the Genuine-LIS instance. Intuitively, one can think of the Genuine-LIS instance
as solving the global LIS, while each Block-LIS instance is solving some local LIS over
(sub-)interval X;, over some range of y-values. Overall, we will show that such a for-
mulation is equivalent to a composition of functions, and use the Tree Decomposition

Lemma to obtain our correctness and complexity guarantees.

4.6.1 Extending the Genuine-LIS problem

Before describing our construction for proving Theorem 69, we introduce a slightly
stronger version of it, which will be easier to work with. In particular, we introduce 2
extensions of the requirements of the Genuine-LIS algorithm. First, we allow the input

y-values to be intervals rather than integers, and second, we require the approximation
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to improve if there are many “null” elements, i.e., if most blocks have much less than
k elements.* In particular, to account for the latter, we note that the input size is
y(X)NY, which can be much less than | X| - k.

Overall, the stronger version is the following:

Lemma 82 (Theorem 69, extended). Fiz monotone functions a, : R% — [1,00),
as,cq : RY — [1,00) and ¢ : Ri — [1,00), satisfying, for allr,7 € Eg, m € N, A <1,

A, A2 € [N 1], and K € [1,1/A] with My = Q(AK):
° a, (?", T, %) > polylog (%) - Qg (T, ’,\C—?) - Qg (;, T, %), and
o i (1A 2) 2 polylog(n) - § +co(7, Ao, &) - ¢ (5,7, 0(M/K), 51).

Fiz input y € N™*_ a block interval X C [n|, value range interval Y C N,

parameters A € (0,1), 5 € N, 7 € Eg. Suppose there exist the following algorithms:

Acr: Given Genuine-LIS instance g € (N x {0,1})"*%  with m, non-null ele-
ments total, and B-ary Precision-Tree T'jc,(n, rgmy/ng)(9(¥)2) access, Agr oul-

puts (ag <ng, ’\"ﬂ) , )\gng> -approzimation to Genuine-LIS(g) in time O(ng—l—mg)

Mg

w.h.p.

Apr: Fix t > 1.  For any interval X' C X, walue range Y C Y, and

any As < 1, given a [-ary Precision-Tree T / Ao X| (y(X")),
Ver(1X'lrn ST )

App outputs (o, As|X'|)-approzimation to Block-LIS(y, X', Y") w.h.p., where

AN / As| X ; ; _
s = a, <|X ],T,m . The expected run-time is at most tg; =

/ AlX) (X'
t'CS<|X|’T’AS7|y4/2(x’,y'>| TR

4We highlight that “null” is different from “not genuine”; while we need to test to determine that

an element is “not genuine”, “null” elements can be determined “for free”.



CHAPTER 4. LONGEST INCREASING SUBSEQUENCE 212

Then, given a [-ary Precision-Tree Ti,(y), we can produce a (o, A\X|)-
approzimation for Block-LIS(y, X,Y") w.h.p., as long as o > as (\X|, T, %) and

c>cg <]X|,T,)\,&>.
ly(

XY

The algorithm’s expected run-time is at most c - t - log@1°8s™) () . |y(|)§("y)‘

To prove Theorem 69, we use the reduction from Lemma 78, along with the

following reduction:

Lemma 83. Suppose the algorithm ESTIMATEGENUINELIS (a(A\/k), An)-approzimates
Genuine-LIS for some function a in time t(n - k) over integers, then there exists an
algorithm A’ that (O(a(An/m)log(1/X)), An)-approxzimates Genuine-LIS over intervals

with m non-null elements. The run-time is t(m) + O(n 4+ m).

The proof of Lemma 83 is deferred to Section 4.7.

Proof of Theorem 69 using Lemmas 78, 82 and 83. The proof follows by induction.
We assume Theorem 69 holds for X’ C X, setting ¢t = ¢,(|X'|, 7) (noting that for the
base case, we have ay(1,-,-) = 1 and ¢s(1,-,-,-) = 1, simply by outputting 1 if and
only if the block is not empty). Also note that the extended algorithms assumed in
Lemma 82 reduce to the standard version using Lemma 83, with O(log1/),) addi-
tional approximation (which can be absorbed into the polylog(k/\)-approximation of
parameter «). Finally, one can observe that the additive time of O(ng +my) does not

change the asymptotic time complexity. O

The rest of this section is devoted to proving Lemma 82.
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4.6.2 Algorithm

The algorithm for the Block-LIS problem, named ESTIMATEBLOCKLIS, is described
in Algorithm 18 and uses routines that we describe next.

We first provide some intuition underlying the algorithm. The algorithm is based
on a reduction to a Genuine-LIS instance, where checking whether a item is genuine
takes one Block-LIS call. We view the Genuine-LIS instance as the “global LIS” and
the Block-LIS instances as “local LIS”.

Consider the case when k = 1, in which case the problem becomes a standard LIS
problem. In this case, one visualize the instance as a set of points on a standard two-
dimensional grid, with X being an interval on the z-axis, and the element (i, y;) being
represented by the point with x-coordinate i and y-coordinate y;. In this equivalent
formulation, the objective is to determine the maximum length of a subsequence that
is increasing with respect to both axes.

Assume that the longest increasing subsequence OPT is of length approximately
AlX|. Note that OPT can be distributed arbitrarily with respect to X. We split X
into sub-intervals: for some length r > 1, use the standard, in-order partitioning of X
into 7 = | X|/r mutually disjoint and covering intervals Xi,--- , X, of length r each.

There are two potential extreme scenarios for the distribution of elements from OPT:

1. All elements in OPT belong to approximately A|X|/r intervals X;, and each
such interval consists entirely of elements in OPT; the other intervals do not

contribute at all.

2. OPT is uniformly distributed across all intervals, i.e., each interval X; con-

tributes approximately Ar elements to OPT.
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Intuitively speaking, the problem of certifying a “close to optimal” monotone
sequence is more difficult when fewer elements participate in an optimal sequence.
Therefore, in the first case above, one has to “work harder” on the global LIS to find
the participating intervals X;; however, little effort is required to verify the local LIS
in each interval of interest, i.e., to get a lower bound on the LIS within each interval.
In contrast, in the second case, it should be easier to determine the global LIS, but it
is more difficult to approximate the local LIS (within each interval X;).

Of course, the distribution of OPT among the intervals X; can be arbitrary, be-
tween these extreme scenarios. However, one can show that there must exist some
p € [1,1/)A], such that there are approximately 1/p fraction of intervals X;, each

having approximately A\pr “local” contribution to OPT.

4.6.2.1 Algorithm Overview

Now we describe the algorithm for the general Block-LIS problem. Before describing
the main algorithm, we describe its main subroutines and mechanism, setting up
some concepts and notation along the way. The notation is summarized in Table 4.
The algorithm assumes no element repeats itself in the sequence. To remove such

assumption, one can reconfigure the element values setting y; ; < n - y; ; — .

Sampling. The algorithm starts by sampling uniformly random blocks (w;, yu,)
and then accumulating all y,,,-samples in Y within the sampled blocks (we note that
sampling is accomplished via the SODS over the input Precision-Tree). The main idea
is to generate a set S; of sampled values, such that the “distance in §;” between any 2
values in §; is approximately proportional to the number of integers in the range over

the entire y(X;). To obtain such a guarantee, we simply use members of S; whose
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rank is a multiple of O(logn). We also want to make sure there are not too many
total samples in all blocks, i.e., that ) . |S;| is close to its expectation. To control the
tail bounds of such a quantity, we also discard the ©(logn) blocks with the largest
number of samples in Y. The sampling algorithm is presented in Algorithm 16, and

the guarantees are formally stated in Claim 88, as part of the analysis.

Algorithm 16 SAMPLEANDPARTITION
Input: A Precision-Tree T' = T7,.(y), where y € N* *Ik consists of | X | blocks with

at most k integers each, value range Y € Z, branching parameter 7, and sample
size s.
Output: Partition of X with sampled y-values of each part.
¢ < O(logn).
Xi,..., X, < a partition of X into 7 consecutive intervals, each consisting of
r 2 |X|/7 blocks.
Using Corollary 74 and T, sub-sample blocks S C X i.i.d. with probability ¢ &—‘,
and let W < {(i,5) € S x [k] | yij € Y}
Let B C S be the ¢ largest blocks in S, i.e., for which |B x [k] N W] is maximized.
for i € [7] do

{pi,ph,...} —y(WnN((X;\ B) x [k])) where pi, < pt ., for all m.

Si = P Y metpiinen:
end for

return (X,,S,).

Figure 9: Description of the sampling and partitioning subroutine.

Generation of Candidate Intervals. Now we describe our construction of the

candidate intervals ); using the sampled y-values S;, for some fixed i. The high-
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level goal, as in [185], is to cover an optimal LIS solution using a small number
of monotone interval sequences denoted as pseudo-solutions, so that the largest LIS
within all pseudo-solutions would be a good approximation to the optimum. However,
we need to choose such candidates more carefully, since, in addition to “capturing the
local LIS”, we would like to ensure the following efficiency guarantees, for our delicate

bounds:

1. There are not too many candidate intervals, i.e., [Vi| < WX Y and more

ALX]

importantly,

2. The total number of integers in range over all candidate intervals do not cause

significant overhead. In particular: » y.cy, [y(X;, Y')| S |[y(Xi, V)|,

In particular, we argue that given a value set S (corresponding to the sampled
values in each X;) and a sub-additive set function v, we can generate a near-linear set
of candidate intervals which approximates, up to a logarithmic factor, all candidate
intervals. Here we note that the set function ¥, ,(Y’) £ Block-LIS(X;, Y”,y) is sub-
additive in Y’. While we did not manage to create a single set of intervals )); as above,
we are able to create a small family of sets {V;a}acks(s,)) With similar guarantees.

We show the following:

Lemma 84. Fiz a finite set of values S C N of size m. There exist sets of intervals

{Q‘Z}AGEQ(m) C 7 such that:
1. For all A and all I € €3: [INS|=A.

2. For all A: |€3| = |S|/A.
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3. Fiz a sub-additive set function ¢ : T — R. For any I € {[a,b] € T | a,b € S},

there exists some J € UACSR with J C I such that ¢(I) = O(log |S|) - ¥(J).

We prove Lemma 84 in Section 4.6.4. For now, for each set S; = {p%, p, ...}, we
construct, on average, O(log(k/\)) candidate interval sets {Y; a}a where A € Ey(|S;])
and each V; A contains precisely A (consecutive) elements of S;. In particular, Y; a
are the dyadic intervals of S;, i.e., Vi a is the set of all the intervals [p} . +1,p’@ N

for all possible integer k£ > 0.

Discretization. The algorithm performs exponential discretization over the follow-

ing parameters:

p: inverse of the fraction of intervals participating in OPT. This parameter char-
acterizes the relation between the “global” and “local” LIS. In particular, for
the two extreme scenarios outlined above, the parameter p would be 1/\ and 1

respectively.

A: a quantity proportional to the “candidate interval size” of the local-LIS (namely,
to |y_a/2(y, Xi, Y')|) and inversely proportional to the “average block size” of

the global-LIS problem (namely, to my/n,”).

Decomposition and Recursion. The next step is to determine, for each choice
of parameters (p, A), the largest set of monotone candidate intervals {(z,Y”’) : Y’ €
Vi a}i such that each candidate interval has local LIS at least x, 2 r/p. For this pur-

pose, the algorithm defines the pair (i,Y”) as “genuine” iff the local LIS is long enough

"Recall from Lemma 82 that m, is the total number of non-null elements of the instantiated

Genuine-LIS problem and n, is the number of blocks.
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(determined via recursive call to Block-LIS). Then the problem becomes to solve a
“global” Genuine-LIS instance over all genuine (X;, Y’) pairs. In other words, we for-
mulate the problem as a composition of a Genuine-LIS problem over many smaller
Block-LIS problems, where the Precision-Tree decomposition algorithm (Lemma 75)

is used to access the sequence question.

Optimization. Finally, we output the solution with the maximum value among all

combinations of the parameter p and A.

Algorithm 17 DECOMPOSE
Input: A Precision-Tree T = T .(y), where y € N¥*I* consists of | X| blocks with

at most k integers each, z-partition {X;}; of X, y-partition sets {);}; (for a fixed
A) of some interval Y € 7.

Output: An integer L € [0, Block-LIS(y, X, Y)].

Let Agr,, Agr be the aforementioned algorithms from Lemma 82.

A
Define k, = £.
p

For each i, define A,(i,*) £ [(Y’, 1 [ABL <y(Xi),Y’, %,T) > I{p]ﬂwe)}[

for p € Ey(1/)\) do
Compute G, < Agr(A,, A\p) - 0.5k, using Lemma 75 and 7.
end for

return L < max, G,,.

Figure 10: Description of the decomposition subroutine. Note that lines 2 — 4 are

merely definitions for p € F5(1/)), and not computational steps.
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Symbol, Definition

Description

A additive error parameter (as fraction); given as input

T branching factor; given as input

X; sub-interval of X

r=|X|/T radius, i.e., number of blocks in each interval X;

p inverse of fraction of intervals participating in global OPT
Kp:=1/p the local-LIS threshold that qualifies a candidate interval as “genuine”
Y permissible range of y-values

S; y-values in Y found in sampled blocks in X;

Yia candidate intervals for X; using samples of S; of “distance” ~ A
¢; yr = Block-LIS(y, X;,Y") the length of the longest sub-sequence of y(X;) using values in Y’
T:=1T.(y) B-ary Precision-Tree with starting complexity /precision ¢

ag('? ')’ Cg(', )

approximation and complexity functions for Genuine-LIS

as(.’ . ‘),Cs(', . )

approximation and complexity functions for Block-LIS

block sequence y, where the heaviest § fraction of blocks

(considering only values in Y’) are emptied

multiset of values in y(X')_sy~ restricted to Y’

Table 4: Block-LIS Algorithm: Notation Table
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Algorithm 18 ESTIMATEBLOCKLIS
Input: A Precision-Tree T = T7,.(y), where y € N¥*I consists of |X| blocks

with at most k integers each, value range Y C N, error parameter A\ € (1/n,1),
branching parameter 7.
Output: An integer L € [0, Block-LIS(y, X, Y)].
if | X| < ¢ then
return L « Block-LIS(y, X,Y") through exact computation.
end if
(X, S) ¢+ SAMPLEANDPARTITION(T', 7, ).
Vi«  sets of intervals by invoking Lemma 84 using each §; € S..

return L « maxa{ DECOMPOSE(T, X,, V. a)}.

Figure 11: Description of the algorithm ESTIMATEBLOCKLIS.
4.6.3 Main analysis

Before analyzing the estimator Z, we show several important properties. First, we
claim that partitioning X into intervals of smaller size and matching each one with a

value range Y monotonically cannot over-estimate the overall LIS:

Lemma 85 (Upper Bound). Fizx an interval Y C N. Let Xy,..., X, be a par-
tition of X into consecutive, disjoint, in-order block intervals (i.e., X1 < Xy <

. < X;) and let P C [r] x Z be an arbitrary monotone set. Then, we have

> ivyep Block-LIS(y, X;,Y; NY) < Block-LIS(y, X,Y).

Proof. For each (1,Y;) € P, let OPT; C (X; x [k]) Ny~ 1(Y; NY) be a set of co-
ordinates of an optimal increasing subsequence for Block-LIS(y, X;,Y; N'Y) Then

> ynep IOPTi| = 3¢y epBlock-LIS(y, X;,Y; NY). On the other hand, since P
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is a monotone set, we have y(p) < y(q) for any p € OPT,,q € OPT; with i < j. We
conclude that the sequence U; y(OPT;) C Y forms an increasing subsequence of y(X)

of length Z(i,Yi)eP Block-LIS(y, X;,Y; NY) and the claim follows. ]

Next, we argue three essential invariants when constructing candidate intervals.

These guarantees will be used later to lower bound our estimator:

Lemma 86 (Candidate intervals guarantees). Fiz input X,Y,y. With high probabil-

ity, all the following invariants hold for the ESTIMATEBLOCKLIS algorithm:

1. For alli,A and allY' € Y; A,

ly-a2(X3,Y)| = O (AAT).

2. For all A,

_ (X Y))

3. There exist candidate intervals Y' € @icrUack, poly(k/a)Via such that {(i,Y])};

s a monotone set; and

Block-LIS(y, X,Y) — \|X
ZB/ockLlS(y, . Z’):Q( ock-LIS(y, X,Y) = A |>

log(k/A)
We analyze the correctness and complexity of our algorithm, proving Lemma 82

assuming Lemma 86. We prove Lemma 86 in Section 4.6.5.

Proof of Lemma 82 using Lemma 86. For alli, A and all Y’ € Y; a, let £;y+ = Block-LIS(y, X;,Y").

By Lemma 86 (3), we have that for some A* there exists a monotone set of pairs

P* € @;({i} x V;a) such that:

Block-LIS(y,X,Y)—A| X| Q(Block-LIS(,X,Y))—A| X|
Z gl Yy 2 Q( log(k/A)-log(k/X) ) > log?(k/)) :

(3,Y")eP*
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Therefore, we have that, for any «a, > 1, there is some p* € Fy(1/)) for which,

. .
using K, = r/p*:

1 Q(Block-LIS(y,X,Y))—\| X]|
( ;P 16y > 20, - kp] 2 5k oI (4.3)
i,Y')eP*

Let us first argue correctness. Define x* = Kpe = [% and Y =S YVia-. Recall the

following guarantees of Apgy, and Agr, which hold for each pair (i,Y’) € P*:

1. Let K/Z\y/ be the output of App(y(X;),Y’, L, 7). Then E/Z\y/ is a (as,;":) -

o

L A .
approximation of ¢;y+, where as = a (7", T T A/Z/(’;(, Y,)|>.
— 1)

2. Let A* £ Aa+,-. The output of Aqr(A*, \p*) is a (ay, Ap*7)-approximation

of > iynep- 1 [ﬁ?\y/ > /{*], where a, £ a, (7‘, A’;}:""), where n, = 7 and m, =
) ’ g9
> | V]], are, respectively, the number of blocks and non-null elements in the

Genuine-LIS instance.

We use the approximation guarantees from above to obtain a lower bound on L* £
L+ p«. Assuming ¢ > ¢,(+) - ¢4(+), we invoke Lemma 75 to get that the quantity L* is
a (ag, \p*1)-approximation for a Genuine-LIS instance, where each block i is defined
by all possible candidate intervals Y, and each candidate interval Y’ € YV is genuine
iff a <as, p—’;)—local approximation Z\w passes the x,- threshold.

Note that the approximations are:

_ T
X = s (7”, ™ P*|y7)\/2(Xi7Yl)‘>

A *
Qg = Qg <T7 _Ez[|:py_f|]> .

and \, = 22 . 22 — )\p* in which case:
ne  E:fV7]

We let \s = 5= Sy

As| X Agn
Qs - Og = Qg <T', T, m) Qg <7—, fn_gg) . (44)
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We need to bound Ag\,. For this, we use Lemma 86 (1) and (2), to obtain for

each Y € Y7, for all i:

[y-x/2(Xa) NY'[ = O (AAr); (4.5)
we =V =0 (4351) (46)

We obtain that

|X| PFAAT ly(X,Y)]

)\s>\g ’ ng/mg =Q <‘y(X7Y)| AT )\p* . 20X ) = Q()\)a

as required in the theorem statement.
We can finally derive the following overall bound on Z, and in particular, show it
is a (o, A|X|)-approximation, for some o = O (a; - o, - polylog(k/\)). For the lower

bound, recall L= max, A L, n > L*, and therefore we have that:

L>L"
Z o%g Z 1 |:£i,Y’ Z H*i| - )\p*T -0.5K"
(i,Y")eP*
> 0%91 |:€i,Y’ > g - <f€* + pLﬂ -0.55" — A\p*1 - 0.5Kr"
(i,Y")eP*
0.5x* % r
>0 S 1 [y > a6+ 2)] - 050X
(,Y")eP*
> 05 N (Al > 0y (5 + £Y)]) — 0.5M(X]
(4,Y")eP*
0.5k* 1 Q(Block-LIS(y,X,Y))—AX]
= g ’ 2005 ) log®(k/\) - 05/\|X|
Block-LIS(y,X,Y)
>4 ( asag log® (k/ ) ) = AlX].

For the upper bound, we use Lemma 85 to claim that for any set of parameters, and

any choice of monotone pairs, L, A is upper bounded by Block-LIS(y, X, Y’), and hence
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any approximation of such quantity is guaranteed to be bounded by Block-LIS(y, X,Y")

as well.

Proving the assumed bound for c. For correctness, it is left to show the lower
bound for ¢ suffices to obtain ¢ > Cyumpiing + ¢4(+) - ¢s(+) for every set of potential
parameters from above, and where cggmpiing 15 the complexity for sampling the set
S.. Note that csumpiing = (s = (7/A. As regards cs,c¢,4, in order to obtain the

desired approximations «,, os, we need complexities ¢, = ¢,(7, Ay, my/n,y) and ¢, =

cs(r,7,1/p*) respectively. Now, noting %’ P _{46) O (lz’)\(fl’;;‘”), we have

1 AAe- A X| 0 Asng
p* ly(X,Y)| mg )

as needed. This concludes the correctness proof.

Runtime Analysis. The algorithm consists of the following procedures:

First, sub-sampling of blocks, with expected runtime O(%) pcicasl by Corol-

CXT
lary 74.
Second, computation of candidate intervals, takes time O(|S|) = O(%) -
ly(X,Y)]
X

Last, and most important, are the recursive calls invoked by the decomposition
procedure. Here, for each set of parameters A, ¢, the expected runtime by Lemma 75
is

O (T +tor+ 5 lltgll, - 108;0(10&3(7))(5)) :

where § = ﬁ The Lemma assumption provides the bound
- - XY
tar = O(my + ng) = T—FZD&M O(r +18]) = (X)'%’

and hence the main quantity to analyze is 5 - [|tf||, - 1 gOUoes(™) ().
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Notice that computing each f; requires |Y; a| invocations of Agy,, where for each

(XY

X Furthermore, note that candidate

Y’ € Y, a, we pay (expected) time ¢-c(+)
intervals in Y; o are disjoint and contained in Y, and hence »_ iy,  [y(X;, Y7)| <

ly(X;,Y)|. Therefore:

X3,Y! XY X,Y)|r
= [HtfHJ < Z Z tec,- \y(|Xi| )l < Zt'CS' |y(|Xi| )| tec,- ly( \X|)| ‘
i Y'€Via d

Now, since ¢ > ¢, - ¢4, then,

¢ XY XY
Er [ o] = % Ellts] < t-eoep M < oo MG

Counting the time taken by all procedures above, the overall expected runtime is:

O (% +t.c- 1og0(log5(7))(5)> : % =t-c-logPtss(™)(g) . XN

as needed.

4.6.4 Dyadic construction for candidate intervals: proof of

Lemma 84

We now describe the algorithm for generating candidate intervals, proving Lemma 84.

First, we show how to generate a small “covering” set of candidate intervals over some

fixed set [m].

Claim 87. For any m € N, there exists a clustering of [m] into intervals

{Ta:Tng, - s Tam/atacesm) where each Ja; € I N 207 and further:



CHAPTER . LONGEST INCREASING SUBSEQUENCE 226
1. |TIa |l = A for all A, j.

2. For any interval I € [m] NI, there exists a set of intervals € C {Ta j}ta,; of

size | €| = O(logm), such that I is precisely covered by €;; i.e., I = Ugee,J .

Proof. Consider a binary tree T, with leaves indexed by integers in [m| and internal
nodes indexed by the union of its children. The set of clusters corresponding to the
indexing of all nodes in each level of the tree provides the above guarantees. For (1),
we have a node at each height h € [log, m] of length A = 2" hence that bound is
immediate.

For (2), we reconstruct I as follows: let @ = min{/} and b £ max{/}. We start
with v, (the leaf with index a) and add it to €;. Now we go up the tree level by
level, each time adding the sibling of the current node if and only if it is contained
in I. Similarly, we do the same process with v,. We note that this process generates
Cr C{JTa }a,; of size O(logm). It is left to show that [ = Ugee, J.

For this task, consider any ¢ € [m]. One one hand, if ¢ ¢ I, no ancestor of ¢ will
be added to €; by construction. On the other hand, for ¢ € I, let v be the “lowest”
node such that either a, c or b, ¢ are common descendants of v. Assume w.l.o.g. that
a, c are the common descendants (otherwise consider the symmetric argument). Now,
if ¢ = a, then we add v, = v, to €;. Otherwise, ¢ € (a,b), then ¢ € right(v) C I, and
hence right(v) will be added to €;. We conclude that ¢ € I if and only if ¢ € Ugzce, J
as needed.

O

Second, We prove Lemma 84, by simple ordering of the set S, and reducing any

interval over [m| to an interval over S.
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Proof of Lemma 8/. Index all values by rank such that §; < &, < ... < §,,,. We now
construct a clustering of [m] as per Claim 87, and output €3 2 {[S,,Sy] | [a,b] €
{Ja.i}i}. Then all the above guarantees are immediate (the last guarantee is obtained

by sub-additivity). O]

4.6.5 Analysis of Block-LIS invariants: proof of Lemma 86
To prove Lemma 86, we state the following claim:

Claim 88. The algorithm SAMPLEANDPARTITION generates {(X;, S;)}: pairs which,

with high probability, satisfy the following for alli € 1] and Y' € Z:
LY pex, Hy(w) NY # 0] < M- (YN S| +2)
2. [yap (X, Y| <4hr - (YN S| +2).
We now prove Lemma 86 using Claim 88.

Proof of Lemma 86. Fix ¢,A. By Lemma 84 (1), we have for all Y’ € ), o that
Y'NS;| = A+ 1, and we use Claim 88 (2), to obtain the first invariant.

For the second invariant, we bound E;cf [|Vial] by arguing about the random
sets W, B, S, computed in the SAMPLEANDPARTITION algorithm. Let S = U;S;, we

would like to show high probability bound on |S|. Note that |S|-( = O(|W \ (B x

[k])]). Now, each block is subsampled independently with probability ( /\CDT( > Then,

E[|W]] = W For our task, we invoke Fact 81, which implies |S| = O (leA(‘))((’Y)‘)

w.h.p. We also invoke Lemma 84 (2) to obtain |V al = |‘Zi|, which implies

] - ly(X,Y)|
| =& -o(%+).

E: (1% = E: [

as needed.
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For the third invariant, let OPT be (the indices of) an optimal increasing subse-
quence of Block-LIS(y, X,Y). Let M; £ max{y(X; N OPT)} be the maximal value of
y(OPT) in X; (by convention, M; = L if OPT N X; = )). Let U; & (M;, M;] for the
largest j < i such that M; is defined (similarly, let U; = L if OPT N X; = ). Last,
define

R; & argmax (k— j),
[1,k]CU;:5,kES;

i.e., the largest interval in U; using the values of §; only. We have the following bound

on Block-LIS(y, X,Y):

Block-LIS(y, X,Y) = Z Block-LIS(y, X;, U;)

<> " (Block-LIS(y, X;, R;) + Block-LIS(y, X;, U; \ R;)) .

Now, notice that by definition of R;, U;\ R;NS; = (). Notice also that U;\ R; consists
of at most 2 intervals. We invoke Claim 88 (1) on each one of those intervals to obtain
that Y, . Hy(w)NU;\ R; # 0] < 4)r, implying that Block-LIS(y, X;, U; \ R;) < 4Ar

as well. We therefore have:
> " Block-LIS(y, X;, R;) > Block-LIS(y, X,Y) — 4Ar - 7 = Block-LIS(y, X, V) — 4\|X|

It remains to bound ), Block-LIS(y, X;, R;). Here, we use Lemma 84 (3), with
(J) = Block-LIS(y, X, J) and I = R;, to obtain Block-LIS(y, X;, R;) < O(log|S;]) -
Block-LIS(y, X;,Y;), for some R; O Y; € );.. Last, to avoid “too large A", we
simply do not count intervals with many sampled pivots. In particular, note that

since |S| < 2k7/X whp (by the immediate Chernoff bound), we have that at most A7
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blocks satisfy |S;| > 2k/\?. Overall:

v Block-LIS(y,X;,R;)
> BlocklS(y.XiY) > ) Ollog |S.)
21| <k /A2 02|85 <2k/\2

> sy | O Block-LIS(y, Xi, Ri) — A|X]|

1€[7]

—Q (BIock—LIS(y,X,Y)—/\|X\>
- log(k/X) ‘

We also note that since {(i, R;)}; are monotone, so are Y;. This concludes the

proof. O]
It remains to prove Claim 88.

Proof of Claim 88. FixY' € Z. Assume w.lo.gY’ € {(j, k) | {j,k} € y(Xi) U{—00,00}}
(otherwise, consider the smallest interval in this set, which contains Y”). Notice that
since there are at most poly(n) such intervals, it suffices to prove this holds w.h.p.
for a single Y’ and the claim follows by the union bound.

To prove the claim, we also define v £ |Y’ N S;| + 2 and use 7 to get our bounds.

Concentration Analysis for 7. First, we show concentration for v using the quan-

my'| n

tities we care to bound. We observe that v—2 € AR *OY L+ 0, 1], and hence vy € g
2,3]. Now, the quantity [p:NY”| can be lower bounded by Bin (ZweXi 1[y(w) NY" # 0], %) —

¢, which w.h.p. is at least:

Ay(w)NY’ D wex, Hy(w)NY'#0p
. Do B0y (Duen 0]y,

Hence v > 3 v 1[y(w) NY" # 0] / (Ar), and since |Y' N S;| 42 = 7, we obtain part
(1) of the claim.

To prove (2), we show that our sampling procedure guarantees that most blocks

w € X; will have bounded number of values in Y.
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All blocks in y(X;)_r;ys contain O(y) elements in Y’. Let T

>
3

MaXyey(X;)_, 5 1Y(w) N Y[} We argue T' = O(y). By construction, we have 4

blocks in y(X;) with at least T integers in Y’. So, the quantity |p. NY’| is lower

bounded by T' - Bin (%, C&—T) Hence, by Chernoff bound, we have

¢y = pinY'| =T (5§ - O(logn)) > <

w.h.p. (for ¢ with a high enough constant). This implies that 7" < 4.
Finally, observe that the quantity [p NY”| can also be lower bounded by viewing
it as sampling blocks from y(X;)_»/2,y/, whose max-size (in Y’) is T". Hence, we have,

by the Chernoff bound, w.h.p.:

7 T/
p.NY'| > Cﬁ yae (X, Y| — %CT-

This implies that |y_»,2(X;,Y")[/2(Ar) < v+, which further implies part (2) as well.

]

4.7 Genuine-LIS and Block-LIS extensions: proof of
Lemmas 78 and 83

In this section we prove the reductions regarding the Genuine-LIS and Block-LIS ex-

tensions, namely Lemmas 78 and 83.

4.7.1 Block-LIS extension

For the Block-LIS problem, all we need to show is that one can “ignore” not too many

exceptionally large blocks. The algorithm is the natural one:
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1. Using Corollary 74 and T, sample blocks S C X with i.i.d. probability ﬁ,

and let W < {(i,5) € S x [k] | yi; € Y}
2. Compute T « the (1 — 0.6\)-quantile of {|{(7,7) € W} }ies.

3. Run A with X' = 0.3\. Whenever A tries to access a block i using T', we check

first if |y; . NY| > T, and if so, we treat the block as “empty” (say, by override).

Proof of Lemma 78. First, we argue that each block in y(X)_j/2y has at least T
elements in Y. Indeed, that holds w.h.p.by the Chernoff bound. Therefore, the
instance we approximate is contained in y_,,2(X,Y’). It remains to show the additive
error bounds. Here again, by the Chernoff bound, we “omit” at most 0.7An blocks,
and hence the total additive error is at most 0.3An+0.7An = An w.h.p. This concludes

the proof. 0

4.7.2 Genuine-LIS extensions

For the Genuine-LIS problem, we need to show two extensions:

4.7.2.1 Sparse instances

When the instance g consists of m < nk non-null elements®, we would like to improve
the approximation and runtime bounds to be a function of m/n instead of k.

To obtain the improved bound, we first exponentially discretize the blocks based
on the number of non-null elements (denoted the block size m;) and output the max-

imum over all instances. For each scale of block size b € Fy(k), we use the following

SNote that unlike “sparse genuine” instances where we have few genuine elements, here we have

few elements overall.
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extended version of Genuine-LIS:

Lemma 89 (ESTIMATEGENUINELIS algorithm, sparse version). Suppose the algo-
rithm ESTIMATEGENUINELIS (a(A/k), An)-approzimates Genuine-LIS for some func-
tion a in time t(n - k), then there exists an algorithm A that (O(a(An/dk)), An)-

approzimates Genuine-LIS with d non-empty blocks. The run-time is t(dk) + O(n).

We adapt algorithm ESTIMATEGENUINELIS as follows. Let D be the set of non-

empty blocks. We proceed by following the same algorithmic steps, using parameters

n' =dand N £ n/d.

Proof. 1t suffices to show that the algorithm output guarantees do not deteriorate

N9** with parameter \' as above and does not

from the case where the input is g €
include the empty blocks. Note that the additive error is An = \'d.

Indeed, for the dense estimator, we only count ¢ € D which are subsampled, and
each one is independently subsampled with the same probability as above.

For the sparse estimator, we note that the guarantees of Theorem 95 are with
respect to %, and increasing n can only help, since it gives us greater flexibility for

choosing 7 € Ej.

The runtime is immediate, as the only overhead is skipping empty blocks. O

4.7.2.2 Genuine-LIS over interval space

We also need to overcome the obstacle that the space Z admits a partial order rela-
tion only, as opposed to N, which admits a total order relation. Our ideal solution
involves a mapping ¢ : Z — N that approximately preserves the overall LIS over all

subsequences (with probability 1), and therefore also preserves the overall LIS over
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the genuine elements. We first note that such a mapping is applied a priori on the
first coordinates of the input, and is not affected by the genuineness flags, nor does
it require access to any genuineness samples.

While we are unable to exhibit a single mapping for the entire space, we show
that one can discretize an arbitrary Genuine-LIS instance over intervals into log(k/\)
“nicer” instances G, . . ., Glog(k/x), Which are mutually disjoint and whose union covers
most of the original Genuine-LIS intervals (the unused intervals are discarded, incur-
ring some additive error). Each such “nicer” instance is then mapped to a Genuine-LIS
instance over integers, incurring a constant factor approximation over all its subse-
quences. The final output is the maximum Genuine-LIS over all integral instances
{¢i(Gi1),G;za}i. This costs us another log(k/\)-factor approximation.

In particular, we use the following claim:

Claim 90. For ¢ € N, define Z, to be the collection of all intervals in T whose length
is in [¢,20). Then, there exists a mapping @p : Iy — N, which can be computed in

constant time, such that:
1. ForI,J €Zy: I < J= @) < @u(J); and,

2. For all increasing sequences y € N™ and all ¢ € Z}" such that v,(q) =y, q¢ must

have an increasing subsequence of length m/3.

Proof. We use the mapping ¢,(I) £ |min(/)/¢|. First we show (1). We have
I <J=min(I) <max(]) — ¢+ 1 < min(J) — ¢,

which implies that o,(1) < @e(J).
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For (2), fix y as above, and for i € {0, 1,2}, let " be the sequence y restricted to
integer values y,, satisfying ,, (mod 3) = i. Let ¢’ be the corresponding subsequences
of g. Then each subsequence ¢ is increasing. To see this, consider two intervals qj.
and ¢}, ;. Then max(q}) < min(q})+2¢. On the other hand, min(qg},,) > min(g})+2,
as y5,, >y, + 3. So, max(q}) < min(q},,).

Since |¢°| + |¢*| + |¢?| = m, at least one of them satisfies the length promise as

well. O

Algorithm 19 Genuine-LIS extension reduction
Input: g € (Z x {0,1})"* X\ € [1/n, 1], algorithm A for Genuine-LIS over integers.

Output: A number G € [0, 7).
Let y < g(*); be the first coordinates of g.
Compute the set of integers @ < U; ;{min(y; ;), max(y; ;) }.
Compute a € Z"* such that a; ; + [rankg(min(y; ;)), rankg(max(y; ;))] for all i, 5.
for (¢,i) € Ey(2k/)\) x [n] do
Compute Uy < {(,7) | |ai | € [¢,20)}.
Compute b\ < p,(a(U;)) @ g(Uy)a, where py is the transformation of Claim 90.
for e € Fy(k) do
Compute B < {i | |b;| € [e,2¢)}.
L¢e < 3+ { the output of algorithm from Lemma 89 with inputs bg), A2}
end for
end for

return maxy. L.

Figure 12: Description of the Genuine-LIS extension algorithm (Lemma 83). Here, &

denotes direct sum.



CHAPTER 4. LONGEST INCREASING SUBSEQUENCE 235

Proof of Lemma 83. Let A be such that A(b®) is a (a, An/2)-approximation for
Genuine—LIS(b(Z)) in time . We need to show the reduction algorithm provides a
(O(log(1/A)a), An)-approximation for g.

For the upper bound, we use Claim 90, item (1), to map each interval to an
integer preserving its strict order relation with all other intervals. This implies that
we always output an upper bound of the original interval LIS, as we only use subsets
of elements of the original sequence, and do not add elements.

For the lower bound, first consider intervals of length at least 2k/\, which do not
participate in any b). Any increasing subsequence of intervals contained in [1,2nk]
can have at most An/2 intervals of such magnitude, hence by ignoring such intervals
we “omit” at most An/2 LIS elements (additive error). Now, consider all intervals of
length at most 2k/A. Each such interval participates in some instance b, and hence
there exists an instance such that the intervals participating in it (log(k/A), 3n)-
approximates the original instance. Now, using Claim 90, item (2), this instance
is mapped to an integer instance which (O(log(k/))), 4n)-approximates the original
instance. Therefore, the lower bound holds for at least one b(®).

Next, we argue that partitioning b into log(k) instances of similar block size
guarantees that at least one instance has 1/log(k) fraction of the LIS. Finally, we use
the guarantees of Lemma 89, together with the above bounds on bg), to conclude that
A(bg)) outputs a (a - O(polylog(k/X)), An)-approximation of the original LIS. This

concludes the proof.
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4.8 Proof of Theorem 95

The proof is by recursive application of Theorems 68 and 69 for solving Block-LIS,

up to approximation < (\X l, 7, |y’\)|(XY| ) AX |) with access to a Precision-Tree T /.,
_ A X]

for ¢ = c(|X\ T, A, |yXy)|>

We will establish the recurrences for quantities a(-,-,-) and ¢(-, -, -, ).

Claim 91. Fiz e <1 and &,0,n € N. Consider the following recursive formulas:

< E- AT N .
a(m,7,1/L) <€+ max max{3,a(r.7",3)} -alm/7, 7. Qt/L));

c¢(m,7,1/D,1/L) < 0-7-D+ max (O(T) + (T, Te,l/r,y/t)> ~c(m/7,7,Q(r/D),Q(t/L)).

re(1,D]

With the following base cases:
a(+,1)=1 a(m,-,1/m) =1 a(l,-,)=1
c(, 1) =1 c(l,-,+,)=1 c(m, -, -, 1/m) =m

Then, there exists a function y(t,n,m,€), such that substituting vy = v(t,n, m, €) in

the recursive formulas above yield the following upper bounds, for H & e®(1/Velogl/e).

a(n,n®,1/L) = LV¢ . £OH)

c(n,n,1/D,1/L) = D - mO€lesasoH) . goUH)

The proof of Claim 91 is deferred to Section 4.8.1.
To prove Theorem 95, we deduce the recurrences on approximation and Precision-

Tree complexity showing they match the ones from Claim 91, from which we directly



CHAPTER 4. LONGEST INCREASING SUBSEQUENCE 237

obtain the final bounds on approximation. Then we analyze the runtime, where we

use the bound established on c(, -, -, -) as well.

Proof of Theorem 95. To deduce the recurrences, we first note that for base cases,
we have a(-,-,1) =1, ¢(+,+,-,1) = 1 as in this case A = 1 and additive approximation
| X| is trivial. Similarly, for |X| = 1 (i.e., 1 element string), we have a(1,-,-) = 1,
c(1,-,-,-) = 1, as we can compute if LIS is 1 or 0 with access to a 1 element string.
Similarly, we need full access for exact approximation, and hence: a(m,-,1/m) = 1,

c(m,-,-,1/m) = m. For the other cases, we show the following:

Approximation. For convenience, let m £ |X|, L = ly/(\?l()’g)‘ < k/X\. We apply

Theorem 69. Define t £ k,/)\,, in which case Iyz\)sf‘))filYl = Q(t/L). Note that if ¢t >
Q(L), then, we get (base case) a(|X]|,-,1) = 1, and hence a(m, 7, 1/L) < (logk/\)°W).

max;<1/ ag(7,1/t) . Thus, including when ¢ is smaller, we have that:

a(m,7,1/L) < (log k;/)\)O(l) . teﬁlgé)] ay(1,1/t) - a(m/7,7,Q(t/L)).

Plugging in a, from Theorem 68, (with 7, = n), we get, for our choice of :

a(m,7,1/L) < (log k/)\)o(l) -te[r{rgé)} max {7, a(r, 7€, %)} ~a(m/T,7,Q(t/L)).

Precision-Tree Complexity. We now deduce the complexity bound c. Note that
the recursion for ¢ will be using same parameters as above. We need to keep track
of new parameters, in particular let D = 1/X. We have, where Ay, \;, k, are as in

approximation bound above, with A\, = Q(k,\):

c(m,7,1/D,1/L) < polylog(n) - 7D + (cy(T, Ay, kg) - c(m/7,7,0(N/ky), Q(t/L))
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Here we set r = 1/), € [1, D] and hence:
c(m,1,1/D,1/L) < polylog(n) - 7L + ¢,(7,1/r, kg) - c(m/7,7,Q(r/D),Q(t/L)).
Plugging in ¢, from Theorem 68 (again, with 7, = n°), we get:

c¢(m,7,1/D,1/L) < polylog(n)-r D+ max (O(T) + (7, 751/, 7/t)> «c(m/T,7,Qr/D),Q(t/L)),

re[1,D]
We now apply Claim 91, with § = polylog(n) and £ = polylog(k/)) to obtain the
bounds we need.
Runtime complexity. The recurrence relation t,(n,n¢) = & - t,(n'=¢,nc), where
k=0 <logo(1°g5(T))(ﬁ)), with base case t4(n°,n°) = k, can be expanded to obtain

T(n,nc) = ke

Therefore, the total expected runtime is £'/-c(m, 7,1/D,1/L)-%& = L-mOWelog1/e).

e-lo € s € 1/6
<logn)20(1/\f1 a2 1/¢) e, (lOgO(lOgB(n ))(ﬁ>) — IOgO(lOgﬂ ( ) log(n)o(l/e _ The pre-
processing of the Precision-Tree takes time ¢ - O <log (logg (n B) , which is a lower

order term.

4.8.1 Recursion Analysis

We will prove each recursion separately. Let b = n'/*. Our choice of v = V¢, ex-
cept for 7 = b, then we set v = ¢ and get the base cases a(m, b, 1/L) < {-maxyen or) t-

a(m/b,b,Q(t/L)) and c(m, b, 1/D, 1/L) < 6-b-D+max,c(p <O(r) + e(m/b,b,Q(r/ D), Q(t/L))).

Proof of Claim 91, function a. Setting 7 = m¢, the recursion formula can be written

as:

a(m,m,1/L) < &Y. max Hmax{%,a(mﬁ,mEQ,%/ti)},

tr-tyety <2000 "
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where T = 1/e and ; = y(t;). Let f = T-log(€). Setting g4 (1) = loga(m",me™"",1/2}),

we obtain from above, and substituting ~; with log~; = +/et;:

an(l) < f+ max Zmax{%, Gn1(ti — i) -

t1,.csty >0

t1+ta+... 4ty <I+O(Y) ¢
Now let H' = logy(H) and hence b = n'/f = n™ . Then qu(l) < f+1+0(Y)
by the base case.

Now for h < H' we prove, by induction, that
gn(l) < (f+0(01)) - P2 4 (1= /). 1.

Indeed, we first check the base case for h = H": qy/(I) < f+ 1+ Y. Now note that
qn(ti — () < f-TH=h 4 (1 — /o) =" . t;. Hence, we can verify the inductive

step for h < H":

qh(l) Sf * t I{I?Xx) Z maX{’y(ti)’ Qh+l(ti - '}/(tl))}
t1+t2+.1.,.+,tg§l+o('r) i
<P+ max SO T (-

tq,...,ty >0 -
ti+ta+..+ty<I+O(T) *?

<+ (f +O(1) - XD 4 (1 VT 1+ O(T))

<(f+O(T)) - T2H =M 4 (1 = \Je)H' .|

where we omitted ~(¢;) from the max in the 2nd inequality since \/et; is smaller
than the inductive hypothesis on g,41(t;) (using the particular choice on the value of
H).

In particular, this bound implies go(1) = O(f) - Y2#' + /el = f- O(H?- ) + /el.

Substituting back, we obtain that a(m, m¢,1/L) < 20010 f+Veloa(l) < Ve cOU?)

[]
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Proof of Claim 91, (function ¢). Similar to the previous proof, setting 7 = m¢ with
t;, T from before too:

c(m,m<,1/D,1/L) < (log(n (Z mBinerio TTe(r, 7, 1/%#(%)/%)) 7

7<i

where the ris satisfy ry,...ry > 1 and r7y...7r = D. We further can simplify by

dividing by D:

Se(m,m,1/D,1/L) < (log(n))°™) - 2= . (ZH Le(r, 7, 1/rj,v<tj>/tj>> .

i=1 j<i

h

As before, let ¢,(D) = Fe(m* ,m<""1/D,1/L), for which we get:

Ch(D> — (log n>O(T) . m€h+1 . mZaXn Ch+1(rj>7
7<t

with the base case cz/(D) = (logn)°®M) (when we are taking the maximal ). Hence

we obtain that

co(D) < (log n)TO(H/> -mH

Plugging back into ¢ we obtain that:

c(m,m,1/D;1/L) < D - (log n)TO(H,> -meH
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Chapter 5
Longest Common Subsequence

Given a pair of strings =,y € X", a common subsequence between x and y is a
subsequence which occurs in both strings. The Longest Common Subsequence (LCS)
of x and y, is a common subsequence between x and y of maximal length. We denote
by LCS(z,y) the size of the Longest Common Subsequence.

The (length of the) LCS has a classical dynamic programming solution in quadratic
time [202].

LCS is also a fundamental string similarity measure of key importance both in
theory and practice, and therefore has been extensively studied during the course of
the past 50 years [199; 116; 117; 35; 93; 194; 185; 186], with the main goal of improving
the run-time from polynomial towards close(r) to linear.

Despite significant attention, little progress was made, and the runtime has im-
proved by logarithmic factors only [150]. More recently, fine-grained hardness re-
sults helped explaining the lack of progress, showing that any truly subquadratic
solution for LCS would refute the Strong Exponential Time Hypothesis (SETH)[1;

65]. Moreover, for the LCS problem in particular, it was later shown that even a high
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polylogarithmic speedup would be surprising [3; 2].

Even before the above hardness results, researchers started considering faster al-
gorithms that approximate the LCS, but there as well the progress has been slow.
The trivial /n-factor approximation was only recently improved to =~ n%47 [112] and
even more recently to n%* [61]. In parallel, a parametrized version was developed
which gives a subquadratic solution with improved approximation when the longest
common subsequence is promised to be above a certain threshold [185].

In this chapter, we show an algorithm which runs in O(n) time, and outputs a
n°M-factor approximation to LCS(z,y), with high probability, for any pair of length

n input strings, proving Theorem 5, restated below:

Theorem 92 (Theorem 5, restated). LCS, can be approzimated up to n°M-factor,

with high probability, and in O(n) time.

While we do not track the exact approximation factor in our analysis, we note it

is exp ( o lcc’gl;(”) ) for some absolute constant c.
g log(n)

Our entire algorithm is merely an efficient black-box reduction to the Block-LIS
problem, introduced very recently in [29], and solving the Block-LIS problem directly.
5.1 Preliminaries

5.1.1 Definitions

Sequences. Fix alphabet ¥. We denote x € X" as a length n sequence.
For a sequence x, we denote by 1(x) : ¥ — N, the count vector of letters in z,

ie., (x). = |z7(c)| for any c € X.
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We also define integer block sequence z € N™*_and denote |z| as the count of all

integers in all the blocks (with repetitions).

Monotone sets. We define monotone sets as follows:

Definition 93. We say that a set P C N x N is monotone iff for all ((i,k), (j,1)) €

P x P, we have (i) i=j<1l=Fk;and (ii) i <j< k<l

One can observe that

LCS(r,y) = max 3 1l =yj]
P is monotone (i,7)€P

The Block-LIS problem. The Block-LIS problem was defined in [29]'. In Block-LIS,
the main input consists of n blocks of (at most) k elements each, and each block
can contribute at most one of its elements to a subsequence. Formally, for an integer
block sequence z € N™**, Block-LIS(2) is the length of a maximal sub-sequence OPT £

{(w1, 2w) fwem)xx such that OPT is monotone.

Other notations. Fix vectors a,b € R", then min(a,b) (respectively max(a,b)) is
defined, as the vector of minimums (respectively, maximums) for each (a;,b;) pair.

Also, the notation @ means the direct sum.

5.1.2 Main technique - Block-LIS reduction

Our construction boils down to a formulation of the LCS problem as a (larger) LIS
problem, and solve the LIS problem directly. Our reduction at its core is reminiscent

to ideas introduced in [117; 35], with two important differences:

!The original definition of Block-LIS included another extension which is not relevant for our

reduction, and hence was omitted for exposition.
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1. We provide a simplified approach by direct “black-box” reduction to a LIS prob-
lem which is then solved directly. In particular, we reduce to the Block-LIS

problem. As a result, the entire construction and proof takes roughly 1.5 pages.

2. We show that the number of “matching pairs” is always bounded by 2n -
LCS(z,y) using norm inequalities, implying the linear runtime from Lemma

4.3 in [29].
In particular, we restate the following Definition and Theorem:

Definition 94. [29] For a > 1 and 3 > 0, an («, B)-approzimation § of a quantity q

is an a-multiplicative and § additive estimation of q, i.e., § € [q/a — B, q].

Theorem 95. [29] Fiz n,k € N and z € Nk For any A = o(1), there ex-
ists a randomized non-adaptive algorithm Apgp, that solves Block-LIS up to (a, An)-

o(1)
approzimation, where o = <|Air|1) USIng <f—7|1> -’ time.

Block-LIS Formulation for LCS. To prove Theorem 92, we formulate the LCS
problem as a single string Block-LIS. Given x,y € X", we define an integer block

sequence z such that each z; is a block of all j € [n] indices where y; = ;. Formally:

We claim the following equivalence:
Claim 96. Block-LIS(z) = LCS(x,y).

Proof. First, observe that any common subsequence of x and y has a monotone set
P C [n] x [n] where z; = y; for all (i,j) € P. Now, since j € y~!(z;), then the second

coordinates of P are also an increasing subsequence of z.
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Similarly, consider the coordinates of an increasing subsequence W C [n] x [k].
Then {(w1, 2y) }wew is a monotone set where z,,, = y,,, and hence x and y has a

common subsequence of the same length. O]

Our entire algorithm is merely an efficient implementation of the above reduction,

and solving it using Theorem 95. In particular, we show the following:

Lemma 97. Suppose there exists an algorithm Apg; which (f (%) ,/\n> approxi-

mates Block-LIS in time t <%, n) Then, there exists an algorithm Ajcs approzimat-

ing LCS,, up to a factor (1+o(1))- f(n-logn) int(O(n-log(n)),n) + O(n) time.

Proof of Theorem 92 using Theorem 95 and lemma 97. The proof follow almost im-
mediately from Theorem 95 and lemma 97. However, a direct invocation of the

1+0(1) time algorithm. To obtain linear time, we first sub-

statements only yields n
sample U C [n] ii.d. at rate n=°"), and then apply the statements on zy and yy,
noting LCS(zy, yp) € [n=°M, 1] - LCS(w, y). The resulting runtime is |U]|'+°) = O(n)

as needed. O

5.1.3 Useful lower bound for the LCS using Holder’s inequal-
ity
Hlder’s inequality. A classical norm inequality which says that (z,y) < [z, -

lyll,/, for any p+ ¢ = 1. In particular, (z,y) < ||z - [ly[l;- Such inequality can be

extended to show the following bound:

Claim 98. Fiz z,y € R". Then, (z,y) < [min{z,y}.. - (=] + lyll,).
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Proof. Let a = min{x,y} and b = max{z,y}. Then, by Hlder’s inequality,

(z,y) = (a,0) < lall-[1bll, = [lmin{z, y} | o [max{z, y} |, < [[min{z, y}H|- (2l +lyll,) -

]

Simple lower bound for the LCS. We next state a useful fact about the minimal

LCS of two strings:

Proof. That fact is immediate, since if each of x and y contain k£ copies of the same

letter ¢, then c* is a common subsequence to both = and v. O

We combine the above to show the following lower bound on the LCS:

Lemma 100. LCS(x,y) > L2l

n°

Proof. Observe that by construction |z| = (¢(z),v¥(y)). Now, invoking Claim 98

and fact 99, we obtain:

2| < [Jmin{e(z), ¥ (y)Hloo - U @)]ly + 19 W)ll) < 20 - LES(z, y),

which implies the Lemma. ]

Remark 101. One direct implication of the above is a simple deterministic and
exact algorithm for LCS in time O(nflog(¢)), where { = LCS(x,y). While we do not
derive it in this paper, one can observe this can be done by simply reducing the LCS
problem to Block-LIS, and solving it directly as a standard LIS problem, which takes
O(]z|log(LIS(2))) time.
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5.2 Reduction algorithm

In this section we prove Lemma 97. Namely, we are given an algorithm Agp, for solving
Block-LIS(z) with additive error parameter A, and we use it to estimate LCS(z,y).

The algorithm is the straight-forward one:

ESTIMATELCS(z,y):
1. Store the function y~! over ¥ (say, in the sparse matrix representation).

2. Set d < |z|/2n, where z is defined as in Equation (5.1).

d
nlogn’

3. Run Agy, with input z and A <

4. Output 7 < the maximum between d and the output of Agr,.

Figure 13: Description of the algorithm for estimating the LCS between x and y

5.2.1 Analysis

We show the above algorithm provides the guarantees of Lemma 97.

Proof of Lemma 97. First, let us argue = [fgligi)’ 1} - LCS(z,y).

Upper Bound. The upper-bound is immediate since the output of Agy, is promised

to be at most Block-LIS(z) = LCS(z,y), and since d < LCS(zx,y) from Lemma 100.

Lower Bound. Let a be the output of Agy,. Then, we are guaranteed

7 < Block-LIS(2) _ LCS(zy) _ _2d
g.A > F(zl/X) An = f(nlogn) logn*

Therefore, { = max{a, d} > (1—o(1)) - }‘(Cnsl(cf;’fl)) as needed.

Last, we show the runtime is at most ¢ (O(n - log(n)),n) + O(n).
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Runtime Analysis. The runtime for the first 2 steps is clearly O(n). It remains to

show the runtime on the Block-LIS algorithm, which is promised to be at most

t (%,n) =t (%, n) =t(0(n-log(n)),n).

This concludes the proof.
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Part 11

Nearest Neighbour Search
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Chapter 6

LSH Forest - Bit Sampling

In the Nearest Neighbor Search problem (NNS), we are given a set P of n points in
a d-dimensional space, and the goal is to build a data structure that, given a query
point ¢, reports any point from P within a given distance r to the query ¢. In the
(¢, r)-approximate near neighbor problem (ANN), the data structure may return any
data point whose distance from the query is at most cr, for an approximation factor
¢ > 1 (provided that there exists a data point within distance r from the query).

As discussed in Chapter 1, there is a longstanding gap between the classical,
data-oblivious LSH algorithms, which are very practical but with limited theoretical
guarantees, and the data-dependent ones, which are fastest asymptotically, but so far
has been mostly impractical.

In this chapter, we show new, simple data-dependent algorithms that are prov-
ably better than data-oblivious LSH algorithms, even for worst case instances, prov-

ing Theorem 6, restated below:

Theorem 102 (Theorem 6, informal, restated). For every k > 1, there exists a

procedure of choosing k pivots in each node of the tree of LSH Forest, such that, in
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order to get a data structure for (c,r)-ANN for the Hamming distance with constant

probability of success, it is enough to sample O(nP) tries, where:

11 1 1
<. 2. - — .
smie (o (7) o (3)

Choosing k to be large enough, the exponent is p = 0.73/c + O(1/c®). The resulting

query time is O(nfd*k) and space is O(n'™k + nd).

While the above does not improve the bounds of existing DDH algorithms such
as [31] quantitatively (in fact they are worse), the main advantage is simplicity and
relation to algorithms used in practice.

Our improved algorithm is based on LSH Forest, a heuristic introduced in [43]
and now popular in practice (see, e.g., [47]). It can be applied as a black box to any
LSH hash family, but we will need it instantiated to the Bit Sampling LSH of [124;
114] for the Hamming space. We show that while using LSH Forest directly does not
lead to improved algorithms, a simple modification of it does!

It will be convenient to assume that there is exactly one data point—the near
neighbor—within distance cr from the query (and, thus, the data structure must
recover the near neighbor). This assumption is adequate for practice: for many real-
world datasets there are not too many data points that are not much further from the
query than the near neighbor. At the same time, later we will show a modification of
our algorithm that can handle the general case of (¢, r)-ANN.

Our new, improved algorithm is based on the LSH Forest algorithm, which pro-
ceeds as follows when instantiated to the Bit Sampling LSH. We choose a random

permutation of the coordinates 7 : [d] — [d] and apply it to each vector x € P. Then
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we build a trie on the permuted vectors.! For a given query ¢, we descent down the
trie until we reach precisely one leaf and compare against the point stored in that
leaf. As before, we boost the probability of success by building n” such tries (hence
the name of “forest”).

While the above algorithm still requires p > 1/c in the worst case, here is how we
modify it to bypass the 1/c bound. For a constant parameter k = O(1), and for every
tree node v, we choose a fixed set of k pivots T,. Then, when answering a query, while
descending down the tree, we check against all the pivots T}, of every node v we visit
on the way to the leaf. Overall, we compare the query point with at most dk data
points. The following theorem summarizes the main result of this paper assuming
that there is only the near neighbor within distance c¢r from the query.

To get rid of the assumption, we need to augment the set of pivots further. Namely,
in addition to k carefully chosen pivots, we need to include O (log n) uniformly random
pwots. If we do this, Theorem 102 will hold for the original (¢,7)-ANN with a
logarithmic loss in space and query time.

Discussion of the theorem statement. Our resulting bound of, essentially, p ~

ﬁ: corresponds to the bound that follows from using the Bit Sampling LSH of [124;
114] on a random dataset in {0,1}¢. Hence the algorithm can be seen as a worst-
case—to-random-case reduction in the case of Bit Sampling LSH. While there exist
space partitions that are better than Bit Sampling on a random dataset [17; 31;

16, they are less efficient, and, in particular require a larger number of parts, requiring

a tree with a large branching factor. This seems required at least in some cases: in

'This can be also seen as applying kd-tree on P with for a random order of the coordinates,

stopping the splitting until we have exactly one point.
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particular, for the Fuclidean space, [16] prove that, for any space partition where p
differs from the optimal exponent by €, the number of parts must be exponential in
1/e. We conjecture a similar phenomenon happens for the Hamming case; indeed,
in all the known constructions, we need at least 10° parts to improve upon the Bit
Sampling for random instances, for ¢ = 2. Furthermore, in all known space partitions,
the decoding time is proportional to the number of parts, and hence it is a very

important consideration in practice.

Discussion of the algorithm. We note that LSH Forest by itself is already a data-
dependent algorithm, in that it auto-tunes to the dataset. In contrast to Bit Sampling
that uses a fixed number of (random) coordinates, LSH Forest uses a variable number
of coordinates, which may differ from one part of the tree to the other. Informally
speaking, local granularity of a partition depends on the local density of a region
being partitioned, which is beneficial for irregular datasets. Nonetheless, despite the
vanilla LSH Forest working well in practice, one can still construct a bad example,
where one has to sample ne=°M trees. In particular, in the worst case LSH Forest
by itself does not offer any advantage over the regular Bit Sampling. It is precisely
the carefully selected pivots that allow LSH Forest to achieve the improved bound.
We note that our algorithm can also be seen as the LSH Forest essentially in-
stantiated to the min-hash scheme [66; 67|, another very popular (data-independent)
hash function for the Hamming space, used extensively in practice. In particular,
the min-hash function h chooses a random permutation 7 and, on point x € {0, 1}¢,
outputs the smallest coordinate ¢ in m where x; = 1. The resulting space partition
corresponds to a caterpillar tree with the permutation 7. Hence, if we concatenate

a few minhashes, and simplify the tree, we obtain precisely the above LSH Forest.
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Again, pivots are essential to obtain improved bounds.

We also comment on the use of randomness in the tree. In the later sections, we
use LSH Forest where different parts of the trie use independent randomness: i.e., in
each node we choose a new random coordinate to split the dataset by, and recurse in
each of the two parts corresponding to the dataset conditioned on the value in that
coordinate. This does not affect the analysis (due to the linearity of expectation) Not
sure that it’s quite the reason., but is more general and likely amenable to further
improvements.

A final remark regarding the analysis of our algorithm is that this is the first time
when the analysis of random space partitions is with respect to the entire dataset.
This is in contrast to the standard analysis of LSH [114], data-dependent hashing
[31], or the analysis of [89], where the analysis of collision probability is with respect
to two or three points. In this paper, we perform a global analysis, which turns out

to be, technically, the most involved part of the paper.

6.1 Preliminaries

As is the case with most ANN algorithm, we use random partition of a metric space.

For a point = and a partition R, we denote R(z) the part of R the point z lies in.

Definition 103. The (c,r)-Approximate Near Neighbor problem (ANN) is to con-
struct a data structure over an n-point dataset P C X lying in a metric space X
supporting the following queries: given any fixed query point q € X, if there exists
p* € P with dx(q,p*) < r, then report some p' € X such that dx(q,p") < cr, with

probability at least 0.9.
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It will be convenient to introduce the following simplification of Definition 103.

Definition 104. The (c,r)-Gap Approximate Near Neighbor problem is to construct
a data structure over an n-point dataset P C X lying in a metric space X supporting
the following queries: given any fixed query point ¢ € X with the promise that there
is a data point p* € P with dx(q,p*) < r and other data points are further than cr

from the query q, the goal is to find p* with probability at least 0.9.

Definition 105 ([124; 114]). We call a random partition R of a metric space X an
(r1, 72, p1, p2)-sensitive LSH partition, if for every x1,xo € X with dx(x1,x2) < 71,
we have Prp|[R(x1) = R(xa)] > p1, while for every x1,xy € X with dx(x1,x9) > 79,

we have Prg[R(x1) = R(z2)] < pa.

Theorem 106 ([124; 114]). Suppose that R is a (r,cr,p1, p2)-sensitive LSH par-
tition of a metric space X. We assume that 0 < py,ps < 1 and denote p =
log(1/p1)/log(1/p2). Then, there ezists a data structure for (c,r)-ANN over a dataset

P C X that consists of at most n points such that:

e The query procedure requires O(n”/py - log, /2 n) point locations in partitions
sampled according to R and O(n”/py) distance computations and other opera-

tions;

e The data structure uses at most O(n'*?/p1) words of space, in addition to the
space needed to store the dataset P and to the space needed to store O(logy ,, n)

partitions sampled according to R.
The failure probability of the data structure is at most 0.1.

In particular, the original LSH paper used the following Bit Sampling partition.
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Definition 107. For a Hamming space {0,1}¢ the Bit Sampling LSH partition [12/;
114/ is as follows: one first chooses a random coordinate i € [d), and the partition
is{x | z; = 0y U{z | z; = 1}. It is easy to show that for every r and c it is

(ryer,1 —r/d, 1 — cr/d)-sensitive. In particular,

log(1/py)  log(1-1)7

~log(1/p2)  log (1)

1
< -.
c
For the Bit Sampling LSH, the worst-case exponent of p = 1/c occurs when r < d.

logl/2 __ 1 1
loglg—l/2c ~ 4 ¢ + 0(1/62) when

On the other hand, for r = d/2c, one obtains p =
¢ — 00. This case of r = d/2¢ corresponds to the canonical random instance in the
Hamming space: where the dataset is i.i.d. random in {0, 1}¢ and the query point is

planted within distance d/2c¢ from a random dataset point.

6.2 Generic LSH Forest with pivots

In this section we describe a generic construction and analysis of LSH Forest. This
can be seen as a different way to use random partitions than the classical one, as
in Theorem 106. We instantiate the general LSH Forest algorithm in later sections.
LSH Forest was first introduced in [43] as a heuristic.

LSH Forest consists of several decision trees. Each tree is built and queried using
Algorithm 20, which works as follows. In the root of the tree, we start with the entire
dataset S = P C X. We sample a random partition R of X and group the points
from S according to the parts of R. We recurse on each non-empty group and add the
resulting trees as children of the root node. We stop as soon as a current subset S C P
becomes of size 1. In each node v we store the pivot set, denoted T, the random

partition sampled while building v, denoted by R,, and the list of children. During
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the query stage, we descend down the tree, where at each node v, we follow the child
that captures the query ¢ in the partition R,. We also compute the distance to the
points p € T, for each traversed node v. One such tree succeed with a relatively low
probability, and hence we build several independent trees by calling BUILDTREE(P),

thus boosting this probability to 0.9. During the query stage, we query every tree.



CHAPTER 6. LSH FOREST - BIT SAMPLING 258

Algorithm 20 Generic LSH Forest with pivots

1: function BUILDTREE(S) > S is a subset of the dataset
2: create a node v with associated set S

3: compute pivots ) # T, C S, store them in v

4: if |S| =1 then

5: return v.

6: end if

7 sample a partition R, and store it in v

8: for U € R, do

9: if |[SNU|# 0 then

10: add BUILDTREE(S NU) as a child of v

11: end if

12: end for

13: return v

14: end function

15: function QUERYTREE(v, q) > v is a tree node, ¢ is a query point
16: if dp € T, within distance ¢r from ¢ then

17: return p

18: end if

19: if there is a child v’ of v associated with R,(¢) then
20: return QUERYTREE(V, q)
21: else
22: return L
23: end if

24: end function

Figure 14: Generic LSH Forest with pivots algorithm
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To analyze LSH Forest, we need to understand two quantities: how many trees
do we need to get probability of success 0.9, say, and how deep the built trees are.
The latter is quite easy, while the former is much more delicate and is the main focus

of this paper.

Lemma 108. For a dataset P of size n, let ¢ € X be a query point, and p* € P be a
near neighbor of q (that is, dx(q,p*) <r). Let 0 < p < 1 be the smallest real number

such that, for every subset S C P where p* € S, the following holds:

e cither q is within distance cr from one of the pivots BUILDTREE computes for

S,
e or one has

Pra[R(g) = R(p")]x (6.1)

XER[@ng@M)ﬂ

Then the tree from Algorithm 20 returns a point within distance cr for a query

R(q) = R(p*)] > 1. (6.2)

q with probability at least n=". Hence, if one samples O(n”) trees, the entire data

structure solves (¢, r)-ANN for q with probability at least 0.9.

Proof. Consider any tree node we encounter answering the query ¢ for which p* € S.
We would like to prove that the probability of success in this case is at least |S|™7,
which, when applied to the root of the tree, gives the desired claim.

If the first bullet point from the lemma statement holds, the desired probability is
equal to one. Similarly, if |S| = 1, the probability is also one, since the set of pivots
is non-empty, and, by the assumption, p* € S. Otherwise, let us use the induction

on the size of S.
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We have:

Prfsuccess] = Prr|success for S NR(q)]
> Prgsuccess for SN R(q), R(q) = R(p*)]
= Pre[R(q) = R(p")]:
- Prr[success for SNR(q) | R(q) = R(p")]
> Prr[R(q) = R(p")]-
Er[[SNR(I™" | R(q) = R(p")]

= Prgr[R(q) = R(p")]-

T [<|5m|§(q>,)—p

. ’S‘*P

R@ZRWJ-

> [S]77,

where the fourth step is by the induction assumption (since we condition on p* €
SNR(q)) and the last step is by the lemma assumption. Technically, if SNR(q) = S,
then we can not quite use the induction assumption, but nevertheless, the required
bound follows from the immediate claim “If for 0 < p < 1 one has x = px + y, then

x> zifft pz+y > 2", ]

Note that one tree requires O(nk) space: there are at most O(n) nodes in the tree
and each stores at most k£ 4+ 1 nodes. The query time depends on the height of tree:
for a maximum height h, the query time per tree is O(h - dk). We note that, in our
applications, the height will be easy to bound. Move the preceding text before the

Lemma.



CHAPTER 6. LSH FOREST - BIT SAMPLING 261

6.3 LSH Forest and the bit sampling LSH

In this section we present our main algorithm claimed informally in Theorem 102. The
algorithm is an instantiation of Algorithm 20 for the Hamming space. In particular,
we use the Bit Sampling LSH from Definition 107 as the random partition R as well
as a certain procedure for computing pivots, described below.

The formal statement of our main theorem is the following:

Theorem 109. Fizr € N,k € N > 2, and ¢ > 2. Then for given P C {0,1}? of size

n, the LSH Forest with k pivots solves (¢, r)-ANN with the following guarantees:
e The space is O(n'**d + nd);

e The worst-case query time is O(n” - d?);

-2t (o) o)

We first show how to prove Theorem 109 for the case of (¢,7)-Gap ANN (see

e where

Definition 104). In this case, it is enough to simply choose k pivots as described
below. To handle the general case of (¢, 7)-ANN, we add ©(logn) uniformly random
pivots to the existing set of pivots. It is not hard to show that if there are 2(n) data
points closer than cr to the query, then at least one them will end up in a random
subset with very high probability, and, in that case, we are done. Otherwise, there are
o(n) data points within distance c¢r, and the analysis for the Gap ANN goes through:
namely, the close points do not affect the quantity (6.2) too much. From now on, we

focus on solving the (c,r)-Gap ANN problem.



CHAPTER 6. LSH FOREST - BIT SAMPLING 262

6.3.0.1 Construction

The algorithm for choosing k pivots is very simple: see Algorithm 21 for the pseudo-
code. In words, for a subset S C P of the dataset, we sort all the points according to
the distance from the mean of S, then we add first k£ points in this order which are

sufficiently diverse, namely, we require them to be pairwise ((c — 1)r)—separated.

6.3.0.2 Intuition

Let us provide some intuition why this procedure helps.

As Lemma 108 states, we need to find the smallest p such that

Prr[R(q) = R(p")]-

Fx [(rsr];z'(qn)p

The first term is easy: Prg[R(q) = R(p*)] > 1 — 5 (remember that R is the Bit

R(q) = R(p*)] > 1.

Sampling LSH). For the sake of this discussion, let us ignore the effect of conditioning
on the event “R(q) = R(p*)” (as we will see later, the effect is provably small provided

that ¢ is large enough). Thus, we need to understand the following quantity:

=[5 ]

For i € [d], we denote w; the fraction of points p € S for which p; # ¢;. Then,

ISAR(QIN\ "] ,
Er [(T) ] = Eicpg [(1 — w;) }

Thus, we need to find the smallest p for which

(1 _ g) e [(1— w;) "] > 1.
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A nailve argument using Jensen’s inequality gives:

<1 - §> Eiefa [(1 —wi)™] > <1 B 2) Eie [l —w] ™’
25097

where the second step follows from the fact that all except one points from S are at
distance more than cr from the query point q. This merely allows us to set p ~ %, SO
we have not obtained any improvement compared to the classical application of the
Bit Sampling LSH using Theorem 106.

Is the above simple analysis tight? The application of Jensen’s inequality is (al-
most) tight if all w;’s are (almost) the same (around %). This is indeed possible,
moreover this is precisely a hard example from [174]. That is exactly where pivots
come to the rescue! By using the fact that the distance from ¢ to all the pivots
computed by Algorithm 21 is more than cr, we are able to show that w; can not be
almost the same, and thus the application of Jensen can be sharpened.

For example, consider the case of k = 1 pivot. W.l.o.g. we can assume that
p* = 0% If p* was a pivot, we would be done, so w.l.o.g. we can assume that the
pivot is p # p*. Since ||p—p*||1 > (¢—1)r = cr (¢ is at least cr apart from p), we can
assume w.l.o.g. that p = 109", Now comes the crucial insight: since p is closer
to the mean of S than p*, we have that, at least on the first ¢r coordinates, weights
w; must be at least 1/2 on average, which is much larger than the average <. This
allows us to claim that the ¢;-mass of w;’s is somewhat concentrated on the first cr
coordinates, and hence the application of Jensen can be significantly improved.

Introducing more pivots allows us to obtain even better concentration of the

weights w;. More precisely, for k£ pivots we can get as many as (2 - 0(1/ k:))cr
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bits of substantial average weight. Thus, if k£ is large, almost all the ¢;-mass of w;’s
is concentrated on =~ 2c¢r coordinates, which corresponds to a random instance, for
which the Bit Sampling LSH yields p ~ %. We obtain an increased number of large
weights by noticing that we have k pivots which are at distance ~ cr from each other,
thus there must be a large number of coordinates where at least one pivot is equal to

one.

Algorithm 21 Computing pivots for the Hamming space
function CompUTEPIVOTS(v, k) > v is a tree node, k is the desired number of

pivots
S < data points corresponding to v
T,« 0
p¢ < the mean of S
for p € S in the order of increasing ¢; distance from p¢ do
if the ¢;-distance between p to T, is at least (¢ — 1)r then
T, < T, U {p}
if |T,| = k then
return 7,
end if
end if
end for
return 7,

end function

Figure 15: Computing pivots for the Hamming space
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6.3.0.3 Analysis

To prove Theorem 109, we will use the lemma for the generic LSH Forest, Lemma 108.
Let us fix some query ¢ and assume that p* € P is its near neighbor (||¢ — p*||; < 7).
We need to establish (6.2) assuming that ¢ is far from all the pivots.

Let us first show the following combinatorial lemmas which will be useful later.

Lemma 110. Fiz s,n > 1, k > 2 and small € > 0. Fori € [n], let a; € [1,k] and

€ [0,1]. Suppose we have that:
o > aim; > 13 a;(1—¢), and

o Y a;(k —a;) > HEDs

Then we have that:
[T - < exp(s C(1=1/k)- (1 - In(4))
—Z x; + O(es)).
Proof appears in Appendix 6.4

Lemma 111. Let x € [0,1]¢,s € N, and let U be a family of k subsets of coordinates

[d] such that:
e foreachU €U, |U| > s
o For each U €U one has ) ;. x; > % -(1-0(2))

o For every distinct Uy, Us € U one has |Uy A Us| > s.

hd Zie[d] Ti 2> 8.
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Then:

H(l —x;) < exp (—s : % + O(s/c))

i

Proof. For i € [d], let a; € {0,1,..,k} denote the number of subsets in & containing

coordinate 7. The above constraints imply that:
e > .a; > ks.

o ) .ax; > %Zz a; - (1 - O(%))a

[ ZZ CLZ(]{/’ — ai) Z k(k;l)s.

The last constraint follows from the double counting for the sum ) ey |[U AU,
UAU"

which is, on the one hand, is at least (S)s by the statement of the lemma, and, on

the other hand is equal to ) . a;(k — a;), which follows from the decomposition of the

sum over coordinates.

Summing up the first and last constraints gives:

S ailk+1-a)> M

i

Let S = [J U. We decompose objective function as follows:

veld
[[Ta—az)=]J—2)- J] (0 =)

icld] i€s i€ld]\S

We now invoke Lemma 110 over the first part:
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[[-w) < exp(s C(1—1/(k+1))- (1 —1In(4)
€S
—Z T + O(s/c)).

i€S

The second part can be simplified to:

i€ld)\S i€S

H (1 —a;) < H e " <exp (Z(%) - 5) :
€[d]\S

The last inequality follows the condition that Eie[ qTi =S Finally, we multiply

the 2 parts together and get:

[T =) <exp(s-(1—-1/(k+1))-(1—In(4))
1€[d]

— 5+ 0(s/0))

< exp <—s - (1n(4) (11— %H) +
i) o)

—exp (- M 000

as needed.

]

We use the above lemmas to calculate the probability of success for each hash

function as follows:

Lemma 112. Let P C {0,1}? be a set of n points, ¢ € {0,1}? be a selected point and
p* be the near neighbor. The probability to find p € P such that ||p — q|ly < er in a

tree is at least n=", where p < m (14 7%%) + O(Ciz)
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Proof. As we have shown earlier in Lemma 108, all we need to prove is that for any

S C P with p* € S such that ¢ is further than ¢r from all the pivots, one has:

Prr[R(q) = R(p*)]-

Ex R(q) = R(p")

(!S?;T(q)\)p

For ¢ € [d], let w; denote the fraction of p € S for which p; # pf, and let p® denote

the mean of S. Since we partition using the Bit Sampling LSH, it is easy to see that:

SN Ri(p*)]
S|

:1_wi7

where R; is the partition corresponding to splitting the space according to the bit 4.
If there exists a close enough pivot point, we are done. Otherwise, there exists a

set of k points {p!,..,p*} C S s.t. :
e For each i € [k]: [|p* — p°ll < |Ip* — p°||1;
e For every distinct 4,7 € [k]: ||p* — p?|l1 > (¢ — D)r.

For each i € [k], let U; C [d] denote the set of coordinates in which p differ from
p*. Since the distance of both p*, p’ and p°¢ are equal on all coordinates outside U,
and since for each j € U;, pj — pj = w; and p§ —pj = 1 —wj, then the first constraint

gives:
e Foreach Ui 3 i, wj >3 iy, 1 —wj = > . wy > Uil /2
The second constraint gives:

e For every distinct U, U; : |U; AU;| > (¢ — 1)r.
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While the above conditions are enough to invoke Lemma 111, we need to condition
on the fact that ¢ and p* collide. Let D C [d] denote the set of coordinates for which

pi = ¢;, we deduce similar properties when restricted to the set D:

e For each U;: |U; N D| > (¢ — 1)r since ||p" — q||; > er;

U;nD|— U;nD ,
e For each Uy 3. npwj > | 02‘ L = | A > (1—-0(2)) since |[p* —qll; < r

and hence |U; \ D| < r;
e For every distinct U;, U; : |(U; AU;)ND| > (¢ —=1)r —r = (c—2)r.

We can finally apply Lemma 111 with vector ¥ = @ over bits in set D and

s = (¢ — 2)r, obtaining that:

=

H(l — wi) < exp (—(c— 2) . M + O(T)>

i€D
Since we are sampling uniformly then:

ISNR(9)\ ™’ .
Exr [(T) R(q) = R(p*)

_ ISR\ o
= Er [(T) R(q) = R(p")

= Eiep [(1 - wi)ip}

1/1D|
> (Ha - wi)_p>

€D

) (H(l ) wl)) —p/1D

(c=2)r-p- (1n(4)/::€—]: 1) p-r
R )
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where the third step is by the AM-GM inequality. Thus we can set:

_ k+1 1
P = mmres T 0@ <

1 2 1
moeg - L+ 7)) +0(&)

(as 1/1In(4) > 5/7). For which we obtain:

Exr (%) - R(q) = R(p*)| > e/ 1Pl
The probability that p* and ¢ collide is:
PralR(o) = R()) = TP = e
We have thus established that (6.2). O

We are now ready to complete the proof to our main theorem:

Proof of Theorem 109. The proof follows immediately from Lemma 112. In partic-
ular, we prepare O(n”) trees using the generic LSH Forest algorithm, Algorithm 20

with the pivot set, of size k, chosen as in Algorithm 21. O

6.4 Proof of Lemma 110

We prove the following lemma.

Lemma 113. Fiz s,n > 1, k > 2 and small € > 0. Fori € [n], let a; € [1,k] and

€ [0,1]. Suppose we have that:

o > aiw; >35> a;(1—¢), and

° Zaz(k . a/@') > k(k;l).s.
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Then we have that:

H(l—xi)gexp (s(l )(1 —1n4) — sz—i—O es).
Proof. First we make a change of variables: y; = 1 —x; € [0,1],t = % and f; =
az/k € [1/k, 1]

Now our problem can be reformulated as maximizing F'(y) =[] i) (yi - exp(1 —w5)),

subject to the following constraints:

o > filyi—1) <0;

e > fi(l—1fi) = (1_12/’6)'5-

Note that, there is an optimum solution where both are in fact equalities. In
particular, to see this for the second part, note that for ¢ such that y; < ¢, we can
assume f; > 1/2 (otherwise take f; :== 1 — f;) and increase f;. Similarly, for y; > t,
we can assume f; < 1/2 and we decrease it further.

We now analyze the Lagrangian of the logarithm of F'. In particular for Lagrangian

multipliers A, n € R, taking the derivatives with respect to y; gives us that for all i:

1y = 1=nfi, (6.3)

and with respect f;, for all ¢:

0=A1-=2f)+ny; — ). (6.4)

Plugging-in one equation into the other, we get an equation which is polynomial
of degree 2 in y; (or, alternatively in f;), and coefficients that depend on the Lagrange
multipliers A\, 7. Hence, the optimal solution can have only at most 2 distinct values

for (y;, fi). Let these values be (y1, f1) and (yo, f2).
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Assume w.l.o.g y; < yo, and suppose there are ays(1 — 1/k) pairs (yi, f1) and

ass(1 — 1/k) pairs (ya, f2), for ay, s > 0. Then, the first equation becomes:

a1 fi(t —y1) = aafalys — t) (6.5)

The second equation becomes a1s(1—1/k)- fi(1— f1)+ass(1—=1/k)- fo(1— fo) =

(1-1/k)s

5— which simplifies to:

arfi(l = f1) +az - fo(l = fo) :%7 (6.6)
The objective log F' can be rewritten as maximizing:
[ar(In(y1) +1 = y1) + a2(In(y2) + 1 = 32)] (1 = 1/k)s

It is enough to maximize G = oy (In(y;) + 1 —y1) + a2(In(y2) + 1 — y2), subject to

the above constraints.

Consider the Langrangian L of G, its derivative with respect to each «; gives:

0L
80@

=In(y:) + 1 —yi —nfilyi —t) = Afi(1 = fi)

Note that from Eqn. (6.3) and (6.4) (which hold true when considering Lg as

well):
nfi=1/yi—1
~ nfilyi —t)
M=)
_ (i =Dy — 1)
2fi—1)

Therefore, we have:
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LDy —t)(1 - f;
%Zf =In(y) +1 -y — (5; = Dy —t) - b )(S; - 1))( 4
)+ 1+ (£ 1) - D

iUy = D(y — 1)
2 —1

=In(y;) +1 -y
=In(y;) + 1 —w; A L 1)?
- n(yz) + Yi + 772 (yz )

The last step follows from exchanging variables according to Eqn. (6.3) and (6.4).

dLc
)

7

At the optimum of G, for each «;, either = 0 or a; cannot be decreased or

increased which can only happen at the boundaries, i.e., where either y; = 0 or

t,yo = 1 or t (otherwise we can always perturb y; and increase/decrease «;).

%Lof = 0 where y; = 1. We can further analyze %LTC; by taking

7

One can observe that

a second derivative with respect to y;:

PLo

O Oy; — Y
=(1-2x"y )y ' -1

1—2xn 2y 2yt = 1)

Since there can be at most 1 assignment of 0 < y; < 1 for which ;j%j =0, and

since %LT? is monotonic elsewhere in the range and equals 0 where y; = 1, then there
can be at most 1 assignment of 0 < y; < 1 for which %LT? = 0, which means that
any optimal solution we cannot have distinct y,, yo which both lie in the interior, and

therefore we must have at least of the following: y; = 0,91 =¢,y2 =1 or y, = ¢.

Now, let us analyze the above cases separately:

e If y; = 0, the function is at minimum.



CHAPTER 6. LSH FOREST - BIT SAMPLING 274

o If either y; = ¢, then according to Eqn. (6.5) the other y; must also be ¢ (or

otherwise f; = 0 for which in optimum «; = 0).

e If yo = 1, then according to Eqn. (6.3): 1 =nfy + 1 and therefore f, = 0, and

according to Eqn. (6.5): y3 =t (and since fo = 0, ao is irrelevant).
In either of the last 2 scenarios, it is enough to optimize:
Fla) = (t*et9)0=VRs — exp(a-s- (1 —1/k) - (1 —t — In(1/1)))

subject to:

. af(l-f) =1

The above is optimized at f = 1/2;a = 2, and hence the optimal value of F' is:

F*=exp(s-(1—1/k)-2(1 —t—1n(1/t)))

Therefore, the required inequality holds:

%

H(l —z;) < exp (5 (1=1/k)- (1 —1In(4)) — le + O(es)) .
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Chapter 7
Average Similarity Embeddings

Bi-Lipschitz metric embeddings (see Definition 7) are frequently used to reduce ANN
under some fixed “hard” metric to ANN under, say, ¢;/ls, or {.,, for which ANN
algorithms are well understood.

Such embeddings have been studied for a number of metrics including edit dis-
tance, Ulam distance, Earth-Mover Distance (Wasserstein-1 distance), ¢,-product
spaces, general symmetric norms, Fréchet distance, and others. Alas, for many of
these metrics, the best possible distortion remains a long-standing open question.
A notorious example is edit (Levenshtein) distance over length-k strings: early re-
sults showed that the best distortion ¢; for embedding into ¢ is Q(logk) < ¢; <
20(VIogkloglogk) [175: 134; 144] — improving over these bounds is a 20 years old open
question [153].

More recently, researchers discovered that a weaker form of embeddings, namely
average embeddings, yield ANN algorithms as well. Very recently, [38] extended the
above notion to average sketching, which should be seen as a generalization of embed-

ding into ¢;. The authors obtained a new trade-off between space and approximation
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for ¢,.

In this chapter, we develop the notion of metric embeddings into similarity mea-
sures over R, such as the weighted Jaccard coefficient. We show average embeddings
into such similarity measures for a number of metric spaces, with (appropriately de-
fined) distortion that is smaller than the best possible distortion of embedding into
¢y or {5 spaces (bi-Lipschitz or average).

We complement our new embeddings with a new algorithm for Approximate Near-
est Neighbor Search (ANN) that leverages such an embedding in a black box fashion.
Combining these results, we obtain new efficient algorithms for ANN under the follow-
ing two classic metrics, achieving an exponential improvement to longstanding prior

work:
e Edit distance over length-£ strings: poly(log k) approximation;

e ¢, over RY for p > 2: O(logp) approximation (known to be asymptotically

optimal in relevant models of computation).

The main embeddings are UASE (see Definition 9, and complete version Defini-
tion 115) and WASE (see Definition 10, and complete version Definition 116).
We primarily consider the target similarity measure S(z,y) being the Sorensen-

Dice coefficient, denoted by M (x,7) = %

One of our main contributions is to show that a WASE embedding yields efficient
ANN algorithms (for similarity measure S = M), as stated informally in Chapter 1
(see Theorem 11) and will be formalized later in this chapter (see Theorem 148).

Combining the above, we obtain concrete results on WASE embeddings for the

edit distance and ¢, proving Theorems 12 and 13 (from Chapter 1).
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Organization The rest of the paper has the following order. We first present a
formal definition of our similarity embeddings, together with a technical overview of
the results (Section 7.2). Then we present our embedding for the ¢,, and hence /.,
norms (Section 7.5). Next, we present an embedding for a variant of the Earth Mover
Distance, which is used for the edit distance (Section 7.6). Next, we present the
embedding for the edit distance (Section 7.7). We present our constructions for the
ANN data structures, based on the existence of embeddings into similarity measures
(Section 7.8). Finally, we put together the embeddings and ANN constructions to

obtain our main theorems in Section 7.8.4.

7.1 Discussion of Definitions and Techniques

In this section, we discuss the notion of similarity embeddings and present the main
technical ideas. While there are a number of new technical ideas, we start by high-
lighting three ideas that lay the foundations of embedding into similarity measures: 1)
defining the right notion of similarity embedding, 2) showing that such an embedding
exists for £¢, with distortion O(loglog d), and 3) identifying a certain dense/sparse du-
ality for datasets. We will then discuss designing an embedding for the edit distance

specifically.

7.1.1 Embedding into similarity measures

The new type of embedding is motivated directly by the ANN application, in particular
that all (high-dimensional) c-approximate ANN are based on (derivatives of) Locality

Sensitive Hashing (LSH). Namely, for a fixed scale r > 0, a randomized hash function
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h:X — Uis (r, cr, p)-LSH if probability of collision of points at distance 7 is function
p(7), and p = Lgp(r) 1 One can then obtain c-approximate ANN algorithms

log p(cr)

with runtime ~ n? [114]. For example, for a runtime of < n%! it must be that
p(r) = pler)™t.

An embedding of a metric X' into, say, ¢; yields an LSH scheme for X (using
LSH for ¢1). Notably, if the distortion of the embedding is ¢;, then one can obtain
(r,O(c17),0.1)-LSH with p(r) = 1/2. Conversely, any (r,cr,0.1)-LSH scheme with
p(r) = 1/2 for X implies a (weaker type of) embedding into ¢; that preserves the
distances at the scale r up to factor ¢ (see [74]). In other words, LSH where p(r) =
(1) is essentially equivalent to an embedding into ¢;!

Alas, many spaces of interest require large distortion ¢; to embed into ¢, and thus,
to avoid this non-embeddability barrier, the only remaining option is to have LSH with
p(r) < 1/2 — which is precisely what our new type of embedding aims to do. Instead
of talking about probability of collision of a random hash function, it is more natural
to talk about a deterministic object. Indeed, we can always transform an LSH function

h into amap ¢ : X — {0, 1} such that Pry[h(p) = h(q)] = M(¢(x),¢(y)), where the

_ o2y min{e(p)i,v(q)i}
M = 2500 el

M is, say, the Sgrensen-Dice coefficient (similarity measure):
Since we want to get p < 0.1, we want that, for any pair (¢q,p) at distance < r and

pair (¢',p) at distance > cr we have

_logl/pr _ log1/M(¢(q),¢(p))
0.12p= log1/p2 = log1/M(p(q'),0(@'))"

Now, we can think of the target space as {0, 1}¢ with “distance” dy; = log 1/M ((q), o(p)).
We can consider various notions of embedding, such as the natural bi-Lipshitz em-

bedding into ({0,1}¢,dy,), which corresponds to “data-independent” hashing algo-
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rithms. We do not know if there are interesting examples of such bi-Lipshitz embed-
dings. Indeed, all known LSH schemes with p(r) < 1/2 are data-dependent [120;
27]. This leads us to consider the “average embedding” version, which naturally cor-
responds to data-dependent hashing (as the hash function h, and hence ¢ depend on

the dataset) — which gives us UASE from Definition 9:

log 1/M(¢(p), ¢(q)) . d(p, q)
log By prep[L/M(p(p'), 0(p")] = Epprepld(p’,p")]

Alas, we don’t know whether this definition suffices for obtaining the desired

distortion bounds, such as O(loglogd) for ¢¢ — requiring us to consider a more
involved notion. We note that the “right” definition of such an embedding has to

balance two criteria:

e The embedding notion should allow for improved bounds on distortion: e.g.,

obtain O(loglogd) for ¢4..

e We should still be able to use the embedding to obtain ANN data structures.
While we showed how LSH leads to the first definition of similarity embedding,
it is not immediately clear that the inverse direction holds, especially for a more

involved notion.

We manage to balance these two criteria by introducing the Weighted Average
Similarity Embedding (Def. 10), which can be seen as a convex combination (¢, outer
product) of UASE embeddings.

We note that the considered “distance” dj; is does not satisfy triangle inequality’

and hence poses additional challenges in building ANN using average similarity em-

! As mentioned above, dy; can be O(1)-embedded into the Bhattacharyya distance, but the latter

does not satisfy the triangle inequality either.
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beddings (for WASE or UASE). Namely, the ANN data structure needs an upper bound
on the expected number of points from a dataset P that collide with a given query ¢,
corresponding to lower bounding the quantity log 1/ E,cp[M (©(q), ¢(p))]. Intuitively,
this corresponds to lower bounding the average “M-distance” from ¢ to p € P. In
contrast, an average embedding gives a bound on average distance between points
p/,p” € P. This difference appears already for the average embeddings into ¢; but
can be dealt with easily using the triangle inequality: E,[d(q,p)] > 3 E, ,»[d(¥, p")].
We show that a similar triangle inequality for M-distance holds as well, after a suit-
able padding of the embedding.

The actual ANN algorithm for WASE is based on the LSH Forest [44], whose

theoretical analysis is given in [33].

7.1.2 Embedding of /., into similarity measures

Our first proof of concept result is to show that d-dimensional /., admits an average
similarity embedding (WASE) with distortion O(loglog d), and more generally £, with
distortion O(logp). This matches the celebrated result of [120] who designed an
ANN data structure with the same approximation. Despite lots of subsequent work
including showing that the approximation is optimal in a number of computational
models [12; 129; 179; 57], the original algorithm remains somewhat poorly understood.
Indeed, 1) there has been no alternative algorithm achieving the same approximation,
and 2) the natural extension to Eg, for p > 2, with O(logp) approximation ANN,
has eluded the researchers until now (see best current results in [38; 145; 27; 167;
40]).

As the best average embedding of /., into ¢; is Q(logd) [165], our embedding of
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l+ shows that WASE is provably stronger than average embeddings into ¢;. Indeed,
the ¢, algorithm of [120] is based on certain partitions that intuitively correspond to
p(cr) being as small as 1/d.

The advantage of a WASE embedding for /., is also that it can be used further
down the line, i.e., in combination with other embeddings.

Our embedding for ¢, proceeds as follows at a high level. Consider a pointset
P € R%. We embed each coordinate e € [d] of the dataset P separately. For this
we devise a data-dependent scalar embedding ¢, : R? — [27P, 00) (that also depends
on p). Then each point ¢ is mapped to (¢e(ge))ecrq thought of as WASE with outer
product of dimension d (i.e., “inner dimension” is only 1).

Each 1-coordinate embedding ¢, is embedded as a function of the e** coordinate
of the dataset, denoted by the vector x € R™. At a high-level, construction of ¢
can be thought of as a certain combination ANN construction from [120] as well
as the Mazur map of ¢, into ¢y [167; 40]. In particular, [120] showed that, for r
the ANN closeness parameter, unless the dataset is “dense” on that coordinate (most
points are in an interval of length O(rloglog d)), there exists two overlapping intervals
(—oo, m+r| and [m, co) for some m, with (roughly) the property that y,([m,c0)) <
pz([—00,m + 7))? where pu, is just a measure that count the number of coordinates
in the interval. We note that it is far from clear how [120]’s method can be applied
— the embedding does not even have a parameter r to start with!

Nevertheless, for our embedding, we find a well-chosen interval I, with the fol-
lowing special properties. First of all, we “project” entries of x to I.: namely,
y = proj; (x) = p([—oo,x] N I) (under the uniform measure ). Then I, is such

that 1) vector y is sparse (few non-zeros), and 2) for some ¢. < p the g.-norm of y is
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a sufficiently large fraction of the p-norm of y (and of x), which intuitively promotes
a lower bound on the sparsity of y. On the resulting vector y we now apply a version
of the Mazur map to obtain the final embedding ¢.. Namely, up to scaling and other

caveats, ¢.(x) = (proj; (z) + 0.5)%.

7.1.3 Dense/sparse dataset duality

While we managed to design a direct WASE for /., it would be convenient to have
extra tools for designing WASE for other metrics. We introduce one such tool, based
on a certain dense/sparse dataset duality.

In particular, consider a dataset P C X and let the average distance be d =
E, pvepd(p’,p"”). Suppose the dataset is what we call “dense”: at least {2(n) points
have at least dn points at distance < d /6. Then we claim that we can directly design
a WASE for the point-set P, with approximation O(loglog1/d)! In particular, in this
case, we use a version of the classic Fréchet embedding into /s [152], and then use
our WASE for /.. Specifically, we sample a set S C P at random, of size m = O(1/J).
Then, the embedding ¢ : X — [0, co|™ is simply ¥ (p) = {d(p, $) }ses. The embedding

is an average embedding into ¢, with O(1) distortion, as shown in the following claim.

Claim 114 ([152]). Consider set P points in metric (X,d). Letd = Ey prepd(p,p”)
and suppose, for e,0 > 0, at least en points have at least on points at distance < 02/6

Then the above Fréchet embedding v : P — R™ for m = O(1/9) satisfies:

Epprer [0(F) = (") = Q(d).

As a result, we primarily need to consider datasets that satisfy the complement

“sparse” property: most pairs of points are at distance Q(a) Note that this means
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that the metric is somewhat uniform (from the lower bound perspective). The latter
property can be leveraged to build embeddings (now, in way that more explicitly uses

the properties of the metric d).

7.1.4 Embedding for the edit distance

The WASE embedding for the edit distance is our most technically involved part, and
leverages the WASE for /... In fact, our embedding for the edit distance is composed
of two parts. The first part is a WASE embedding for yet another classic metric, the
Earth-Mover Distance (EMD) over some metric (X, d) (under certain constraints),
assuming that (X, d) itself admits a WASE. The second part is an average embedding
from the edit distance to EMD over the /., metric, for which we use the WASE

construction from above.

Earth-Mover Distance (EMD, Section 7.6). EMDy is defined for two k-sized
sets A,B C X as EMD(A, B) = miny.a,p Y ,.4d(a,7(a)) where 7 ranges over all
permutations. Embeddings for EMD have been studied extensively for low- and high-
dimensional spaces X [126; 134; 168; 14] (and many more results exist for related
problems of fast evaluation, sketching, ANN; see, e.g., the references in the recent
[127]). Overall, for high-dimensional spaces, EMDy when X is d-dimensional ¢; has
an /, distortion of ~ O(logklogd); recently, [127] also showed that, for ANN, one
can improve the approximation to @(log k) via a data-dependent hashing algorithm.
However, when X is ¢, — which is what we are interested in — the best distortion
is still Q(+/d).

One tempting avenue for developing embeddings for EMD under /., is to embed

ls into ¢ and then use the result for EMD over ¢,. While a bi-Lipschitz embedding
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requires Q(v/d) distortion, there exists an average embedding of £y, to £1 with O(log d)
distortion [165]. Alas, an average embedding of X is not sufficient for EMD over X.
This is because, say, for two sets A, B C X it is not enough to preserve the average
distance d(a,b) over k? pairs (a,b) — we need to make sure that the best matching
between A and B doesn’t drop in value. We do not see a method to rectify this issue.

Instead, we develop WASE for EMD y directly, assuming 1) X admits a good WASE
(which we have for /., from above) , and 2) the dataset is “sparse”. Let us expand
on the latter condition by introducing the following notation. For § > 0 and a set
S C X as well as ¢ € X, let Ds(q,S) be the d-quantile distance from ¢ to S (i.e.,
there are 6|S| points at distance at most Ds(q, S)). Furthermore, we define Ds(S) be
the average of Ds(q,S) over g € S.

Now, suppose the dataset is P C (f) of size n. Let S C X be the union of all sets
in P. We say the dataset is sparse if Dy ;2(S) > t for some threshold, where the final
WASE distortion will depend on ¢ (and average EMD inside P). The intuition why this
is helpful is as follows: for two typical sets A, B € P almost all their inter-distances
are > t. At the end of the day, the embedding proceeds as follows. We first leverage
WASE for X to obtain data-dependent hashing (DDH) for X', which we then use to
obtain UASE for X for a fixed sparsity scale A. Then, the embedding of a set A C X
is roughly the sum of the latter UASE embeddings of a € A (and concatenated over

all sparsity levels A).

From edit distance to EMD (Section 7.7). As many modern constructions for
edit distance, our embedding of edit distance is via a recursive decomposition of a
string into substrings. In particular, for a string p, i € [n], we consider the following

tree T;: the root is the entire string p, and then for each node with an associated
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substring p;. ;y+w—1, the children have associated substrings p; ;yw/2—1 and pirw/2.itw—1-
Fundamentally, we use the following property of the edit distance, for any length w.
For strings z,y € ¥, let X,,,Y,, respectively be all ~ k substrings of length w (at
all starting positions). Then EMD(X,,,Y,) < O(w - ed(z,y)). Alas, this is only an
upper bound and the above EMD distance may drop a lot (e.g., think w = 1).

Given a dataset P of strings, the embedding proceeds as follows. First of all, if
Ds(P) is only a small fraction of the average distance ed inside P, then we are done
by the Fréchet embedding from Section 7.1.3! So it is enough to focus on the case
Ds(P) = Q(ed).

Using the tree concept described above, the high level idea is that the “leaves”
representing letters in the string would eventually be dense (there are not too many
of them), and therefore we can hope to associate each such “leaf” with an /., vector
that is far from 1 — O(6) fraction of all other leaves, since it must become “dense” at
some level. Since different leaves can become dense at different levels, we construct
l, vectors and concatenate all of them to reach the final embedding.

In order to keep our closest pair close, we need to carefully distribute ¢, vectors
among its descendants (by assigning weights to edges and multiplying the ¢, vectors
by such weights). Here we use a randomized construction for choosing the weights
reminiscent of traditional LSH constructions.

The eventual embedding, for the case when Ds(P) = Q(ed) is as follows. We
start with the roots of the aforementioned trees {T;}; for all strings x € P. For
each node v of each tree we build an /., embedding, in a top-bottom fashion. In
particular, the embedding for a child v’ of v will append some fraction ¢ € [0, 1] of the

embedding of v together with a Fréchet embedding of all substrings at the current
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level, corresponding to some length w, while the other child will be weighted by 1 —t.
The main technical induction will ensure that the sparsity Ds, of the vectors at the
current level w does not drop too much (as long as §,, goes a bit up as w goes down).
At the end of the day, the embedding of a concrete string ¢ produces O(k?) vectors
in ¢, corresponding to the leaves of the trees of ¢ — these vectors will form the set

corresponding to ¢ in EMD,__.

7.2 Definitions and preliminaries

7.2.1 Basic notation

For a vector x € S", for a set of objects S, the notation z, refers to the multi-set
{x;}i=1. n. For example, for a matrix z € (R*)", z, C R¥ is the n-multi-set of the
k-dimensional vectors. Furthermore, z, , refers to the multi-set of nk real values.

We will often consider product spaces of metrics. For metric (X,dx) and (), dy),
and for pointsets X C X,Y C Y both indexed by [n], we use X @, Y, for p € [1, x|
to denote the pointset (x;,1;) € X X Y under the metric £,(dy,dy) (i.e., compute
the distance in each metric and then take the ¢, norm of these 2 numbers). This can
be generalized to multi-dimensional products as well. We will sometimes drop the
subscript p when clear from the context.

For runtime/space bounds, we use standard notation O(f(n)) to denote O(f(n) -

(log f(n))°M).
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7.2.2 Similarity embeddings

While we state the embeddings into similarity measures using a general similarity
measure S : RT x RT — [0, 1], we will always use the concrete case of S(x,y) =
M(z,y) = %, Sgrensen-Dice coefficient.

We first restate the UASE definition from the Introduction.
Definition 115 (Uniform Average Similarity Embedding (UASE)). Fiz a metric
(X,d), similarity measure S and a point-set P C X. We say P admits a (c,0,m)-
Uniform Average Similarity Embedding (UASE) if there exists a (data-dependent)

transformation pp : X — R, such that:

1. By pep[S(op(p'), ¢p(p"))] < 6.

2. For any p,q € X, we have:

log (1/S(pr(p). (@) _ d(p q)
log(1/9) = Eyprep[d@,p")]

We say a metric (X,d) admits a (¢, 9, m)-UASE if each P C X admits a (¢, 0, m)-

UASE.

Definition 116 (Weighted Average Similarity Embedding, WASE). Fiz a metric
(X,d), similarity measure S and a point-set P C X. We say P admits a (c,m)-
Weighted Average Similarity Embedding (WASE) if there exists a (data-dependent)
transformation op : X — RT/W for some s € N, such that for any p,q € X, we

have:

ler@)i +er(@ill . log1/S(pr)ipr(@i) | . d(p.9)
2 s T or @l {1“”“ ] }S Eyrer A 1))
(7.1)

i€[m/s]
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where

/ / lep(@)ill, + ller )il
l; =log1/Ey prp,|S )i op(@")i)], Dy(z,y) =
gl/ p'.p'~D [S(ep(@)i, vr(p")i)) (z,y) M - ||80P(P)z’H1

For any § with log1/§ > max; l;, we also refer to the embedding as (c, d, m)-WASE.

We also say (X,d) admits (c, 6, m)-WASE if all subsets P C X of size at least O(1/9)
admit one.

We allow for randomized embedding and in such cases the guarantee is promised
whp (wrt parameter m).

Finally, we say the embedding has aspect ratio k > 1 if, for every i € [m/s], the

ratio of all non-zero coordinates in (wp); map is at most k.

Data Dependent Hashing. We now define the notion of (r,d)-Data Dependent

Hashing;:

Definition 117 (Data-Dependent Hashing (DDH)). Fiz a metric (X,d), a point-set
P C X, and radius r > 0. For 6 > 2/n, we say P admits (r,0)-Data-Dependent
Hashing (DDH) if there exists a randomized map hp : X — [O(1/6)] of each point to

a bucket, such that:

e foranyq € X andp € P at distance d(q,p) < r, we have Pry,[hp(q) = hp(p)] >

§d@.p)/r.

)

o for any p € P, we have Pry, yeplhp(p) = hp(p')] < 9.

7.3 Computational efficiency of embeddings

While the above embedding/hashing definitions are purely existential statements, we

also need to specify their computational properties for use inside NNS data structures.
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Hence, for and embedding ¢p or a hash function hp, which are build as a function of

a dataset P of size n, we use the following notions:

e Preprocessing time F,: time to compute the function ¢p/hp for the given
dataset P as well as ¢(p) for all p € P. We think of the function ¢p/hp
as a data structure that can later answer queries of the form “given ¢ € X,

what is pp(q) or hp(q)?”.
e Space Fj: the space occupied by the above data structure;

e Query time F: the time it takes to answer the above query, i.e., compute

vp(q)/hp(q) for a given new q.

7.4 Aspect ratios

For a metric (X, d), we say the aspect ratio is Ky > 1 if the ratio of any two non-zero
distance values is < ky. Similarly, for an embedding ¢ : X — R'?, its aspect ratio is
k > 1 if the ratio of any two non-zero coordinates is < x (though the definition for
WASE is a bit more nuanced; see Definition 116).

We note that the only purpose of introducing the aspect ratio is that it is a
convenient way to control the computational performance of our embeddings, and in

particular the runtimes are polynomial in the aspect ratios.

7.5 Weighted average similarity embedding for ¢,

norms

In this section, we design a WASE for /,,, proving the following theorem.
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Theorem 118 (WASE for £,). Forp > 2, the space (R%, (,) admits a (O(log(p)), 5, O(d))-
WASE, for § = 2=°W) . The computational efficiency on a dataset of size n is as fol-
lows: F, = O(nd) preprocessing time, Fy = O(nd) space, and F, = O(d) query time.

Furthermore, the aspect ratio is polynomaial in dimension d.

Note that the theorem extends to {, by taking p = O(logd), for which ¢, and /.,
are within a constant factor.

We first show that this task can be reduced to embedding a 1-dimensional dataset
with a certain WASE (that depends on p). The main technical lift will then be to
design such an embedding for a 1-dimensional dataset, which is captured by the

following lemma.

Lemma 119. For any x € R", with ||z|[] = n and ), sign(x;) - [2;[" = 0, we have an
embedding ¢ : R — [27P,00) such that ||¢(x)|. = O(||z|)°®, and for any a,b € R,

we have:

6(a) + G(B)]7 - min {1+ 1/1, BN _ O(log p) - [a - b,

where

[ =1og(1/ Eijun, [M(é(x:), 6(x;))])),  Dali,j) 2 ’¢2(§i~):\;<ﬁ§ﬁi)l‘

The computational efficiency is as follows: F, = O(n) preprocessing time, Fy = O(n)

space, and F, = O(1) query time.

While we prove the lemma in the rest of the section, we first show how to complete

the proof of Theorem 118 assuming the above lemma.

Proof of Theorem 118. Fix a dataset P of size n. For e € [d] and i € [n], let P.(7)

refer to the e coordinate of the " point in P; then P. € R just denotes the e-th
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coordinate of the dataset. As is common, we shift the dataset, so that, for every
dimension e, we have that . sign(P.(i)) - |P.(i)|P = 0; see, e.g., [145]. Note this
transformation does not change any distances.

Let d, £ E; jcm[(P:(i) — P.(7))?] be the average distance of A" and let da > d, =
Ep prep(llp’ —p"II7). Let L C [d] be the set of coordinates e where d. < 2—1(18 We then
remove (ignore) all coordinates e (i.e., we only consider vectors ¢ € R¥I* where
coordinates in L are deleted). Note that this operation is non-expanding. Also, the
average distance d decreases by at most a factor 2 (which will be enough to affect the
distortion by at most a factor 2). We can now assume de > %E

Fix coordinate e. We define P,(i) = P,(i)/c. for unique rescaling factor a., .

— ~1
such that ‘ P.|| =n. We note that a, > %de r since, for any vector x, we have
p
lll® Ei|>; lzi—z [P _ o
Q52%2%22 pEiJ‘HZEi—J?jV)]:Q pde. (72)

First consider the case when max; jep{||P:(7) — P.(j)Il,} = O(d"/?d'/r) (this is
needed to bound the aspect ratio of the final embedding). Then max; jepm{|P.(7) —
= max; j{|Pe(i) — P.(j)|} = o -

P.(j)|} = O(d*?dY/?), and hence, noticing ‘/P:

max; jen{|Fe(?) — Pe(7)|}, and using Eqn. (7.2), we have:

Now, use Theorem 119 on vectors E(Z) to get ¢, : R — [277,d°W]. Finally, to

P,

< O(dM7d\7) Jor, = O(dV7d7) J0.5d,"" = O(d?).

define (q), we first shift ¢ with the same shift used to center the data P at the
beginning, and rescale each coordinate e by a. as well, to obtain vector (¢.).. We
now define ¢(q) £ @.d, - ¢ (q).

Now, fix a,b € R?. For any a., b. € R, with a, I;; being the shifting/rescaling, we

have by Eqn. (7.2):
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(2]ac — b|)?

; log(1/M (3(a)e 1 (b)e
For e € [d], define D, (i, j) = D~( (1), P, (j)) and 7, = m1n{1+1/l g(1/ (l(e) ()))}

@ — b < (7.3)

where [, = log(1/E; jwp. [M((P())e, ¥ (P(j))e)]). Notice that by Theorem 119:

[(a)e + ¢(b)e] /7 - 7o = O(log p) - |ac — bel. (7.4)

Finally, define

Z W (b)lh

We analyze p:

1/p
Jensen’s [p(a)e + P (b)e| o
= (ZH [4(a) + )l )

. 1/p
min value of

< Z |w(a)e +¢(b)e| . P
e€ld] Ze’e[d} 2-277-do

1/p
Fandt ( Z O(logp)? - |a — be”>

1/p
Qe — be|?

d
la — bll,

= O(logp) - —
(logp) - —

Finally, noting that d'/? > Ey preplllp’ — p"ll,], we conclude that ¢ is (O(log p), O(d))-

WASE for P as needed.
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We also need to consider the case when max; jei{ || P.(i) — P.(4)l[,} > di/rdl/p.
For large enough constant C' > 1, take the projection P.(i) = C’dl/pdAel/p for any
point with [|P.(7)|| > Cd"/ pc/l\el/p (and otherwise leave unchanged). Then define g’
to be the average distance of the set P'. If a'r - (d'/?) then we can repeat the
argument from above for P’, noting that it is non-expanding and contracting by only
a constant on average. Otherwise, the pointset P has an O(1)-average embedding
into ¢; (in the sense of the Definition Definition 8), by setting ¢(P(i)) = || P(7)||,, and
hence, by [74], into WASE (even UASE in fact).

The computational efficiency guarantees follow immediately. There are just a
couple nuances in preprocessing to highlight. The first one is that we need to recenter
the each coordinate e: namely find a shift s such that y- _, sign(p. —s) - |p. —s[” = 0.
This can be done by binary search; see, e.g., [145]. The second one is that we need to
estimate the average distance in a coordinate d, = E, e p[|p. —p.|P]. We can estimate
this quantity by sampling, noting that O(1)? approximation suffices.

Finally, the aspect ratio bound follows from the range of the embedding from

Lemma 119. O

7.5.1 Preliminaries

We now introduce some extra notation used in this section. We define the space of
intervals Z (over the positive real line). For an interval I = [a,b] € Z where 0 < a < b,
we denote p(I) = b— a as the measure (length) of the interval, and, for two intervals
I = a1, ], Iy = [ag,bs] say I} < Iy if by < ay. We also define projection to an

interval:

Definition 120. For scalar a > 0, and interval I € T we define proj;(a) = u([0,a] N
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I).

In this section whenever a scalar operator is applied on vectors (including proj;),

we mean it is applied coordinate-wise and the output is also a vector.

Fact 121. Fiz v € R" and 1 < ¢ < p. Suppose Pricp [|7:| = ||| ] = 279, then

lz]l, > % nl/a—1/p . [E2e

Proof. First, ||z >n-277- ||z, and hence,

1/ 1/ _ _
lelly > 257 - llollye > 257 - 077 lall, = § - 0777z,

as needed. O

Lemma 122. Fiz x € R}, k > 1 and e, eq, ..., e, such that 3 e; < |[lz||,. There

exists disjoint interval partitioning {I1, I, ..., I} C T of Ry such that ‘

projy, (x)]| >

e; for all j € [K].

Proof. Let \g = 0 and \;, = co. Fori € [k—1], let \; 2 sup {/\ : Hproj[/\ifw\](x)Hp < ei}.

Let I; = [\i—1, \i). Note that by ¢, continuity,

proj;, (m)Hp > e; unless Hproj[ki_hoo)(x)Hp <
e;. By triangle inequality, the latter never happens and we have that ||proj () || > e

for all 1. ]

Lemma 123. Let {I1,I5, ..., I} C T be disjoint interval partitioning of R,. Then
for any x € R™ with ||z||, < n/2, and p > 1, there exists j € [k] such that, for

q=p/t:

1. ‘ s and,

projlj(x)Hq > 1.pt/at/p

e )
p

1/k

projlj(x)Ho <n-279°
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Proof. Assume wlog Iy < I, < ... < I;. This implies proj, (z;) < p(l;) —

projy,., (z;) = 0. Hence ‘ projljﬂ(yc)HO < n - Pricpy [projlj(xi) = Hprojlj (x)HOJ Now

for j € [k], let q; = p?/*. 1f ||proj,, (a:)qu > §-n 07| |proj,, (.CIZ)Hp we are done (both

>

conditions are satisfied). Otherwise, let j* > 2 be the minimal j where Hproj I (x)
9

Lopl/a-1/p

proj Ij(x) H (noting that such j* always exists since the above is true for
p
qr = p). Then, by Fact 121, Pricpy [projlj*il(x)i = Hprojlj*il(x)Hoo] < 27% -1 and

hence,

|

projy,.(x)]| < n- Pr [proiy, (@) = [proiy, ()| | <n-270r = mogmwe i,

i€[n 0o

as needed. O

Claim 124. Fiz v € R} and any p > 1. There exists a mapping 1 : Ry — [27P,00)

such that:

For s > 1, ¢(s) = (O(s))?.

[o@@)lly = [l

Pricplt(z;) > 277) = 12lo: gpg

for each st € Ry, |1(s) + 4 (t)]"/ - min{p,log 1/M ((s), (1)} < 4p-[s —t|.

Proof. Define 1(s) £ (s + 0.5)?. Then the first 3 conditions are immediate. For
the 4th condition, we assume w.l.o.g t < s. Now, if 2t + 1 < s, we have that

[0(s) + (8)|;? < s+t+1 < 3(s—t) which implies the claim for this case. Otherwise:

o /M), 0(0) = log 52X < tog L —tog (LR < ptog (14 )
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Now since [1h(s) + ¢ (t)|/? = ((s + 0.5)7 + (t + 0.5)?)"/? < s+t + 1 , hence:

[0(s) + ()7 - log 1/M (1h(s),¥(t)) < (s +t+1) - plog (1 - jf;ﬂ)) <dp-|s—t],

as needed. O

7.5.2 Construction: proof of Lemma 119

Now let z(*) be x after zeroing out all negative coordinates and z(~) be —z after
similar zeroing. The construction is merely applying the above Lemmas to one of
{x™) (9}, In particular, choose ¥ € {£} such that zX is a most n/2 sparse; note

that [[2X[|] = ||z} /2 = n/2 by the subsectionons of the lemma. We use Lemma 122

with k = log, p to partition R, into intervals with ‘ proj;, (:C(X)) Hp > nl/r. 74, where

v; = max{1/4log(p), p/* /4p}. Then, we use Lemma 123 to find an interval 1® such

that, for ¢0) = pi/k and v = ~;:

L [lprojzeo (#0) | = § - 12 |projyeo (#V)], = Trna; and,

2. ||proj o (2 Ho n . 9—a¥pVE o 9—g®)/2

(x)
Y,

Now, let y) = 2/40) . proj e (™)), Then, o = n. Apply Claim 124

using z = y™ and p = ¢ to get a mapping v : R, — R,.

The final mapping is defined to be as a function of x: if x = +,

¢(a) =T (2/4) - proj (max{0, a}))
otherwise

¢(a) =~ (2/7") - projyi-) (max{0, —a}).
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Proof of Lemma 119. First, we argue ||¢(x)||; > n. In particular, by Claim 124:

)
9% 2/ -projico ()], = [[2/2% - proiseo (+) [
q)

= Hl/’V(X) ‘nl/q(X)fl/ppl"Ojﬂx) (x(X))
p

q™)

=n-ll——proi (x)
=n 'y(X)nl/PprO*]I(X) (x )

p

Next we argue that ||¢(z)],, = ||:v||go(p). Indeed by Claim 124 we have that:

o(x)]|., < Ozl /7)™ = O(p/g™ - [|2]| )" = O]z, )°P.

Next we argue that E; jy.p, [M (X (yX), wx(yJ(X)))]) < 271/ Indeed, by Claim 124,

0
[l < 2-a%/2, Now, letting 1; =

n —

we have that Pricp, wx( ) > 27 q(")] <

X (yl(X)) we note that D,(i,7) = % with 1 being the vectors of ;’s, we

further obtain:

2m1n{1/11 1/’]} ("pl—HpJ)
7,] NDI ¢Z7 wﬂ < Z 1/’z+% 2”\\1/1”1

= oy - 2o min{vi v

1
<o | D vt Dl D
inp>2-aX)J inp=2—aX) J
g0
<o | 2o Ml etz
ﬁ¢q>2*¢x>

—g®™) —_g®)
< b (2Rl ol 2 )

1

3

—g) /8
< 27T/8
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and hence | £ log 1/(E jy~p,[M (i, %;)]) > ¢X¥/8 > 1/4. On the other hand, we

have by the guarantees of Claim 124 that:
e for any a € R: ¢(a) > 2-4% > 2P+ and,
o [6(s)+o(t)]V" min {g¥, log 1/M(¢(s), $(t))} < 4-¢™)-4/4)-[s—t] = O(log p)-
g . s — 1.
Overall, this gives:

16(s) + ¢(t)|/P min {1 11, g 1/M(9().0(0) }

17400 () min{ 1+¢) /8,log 1/M (¢(s),¢(t))
< 10(5) + SO/ () + plo] /e e e )

min{Sq(X),log 1/M(¢(5)7¢(t))}

< oA o(s) + ()
<2-0(logp) -|s —

= O(logp) - [s — tI.

The computational efficiency guarantees are nearly immediate to obtain. The
only non-immediate step is that one has to compute the intervals I;, wnich can be

accomplished by binary search. O]

7.6 Similarity embedding for matching distances

In this section we design similarity embeddings for the Earth Mover Distance for cer-
tain instances. While the natural goal would be to solve the general instances, we only
manage to find embeddings for specific distances which we call “sparse instances”. In
a later section, we use the embedding for such “sparse instances” to design WASE for
edit distance (for all instances).

We first define a notion of distance sparsity from a point to a dataset.
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Definition 125. Fiz a point p € X and a point-set P C X. The distance sparsity of
point p, denoted D§(p, P), is the 5-quantile of distances from p to P, i.e., D¢(p, P) =t
if t is the smallest with Prycp[d(p,p’) < t] = 0. We also define the distance sparsity

of a dataset as the average distance sparsity of all its points:
D§(P) £ Epep [Ds(p, P)] .

When d is clear from context, we sometimes omit it from Dgs notation for the sake

of cleaner exposition.

The main statement of this section that one can get WASE for EMDy, if the

collections have good enough distance sparsity:

Lemma 126. Fiz a metric (X,d). Consider a family of multi-sets P € (X*)" such
that the average distance is d = E,ep[EMDy4(p',p")] and Ds(P..) > t for some
t > 0; where we also require that § < 1/k*. Suppose P admits (c,d,m)-WASE for
some 0 < 1/ poly(kkxym)} aspect ratios k,kx, and n > 1/k.

Then the family P admits (O(c- &), 1/m/,m)-WASE with respect to (X*, EMDy),

where m’ = poly(kkxm - 1/§ - log X).

The rest of this section is dedicated for proving Lemma 126.

7.6.1 Auxiliary lemmas

The main challenge for constructing embedding for “sparse EMD” is that the sparsity
guarantees we have are “on average only”, i.e., we may have some objects that are
more dense than other, and we will need to create several discretization to cater to

all situations. For that purpose, we first introduce two ancillary constructions. While
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the guarantees of those constructions may not make immediate sense apriori, they
will provide what we need for the overall solution.
First, we need to show WASE implies UASE, assuming the dataset is sparse

(namely, has no dense balls):

Lemma 127. Fiz a metric (X,d) admitting a (c,0,m)-WASE embedding for P for
some & < 1/ poly(krkxm). Fiz a dataset P C X, and let d = E, o [d(p,p")]. Fix
d' < d such that there’s no ball of radius d' /2 of size on /2.

Then, there exists a (O(ca/d’),3570(5_2 log X))-UASE for P; furthermore, all

output vectors have 1 norm 1.

Proof. We apply Lemma 147 with 7 = § to conclude that there exists a (r,6%)-DDH
for P where r = d’/2c.

We construct the UASE as follows. Let L = $log X, and let m = O(1/6) be
the range of DDH. Our map is ¢ : X — {0,1}2*™. We draw L iid DDH functions
hi,...hy : X — [m], as well as L random functions r; : [m] — [m]. Then a point
g € X is mapped to the concatenation of the unitary representation of r;(h;(q)):
¥(q)i; = 1lhi(q) = j]. By Chernoff bound, it is immediate that, with high probability,
for all p,q € X:

M (p), ¥(q)) € O)(Pr[h(p) = h(g)] £ 9).

Hence, we have:

o Eypicp[M(W(P),v(p"))] < OPrpy p[h(p) = h(p")] +9) < 30;

e log1/M(¢(p),¥(q)) < —log(Pry[h(p) = h(q)] —9d) + O(1). If d(p,q) < r,

log1/M , —log(84(Pa)/7 _§)+0O(1 ~ d(p,
then “ELMOIIV@) o —ls@0ID-DOW — O(d(p,q)/r) = O(cd/d' - 422,

Otherwise, if d(p, q) > r, we have that W <1< O(ca/d’ : @).
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Thus we obtained the desired (O(ca/d’),3(5, O(67%log X))-UASE. Note that the ¢,

norm is the same for any 1 (p), and hence we can rescale it to 1. O

We now strenghen the previous lemma to imply a form of UASE for a fixed sparsity

scale A.

Lemma 128. Fiz a metric (X,d) admitting (c,/§, m)-WASE, parameter § < 1/ poly(msry),
and parameter A € R. Let P C X be a dataset. There exists an embedding
Y X — R, with m’ = poly(mkry) - O(log X), with the following guarantees:

4

1. For any p € X with Ds(p, P) € [3/4,3/2] - A we have ||¥(p)]|; > 1.

2. For any p € X with Ds(p, P) ¢ [1/2,2] - A we have ||¢(p)||, = O(9).

3. By prepll[min{(p'), ¥ (p") }]1] = O(9).

4. For any p.q € X: 1og(1/bﬂé((1f§§)),w(q)) =0(c)- La),

Proof. For a € X, define:

(

L(4Ds(a, P) —2A)  Ds(a, P) € (1/2,3/4)A
A Ds(a, P) € [3/4,3/2]A
" < (A4A —2Ds(a, P))  Ds(a, P) € (3/2,2)A
0 otherwise.

\

There are two constructions, depending on the parameters. Let S be the subset of P

with Ds(a, P) > A/2, d be the average distance for S, and let §' = %.

1. Suppose |S| > /6 - |P|, equivalently &' < v/6. Then any ball of radius A/2 in S

has size at most 6n = §|S| < v/8-|S|. We apply Lemma 127 on S to generate 1/
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as 1-norm (O(c-a/A), 30", m')-UASE for S with m’ from the lemma statement.
Set 1/(a) = 0 for a ¢ S. Then set 1h(a) = (6172 (a)) @ 6.
We show conditions (1)-(4) hold. Conditions (1) and (2) holds by construction.

In particular, condition (1) holds since for such p, we have a(p) = 1, and hence

§1=2P) = 1. Condition (2) holds since for such p we have a(p) = 0 and hence

sl=alv) — .

For (3), note that for any p’ € P\ S, we have |[¢(p')||, = § and hence, using

UASE guarantees:

> lmin{e@), ¢},

(#'.p")ePxP

= > |min{y(@), ")}, + > Imin{y(p"), ¥ (")}l

(p',p'")eSxS (p',p"")EPXP\SxS

= O(d'|SI*) + 0(3|P[*)

= 05| P?).

Finally, for (4), suppose Ds(p, P), Ds(q, P) > A/2. We use the following fact:

Fact 129. Fiz x,y € {0,1}™ and positive scalars a,b > 0. Then,

log(1/M (ax, by)) <log(1/M(x,y)) +log(1/M(a,b)).
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Proof. Assume w.l.o.g a > b. Then,

L\ g allally byl
o8 ( 3tarzgy) = 198 (ST faz by,

alllzll, +lyll,)
< log(gb\\mié{x,y}\l\1 )

a x|+
= log(%) + log(%)

< 1og(37557) + o8 (3

Then, using the fact, we have,

log(1/M (¥(p), ¥(q)) < log(1/M (¥ (p), "' (q)) + log(1/M (6w, §1o())
2 429 1og(1/6) + a(p) — a(g)l/A - log(1/5)

= 0(c) - 22 10g(1/6).

IN

Otherwise, suppose w.l.o.g. Ds(p, P) < A/2, then

() +4(a)l )
2min{y(p),%(q)}

IN

% (Ds(q, P) — Ds(p, P)) - log (1/6)

A ~d(p,q) -log (1/6) .

VAN
S
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2. Now consider the alternative case |S| < V/§|P|, ie., & > /3. We then set

Y(a) = (617 0...0).

Again, we verify conditions 1-4. Conditions (1), (2) hold precisely the same.

For condition (3), note:

> min{y @), v (")},

(p'p")EPXP

= > Imin{e@), v ")}, + > min{e(p"), v (p")}H,

(' .p")eSXS (p',p"")EPXP\SxS

= O(|S]*) + 0| P*)

= 0(5|P)?).

We now verify condition (4). Indeed, as before:
log 1/M((p), ¥(q)) = log 1/M{§'~*®, 5@} < O(c) - d(p, q) /A - log 1/6.

[]

The third auxiliary lemma is for scalar embedding, and will be used to deal with

special pairs of collections that are much denser than the average collection.

Lemma 130. Fiz a non-zero v € [0,1]", with ||v||, < n/2.

There exists a function ¢ : [0,1] — (0, 1]°°e™) with the following quarantees:

L le(Mlly = 1;
2. For any p,q:

' 0 log M(¢(p)i, ¢(q)s) _ N
Z ||¢(p)z+¢(q)z“1 log Ep/,p//ND[M(cﬁ(p’)i, ():)] O(lp—ql),

i€[log(n)] ’
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where D s a distribution over v X v, such that:

o o)l + 16w,
2n - [[o(v)ill; '

D(z,y)

Proof. The embedding is similar to the ¢2 one. In particular, for i € {0} U [log(n)]
define A\g = 0, Ajog(ny = 1 and for the rest A, 2 (Q,_5-i(v). Define intervals I; =

[Ai—1, Ai]. Now, define:
di(z) = 23i(pr0jli($)_ui‘)/|li| L.

Notice that [|¢(1)||, = >, |l;| = 1. Now we bound (2). First of all, note that
lo()ill, = L] -n(l —27"4+27%-2%) > |I;| - n - 2%*. Hence

Epr o, [M(6(0)i, #(p")i)] = Epf prrm, mlgﬁzg))jliﬁﬁi ’)i}

< Zp:pg)\i,l L-n + Zp:p>z\,‘,1 ||¢(U)1H1
B nll¢()ill, /14

S 2—2i + min{%, 2—i+1}

Overall, we obtain that

—log By prreup, [M (6(p)i> 6(p")i)] = 1/3.

On the other hand —log M (¢(p)s, ¢(q):) = |proj;,(p) — proj;,(q)| - 3i/|1;|. Therefore:

I - log M (¢(p)s, (q):)
" log By, [M(6(p)i, 0(p):)]

< > 2[L[- O(|projy,(p) — projy, (@)l/| 1)

> )i+ 6(q)

i€[log(n)]

i€[log(n)]
=0(1)- Y [proj;(p) — proj,(q)|
i€flog(n)
= O(|p — ql)-
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7.6.2 Main construction for Lemma 126

Using the above ancillary constructions, we define the overall construction for Lemma 126:

e For each A € {1,2,4,8,... 4k} - fl, construct ¥a as embedding for P, . using

Lemma 128 with the corresponding parameter A.

e For each p € P,, let y(p) £ Projjo 1] (% - (kt/2 — Z?Zl Djs(py, P**))>

e Let ¢ be an embedding of the vector v(P,) using Lemma 130.

Finally, the embedding is, for each p € P, for E(p) = (@A AJE- e wA(pj))>:

e(p) £ k- o(p) ® E(p).

This is viewed as WASE embedding where the coordinate blocks are ¢; and F (i.e.,

logn + 1 total).

7.6.3 Proof of Lemma 126

Proof of Lemma 126. We need to show that ¢ is a (O(%), m')-WASE. Fix p,q € X*,
for which we need to prove Equation (7.1).

First we claim that ||¢(p)|| = Q(k), which is the only place where we need both
¢ and 1. Observe that for any p € X* we either have v(p) = 1, in which case
l¢(p)l| = 1 (from Lemma 130 guarantee 1) or otherwise > . Ds(p;, Prx) > kt/4. In
the latter case, let J C [k] be the set of coordinates where Ds(p;, Pi.) > 3t/16.
Then we have that »_..; Ds(pj, Pix) > kt/16. Now, for each j € J, there exists a

A > 2/3- Ds(p;, Psx) such that |[¢a(p;)]| > 1 (using guarantee (1) of Lemma 128).
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For such A, we have the contribution to ||E(p)||, is at least A/t > 2/3t- Ds(p;, Py ).

Hence the total contribution to [|¢(p)||; is at least k/24.

Now fix p, ¢ € X* and o be a permutation of [k] such that EMDgy(p, q) = >~ d(Pj, 4o (h))-

First we show:

| 0. log M(¢(p)i, ¢(q):) _ ~ (EMDu(p, q)
S () + o) - e SR — o ).

i€[log(n)] (7.5)
7.5

To obtain that, first observe by triangle inequality, for each j, |Ds(p;j, P ) —
Ds(4o(j), Pey)| < d(pj: ¢o(s))s and hence | 35 Ds(pj, Pei) =325 Ds(q5; Prx)| < EMDy(p, q).
Hence |y(p)—v(q)| = O(EMDy(p, ¢)/kt). By Lemma 130 guarantee 2, we obtain Equa-
tion (7.5).

Next, we analyze E(p) = <@A A/t em wA(pj))>. We show the following:

L By preps [M(E(p), E(P"))] = O(0k log k).

2. Forany p,q € X*, we have (| B(p)] + (@), HAGERE = O (SHeead ).

For (1), note that since Ds(P, ) > t, then by Lemma 128 (1), we have ||[E(x)|, =

Q(nk) . On the other hand, by Lemma 128 (3) we have:

> IImin{E@), E@")M, =) > |19 minfe@), v},

A plp”

<2 > > Flmin{e@l, v,

A plp'ije[k]

<> 0(on’k?)
A

<O(6n*k*logk)
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Overall, we have:

/o |lmin{ E(p’),E(p"”
By prmms [M(B(), B(p'))] = 2222 20 — O(5klog ),

proving (1).
For (2), we note by Lemma 128 (4) that log(1/M(v¥a(p;), ¥a(ds())) = O(c) -
W - log(1/d). Now we argue the following, using also Lemma 128 (2) and

Jensen’s inequality:

log(1/M( E
NE@)I+E(q)],) - AL L)

_UE@LHIEQ@L) |1,y ( Za A/t Eem(|[2mintva®)va@u)3],)
Tog(1/3) & (TEGT,+TE@T)

IN

| ||2min{lliA(Pj)va(qcf(j))}H1
_ STAA/E Zje[k} (Ilvalpy)ll, + ||1/1A(qa(1))H1) log ( 1ea @)l +[[valasm)|l,

—log(1/90)
< ZA/t Z lva(p)) ||1+ WA Go H ) log( 1/M§;pg(plj}6)(qa(j))))

JE[K]

< ZO c/t) - Z lva(p;) ||1 + ||¢A 4o (5) H ) pjan(J))

JEK]

=0t 3 (S st +[ostaasl) ) e

jek] \ A

< O(c/t)- > (64 0(5logk)) d(p;, dos))

JE[K]

EMDy(p,
_ O(c) . g(PQ)'

le@)illy Hllela)illy

Combining the above with Equation (7.5), letting p = > icllog(n)+1] IR

log M ((p)i,(9)+) ; : ;
T ([ I ) and using the fact the overall norm is (k), average distance

is d, and that & < 1/k?, we obtain:
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o)
PE T

/

lo i i lo )
Be Do U6l + 19@ilh) - mge e ity + IE@)L + 1E@)I,) - g“”ﬁ;ﬁ??ﬁ““”)
i€ [log(n)] ’

(e- MO0

c-d) EMDu(p,q)
k-t d '

IN
Q

IN
Q

Therefore, ¢ is a (O(%), m’)-WASE as needed.

7.7 Edit distance embedding

In this section, we design a WASE embedding for the edit distance metric achiev-
ing poly-logarithmic approximation, captured by the following main theorem of the

section.

Theorem 131. Fiz an n-point dataset P in the edit distance metric (3*,ed), and
let ed = Ep prepled(p),p”)] be the average distance inside P. Then (P,ed) admits
(O(logO(l)(k)), 1/ poly(k), poly(k))-WASE. The computational efficiency on a dataset
of size n is as follows: F,, = O(nko(l)) preprocessing time, Fy, = O(nk®Y) space, and

F, = kW query time. Also the aspect ratio is k = kKO,

We note that, combining Theorem 131 together with Theorem 148 immediately
implies NNS algorithm for the edit distance with similar guarantees, proving Theo-

rem 12.
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The main idea behind the proof of Theorem 131 is to embed “on average” the edit
distance metric into EMD,__, where the /., portion has certain “sparsity guarantees”
that allow us to use the WASE construction for EMD from Lemma 126. We first state
the following key lemma. Recall that Ds(P) is the average, over p € P, of the 0-th

quantile distance from p to p’ € P.

Lemma 132. Fiz a set of n strings P C X, for some alphabet 3, and let ed =

—

E, prepled(p’,p”)]. Then, for any 6 < 1/k, either Ds(P) < = - ed, or (ii) there exists

1
3
an average metric embedding ¢ : XF — (R™)7 where v = O(k® - logn) such that the

metric ((R™),EMDgm ), for m = O(1/6 - log” k), provides the following guarantees:

1. For all p,q € %, we have EMDm (¢(p), ¢(q)) = O (@) -ed(p, q); and

2. Dowy(e(P).) > Q (%), where @(P), is the union of all sets p(p), p € P (and

is a considered subset of {7 norm,).

Before proving Lemma 132, we show why it implies Theorem 131.

Proof of Theorem 131 using Lemma 132. Let 6 = 1/k. If (i) of Lemma 132 holds,
then, for t = O(1/§), we embed P into (NO(1°8? ¢_) on average directly (see Sec-
tion 7.1.3), and then embed ¢+, to WASE (Theorem 118), obtaining (O(loglog(k)), 1/O(k), O(k))-

WASE.

—

If, instead Ds(P) > -ed and hence (ii) holds, we consider the EMD,_, embedding ¢

%.
of P, and invoke Lemma 126 with (X, d) = (R™, ¢, and its (O(loglog k), O(1/m), O(m))-
WASE given by Theorem 118. In particular, let EMD be the average distance with
respect to EMD,_ and use parameter & = min{1/k? 1/poly(kkxm)} < 6. Then

Lemma 126, for ed yields a (¢/,1/m/,m’)-WASE for the EMD space, where ¢ =

_—

O(loglog k) - kég/l\(?(k) = O(loglogk - BI2) and m' = kO,
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We now use (1) further to obtain (O(loglog(k) - log®(k)), 1/m/,m')-WASE for ed.

The computational efficiency results immediately from the constructions. O

The rest of this section will focus on proving Lemma 132. The main idea be-
hind the construction is to represent edit-distance as EMD,_, where the final vectors
are constructed using the Fréchet embedding using substrings of smaller length w.
The embedding will be randomized and the upper bound guarantees will be on aver-
age which will then be amplified, while the lower bound will hold with the sparsity

guarantees as needed.

7.7.1 Characterization of ed via substrings

We first establish some structural properties of the edit distance between two strings
x, 1y, which we use to construct our embedding. In particular we consider all substrings
of, say, x of appropriate lengths, which we organize in a “string forest” of x, termed
Fz, defined below. We then show how a certain distance between F,, F, relates to
ed(x,y).

Below, we assume that £ is a power of 2, by padding as well. For a string x, we
use z[i : w] to denote a substring of length w starting at i. Whenever such substring
leaves the boundaries of string x, by convention we consider those symbols to be $.

For fixed z € ¥¥, we define the string forest F, as a union of k weighted trees
{T:}icpy- Each T; consists of v;;,, nodes associated with the string s, = z[j : w],
where w ranges over powers of 2 up to k and j € i + wN N [n] The root is v; ;.
Each v; ., has a pair of children: a left child left,(v;jw) = vijw/2 and right child

right (Vi jw) = Vijtw/2w/2- One can observe that each tree has < k leaves and the
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forest has < k? leaves in total. We denote by £, the set of leaves in F,.

Edge Weights. For every edge (u,v) in the forest, we have W (u,v) € [0, 1] as the
weight, such that for each node v: W (v, left(v))+ W (v, right(v)) = 1. The weights W
are (jointly) sampled from a weight distribution Y. The actual weight distribution
W is dependent between different forests (which is naturally needed to bound the
expected matching distance of the closest pair). We later condition on and then
bound such dependency. For now, for the sake of definitions, we focus on a single
forest. For any node v € F,, we denote by Py (v) the vector of weights of the edges
from the node to the root. For non-leaves, we also denote by W (v) = W (v, left(v)).
Now fix z, y, and let 7 : {0, 1}¥ — {0, 1}* U{ L} be the optimal alignment between
z,y; i.e, oni € [n]\ 7 1(L), 7 is monotone, z[i] = y[r[i]], and |[77}(L)| < ed(z,y).
We now extend 7 to nodes of the forest. For any node v;;, € F,, we denote by

7(v; jw) the following subset of nodes in F:

W(Uz’,j,w) = {ui+7r[z]fz,j+7r[z]fz,w}ze[j,jer) N er-

Note that for any w; ji., € 7(v; ) we have that j — 4’ = j — ¢ (which will be

important later).

Distance Measures. Next, we define 2 distance measures. The first will apply for

a fixed weight vector W € WW. We define the following distance measure recursively:

4

tree (Ui,j,w; ﬂ-(vi,j,w)) =

max ed(v; ., )
UET (V3 j,w)

+ W (0; jw, parent(v; j.,)) - dgge) (parent(v; j.,)), m(parent(v; j.w))),

where if the set m(v; ;) is empty, we take the corresponding max to be 0.
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We also define the following distance measure over W, for v € L,:

d) (v, 7 ()

£ Ewow | difed (0,7(0) + 1[Pw (v) # Pw(x(@))]- A | [T Pw@hi+ T[ Pwi(v)):

=1 =1

The d%).  distance will be used to upper bound the distance between any p, q

match

string pairs (described in the next subsection).

We now state the following structural lemmas on the forests.

Lemma 133. Fiz x,y € XF and an optimal alignment © € I1. Then:

Z dme v,m(v)) < O(logk) - k- ed(z,y).

vEL,

Proof. We first prove the following claim, which is a variation of the folklore statement

that the edit distance between two strings can be decomposed into blocks.

Claim 134. Fiz z,y € ¥* and an optimal alignment = € I1. Then, for any w < k
and s € [—w,w|*, we have:

Z 1[rfi + si] # L]] - ed(z[i - w],y[7[i + s5] — s; 2 w]) = w - O(ed(x,y)).

ic[k]
Proof. Let X = n71(L) and Y = [k] \ m([k]) be the unmatched positions in z,y
respectively. Note that | X|,|Y] < ed(z,y).

For any fixed ¢ € X with 7[i + s;] # L, we have that

ed(x[i : w|, y[rli+s;|—s; : w]) < ed(zfi : w],y[r[i] : w])+2|XN[i : w]|+2|YN[r]i] : w]|-1[x[i] # L],
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where, by convention if 7[i] = L, then the distance is defined to be w. Hence we get:

> 1nfi+s;] # L] -ed(xli : w],ylali + s;] — s; : w))
i€[k]

< 3 edali < wl,yleli) - wl) + 20X 1 i wl| +2¥ 0[] : w]] - 1fli) # L]

<2w- (Y| + X)) +w-ed(z,y) + Y ed(afi:w] y[rli]: w))
im(i)#£L

<bw-ed(z,y)+ Y 2/X N [iw]]|+ Y N [a[i] : w]
(i) #£L

< O(w - ed(z,y)).

Note that by the weighing constraint, for any w < k:

w w
> dwlome) = 3 maxedwu)+ Y dil(v.m(v)
UED*,*,wm}—z 'UG'U*,*,wm-F:c wem ’UG’U*,*me]:z

<k o) Oled(z,y) + B Y. did (v, 7)),

VEVx x, 20N F

where the last part uses Claim 134. Hence, overall:

> died (v, 7(v)) < O(logk) - k - ed(x, ).

UGLz

]

Finally, we state and prove a Lemma for the dgitch which will be used to bound the
EMD distance of the closest pair (the proof of lemma 132 (1) which appears in the next
subsection). The Lemma contains several assumptions which will be integral part of
the construction (appears later in the section as well). Before stating the Lemma, we
introduce new definitions. For a level ¢ € {0,1,...,log, k}, define F* the nodes at

level ¢, where level 0 are the roots and level log, k are the leaves (i.e. £, = fiogz’(k)).

For a node v, let Ay(v) be v’s ancestor in level £. Also define pu(v) = HLZVIV(UH Pw (v);.
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Lemma 135. Fizz,y € ¥* and an optimal alignment © € I1. Fizy, X\ € R_.. Suppose

that for any v € FLU .7-"5 at some level £ < logy(k) :

1. For anyu € FLUFL: Pryaw [W(u) # W (v) | Plu) = P(v)] < y-dyee (u, ) /JATTE P(u),;

tree
2. W(v) € {0,¢,2¢,...,1}, where e = Q(1/log(k)); and,

3. W is such that for any u € F* U FY with ¢ < {, we have W(u) L W(v) |

Y

W (Ap(v))*.

Then:
dW

match

(v,7(v)) < O(log’ k) - k - v - ed(,y).

Proof. For a level ¢ and v € FZ'U FZ*, let P'(v) £ W(Ay(v)). Also let P<(v) £

P(Ay(v)). Now fix v € L,. We have:

d (v, 7))

=Ew ldifeve)(v, mo]) + A (u(v) + p(xle]) D 1 [Py(v) # Piy(alv]) A PR (v) = P (xlu])]

=0
< Ew [dgm ("U,?T[’U])}
logy k—1
+A D Ew [(0(v) + p(x o) 1P (v) # Pry (o)) | Pt (v) = Py (w[u)) ] -
=0
We now sum over all leaves in the forest. The first part is easy to bound with Lemma 133,
as for any choice of W, we have » . d{") (v,7(v)) < O(logk)-k-ed(x,y). It remains
tobound d* £ 37, A Ew (o) + plrlv]) 1Py (v) # Phy (nlo])] | P/ (0) = Pt (wlu))].
First, define Gy, (v) = [Pfy(v) = Py (n[v]))], Biy(v) £ [Piy(v) # Piy(n[v])] and

B, (v, h) £ [h = P}, (v) V h # P, ([v]))]. We derive & as follows:

2The notation here refers to conditional independence. L.e. W(u) and W (v) are independent for

a fixed W(Agp (v)).
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logy, k—1

316

d*
S= Evy | (u(v) + p(x[o])) 1By (v)] | Giff(v)]
veLy £=0
logy k—1
< S Ew [ue) 1B )] | G ()]
=0 uef£uf5 vELZULy:
© u€Ag(v)
logy k—1
< Y Y > pr[Bh) |G Ew [u() | Bly() NG )]
/=0 uE]-—f;U]:g vELZULy:
T u€dy(v)
logy k—1 )
= > Y Y Y pe[Bh@n) G )] Ew [u) | Bly(,h) NG )]
(=0  ueFLUFLvELIULy: he{0,€,26,...,1} i
T u€dp(v)
logy k—1 )
=X Y X Y ee[Bh@h) G )] Ew ) [ W) = A0 G )]
(=0  weFLUFLvELULy: he{0,6,26,...,1} i
u€Ay(v)
logy k—1 -~
<Y X XY e[ A WA | Gi )]

=0 ue]——a{U]_-é vELZULy: he{0,¢€,2e,...,1}
u€A(v)

Ew [5(0) | W(u) = h N G (v)]

logy k—1 A .
Uy oy > 2 divee (w7[ul) ¢ [M(v)|W(u):hﬁG§VZ(U)

IA

=0  weFLUFLveLlsULy: he{0,e,2¢,...,1} )\,u(u)
u€Ay(v)
s 7 - (%) (u,wlu)
=0  weFLUFf he{0,26,...,1}
-y ¥ Y - divee (u, )
A

u€FyUFy he{0,¢,2¢,...,1}

IA

4

S o/e+1) B treeiu, 7lu))

where the 2nd line is simply changing the count order (the inequality is since we

now double count mismatches), the 4th line is from guarantee (2), the 5th is from
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guarantee (3), the 7th is from guarantee (1) and 8th is since for W € W, the sum of
u(+) over all leaf descendants of w is p(u) (their conditions of all such leaves match),

and the last line is from Lemma 133. This concludes the proof.

7.7.2 Proof of Lemma 132: recursive embedding

The high level idea is to reduce ed substrings to “sparse EMD over /.,”, and then
apply the construction from Section 7.6. We do so by iterating over w (from large
to small), along the trees from the previous section, and obtaining certain sparsity
guarantees for each w iteratively. In each iteration w — w/2, the heart of the
construction is “redistributing” /., distances obtained so far for w-length substrings
to w/2-length substrings. When we reach the leafs of the string forest for some
p € P, we form a set using these w = 1 embeddings into /.. These sets will then be
interpreted as living in the EMD,__ metric.

We will state below our main “per iteration” lemma. Before that, we introduce a
new “distance” as(-,-) which is related to £,. Namely, aZ is the space of vectors R?
under the “distance” ao:

300 (2, y) = max |z,
A2 1=

We note that ||z —y||., > as(z,y). Since the inequality is one-directional, we
can only use it for lower bounding /... The plan is to lower bound the average a.,
and upper bound a close pair using standard /... We will later state some claims
for a,, but for now the main benefit of a,, to keep in mind is that it is relatively
easy to locally redistribute into some (unequal) distributions, as well it provides the

necessary conditional independence requirements for Lemma 135. In the below, we
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use sign(x) to be a binary function that outputs 1 for positive numbers and -1 for

non-positives.

Lemma 136 (Per iteration guarantees). Fiz a metric (X,d) and define the space
Y = X{BE x R®. Fiz n-points set P C Y. Fiz e € (0,0.25]. Then for any §,n >
0, there exists a randomized embedding 1 : Y — RO/ and o (randomized)
function h : Y — {€,2¢,...,1 —2¢,1 — €}, both depending on Py, Pg,sign(P,) only,
such that, letting ¥r(p) = h(p) - (p2 ® ¥(p)), Yr(p) = (1 = h(p)) - (2 @ ¥(p)) and

defining distance dy = max{¢;(d), as}*:

1. For each p,q € Y, with high probability over 1, we have with probability at least

1- W@P) -O(% - (d(pr, qr) + d(pr. qr)) + lIp2 — @2llo) over h, h(p) = h(q) ,
€Dy s
and further:

1Y) = ¥1(9)|| o, < h(D) - Ip2 — 2|l + O2) - (d(pr, qz) + d(Pr. qr))

1Vr(P) = Yr(D)ll < (1 =hP)) - P2 = @2/l +O) - (dpr, ) + d(Pr, qr))

2. For each p € Y, whp:

D, 501 ®UL(p), Pt ® 0u(P)) = (h(p) — O(e)) - D (p, P)

D 5(0r © Ui(p). P ® (P)) = (1~ h(p) — O(e)) - D (p, P)

In particular, whp,

DY

% s(Per ®UL(P)) + D, (P g @ ¥r(P)) = (1 - O(e)) - D (P).

3This means that the distance dy is defined as the maximum between the sum of the distances

of the first coordinates under d and a., over the second coordinates
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We prove Lemma 136 in subsequent section. We complete the main proof, of Lemma 132,

assuming it.

Proof of Lemma 132 using Lemma 136. Assume that Dys(P) > ed/3 (as we only need
to prove the embedding for that case).

We now pad all strings with the same prefix $ so that all edits are on the second
half of the string and all strings are of length &' = O(k) which is power of 2. Now
consider the embedding into length k&’ substrings of every starting position split in

half:

Hi(p) = {pli - k' /2] G pli + K'/2: K21} e -

Note that since the edits are in the second half, we get: Ds({Hw (p)}pep) > ed/6.

We now analyze for a fixed p € V.

Let € = 1/C'log(k) (for large enough C), n = 1/logk. For w € {1,2,4,8,...,k},
let 6, = O(0 - (k/w)®"). Note that 0,2 > 0,(1 4+ n). We now build a forest F,
where for each v € F,, we build a corresponding (., vectors I,(v). proceeding top-
to-bottom. We start with the roots v for which we set I,(v) = 0. Then, for each
node v = v; ., we invoke Lemma 136 on the associated substring s,(v) (split into
two half-substrings), concatenated with I,(v). We use d = ed and the corresponding
dw, generating corresponding I, (left(v)) and I,(right(v)).

Eventually, when the strings are length w = 1, every string is embedded into £
vectors I,(v) (for each leaf v € £,), each of dimension O(1/dn-logk) = O(1/5-log* k).
To obtain high probability embedding, we repeat this process L = O(klogn) times

(noting the aspect ratio of edit distance rkeq = k), obtaining forests F,, for a €
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[L]. Now, for any A € w - [k'/w], define P, A, to be the set of points formed as a
concatenation of s,(v) (partitioned to half-strings except when w = 1) and I,(v) (i.e.,

3-dimensional product), where v ranges over
v € {Viiiaw € Froa |l € [k],x € P}.

We also note here that splitting the string to 2 halves is non-contracting and at

most a constant factor expanding. We now claim the following, with high probability:

(1) 2 e 2oaecp Do) (Pra) = QL ed). Indeed, by Lemma 136 (2), we get, for

any a € [L]

Z Dé.e%zlog(k’)(Pl,A) > e_O(Elogk) ’ D5(Pk’> - Q(ga>
A

.. ’ o 6
(ii) For any p,q € ¥, EMDy_({I,(v)}ver,.., {14(v) }vez,.) = O (%) -ed(p, q).

Indeed, for any a € [L], we invoke Lemma 135, using the guarantees of Lemma 136.
In particular, we condition on all whp events, define the weight distribution for
each node v by the function h(v) and use A = ed and v = O(1/€%). We set
left(v)y = ¥ (v) and right(v)s = ¥g(v). Indeed Lemma 136 (1) ensures that
conditioned on P(p) = P(q), we have ||ps — ¢z, < O(l/e)~d§fge) (p, q), hence the
upper bound of Lemma 136 (2) satisfies condition (1) of Lemma 135. For con-
dition (3), we notice that multiplying by any positive constant doesn’t change
the sign of the entires of P,, and hence the distribution W (v) for each node is
fully defined by its ancestors and (conditionally on P(v)) independent of any

non-ancestor weights from previous levels. Finally, we also use 7 for matching

to obtain:
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E| > 150 — L), <O01/e) - O@log’ k) - k - ed(p,q) | = O(log’ k)-k-ed(p, q).

vELp.a

and since we sample L > O(logn) - (ed/ed(p, q)) trees and the max distance
is O(k) - ed, we have the required bound whp (noting that EMD averages over

K (K +1)/2 = Q(k?) leaves).

We now build the embedding ¢(p) into a set in /. First, for each point in
P1 A4, which is a tuple of a characters in ¥ (under ed), and an /., vector, we replace
the character with indicator vector of dimension Y. Note that this preserves all the
distances under a, or £,. Furthermore, every vector [ in the set is further augmented
with extra coordinates of value (A, a) - k. Call the resulting set P 5 ,. Then @(p) is
the union of Pj 5 , over all (A, a)’s; note that we get a set of size L - k'(k' +1)/2.

To obtain the guarantee (2) of Lemma 132, we use (i) from above and note that
ax(p,q) < |lp —ql|l., as well as that the extra coordinate make sure that vectors

corresponding to different (A, a) never match, and thus

Do () = 7 33 Do (P} aas (p) = Q(ed/R).

To obtain guarantee (1) of Lemma 132, we just use (ii) from above. Note that the
extra coordinate added (making sure that only substrings corresponding to the same
(A, a) match in EMD) does not increase the distance since our matching of leaves as
above always matches substrings with the same j — i and the same (matching) forest

instance. O
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7.7.3 Proof of Lemma 136
We first argue argue some facts for as:

Fact 137 ({o — awo). There exist a mapping f : [T) — [=T,T|" such that:
2o (f(2), F(y)) = 2 (f(y), f(2)) = |z — y].

Proof. Set f(z)i =i —x. Then as(f(2), f(y)) = |f(x)y| = [f(¥)a2] = acc(f(y), ().
[l

Fact 138 (Triangle Inequality for a.,). Fiz z,y,z € R". Then:

aoo(xa Z) - aOO(y7Z) S ||ZL’ - y”oo

Proof. Fix the coordinate i where ay(x, z) is maximized, and assume that x; - z; < 0
(otherwise it’s immediate). It is enough to prove that |z;| — L[y;z; < Oy < |z; — vil-
If y;,z; < 0 then it’s immediate, so assume that y;z; > 0. Hence z;y; < 0, and then

|z; — yi| = |x;] + |yi|. The inequality follows. O

We next show a “redistribution Lemma” for assigning weights of vectors. Again

we will lower bound using a., and upper bound using /..:

Lemma 139. We define mapping ¢ : R¥ x [0,1] x Ry — R¥ for any z,y € RE,

a, B €[0,1] and T,, T, € Ry by setting ¢(x,a,T) = o - proji_p (). Then:

* ax(9(z, 0, T2), ¢(y, 8, Ty)) = - min{Ty, as(w,y) };

o [[p(z, o, To) = ¢y, B, Ty) |l o < Bmax{[Ty = Ty[,[|x —yll} + oo = B - T
Proof. Let " = projj_r (). Then, for (1), we have that

oo (O, , Ty), 0(y, 6, T,)) = max |ax;| = a- max |77 = arac (2, y) = amin{T},, ax(z,y)}.

i:ax)-By;<0 i:x)y; <O



CHAPTER 7. AVERAGE SIMILARITY EMBEDDINGS 323

For (2), we have that:

lo(z, @, Te) = 6(y, 5, Ty o, = max|az; — Byj|
< max |Bz] — By, + (o — B)z]]
< max flz; — yi| + |a — B - |2}

< B-max{[Te = Tyl lz =yl } + o = B[ - T

We can finally ready to prove Lemma 136.

Proof of Lemma 156. The embedding is the following. Fix any p € ) denoted as
p = ((pr,Pr), p2)-

First, we use the first pair of coordinates, and apply the standard Fréchet embed-
ding into {, for dense metrics. In particular, sample O(log(n))/(nd)) random points
from P (denoted V') and map p to the following vector of distances: [%d(px, p’x)] )V XL}
Thereafter, we embed the resulting /., metric into a, using Fact 137, and denote by
¢ the resulting embedding.

We now use the last coordinate. Let T, = Dgy(p, P) and p° £ p, @ p(p) and
P°2 P, @ p(P).

We next define, for € [0,1] ¢,(x) that represents the “mass” of (- vector to
assign to the left child to keep the sparsity guarantee. Define a threshold function
my(x) 2T, (1—¢€) - (1—€)* Also define L,(t) £ DY, (pp @&t p°, P, & P°) and

R,(t) £ D

(tams(Pr @ (1 —1) - p°, P. g @ P°). We define t,(x), where
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t £ i t
() te[071}:Lp<tr>ri11%(t)2mp(x){}

We note here that any x will suffice for the sparsity guarantees we need, but for
closeness between p and g, we have to be careful as several things can go wrong for a
certain x. Therefore, we will pick a single x in random and use it for the embedding
(for all points / query):

x ~ Uniform([0, 1])

Also, to get perfect matches, we implement random rounding for ,(x) to some
multiple of €, using another random variable s ~ Uniform([0, €])(again, for all points).

We use it for function g:

g(t) = pl‘Oj [e,1—€] (t + 8)4

and finally produce overall randomized hash h : ) — [0, 1], by defining h(p) forp € Y
to be g(t,(x)) rounded down to the nearest multiple of e. Note that this ensures
Prlh(p) # h(p')] < |t,(x) —ty(x)|/€, as well as |h(p) —t,(z)| < €, two properties that
will be useful for our construction.

Next, we define the ¢ embedding using function ¢ generated by invoking Lemma 139:

U(p) £ o (p°,1,T,).

We note here that both h(p) and ¥ (p) are defined using a., distances to P, only,
which means they are only dependent on P, Pg,sign(P,), and independent of the

actual entries of P,. We continue by proving guarantees (1) and (2). First, we

4this means that g(t) is set to € or 1 — e, if ¢t + s is, respectively, below or above the range.
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state a claim about some invariants which will be proven later. For p,q € V., let
dpg = d(pr. qr) + d(pr, qr),

Claim 140. The following invariants hold:
1. For any p,q € Y, Prlh(p) # h(q)] = O <ﬁ) (O(1/€) “dpg + |Ip2 — @2/l o)
2. For allp € Y: t,(x) is well defined for all x € [0, 1]; and,
3. For all p € Y, with high probability:

(a) Ly(h(p)) = (1 = O(€))h(p) - Tp; and

(b) Ry(h(p)) = (1 —0(€))(1 = h(p)) - Tp.
We now finish the proof assuming the above claim, and prove the claim afterwards.
For guarantee (1), consider any ¢,p € ), and observe that by Claim 140 (1),

we have with sufficient probability h(p) = h(g). From now on we assume that. We

invoke Lemma 139 (3) to obtain:

10(P)r = (@)Ll < hlp) - max{[T, = Tyl, Ip° = ¢°ll..} + [h(p) = Mgl - T,

< h(p) - [Ip2 — qallo + O(1/€) - dpg,

where the last part is due to the fact |7, — 73| < ||p2 — g2, by Fact 138. Similar
argument for R instead of L completes part (1).

For guarantee (2), consider any p,p’ € P, and recall that by Lemma 139 (2),
oo (VL (), Y. (1)) = h(p)min{ac (p°, p*), T} = min{aw (h(p)p°, p*), h(p)Tp}. Hence,

using Claim 140 (3) for L,(h(p)):

D501 ® Ui (p), PL® r(P)) = min{Tyh(p), Ly(h(p)} = h(p) - T, - (1 - O(e)):
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and similarly,

D, s (Pr®UR(P), Pr&yr(P)) = min{T,(1=h(p)), Ry(h(p)} = (1=h(p))-T,-(1-0(e)).

This concludes the proof. O

7.7.4 Proof of Claim 140

Before proving the claim, we introduce some ancillary claims:

First claim bounds the distance of cross-monotone bounded sets:

Claim 141. Let ay,as, ..., a, and by, by, ..., b, be two non-increasing series of scalars

in [0,1] satisfying:
1. a;yq < b;; and,
2. b1 < ay.

Then |la —b||, < 2.

Proof. We have that:

Z |a,» — bz| = Zmax{ai — bi, bz — ai} S Zmax{bi_l - bz‘, a;—1 — (IZ’} + |CL1 - b1| S

1=2

SZ(bi—l_bi+ai—1_ai)+|a1_bl| <a;+b —a, —b,+|a; —b| <2
i—2

We now extend this to continuous form:

Corollary 142. Let a,b € [0,1] — [0,1] be two non-decreasing functions satisfying

a(x) € [b(z — §),b(x +0)]. Then |la — b, <24.°

®|la — b||, denotes the functional L;[0,1], ie |la — b||, = fol la(x) — b(x)|dz.
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Proof. For i € [1/4], define a'(x); = a(di — x) and similar with &'(x);, and notice
for any x € [0,0], {a'(z);}, {b'(z);} satisfy Claim 141 conditions and hence for any

€ [0, 6], we have >, |a'(z); — b'(x);| < 2. This further implies:

la— bll, = /|a |dx—/ Sl V@) <0 sup Sl -] <23

z€[0,0]

as needed. O

The bounds the sum of child sparsity-parameters for a fixed parameter t between

points with preset conditions.

Claim 143. Fiz p,q € Y. For any t € [0,1]: |(L,(t) + R,(t)) — (Ly(t) + Ry(t))] <

dpg + [IP° — ¢°ll
Proof. Note that for any point p’ € P, we have, by triangle inequality (and us-
ing Fact 138):

| max{d(pz, ), oo (tp°, P')} —max{d(qz, P} ), aco(tq®, p') }| < dr+[Ip° — ¢°|| .- Hence

|L,y(t) — Ly(t)| < dp+1t][p° — ¢°||.- By a symmetric analysis we get |R,(t) — R,(t)| <

dg + (1 —t)||p° — ¢°||, and summing both sides obtain the claim. O

The next claim proves two points with small enough tree-distance satisfy the

conditions above.
Claim 144. Fiz § < 1. Suppose dp, - 2/e + ||p2 — @2|| . < 0 - T}, then:
T,
1. TZ c1+20

2. dpg + lp° — qo”oo <25 T,
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Proof. First, note that, for any p’ € P, we have by triangle inequality (and us-
ing Fact 138) dyy + ax(qa,ph) € dppy + ano(p2,ph) £ (dpg + |IP2 — ¢2llo). Hence
T, € T, £ 2max{d,,, ||[p2 — ¢2]|~}, and thus T}, € (1 & 26)T,,, proving the first part.

For the second part, first note that d,, < €§/2-T,. Second, [p°—¢°|l, <
max{2dy, |[p2—¢2||o } by construction of the Fréchet embedding, and hence [[p° — ¢°|| , <
0T,. Summing the two we get the conclusion.

]

Finally, we combine the 2 claims above to show the (unshifted) t's are cross-

monotonic so we can apply the first claim:

Corollary 145. Fiz 6 < 1. Suppose d,q - 2/€ + ||p2 — q2|| . < 0 - T}, then, for all
x € [0,1]:

tp(x) € ty(x £ 46/e).

Proof. We will show that

min {t} €

min
t€[0,1): Ly (t)+Rp (t)>mp(x) t€[0,1]:Lq(t)+Rq(t)>mqg(xt40/€)

{t},

from which the claim follows.
First notice that for all x € [0,1]: m,(x) = T,(1 —€)(1 —€)* = (1 — O(¢)) - T
Now fix such x and ¢ satisfying L,(t) + R,(t) > m,(x). Now we apply Claim 144 to

obtain:
TP
1. T c14+26

2. dpg +[Ip° — ¢°ll o <20 - T,
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Now using (2) above and Claim 143 we have on one hand:
|(Lp(8) + By (1)) = (Lg(t) + Ry(1))] <20 - T,
On the other hand, using (1) above, and the fact m,(x) = (1 — O(¢)) - T),, we obtain:
my(x £ 40/€) = my(x)(1 — ) > my(z) £20 - T,
That implies the corollary. O

We are now ready to prove Claim 140.

Proof of Claim 1/0. Fix 6 = ’_I%, - (2/€-dpg + ||p2 — ¢2|l.)- For (1), we invoke Corol-
lary 145 to obtain for all x € [0,1], t,(x) € t,(x £ 4/¢). We now use Corollary 142
on t,(x),t,(z) to obtain:

Htp - tqH1 < 85/6'

Therefore,

1

Pri(e) # b)) = [ Prlito) # ha) | alde < [ Hiyfo)—to(olde = 2ty =1, < 85/

That concludes (1). We now derive (2). Let P C P be a subset of all
p' € P satistying a.(p°,p°) < T),, and note there are at most J|P| points p’ €

P9 where d(py,p}) + d(pr,pr) < T,. Also let P> £ P\ P@_ Now set t* £

. d
mln{l, D(1+n)5|p|/\p(d) (pL7 P*(7L))/Tp}'

We now show:
Claim 146. For any p, with probability at least 1 —n=1°, L,(t*) + R,(t*) > (1 —€)T,.

Proof. We show:
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1. Ly(t*) > t*-T,; and
2. Ry(t") > (1—t*—e)- T,

Indeed, for (1) above, notice that for p’ € P, t*a(p°,p’°) > t*T, by definition
of P, Hence overall we have Ly(t*) = D50/ p@ (PL & t* - p°, Py & P°) >
min{t* Ty, D14 ps1pp@) (PL S T° - P°, P:?L) @® (P9)°)} = #*T,, by the definition of t*.

It remains to show (2). We have again Ry,(t*) = Dayys(pr ® (1 —t*) - p°, P ®
P?) > min{(1 = )T, Dysppapyp@) (pr ® (1= ) - p°, PAY @ (P9)°)} > min{(1 —
t )Ty, D1 ymysiply p@) (PR P*(,d%)}-

For x € {L, R}, let x;, = D(1+n)5\P\/|p<d>|(pX,P*(gg) and hence there are at least
(1 +n)d0|P| points p" with d(py, p}) < X, and ac(p2, Pa), ase(@(p), 9(p')) < T,,. Also,
we know that, by the definition of T, = Ds(p, P), there are at most §|P| points p’ € P
with d(pr, p) + d(pr, pr) < T, and ax(p2,p3) <1,

Together, that implies that, for each of x € {L, R}, there exist at least n|P| points
with d(pr,p7) + d(pr, Pr) > Tp, APy, DY) < X; and ax(0(p), ¢(p')) < T,. We would
like to argue that the Fréchet embedding ¢ samples suitable [, from P from these
dn| P|-sized sets, but can’t do this directly since we’ve already conditioned on ¢(p). To
address this issue, we think of the set V' of points sampled for ¢ as union of two equal
sized sets Vz, Vg, and let ¢y, correspond to ¢ on coordinates corresponding only to V.
Then, we immediately also have that for each of x € {L, R}, there exist at least dn|P|
points with d(pr,p,) + d(pr, Pg) = Ty, d(py. P)) < X5 and ace (v, (), oy, (P)) < T
Hence, for y = L, with probability at least 1 —n~1%/2, the sample Vp includes a point

l € Vg satisfying:

* ax (v, (p), pvi (1) < T,



CHAPTER 7. AVERAGE SIMILARITY EMBEDDINGS 331

e d(pr,lr) +d(pr,lr) > T),

e d(pr,l1) < L;
and similarly, with probability at least 1 — n=1°/2, there exists r € Vf, s.t.:

° aoo(SDVR (p>7 PVr (T)) < TP’
o d(pr,rr) +d(pr,rr) > 1),
[ ] d(pR,TR) S R;)

From the first condition, we have that 2|d(pg,rr) — d(lg,7r)| < Tp. This further
implies that d(rg, (r) < R, + ¢/2T,.
We now argue that d(rg,lr) > (1 —€/2)T, — L;. Indeed, similarly to above,

%ld(pRJR) — d(T’R, lR>| < Tp and hence
d(?“R, ZR) 2 d(pR, ZR) — 6/2Tp 2 Tp — L; — ETp/Q.

Overall, we obtain that R}, + €T}, > (1 — ¢/2)T, — L} and hence we conclude that
L,+ R, > (1—e)T,.

Now if t* = 1 we are done since we just need that R,(¢*) is non-negative. Other-
wise, by definition of t*: L, = t*T, and hence L,(t*) > L;. Also we recall R,(t*) > R,

and we obtain overall:
Ry(t*) > min{(1 — t")T},, R)} > min{(1 — t")T,,, T, — L, — €T} > T,(1 —t* —¢).
This concludes the proof. O

We have shown such ¢* € [0, 1] exists and is well defined for threshold m,(1) =

(1 —€)T, and hence also for m,,(z) for < 1. This proves part (2).
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To complete the proof of (3), we use Claim 146 again and notice that all shifts

{s(x) : x € S} C |—¢, €|, hence can change the bound by at most €7,

7.8 Building NNS and DDH from WASE

In this section, we show how to use WASE to build a NNS data structure. In fact we
show something slighly more nuanced: that we can construct DDH. In particular, we

show the following lemma.

Lemma 147 (WASE = DDH). Fiz a metric (X,d) that admits a (c,d, m)-WASE.
Also let k,kxy > 1 be the aspect ratio of WASE and X respectively. Fix any 7 <
min{d, 1/(mrrx)°M}.

Let P C X be an n-point subset. Then for any v > 0 such that P has no ball of
size > tn/2 and radius Ecr, P admits a (v, 7%)-DDH, for a suitable universal constant
£>1.

Furthermore, if the query time/space/preprocessing time of the WASE is (Fy,n -
Fs,n-F,), then the query time/space/preprocessing time of DDH is (Fy,n- Fs,n-F,)-

poly(mkky - logn).
Before continuing, we show how the above implies a NNS data structure.

Theorem 148 (NNS from WASE). Fiz a metric (X,d), and an n-point set P C X
such that any of its subsets admits a (c,d, m)-WASE. Let k,ky > 1 be the aspect ratio
of WASE and X respectively. Also, suppose the query time/space/preprocessing time
of the WASE is (Fy,n - Fs,n - F,). Then, for any fivzed ¢ > 0, we can build an NNS

data structure with:
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e O(c/e) approximation;

o O(n®-poly(mrry /6 -logn) - F,) query time;

e O(n'™ - poly(mrrx/d -logn) - F,) space;

e O(n'™-poly(mkrkx/d -logn) - F,) preprocessing time.

Proof. Suppose we need to build NNS data structure that, for a query ¢ which has a
point p € P within distance er/2, finds a point p’ € P within distance O(cr).

The algorithm is essentially the one from [133; 24]. In particular we build L =
O(nf) random trees drawn as follows. Let 7 = min{é, 1/(mxrr)°M}.

Each tree is build on the dataset P. Every node v corresponds to a subset of P,
termed P,. The root corresponds to the entire P, and for every internal node v, the
children’s sets are a disjoint partition of P,. There are two types of internal nodes:
ball, and partition.

The construction of the tree proceeds as follows, starting with the root node with
set P, = P. First of all, if |P,| < O(1/7), then we stop and form a leaf. If, for the
current P,, there exists a ball of radius {cr with 7|P,|/2 points (for constant £ from
Lemma 147), the node is a ball node: we extract the ball of radius 26cr (forming
a leaf child) and another child with the remainder on which we recurse. Otherwise,
if the current set P, contains no ball of radius £er containing 7|P,|/2 points, then
we apply Lemma 147 on P, to obtain (r,72)-DDH and apply DDH to split P, into
a number of subsets. Each of the resulting subsets forms a child of v on which we
recurse.

For a query ¢, we search the tree as follows. For a partition node, we apply the

corresponding DDH to ¢ and recurse on the corresponding child. For a ball node, we
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check if an (arbitrary) point from the ball is within distance 4€cr from ¢, and if not,
recurse on the “remainder” child. Once we reach a (non-ball) leaf, we compare the
query against all points stored there.
The correctness follows from Lemma 147. In particular, each tree has a probability
of at least n~¢ of finding a point within distance cr from ¢ (if a r-near point p exists).
For time/space complexity, we note that the depth of the tree is at most O(1/7 -

logn). O

7.8.1 Construction of the DDH, using a key lemma

We overload the notation for the partition R to improve readability. Namely, R(p)
refers both to the name of the bucket, as well the set of points that collide with p;

the difference will be clear from the context.

Proof of Lemma 147. Our construction is similar to the construction in Lemma 108.
In particular, we build a partition tree of P. Every node v corresponds to a subset
of P, termed P,. The root corresponds to the entire P, and for every internal node
v, the children’s sets are a disjoint partition of P,.

In particular, as long as a node v has | P,| > 7n, we partition it further. Otherwise,
we leave the node as a leaf, which corresponds to a bucket of the hash function.

For given dataset P C X', consider some query ¢ and its near neighbor p € P. We

use the following key lemma (proven later in this section):

Lemma 149 (LSH partition for WASE). Fiz a metric (X,d), and let P C X be ann
point metric that admits a (c,d, m)-WASE. Let k,kx > 1 be the aspect ratio of WASE

and X respectively, and suppose § < 1/k*kx.



CHAPTER 7. AVERAGE SIMILARITY EMBEDDINGS 335

There 1s a randomized partition R such that, for any p € P,q € X, if p =

d(p,9)

C-c- B e A < 1 for some fixed constant ( > 1, then:

(max {5, %}) | R(p) = ﬁ(q)] >1. (7.6)

Furthermore, Ex [w] < 1—poly(1/mkkyx).

Pr [ R(p) = R(q)] - Ex

We now proceed to proving the DDH property for some pair p,q at distance
d(p,q) < r. Define p = d“’%"). Define R% to be the partition induced by the tree
from the algorithm when starting from the set P.

For the 1st DDH property (p1), we need to prove that Pr[R5(p) = RY*] > 77.
We use induction, similarly to how it is used in Lemma 108. In particular, we show
that for any P’ C P that contains the near neighbor p, we have: if we start the
partitioning procedure from P’ (containing p), then p,q collide in one of the leafs
(buckets) generated with probability at least min{1,|P’|=* - 72’n*}.

The induction is immediately true if |[P'| < 7n (as that node is not partitioned
further and becomes a bucket itself). Now let’s prove the inductive step for |P'| > Tn.
Let d 2 Ey prep[d(p',p")]. Note that by the assumption of no dense ball, we have
d> £cr/2. Hence, C-c-d(%—’q) < p <1 (for & = 2¢), and hence we can apply Lemma 149

to the node corresponding to P’.
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Thus, for R being the partition employed in node with set P’, where |P'| > 7n:
Pr [RE7(q) = RE“(p)]

R;r/e e

=Pr[R(p) = R(q)] - Pr [REi*(q) = Rp:“(p) | P"=R(q) NP and p € P"]

t
R RYTee

>Pr[R(p) = R(q)] - Ex[min{1,|P"|~*-7*n*} | P"=R(q)N P and p € P"|

_IP|" e PrR(p) = R(q)] - Fn @{wm%}) | R(p) = R@]

>|P'[7 7,

where the second step used the inductive hypothesis, and the last one uses Lemma 149
with § = 7°n/|P'| < 7. For P' = P, we get Pr[Rp*(p) = RL*] > 7.

The 2nd DDH property (py) follows immediately from the fact that we partition
any node of size more than 7n.

We now show that the depth of the tree is at most O(poly(mrry - logn). Indeed,
consider any point p € P. Using the second part of Lemma 149, we obtain that, after
h = poly(mrry) levels, p’s expected bucket size is < n/2. After O(hlogn) levels,
the bucket size is (1 — Q(1))°0°€™ . n < n with high-probability. Hence no point p

can reach the depth of more than O(hlogn). O

We prove Lemma 149 in the rest of this section.

7.8.2 'Triangle inequality via padded vectors

We need to develop a certain triangle inequality under the embedded vectors with
respect ot the similarity M. In particular, the equivalent of the following inequality

that holds in any metric space (by triangle inequality): for any metric (P, d) and
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point p,
Eyerd(p,p’) > % Epprepd(p’, p").

We manage to obtain the equivalent of the above for the similarity M once we
“pad” the vectors. In particular, define the operator pad;(z) : R} — RTH such that
pad,(z); = x; and padp(z)m+1 = max{0,T — ||z|, }.

We prove the following lemma on padded vectors. The first part captures the
effect of padding vectors on the similarity M between two fixed vectors. The second

part is the equivalent of the above metric inequality.

Lemma 150. Fiz ¢ € (R7)" with S = maxcp, ||ill,- Then, for any x,y € R,

there’s a large enough constant ¢ > 1 such that:

1. for any T > ||z, lyll,, we have —log M (pady(x), pady(y)) < —log M(z,y) -

llll; +lyll; .
(11 and,

2. there exists T € [||z|;,S] such that —log E.c,[M(pady(x), padp(a))] >

—log Ey pp[M(a,b)] - ”2%

where D is a distribution over ©?* such that:

’ 2n-floll,

To prove it we use the following statements:

Fact 151. Fiz ¢ € (R})". Then for any x € R, we have:

- log(EaE{sm,..«pn}[Hmin{m, a}||1]) > _% : (log Ea,be{whn.cﬁn}Q[||min{a7 b}||1] + log ||$||1) .
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Proof. Wlog, we can assume that a < z for all a € {p1,...9,}. We need to prove

that:

Bucton pullall) < /I2l1/Eusetor,..onpe Imin{a, b}

For fixed i € [m], and z; the i*" coordinate of z, we have that:

. . 2
Ea,be{ap1,...<pn}2 [mln{az’, bz}] = xi'Ea,be{apl,...npn}Z[mln{ai/xiy bz/xz}] > (Ea6{<p1,...gpn}[a'i/xi]) .

Hence:

Bucton g llall) € 3" vy Eucior, gz min{a;, b}),

and using Cauchy-Swartz:

< \/Z v Y Buscor,pyrmin{a. 53] = \/I2ll, - \/Busetor,. o2 [Imina. by

as needed. O

Fact 152. For any x,y € R} and o < 1, we have M(x/a,y) > aM(z,y).

Proof.

2min{z/o,y} 2min{z,y}
M/ Y) = Fapal, Tl 2 Tall ooty = @M (@, 9)-

Claim 153. Fiz ¢ € (RT)" with ||¢||; = n. Then for any x € R} we have:

—log(min{|z]l;, 1} - Eaey[M (pady,y (z), pady, (a))]) = =5 - log Eqpep[M (a, )],

where D is a distribution over ©* such that:

Do) & Ll + 1,
7 2n - ||90||1 '
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Proof. First, by the above claim —log(||lz||, - FEacplM(z,a)]) >
—log(Euep[M(z/||x||,a)]) for |||, < 1. Hence it suffices to show for ||z||, > 1. Now,

notice on one hand:
Eaecp[M(pade”l (Qf), pad||33||1 (a))] = EaEcp[M]

and on the other hand:

2||min{a,b}||,-(||al||,+]|b .
Eopp[M(a,b)] = Y Al b)) — B, je o[ [min{a, b} ]
a,b

We invoke Fact 151 to conclude:

— 1108 Eupn[M(a,b)] < log Jo,~log Fucpllmin{z, a}|,] = — log Fye, [mntal]

[EIR
and thus:
—log Eacy[M (pad, (), pad ), ()] > =3 - log Eqpun[M(a, b)),
as needed. O
Using the above, we prove Lemma 150:

Proof of Lemma 150. Recall that (1) asks to prove:

1, + ||y||1>

~ log M(pady (), pady(y)) < — log M(z,y) - O ( :

For any T > [lall,, ], we have:

— log M(pady(z), padr(y)) < log ||min{x,y}||+T{maX{||x\\,||y||}

T
1=M (z,y)) max{]|z]|,[ly] }

< log T

< (1— M(x,y)) - _max{\\;llvl\y\\}'
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If M(x,y)<1/2, then:

—log M (pad(z), pads(y)) <logl/M(z,y) - w
If M(z,y) =1— z for some z < 1/2, then:

—log M (pad,(z), pady(y)) < z - w

< O(logl/(1—2))- w

< —log M(z,y) - O(lel;lly\\»

This completes part (1).
For (2), let s = E,pup[M(a,b)]. We distinguish between two cases:

High norm case. Suppose ||z||, > s¥/'°. Then we set T = ||z||,. We now invoke

Claim 153 to obtain:

~ log Eyey[M(padr(z)., padz(a))] > —E log s + min{0, log(||z],)} > —& logs.

Low norm case. Now, suppose ||z||, < s/!6. We set T = S. This gives us

Eaep [M(padT(l'%padT(a))} S EaE(,O |:min{‘|$||17”@”1}+§—maX{HJ»‘||1,||a||1}:|
<1— Eue, [max{llwll17IIaHJ;min{llepllaHl}} .

Since maxc{[x],. lall,} — min{|lz],.lal,} > [lall, — ll2], and Eneyllall, = 1, we

obtain:

_ Q(l—ng )

—log Ege,[M (pady(z), pady(a))] > —log(1 — l_y”l)

Therefore it’s suffice to show for r = ||z||, < s!/16:

1= — (log(1/s)).



CHAPTER 7. AVERAGE SIMILARITY EMBEDDINGS 341

Indeed, for any any 0 < r < 1, we have == = Q(log(1/r)) and hence the above

inequality verifies.

7.8.3 LSH partition for WASE: proof of key Lemma 149
Fact 154. For any vectors a,b € R, we have M(a,b)* < J(a,b) < M(a,b).

We first argue the following lemma, that argues that adding extra padding to
vectors does not hurt the performance of LSH decomposition. In particular, while in
general, padding increases the standard calculation of the LSH exponent p, it does

not affect the inequality from Eqn. (7.6).

Lemma 155. For A >0, let fa : RT — R be such that fa(x); = x; wheneveri < m
and fa(x)y = max{0,z,, — A}. Now fir v € (R7)" and s,t € RT. Fiz p,A >0
such that A < s,,,t,,. Suppose that for a min-wise hash space partition R, we have

for some § > 0:

Pr{R(fa(s)) = R(fa(t))]-Er -

(e {g A ORI o)~ R(fm] > 1

Then,

I;zr [R(s) =R(t)] - Er "

(maX {5, m})p | R(s) = R(t)] > 1.

Proof. Let ga : R — RTH be such that ga(x); = fa(x); whenever i < m and
A () me1 = min{A, z,, }; note that ga(z), + ga(®)ms1 = Tmm. Then notice that for
any A and any ¢, s, t we have the same distribution of points partitions between ¢, s, ¢

and ga (¢, s, 1), therefore it suffices to show:
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(1 {1220V ORISEIIY 1)) = Rega(0)| 2 1.

Pr{R(ga(s)) = R(9a(t))]-Er -

Now define M = max{ga(s),ga(t)}, and let A be the event that h(M) =
m + 1 where A : Ry — N is the minwise hash value of R. Now no-
tice ga(s)m+1 = ga(l)m+1 = A and hence Prg[R(ga(s)) =R(ga(t)) | A] -
Er [(max{é,M})w | ANR(ga(s)) = R(ga()| > 1-1 = 1. There-

fore, it suffices to condition on —A. Then, by definition of ga, we have
Pr{R(ga(s)) = Rlga(t)) | ~A] = Pr{R(fa(s)) = R(fa(®)]-

Similarly, we have that:

B | (e 2L DRI g 1y R(M))]
= b | (o {o ARSI 770 - ”R(fA(t))] -
That implies the claim. O

Proof of Lemma 1/9. We first introduce some notation. Let d = Ey prep, d(p, 0").
Let ¢ be a (¢, m)-WASE for P. We can rescale it so that all coordinates are integers,
and hence ||¢(z)||; < 2mk for all x.

Define o; £ Epprop, [M(0(p)s, ¢(p")i)], and note that I; = log1/0;. Wlog, we
can assume that o; # 1 — otherwise M (p(p);, ¢(q);) = 1 for all p,q, and hence we
can drop this outer coordinate i altogether (and this can decrese the distortion of

WASE). There exists two points p',p” € P with M(p(p'):, ¢(p");) < 1, and hence
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M(p(p)i,o(p"):) < 1—1/2k. Then, by the definition of WASE (applied to points

v p"):

1 d

log(1 —1/2k) > Q(—).

K K2

Finally, we set S = O(ms - k*ky) for large enough implicit constant.

Next, let A(p) £ (@i (pad S (10?(?/);-)))) be an embedding; note that our selection
of S guarantees that the padding is large enough. Finally, let R be a point partition
according to minwise hash function over A(P).

Now we proceed to proving Eqn. (7.6). To show it holds for R as above, we

use Lemma 155, and thus analyze instead random partition of an embedding with

a different padding. For i € [m/s], let T; < S be some quantities that we chose

later. Let A'(p) £ (EBZ- (padTi <10§((f/);)))>. Now, applying iteratively Lemma 155
for coordinates (i, |A;|) with A = S —T; to argue it suffice to show, for R the minhash

partition over A'(P):

Pr(R(p) = R(q)] - Er (max {5, W}) B | R(p) = R(q)

Finally, let \,, = min{A’(p), A’'(¢)} and Ay = max{A'(p), A'(¢)}, and let Ry, be

>1.  (7.7)

the minwise hash for A;;.
Letting @ be the LHS of Eqn. (7.6), and overloading notation that R(p) denotes
both the subspace colliding with p as well as the “winning coordinate”, we have,

applying E[X - 1[A]] = Pr[A] - E[X | A}
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Q= Er

(max {5, %}) T RE) = R<q>]]

- Y B (max{(s,%})p-l[R(p)zR(qmu,*)J]

i€[m/s]

= > Pr[R(p) = Rig) € (i,%)] - Er

i€[m/s]

= 3" Pr[Ru € (i4))-Br[R(p) = R() | R € (%)

i€[m/s]
(max {5, %}) I RG) = Rig) € (i *)] |

We analyze each of those quantities. First, by the minhash construction, we have:

- Er

PriRa € (46)] = [[(An)ill, /2,

for some fixed quantity Z = || Ay,

5 log M(p(p):e(a):)

Now we analyze the other quantities. Define p; = . For fixed 7, we

log o;
use Lemma 150 using z = 1o§((f /);i), y = 1o§(1q/);i)> and p = log((f/);i). Observe that, by
the minhash construction and definition of oy, p;, for any T; > log"é’;)a_) , logﬂ%_) :
i)l i)l

log (Pr[R(p) = R(q) | Ray € (i, )] ) = log J(pady, (x), pady, (y))
> log J(¢(p)i, v(a)i) - € ”%@L&f%zﬁnl
124 log(ai) - pi - 2€ Hsoj({:)zlj;l)(/?:”l

o) + p(@illy
T,

= —2(p; -

For the last quantity, we first argue the following statistical claim:

(s {. %}) | R(p) = Rig) € (i
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Claim 156. Fiz scalar p € (0,1). Let X be a random variable, taking values in (0, 1]

and A be an event. Then:

_ . -r
X | A] > (EX(AL)

Proof. By Jensen’s inequality, we have:

E[X"|Al>EX|A"=E [’;%]] "

]

We note that the claim holds even when we condition everything on a fixed event

C. Now, define r to be one of p or ¢ depending on which norm is larger: r =

argmax, g, o [l9(r)ill,. By Claim 156, setting X £ 5RO A £ (R(p) = R(q)},

and conditioning on event C £ {Ry; € (i,*)}:

log (

|PN Ry .

Pol) |R<p>:7z<q>e<z,*>])

Ealnax(s X) (Rl = R R 1))
RG] = RG] [ )

(o
=
(ER5+X|R (, %) >
v (555

log

OQ

)i N (q)i)

’(CJ)Z
(5"_ Ep EPJ T Z)A

(N (p)s, N'(q),)?
= o <6+Ep e M(N(r);, M), >)

where we used Fact 154. Using both parts of Lemma 150, we further have, by

the definition of o;, A’, for large enough constant ¢ > 1, there is T7; > 1og¥()§7a.)
I
o(p) () _
maX{ log(1/0) 1 log(1/07) 1} s.t.:
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o log M(N'(p)i, N'(q):)) > log M(p(p)i,p(q)) - ¢(LEBililedidh —— —_p

¢ w where we used the definition of p;, and

o log (0 + EyepM(N(r)y, N(p'):)) < log (5 + exp <log o; - %)) =

log <5+exp( ”‘p()”)> < @l Ghere we used the fact that

2(T;

exp (—H“‘Z(#) € 05,1 — Q(1/k*kx)] and 6 < min{o;,1/k*kx}.

Hence, replacing in the above, we get:
PNRLN\ T’ ,
log (ER max <57 %) | R(p) =R(q) € (i, *)])

> ) <||ga<p>¢|ll§¥:o<q)i||l — i 2<||ao(p>i||1£||so<q)in1)

_ i p(1 — 8C20i) . ||<P(P)i‘;P(Q)i”1‘

3

Before completing, we define a set B C [m/s] of outer coordinates where, in the

WASE of ¢, the min is achieved by 1 + 1/l;, with ; = log1/E, ,» M(e(p'), ¢(p")).

Let mp = > ,c5(Anm)i/Z. Furthermore, for each i € B, we set T; = W

, i.e.,
the (approximately) minimal T;.

Finally, combining all the above, we derive, using Jensen’s inequality again:
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log(Q) = log

> PrRus € (i, 9] Pr[R(p) = R(q) | Ras € (%) Er | (max {5, PE=IV) | R(p) =R (g) € (i,%)
ictmis] < &

> log ((1 ) Z Qf”,f))”zl exp( 2 i - ||<P(p)i‘;:0(Q)i”1 4 i (1= 8C2p;) - ‘P(p)z;:p(Q)11>)
i€[m/s|\B

> _np+ Z [(Aar)i H1 ( 2 pi - e (p)i +90( )illy + C - p(1—8¢2p;) - Hw(p)i;:o(q)i\h)

(1-7mp)Z
i€[m/s]\B
——mpt iy Y Landile@e@i, (_2% + (1 - 8C2,0i))
i€[m/s]\B
= —7mp+ 4(17711'B)§Z . Z H()\M)i||1'||S%p)i+@(Q)i||1 . (p _ 16C2Pi(1 + p)) )
i€[m/s]\B

Furthermore, using the fact that ||(Ay )i, € [13, 2T;], we get:

ogQ > s+ sz - D e+ @@l - (p = 16Cpi(1 + p)) -
i€[m/s]\B

We now use the fact ¢ is WASE embedding for P to obtain -, g\ p %-

pi<c- @. Also, by the definition of the set B:

Yo @)+ el = o) + @)=Y lle@)i + el = o) +e(a)]-(1-c-2E2D).

i€[m/s]\B i€\B

Therefore, for any p € [40(2 c- d(%’q), 1], we have
log(Q) > =75 + 5=z - le(0) + (@)l - (P35 — 16¢°(1 + p) - p/40¢%)
> —7p + 507 - llep) + (@), - p/6.

To bound 7p, again by the definition of B, we have:

Zp =Y [(ar)ill < D7 2B < 155) 1 o(g)], e 22D < [lip(p) + p(q)]],-p/40C2.

1€B i€EB
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Finally, we conclude

log Q > 42 - [lo(p) + (@)l — wozlle®) + @@, >0

as needed. This concludes the proof of the Eqn. (7.7) and hence Eqn. (7.6).

For the last part of the claim, we note that, as before:

PNR(p _ PNR(p ‘
B | PORO = S priRe) € oo e [P EON  RG) € )
LN (o)l Lol
< D i e (‘ T, )
1€[m/s]
1N (o)l 2
< Y. o1 Q0/k k)
i€[m/s]

<1-Q(1/K%kx).

Furthermore, since R and R randomized partitioning differ only in the padding,

we have that

[P N R(p)

FEoA
1P

<1-Q(1/k%kx)-1/S =1 — poly(1/mrkx).

7.8.4 ANN algorithms for ¢, and edit distance

We now prove Theorems 12 and 13 from Chapter 1, on ANNS algorithms for £, and
edit distance, by putting together the elements proven in the prior sections.

We start by proving the ANNS for /,,.

Proof of Theorem 13. We use the WASE embedding from Section 7.5 together with
the ANNS algorithm from Theorem 148. We need however to ensure bounded aspect

ratios.
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To ensure the aspect ratio of the £, metric, we do the following standard prepro-
cessing to obtain ky = O(d?). Fix scale r from the ANNS instance to be solved.
First of all, impose a randomly shifted grid, with side-lengths 100v/dr. Then, the
following holds for any two points p,q € R% 1) If ||p — ¢||x < r, then the probability
being in the same cell of the grid is > 0.99, and 2) the side-length of any cell is
O(dr). Thus we can apply this partition first and solve ANNS for each cell, where
each point (dataset and query) is rounded to have all coordinates be integer multiple
of r/d. The rounding introduces an additive error of at most +r, i.e., an extra factor
2 approximation. Now note that, in each cell, after multiplying all the points by d/r,
we are considering ANN in the space ({0, 1,2,...0(d?)]?,¢,), which has aspect ratio

O(d?). O

Proof of Theorem 12. We note that the edit distance the aspect ratio is ky = k from
start. As a result, as we build the WASE embedding for edit distance (Theorem 131),
the aspect ratios remains polynomial in k throughout. Therefore, applying Theo-

rem 148 implies our Theorem 12. O
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