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Al Power at Tempo: Conversion,
Harnesses, and Anticipatory Influence!

Summary

As artificial intelligence moves from tool to infrastructure, the locus of organizational
power shifts. Power no longer resides primarily in decisions made at the moment of choice. It
resides in the systems that determine what is seen, what is prioritized, where work flows, and
what happens by default before any formal decision is made.

This paper develops a framework for understanding and governing that shift. It advances
four propositions.

First, AI becomes power only when converted into outcomes.

Technical capability alone, though essential, is insufficient to produce organizational
value. Translating data into action requires more than models — it requires a clear vision of
value and objectives, the essential capacities to execute, and the authority and legitimacy to act.
Where these are absent, Al systems falter even at rollout, producing activity without

! This issues paper is the second in a series developed in connection with our ongoing research for a book in
progress, AI: The New Face of Power, under contract with Columbia University Press and scheduled for publication
in 2027. The purpose of the series is to circulate selected ideas, cases, and frameworks as they are being developed
and tested, and to invite discussion along the way. These papers are not excerpts from the book itself, nor do they
substitute for the book’s fuller argument, structure, and evidence.



consequence — or consequences no one intended — eroding the trust and utility on which
further adoption depends.

Second, Al's distinctive mechanism of influence is anticipatory.

Al systems do not wait to be consulted. They shape the decision environment upstream
— through ranking, routing, defaults, thresholds, queues, and other pre-built triggers — often
designed and deployed outside any formal policy review. Yet they forcefully constrain the
choices available to people downstream, determining what becomes actionable, what is deferred,
and what happens next. They encode what the system optimizes, the patterns it recognizes, and
what it surfaces or suppresses. This is anticipatory influence: the structuring of action before
choice, framing decisions before deliberation takes place and frequently outside visibility. In the
current era, these mechanisms are the primary locus of managerial consequence.

Third, all of this prework happens across the stack — and the harness is what holds
it together.

The harness is the surrounding architecture through which institutional purpose becomes
machine-executable action. It spans the full stack: from data pipelines and model configuration
to workflows, decision rights, human oversight, and feedback loops. It is the connective tissue
between intent and execution — encoding objectives, embedding constraints, and shaping the
conditions under which Al systems act. It is the site where anticipatory influence is built, and
where the consequences of that influence are either governed or left to accumulate unchecked.

Fourth, the work of management is therefore the work of governing harnesses.

As Al systems act upstream, managerial work must move with them. Managers no longer
create value primarily by supervising tasks or evaluating outputs. They create value by designing
and governing the conditions under which systems act: specifying objectives, encoding
constraints, assigning authority, enabling contestability, and sustaining learning. Leaders
authorize and bound these systems; managers make them operate well. Models generate signals.
Harnesses determine what happens.

These propositions reframe Al from a technology deployment problem into a problem of
organizational design and governance. They also identify a practical imperative: institutions must
move control upstream, into the operating architecture where action is shaped, rather than relying
on downstream review after the system has already acted.

The argument that follows develops this framework through cases and analysis. It shows
how failure to convert capability into action leads to brittle systems, silent errors, and loss of
trust, and how well-designed harnesses enable reliable, scalable performance. The central claim
is simple. Harnesses create impact, governance creates trust, and values create legitimacy.
Managers, as leaders, are responsible for them all.

Introduction



Most discussions of artificial intelligence still treat it as a technology of automation and
prediction: a set of tools that improves accuracy, speeds up tasks, and lowers the cost of
production. That framing captures real benefits, but it misses a deeper shift now underway. As
Al systems are embedded in workflows, they structure the decision environment itself: what gets
surfaced, prioritized, routed, and acted upon before anyone deliberates. This paper examines that
shift and its implications for the managers and leaders who are responsible for producing results,
and governing these systems.

Classic theories of power help clarify why this matters. Dahl located power in observable
decisions; Bachrach and Baratz showed it also operates by setting agendas and keeping issues off
the table; Lukes extended the lens further to the shaping of perceptions and preferences. 2 Al is
best understood as a new face of power in that tradition: a mechanism of influence that operates
upstream, before deliberation or decision, shaping what is surfaced, where cases are routed, and
what happens by default unless someone intervenes.

We call this anticipatory influence. It appears through a recurring set of mechanisms
including ranking, routing, defaults, thresholds, and queues. These determine what becomes
actionable, what is deferred, and what happens next. In doing so, it structures the conditions of
downstream choice before deliberation even begins.

Al capability does not by itself constitute power or public value. As Joe Nye argued,
power lies in the ability to convert resources into outcomes of value. A system can be technically
impressive yet operationally ineffective (or operationally dangerous) if it cannot convert
capability into outcomes in time.?

That insight should anchor any serious account of Al. Al becomes power when it changes
what actually happens in the world. Paraphrasing Wittgenstein: the meaning of Al is its use.

This is no longer a contrarian claim. By 2026, even the Al industry's own competitive
dynamics had shifted accordingly. Every major provider had reached benchmark parity on model
quality. The differentiation had moved to infrastructure, distribution, and ecosystem depth — to,
in other words, the harness. The model had become table stakes. What surrounded it had become
the prize.*

In the agentic age, conversion increasingly happens through harnesses — the surrounding
architecture through which institutional purpose becomes machine-executable action. Harnesses
operate on both sides of the decision. Downstream, consequences are visible, measurable, and
improvable; this is where managers have traditionally been most active. But the more
consequential action is upstream: thresholds, routing rules, escalation logic, permissions, and

2See, Robert Dahl, “The Concept of Power,” Behavioral Science 2, no. 3 (1957): 201-215; Peter Bachrach and
Morton S. Baratz, “Two Faces of Power,” American Political Science Review 56, no. 4 (1962): 947-952; and Steven
Lukes, Power: A Radical View, 2nd ed. (New York: Palgrave Macmillan, 2005).

3Joseph S. Nye. 2011. The Future of Power: Its Changing Nature and Use in the 2Ist-Century, Reprint edition.
PublicAffairs.

4 Mandar Karhade, MD, PhD, "Google Finally Figured Out That Having the Best Al Means Nothing If Nobody
Uses It," Medium, March 2026. The title alone captures the conversion argument this paper develops. While a
practitioner rather than academic source, Karhade's analysis reflects a consensus view emerging across developer
and industry commentary in early 2026.



defaults, built into infrastructure long before any individual decision is made, quietly
determining what downstream decision-makers ever get to see, surface, or choose.

These shifts carry direct implications for leadership. If Al power is decisively exercised
upstream, then leaders must explicitly authorize and bound those mechanisms — treating them
not as technical afterthoughts but as the primary site of institutional choice.

The central question is whether institutions can keep pace: translating Al capability into
valued outcomes at speed. If Al makes downstream production cheaper and abundant, it makes
coordination across the stack invaluable, with harnesses the new locus of managerial control.
Successful managers will spend less time evaluating outputs and more time designing the
conditions under which those outputs shape operations.

Models remain necessary, but they are only the beginning. It is managers who will make
or break Al power in the field. That is a far less certain proposition, and in a turbulent world,
L5
messier.

I. Conversion: From Capability to Outcomes

These insights are finding unexpected confirmation in the most forward-looking
practitioner thinking. “Execution cost has dropped by an order of magnitude,” argues Nate B.
Jones, whose work with boards and leadership teams puts him at the center of these decisions.
The constraint, he argues, has shifted: it is no longer whether organizations can build, but
whether they have the ideas, domain expertise, and creative vision to know what to build. The
bottleneck shifts, in his framing, from “can we build it to should we build it, and that’s a human
question.”

These practitioner observations echo a well-established literature: on the productivity
paradox,® the politics of artifacts,” and the regulatory force of code and architecture.® Jones's
contribution is to name these dynamics in operational terms specific to the agentic moment.

A second strand of Jones’s analysis sharpens the point further. A rigorous 2025
randomized controlled trial by METR found that experienced developers using Al tools
completed tasks 19 percent slower than those working without them. They believed they had

S“Harnesses” have long been described in software engineering. Their application to Al in such robust
infrastructural terms was brought forward most recently only in 2026. See, Mitchell Hashimoto. 2026. “My Al
Adoption Journey.” February 5. https://mitchellh.com/writing/my-ai-adoption-journey. Clayton M. Christensen
foreshadowed “harnesses” in his robust treatment of “technologies” as the sum total of hard and soft resources,
including workflows, processes, and routines, by which companies transformed inputs to outcome of greater value
(Innovators Dilemma, 2011). Mark H. Moore blended all essential social, political and technical elements into a
“strategic triangle” comprising goals, capacities, and authorizations — another way to conceive of a harness where
managers would find levers of transformation waiting (Creating Public Value, 2001). Tom Davenport has over the
decades enumerated the many socio-technical factors contributing to success or failure in technology innovation.
(Process Innovation, 1993).

¢ Erik Brynjolfsson. 1993. "The Productivity Paradox of Information Technology." Communications of the ACM 36,
no. 12 (December)

7 Langdon Winner. 1980. "Do Artifacts Have Politics?" Daedalus 109, no. 1 (Winter)
8 Lawrence Lessig. 1999. Code and Other Laws of Cyberspace. New York: Basic Books.


https://mitchellh.com/writing/my-ai-adoption-journey

become 24 percent faster. They were wrong not just about the magnitude, but about the direction
of the change entirely.’

The same dynamic is visible in the emerging vibe coding ecosystem. A March 2026
survey of Al development platforms found that the decisive differentiator among competing
tools was not model quality — every serious platform now offers frontier-class models — but
backend integration depth: whether the platform handled authentication, real-time data sync,
secrets management, and deployment natively, or left those to the developer. The gap between a
working demo and a shipped product, one analyst observed, is where ninety percent of Al-built
applications die. That gap is a conversion gap. Closing it requires not better models but better
harnesses.!°

That conversion gap is precisely what Jones calls the J curve: when Al is bolted onto
unreformed workflows, productivity dips before it improves, because the tool changes the
workflow but the workflow has not been redesigned around the tool. Most organizations, he
argues, are sitting at the bottom of that J curve, interpreting the dip as evidence that Al does not
work, when in fact it is evidence that conversion has not happened.!!

A March 2026 randomized controlled trial of 515 startups by Kim, Kim, and Koning
makes the point causally. Treated firms, given information about how other firms had
reorganized production around Al but no additional tools or training, discovered forty-four
percent more Al use cases, acquired more customers, and generated nearly twice the revenue of
control firms, while demanding forty percent less external capital. The binding constraint was
not the technology. It was the managerial capacity to search broadly for where conversion was
possible.!?

Jones identifies the shift correctly but leaves unresolved the organizational work required
to convert capability into outcomes. Dropping the cost of execution raises the stakes on
conversion: the faster organizations can produce, the faster ungoverned defaults propagate at
scale. But it leaves entirely unaddressed the more fundamental question: who specifies what the
system is for, who governs what it optimizes for, and what happens when the specification
encodes the wrong values? That is the problem this paper takes up.

Across domains and through history, conversion has separated high-performing
organizations from those that fail. AI changes both the equation and the means. It expands what
can be sensed, predicted, and generated, raising the ceiling on what organizations can do. But as
agentic systems raise task-level productivity, production becomes cheap. The binding constraints
shift to what has always defined competent management: specifying work, sequencing

? Joel Becker, Nate Rush, et al. 2025. "Measuring the Impact of Early-2025 Al on Experienced Open-Source
Developer Productivity." arXiv:2507.09089, July 25.

10 Karhade, 2026.

"Nate B. Jones. 2026. “Al Cut Execution Cost by 10x. The Companies Cutting Headcount Are Making the Most
Expensive Mistake of 2026 + 4 Prompts to Build the Alternative.” Substack newsletter. Nate’s Substack, March 14.

12 Hyunjin Kim, Dahyeon Kim, and Rembrand Koning, "Mapping Al into Production: A Field Experiment on Firm
Performance," INSEAD Working Paper 2026/20/STR (March 30, 2026), available at
https://ssrn.com/abstract=6513481.
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dependencies, integrating outputs, verifying quality, assigning authority, and keeping
accountability intact. Al makes production abundant while making coordination scarcer.

This is why widespread Al adoption can coexist with only modest productivity gains.'?

When organizations celebrate higher output without redesigning authority, review, or workflow,
the benefits plateau. The bottleneck lies in converting output into reliable, authorized action. The
scarcest inputs can range from permissioning to proof, from reversibility to trust: who may act,

what counts as correct, when escalation is triggered, and how quickly mistakes can be unwound.

Early operational evidence makes the point concrete. One synthesis of enterprise
telemetry found that about 92 percent of developers use Al coding assistants and Al-authored
code is approaching 27 percent of production code, yet reported productivity gains have
plateaued around 10 percent.'* This pattern reflects a coordination constraint: the bottleneck lies
in validation. Human time is required to diagnose errors, re-specify tasks, verify outputs, and
repair fragile results. Manogna Machiraju gives this a useful name: the “validation tax,” the
burden that accumulates when organizations push quickly from demo to production and discover
only later, in debugging and repair, what nobody remembers explicitly approving.!®> Validation
tax is one of the clearest signatures of failed conversion.

The implication is unavoidable: the central work of management shifts upstream. Leaders
cannot govern only by setting goals and reviewing results after the fact. They must decide in
advance what may be automated, what must remain reviewable, what errors are intolerable, and
what recourse must exist when the system is wrong.

Conversion has always been the work of management. What has changed is where it is
decided. Increasingly, the conditions of conversion are set upstream, in infrastructured systems
that act before anyone reviews, approves, or intervenes. That is what managers must now learn to
govern.

II. The Conversion Stack: From Data to Outcomes

Conversion unfolds across a sequence of steps. Think of this as a stack that traces the
path from raw data to consequential action. Most Al failures are failures somewhere in that
stack, whether in inadequate models, missing permissions, weak integration, unclear decision
rights, poor measurement, or no learning loop. Knowing where the stack breaks is the first
practical discipline of management in the agentic age.

The stack begins with data and access rights: what can be collected, shared, retained, and
used, by whom, and under what constraints. These are decisions that precede everything else.
They are essential strategic choices, consequential in the extreme, shaping the downstream

BErik Brynjolfsson. 2026. “The Al Productivity Take-off Is Finally Visible.” Financial Times, February 15.

Ivan Brezak. 2026. “93% of Developers Use Al - Productivity Only 10%.” ShifiMag, February 18.

"Manogna Machiraju. 2026. “Al Tools Have Leveled the Ground for Non-Engineering Partners.” LinkedIn. The
post generated substantive practitioner discussion of where accountability for verification costs should sit.
Commenter Rihan Farman noted that “shipping to prod is not about who can make a change, it’s about who is
accountable for the verification cost that comes with it,” to which Machiraju replied that “shifting the responsibility
to ship without shifting the capability to maintain just creates technical debt,” echoing in a practitioner restatement



terrain of decision. No engine produces useful signals from missing or failed data, from
governance that tilts access to the favored, or workflows that delay flows.

Six engines then turn data into actionable signals: dynamic mapping, pattern-making,
entity recognition, optimization, personalization, and generation. These are what most people
mean when they say “the AL Yet engines are only one layer. Fixating on them is the most
common way organizations mistake the starting point for the whole.

Agents chain engines together into purposeful sequences. They interpret signals, apply
objectives and constraints, trigger steps in order, and hand off when escalation rules require it.
Agents are where what Jones calls intent engineering — the translation of organizational purpose
into machine-executable form — becomes operational. Misconfigured agents propagate errors
because they lack mechanisms for detection and correction.

Workflows are where the stack becomes consequential. They are the end-to-end paths by
which signals become action, embedding prior decisions about roles, handoffs, and decision
rights: who may act, who may override, what triggers escalation, and what happens next. The
workflow is where the harness is most visible, and where its absence is most damaging.
Patternizr had strong engines. Lacking reworked workflows (or job designs), its outputs were
minimal and its value largely dismissed.

Supercognition emerges when agents operate inside well-designed workflows. It
comprises the continuous, granular perception, prediction, prescription, and learning that moves
faster than formal deliberation. This is AI’s distinctive contribution to organizational power, and
the deepest source of its anticipatory influence. It is also why workflow design is not a technical
afterthought.

Supercognition amplifies whatever the workflow encodes. Including its errors, its biases,
and its silences. '°

Learning loops are essential. Without monitoring, feedback, retraining, and operational
correction, a system that performs well at launch degrades silently as conditions change —
accumulating errors that no one has authorized and no one has reviewed. The Optum algorithm
ran for years before researchers were permitted the access needed to see what it was actually
doing. A learning loop with real audit capacity would have surfaced the problem earlier.

Outcomes are the only proof that conversion has occurred. Did the system change what
actually happened — fewer errors, faster service, reduced harm, better decisions, higher trust —
whatever was the goal? Measuring outputs rather than outcomes is one of the most common and
costly failure modes in Al deployment -- optimizing for what can be counted rather than what
was actually sought.!”

The stack, taken as a whole, clarifies something that model-centric thinking obscures.
Every element is a site of managerial decision, and a potential site of failure. The first two
elements, data rights and engines, are largely set by technical and legal teams, often before

16 The term emerges from treatment of the topic by Erik Brynjolfsson and Andrew McAfee. 2016. The Second
Machine Age: Work, Progress, and Prosperity in a Time of Brilliant Technologies. W. W. Norton & Company.

17 The Klarna case, examined below, illustrates this failure mode with particular clarity. See Section V1.



operational managers are involved. The remaining five (agents, workflows, supercognition,
learning loops, and outcomes) are precisely where managerial authority is most directly at stake
and most commonly absent. That is where conversion is built, and where it most often breaks. '8

What holds the stack together and keeps it purposive in translating organizational intent
into machine-executable action across every handoff is the harness. The next section examines
what harnesses are, how they work, and what it takes to govern them well.

IT1. Harnesses and Intent Engineering: The Operating Mechanism of Conversion

Models were once treated as the crown jewels of Al advantage. We recognize now that
advantage in fact depends on the harness around them. "

What Jones calls intent engineering names a core managerial task. Where traditional
management translated organizational purpose into roles, routines, supervision, incentives, and
reporting lines, management in the agentic age must translate purpose into machine-operational
intent: what the system optimizes, what tradeoffs it honors, what thresholds trigger action, what
exceptions require human review, and when it must stop and ask. The harness is the mechanism
through which that translation happens.?°

18 Nate B. Jones, "Your Al Agent Depends on Six Layers," Nate's Substack, April 2026,. Jones maps the emerging
technical infrastructure beneath Al agents across six layers (compute, identity, memory, tool access, billing, and
orchestration) and identifies orchestration as the critical unsolved layer: the architecture that makes individual agent
capabilities composable, reliable, and governable at scale. His reliability compounding argument gives the
conversion gap precise technical form: five primitives each at 99% uptime produce only 95% end-to-end reliability.
Conversion fails even when individual engines perform well.

19 Empirical support for the technology-plus-harness argument comes from domains well beyond agentic Al. A pilot
study of remote temperature monitoring (RTM) technology for vaccine cold chain management in Kenya found that
deploying RTM sensors alone was insufficient to improve outcomes: it was the combination of real-time
temperature alerts with a structured, multi-level data use team (comprising the harness around the sensor ) that drove
a statistically significant improvement in the time vaccines spent within safe temperature ranges, from 83.9 percent
during the baseline period to 90.9 percent during the intervention period. The data use teams, comprising facility
nurses, biomedical engineers, and county logisticians, could identify recurring equipment failures and escalate for
repair in ways that facility-level staff responding to individual alarms could not. The technology made the signal
visible; the harness determined what happened. See Mercy Lutukai, Elizabeth A. Bunde, Benjamin Hatch, et al.,
“Using Data to Keep Vaccines Cold in Kenya: Remote Temperature Monitoring with Data Review Teams for
Vaccine Management,” Global Health: Science and Practice 7, no. 4 (2019).

20 Nate B. Jones. 2026. Grab the Prompt Kit I Built to Audit Your AI Platform Lock-in. March 5. Technical work on
agentic governance is converging on cognate conclusions from the engineering side. Malomgré and Simoens (2026)
formalize the Alignment Flywheel: a governance-centric multi-agent architecture that decouples decision generation
from safety enforcement, treating governance as an externalized control plane rather than a property of the model.
That framing resonates with our account of harnesses. But our concern is the prior question: what determines
whether organizations build such architectures at all, who has authority to specify what they govern for, and what
happens when those choices are made by default rather than deliberate policy. The Flywheel tells you how to build a
governed system. We are asking why organizations mostly aren't building them. See Elias Malomgré and Pieter
Simoens, "The Alignment Flywheel: A Governance-Centric Hybrid MAS for Architecture-Agnostic Safety,"
arXiv:2603.02259 (February 28, 2026). building them, and what managers and leaders need to do about it. See Elias
Malomgré and Pieter Simoens, “The Alignment Flywheel: A Governance-Centric Hybrid MAS for Architecture-
Agnostic Safety,” arXiv:2603.02259 (submitted February 28, 2026).



Trust is the condition that determines whether managers will actually let the system act.
The faster that organizations want Al to act autonomously, the more that condition must be built
into the architecture rather than assumed from culture. It is earned through systemic coherence:
when the system's components reinforce one another reliably enough that managers are willing
to delegate real work at scale. This is what the framework's central claim means in practice:
harnesses create impact, governance creates trust, and values create legitimacy. The harness is
where all three are either built or abandoned by default.

IV. Failure and Success in Intent Engineering: Klarna and Spotify

Klarna offers a sharp warning about what happens when intent is specified too narrowly.
The company's Al customer-service assistant was credited with work equivalent to hundreds of
agents while sharply reducing average resolution times. Those metrics signaled success — and
delivered exactly what was asked for.

The problem was that the specification was incomplete. Resolution time was meant to
proxy for good customer service. The moment it became the target, the system got very good at
closing tickets fast — and stopped caring whether customers were actually well served.
Economists call this Goodhart's Law. Managers experience it as a system that hits every number
while missing every point.

The failure ran deeper than measurement. Klarna misunderstood the work itself. By
optimizing for speed and cost, Klarna automated away the very work it hadn't recognized it was
doing: relationship maintenance, customer retention, and brand trust, performed through every
individual interaction.

Managers with a fuller understanding of the work, and with authority over what the
system was built to achieve, could have specified a compound objective: resolution speed and
customer satisfaction; cost reduction and retention risk. But the model was built on a proxy —
ticket closure standing in for customer satisfaction. That substitution was never questioned.

Proxies are always incomplete; they capture some of what you care about and discard the
rest. In this case what was discarded was the relational work that customer service actually
performed. This is precisely where Goodhart's Law bites hardest: not when managers choose the
wrong target deliberately, but when they inherit a proxy measure, mistake it for the real thing,
and build a system on top of that mistake. A model trained on direct measures of customer
satisfaction alongside resolution speed would have behaved differently. Specifying those
measures was the work of intent engineering. It was the work nobody did.

Traditional optimization forces tradeoffs. Speed or accuracy, but not both; low cost or
quality, but not both. Al can pursue multiple objectives simultaneously, if managers specify
them. Klarna didn't. The system delivered exactly what it was asked for, and left considerably
more on the table as a result. We will see this pattern repeatedly: the binding constraint is rarely
the model. It is the ambition and precision of the intent behind it.

It also raises a governance question the Klarna case leaves hanging. Who made the
decision to optimize for resolution time and cost? Almost certainly not the customer retention
team, nor brand leadership, nor anyone whose mandate included long-run relationship value.



Decisions of such consequence are typically made upstream by engineering and product teams,
embedded in architecture, and never surfaced as explicit policy choices. These decisions
determine what the system optimizes, whose interests it serves, and what it leaves out.

This is precisely the governance failure this framework names: anticipatory influence
exercised without authorization, at the point where institutional purpose is translated into
machine-executable intent. The harness was built. It was actively delivering a policy nobody had
formally made. The optimization choices embedded in its design constituted institutional
decisions about what customer service was for, who it served, and what it valued. Those
decisions were never surfaced, never reviewed, and never authorized. That was a governance
failure. 2!

The Mount Sinai finding sharpens the point. A rigorous study of ChatGPT Health by
physicians at Mount Sinai Health System found that Al agents tend to perform best on routine
cases and worst at the edges — precisely where the stakes are highest. The researchers called this
the inverted U: aggregate accuracy metrics look reassuring while masking systematic failure on
the consequential tails. Klarna's system was operating in exactly this pattern. It handled the dense
middle — standard tickets and routine resolutions — with measurable efficiency, while failing
on the edge cases where relationship quality, retention risk, and brand trust were actually
decided. An accuracy dashboard celebrating 87 percent performance can conceal the silent
failures that matter most.?

Spotify illustrates the other side of the shift. Remarking on a dramatic shift in his own
supervisors’ work, Spotify's CEO Gustav Soderstrom told analysts, “My most senior engineers
have not written a single line of code since December [2025].”” On their phones on the way to
work, engineers ask Claude to fix a bug, receive a working build, and merge it to production
without getting off the bus. “They only generate code and supervise it. It is a big change. It is
real, and it is happening fast.” >

The striking point is what changes about supervision itself. Senior engineers delegate
more of the raw production work, while their own role moves toward specification,
orchestration, acceptance criteria, review, and merge discipline. The manager's task shifts from
direct oversight of human labor to governing system behavior through the harness.

This is where the difference between old and new management becomes visible. Old-
school supervision centered on assigning tasks, watching people perform them, and inspecting
finished output. Spotify shows that “new” supervision moves upstream. Where old supervision
watched people work, new supervision governs the design, development, and deployment of
decision-making infrastructure, surfaces the values encoded within it, and reforms them as
needed to keep the system aligned with organizational purpose.

2Nate B. Jones, host. 2026. Klarna Saved $60 Million and Broke Its Company. The Missing Layer Is What I'm
Calling Intent Engineering + 2 Prompts to Find Yours. February 24. https://natesnewsletter.substack.com/p/klarna-
saved-60-million-and-broke.

2Motley Fool Transcribing. 2026. “Spotify (SPOT) Q4 2025 Earnings Call Transcript.” The Motley Fool, February
10. https://www.fool.com/earnings/call-transcripts/2026/02/10/spotify-spot-q4-2025-earnings-call-transcript/.
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Generalizing, harness-centered management centers on decomposing work, specifying
constraints, and defining what counts as an acceptable result. It incorporates reliable ways to
reject, reroute, or escalate when it doesn’t.??

Both cases point to the same decisive question: has management translated purpose into
operating form well enough that the system optimizes what the organization actually values,
under the constraints it actually faces? As Jones argues, this requires intent engineering:
translating organizational goals, acceptable tradeoffs, and decision boundaries into machine-
readable, machine-actionable form. When intent is properly engineered, autonomous systems
optimize for what the organization actually needs, even when that is harder to measure than the
available proxies.?*

V. Pre-emption in Practice: How Infrastructure Governs

Once organizational purpose has been translated into machine-operating conditions,
anticipatory influence becomes tangible. Whether by default or by managers’ intent Al governs
by determining what becomes actionable and when: what rises to attention, where it goes, who
touches it, and what happens unless someone intervenes.

In practice, this upstream power is exercised through five recurring mechanisms. Ranking
decides what rises to attention first. Routing directs cases into particular queues, teams, or
pathways. Defaults pre-set choices that become outcomes unless actively overridden. Thresholds
define triggers that cause escalation, intervention, or denial. Queues control time and priority,
deciding who waits and what moves next. Together they determine where prediction becomes
action — and where conversion bites. 3

Donella Meadows identified leverage points as places in a system where a small shift
produces large effects. Thresholds, routing rules, and defaults are leverage points in exactly her
sense, sitting near the top of her hierarchy as the rules of the system that determine what it
optimizes for and who holds power within it. A small change in a threshold or routing rule can
shift thousands of cases or millions of decisions in moments, and keep shifting them invisibly
until someone changes the infrastructure. 26

BCassie Kozyrkov. 2026. “Harness Engineering: How to Supervise Code You Can’t Read.” Substack newsletter.
Decision Intelligence, March 3. https://decision.substack.com/p/harness-engineering-how-to-supervise.

24 Nate B. Jones, 2026 (Klarna post).

25The mechanisms through which Al systems structure decision environments, including ranking, routing, defaults,
thresholds, and queues, are studied across several distinct scholarly communities, none of which has fully claimed
them as a unified subject. Operations research and computer science optimize these mechanisms technically.
Algorithmic decision-making research examines their organizational effects. The present paper draws on all three
traditions while addressing a question each leaves largely open: what managerial and institutional work is required
to govern these mechanisms deliberately, from within the organizations that deploy them.

%Donella H. Meadows, Thinking in Systems: A Primer, ed. Diana Wright (White River Junction, VT: Chelsea
Green, 2008), esp. “Places to Intervene in a System,” pp. 145—165. Meadows ranks the rules of a system (who has
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The consequences of miscalibrated thresholds and absent trend analysis are not
hypothetical. On February 3, 2023, a Norfolk Southern freight train derailed in East Palestine,
Ohio, releasing hazardous materials, igniting fires, and forcing the evacuation of up to 2,000
residents. The train had passed three hot bearing detectors over approximately thirty miles before
derailing. The readings told a clear story: 38°F above ambient at the first detector, 103°F at the
second, 253°F at the third. The data was present, transmitted, and logged. The harness around it
was not adequate to the risk. Norfolk Southern's threshold for mandatory removal from service
was a single reading above 200°F — a point-in-time rule with no criterion for action based on a
rising temperature trend across multiple detectors. By the time the third detector triggered a
critical alarm and the crew attempted to stop the train, it was too late. A Federal Railroad
Administration safety advisory issued in the aftermath found that the failure was not one of
sensing technology but of the operating architecture around it: inadequate thresholds, no trend-
analysis protocols, unclear crew authority, and a safety culture that did not consistently empower
personnel to act on early warnings even when the data was in hand. The sensor worked. The
harness did not. %’

The managerial question concerns who sets ranking and routing rules, who can override
them, what thresholds trigger action, and how errors are corrected. In pre-emptive systems, those
choices are made upstream, in the design and tuning of parameters, by product owners, software
and ML engineers, and the platform teams who deploy and tune these systems, typically using
development processes optimized for shipping products rather than for deliberative policy. Once
deployed, the rules allocate attention and action automatically, determining what rises first,
where cases go, and what happens by default. Rules set by product teams become de facto
organizational policy, typically without ever passing through formal review.

The cast making those upstream choices is wider than most executives realize. Product
managers, data scientists, ML and software engineers, UX and interface designers, platform and
infrastructure teams, procurement and vendor teams, and security and compliance functions are
all, in effect, making harness decisions — shaping the architecture through which organizational
purpose becomes machine-executable action.

This list is not exhaustive. But it is illustrative of something important: the harness is not
built by any single team. It is the product of many hands, each working within their own
professional frame. Each is doing exactly what their professional context rewards — solving the

power over them, how they are enforced) as among the highest-leverage intervention points, precisely because they
determine what the system optimizes for. She also observes that high-leverage points are typically the hardest to see,
most resisted when identified, and most often controlled by those with structural position rather than formal
authority — a pattern this paper’s cases consistently illustrate.

%7 Federal Railroad Administration, Safety Advisory 2023-01, "Evaluation of Policies and Procedures Related to the
Use and Maintenance of Hot Bearing Wayside Detectors," Federal Register, Vol. 88, No. 42 (March 3, 2023), pp.
13494-13497. Preliminary findings on the East Palestine derailment are drawn from the NTSB Preliminary Report,
Norfolk Southern Railway Train Derailment with Subsequent Hazardous Material Release and Fires, East
Palestine, Ohio, February 3, 2023 (issued February 23, 2023), available at
https://www.ntsb.gov/investigations/Documents/RRD23MR005%20East%20Palestine%200H%20Prelim.pdf.
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problem in front of them, efficiently, with minimal friction. No one is doing anything wrong.
That is precisely what makes it hard to govern.?

That richness is also a coordination challenge. Absent explicit engagement with a
strategic purpose larger than any individual unit's priorities, each will optimize within their own
frame, collectively generating an implicit policymaking apparatus: distributed, largely
uncoordinated, and operating almost entirely outside the deliberative processes through which
organizations are supposed to make consequential choices. What it demands is managers who
can unify these efforts around a north star, emerging as leaders of coordination and collaboration
across the full width of the harness, rather than supervisors of its individual parts. 2°

Governance therefore has to move upstream, into design, development, and operating
architecture, rather than waiting for downstream review. By the time formal review begins, the
infrastructure may already have determined, foreclosed, shaped, and settled what matters most.

This conclusion is now arriving independently from the agent-building community.
Analyzing the structural failure modes of Al agents in production, practitioners have found that
when reasoning traces correctly identify a problem but outputs contradict those findings, the
solution cannot be found at the model level. As one careful observer of the agent space put it: “If
chain-of-thought faithfulness can't be fixed at the model level, the solution must be
architectural.” That is a practitioner restatement of this section's central claim. The harness is the
only reliable site of correction.3’

VI. Infrastructure as Governance: Patternizr and Harry Spence

Patternizr illustrates the problem. Built for use by NYPD detectives, the model identified
patterns across complaint narratives that might otherwise remain hidden. But the surrounding
detective workflow was not rebuilt around the capability. Use remained optional, integration
weak, and continuous improvement ad hoc. In those conditions, even a strong model could not
reliably convert analytic potential into operational effect, with potentially grave consequences. A
Barnard freshman was murdered by a group whose robbery patterns were identifiable in
retrospect, but which set off no alarms. No action followed. The failure lay in coordination: the
system held within it the facts that should have gelled into insight and action. But even a strong

28 This dynamic is precisely what Clayton Christensen identifies in his account of how well-managed companies
fail: rational actors, each doing what their context rewards, collectively produce outcomes that serve no one's larger
purpose. See Clayton M. Christensen, The Innovator's Dilemma (New Y ork: HarperBusiness, 2011).

2Nate B. Jones. 2026. “A Single Sentence from a Family Member Shifted an Al Diagnosis 12x. That Anchoring
Bias Is in Your Agents Right Now.” Substack newsletter. Nate’s Substack, March 18.
https://natesnewsletter.substack.com/p/a-single-sentence-from-a-family-member.

30Nate B. Jones. 2026. “A Single Sentence from a Family Member Shifted an Al Diagnosis 12x. That Anchoring
Bias Is in Your Agents Right Now.” Substack newsletter. Nate’s Substack, March 18.
https://natesnewsletter.substack.com/p/a-single-sentence-from-a-family-member.
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model underperforms when conversion is optional rather than embedded in workflow and
expectation. 3!

Harry Spence's experience as Commissioner at the Massachusetts Division of Social
Services makes the converse point. Spence arrived expecting to govern through the instruments
of formal authority, including policy statements, directives, and the weight of the office. Then he
examined FamilyNet, the IT system his social workers used daily.

“It was almost a three-hour presentation,” the CIO recalled. “He sat through the whole
thing. At the end of the presentation he said, ‘It looks very good itself and as an application you
can easily enter data. But what I missed seeing in that application were the values in all the
options that you picked. Because there are a lot of values across the application that you picked.
And I don’t see the word ‘love’ in any of these,” Spence said.” Not once.

In an agency whose entire purpose was the welfare of children in distressed families, the
infrastructure was, in Spence's word, “emotionally arid.” Built by engineers migrating an
accounting system to a social work platform and purpose, it solved the technical problem in front
of them without anyone asking what the system was actually for. The result was infrastructure
that encoded a theory of social work — stripped of feeling, organized around compliance and
documentation — that no one had consciously chosen and no one could have defended. It
governed anyway.

The Spence case is instructive on two counts: what the system encoded, and how
invisible those choices had become to the people who built it. The agency's CIO, who sat
through Spence's review of the enterprise application, recalled the moment.

“We all looked at each other,” the CIO recounted. “We actually thought: this guy is
weird. Because obviously it's an enterprise application. Love doesn't have a natural place in the
system. People do not think, especially in developing systems, those kind of soft things. You
have a business problem you would like to solve.” The department laughed about it afterward.
The new commissioner who asked about love became a running joke.

The question was about governance. Love was the signal. When the agency later set
about redesigning the system, Spence insisted on meeting the people who were designing the
interface itself, including setting the colors, making choices about how the application would feel
to the people using it. His reasoning was precise: the application is not seen by the families it
serves. It is seen only by the staff. And if the staff spend two hours a day inside a system, that
system communicates more about how the agency conceives of its work than any policy
statement ever could.

31Zachary Tumin and Madeleine Want. 2023. Chapter 2, “Six Kinds of Precision Systems,” in Precisely: Working
with Precision Systems in a World of Data. Columbia Business School Publishing. See also Alex Cholas-Wood,
2026. “Vital City | How To Deploy Al To Improve Policing in New York.” February 19.
https://www.vitalcitynyc.org/articles/how-to-deploy-ai-policing-nyc-nypd.
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“I was struck,” Spence said later, “that as a general practitioner, with authority in
government, I might have thought that I was shaping the practice of my subordinates. In fact, the
IT system may be much more powerful than I in doing that.” *?

That is anticipatory influence stated from the inside. The IT team was solving the
problem they had been given. What was missing was anyone with the authority and the
inclination to ask what the system was actually for — and to insist that the answer shape the
design. If a legacy case-management screen could govern social work this quietly and this
completely, Al-infused infrastructure will do so with far greater speed, granularity, and reach,
and with far less chance that the pattern will be visible before it is already set. >

Together these cases show that what looks like a technical design choice is often really a
governance choice. Infrastructure silently governs practice. The more Al-rich the infrastructure
becomes, the more consequential those hidden choices become for performance, legitimacy, and
recourse.

VII. Managers and Leaders: The New Work

The cases clarify a practical division of labor between leaders and managers. Leaders
decide what the system is for, what values it may encode, and what limits it must respect. They
authorize pre-emption, and they bound it. Managers decide how that authorization actually runs
in practice: who sees what, who can act, who can override, what gets measured, and how the
system learns.

The agentic age requires a rethinking of management itself. Where managerial authority
once appeared most visibly in supervision, evaluation, and the allocation of labor, it now
increasingly inheres in the design and stewardship of operating architectures: the thresholds,
defaults, permissions, escalation paths, and feedback loops through which Al systems shape
action before formal deliberation begins. Management, in that sense, is becoming more
infrastructural, more anticipatory, and more deeply implicated in the exercise of power upstream.

If Al makes production abundant, coordination scarce, and control increasingly upstream
and infrastructural, then the inherited practice of management begins to look incomplete. It was
designed for a world where authority was exercised downstream, through people, tasks, and
outputs. The agentic age requires something different: managers who govern upstream, through
architecture, and who understand that the systems they deploy are already exercising power
whether they govern them or not.

32 Years later, at Spence’s going-away party, the CIO gave him a special gift — a replica model of the Taj Mahal.
“Obviously, it’s a mausoleum or the tomb of one of the Empresses of India,” he told the case writer. “Her husband,
the Emperor, built it as a symbol of his love towards the wife. I guess you know the story. I thought rather than give
a standard gift, Harry always preaches love, and he shows love to other people. So, I should give him something that
symbolizes that. And, it was a very moving experience to several people, including myself.” CIO account drawn from
case research interviews conducted by Zachary Tumin, “The Word Is Love: Harry Spence and the Tyrannies and
Promise of IT,” Harvard Kennedy School case, 2007.

3Zachary Tumin. 2007. The Word Is Love: Harry Spence and the Tyrannies and Promise of IT. John F. Kennedy
School of Government.
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VIII. Structural Power: The Geopolitics of the Stack

If Al power is stack-shaped, then competition is also stack-shaped. Structural power
accrues to the actors who control key layers: compute, chips, cloud, platforms, model access,
identity and permissions, verification standards, and the monitoring tools that make learning
loops possible.

Control of these layers shapes the conditions of geopolitical advantage and, more
concretely, the upstream defaults of action: which models are available; which objectives are
easiest to encode; which governance tools are standard; which organizations can afford
continuous monitoring and retraining; and which actors can verify or contest what the system
saw and why it acted. Control of the stack becomes control of the mechanisms: who gets ranked
first, routed fastest, and surfaced for action by default. That is how infrastructures of anticipation
become geopolitical advantage, and geopolitical vulnerability.

Most leaders and managers do not control the entire stack, and never will. But they can
still govern their layer by making the mechanisms explicit and reviewable: what is ranked, how
cases are routed, where thresholds sit, which defaults govern action, and how queues allocate
time. This is the practical bridge between geopolitics and management: converting dependence
on upstream infrastructure into accountable operating architecture, keeping speed and legitimacy
together rather than trading one for the other. The institutions that cannot do this, and which
accept the stack’s defaults as given rather than as choices to be governed, will find that their Al
systems optimize for someone else’s purpose.

IX. The Conditions of Governable AI Power

If harnesses translate purpose into machine action, the next question is what conditions
make that action governable over time. Strong models are not enough. Durable Al power
depends on a broader set of institutional conditions — the "bones" of the system — that
determine whether anticipatory influence becomes reliable rather than brittle, opaque, or
extractive.

At least eight such conditions matter. The epistemic condition concerns what counts as
evidence and how truth claims are validated. The organizational condition concerns how outputs
are converted into workflow, authority, and escalation. The economic condition concerns
incentives, KPIs, procurement, and value discipline. The normative condition concerns
legitimacy, fairness, and public acceptability. The cognitive condition concerns attention,
deference, trust calibration, and the risk of over- or under-reliance. The technical condition
concerns reliability, transparency, monitoring, and governability. The legal condition concerns
rights, liability, review, and remedy. The orchestrative condition concerns who ties the system
together across functions, vendors, and jurisdictions.

Taken together, the conditions point toward a richer theory of management: one that
shifts the managerial task from deploying models to designing governable operating
architectures.

Ethics in Al systems increasingly flows from infrastructure defaults. Objectives, proxies,
constraints, thresholds, and interfaces all encode judgments about what counts, what matters, and
what is acceptable. In agentic systems those judgments are built into the mechanism through
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which performance is produced. The assumptions encoded there must therefore be surfaced,
measured, and periodically reviewed as systems evolve.

The Optum case makes this concrete, and the stakes legible. A widely used algorithm,
deployed across health systems caring for tens of millions of patients, was designed to identify
high-risk patients for additional care. Its developers chose healthcare cost as their proxy for
health need — a decision made for reasons of data availability and operational convenience
rather than deliberate policy. The choice seemed reasonable: patients with greater health needs
tend to spend more. What it failed to account for was that structural inequity means Black
patients spend less on healthcare than white patients with equivalent conditions. This reflects
historically unequal access to care, not differences in underlying health. The algorithm encoded
that disparity upstream, in its objective function, before any clinician deliberated. At a given risk
score, Black patients were considerably sicker than white patients. The resulting bias reduced the
care Black patients received by an estimated fifty percent. An algorithm that did not use race as a
variable did not need to. The proxy did the work.

New York state regulators, responding to the published findings, called the
discriminatory results "unacceptable and unlawful." Optum disputed the study's framing, arguing
that cost was one of many inputs and that physician judgment remained paramount in clinical
decisions. The disagreement, however, points directly to a failure of the orchestrative condition:
no one had clearly specified what the system was for, what tradeoffs it was authorized to make,
or how physician judgment was supposed to interact with algorithmic ranking in practice. When
researchers were permitted to access and modify the algorithm, they produced an eighty-four
percent reduction in bias by incorporating health status alongside cost. The proportion of Black
patients served would have risen from seventeen to forty-six percent. The failure was in the
intent layer: what had been chosen to optimize for, decided early and quietly, by those solving a
technical problem rather than those responsible for what the system was actually for.

The Mount Sinai study of ChatGPT Health illustrates the same failure mode in a second
healthcare context. When a bystander saying the patient "looks fine" was introduced into clinical
scenarios, the system became twelve times more likely to under-triage urgent conditions. The
structured clinical data should have driven the recommendation. The unstructured language
created an anchoring effect that overrode it. Like the Optum proxy choice, the mechanism was
upstream: an input before formal deliberation shaped the outcome in ways the system's aggregate
performance metrics would never reveal. Both cases confirm that what the system is actually
optimizing for cannot be read from stated values or surface compliance. It must be tested,
contested, and regularly reviewed.

Trustworthy scaling depends on infrastructure that reveals failure before it is propagated
at enterprise scale. Test-and-prove protocols — whether by simulation, survey, A/B testing,
switchback designs, or synthetic controls — are part of the operating architecture that makes
learning possible and damage containable before it reaches enterprise scale.

Legitimacy, too, increasingly flows from design and architecture. The authority of Al-
powered systems to predict, prescribe, and intercede cannot rest on oversight that arrives after
consequences have accumulated. It must be built into the workflow itself. Contestability,
proportionality, auditability, and recourse have to be designed into the operating architecture
through which the system acts. Legitimacy is not secured by aspiration. It is secured by whether
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affected people and responsible institutions can see, question, review, and, when necessary,
reverse what the system is doing.

The conditions this section describes are, in the end, the institutional substance behind the
paper's central claim. Harnesses create impact when the organizational, economic, and technical
conditions are in place to make conversion reliable. Governance creates trust when the legal,
normative, and orchestrative conditions ensure that systems can be seen, questioned, and
reversed. Values create legitimacy when the epistemic and cognitive conditions are strong
enough that what the system optimizes for reflects deliberate choice rather than inherited default.
Managers, as leaders, are responsible for them all.

This paper identifies the conditions. It does not yet build the fuller theory of management
and managerial power that those conditions imply. That is the task of the next paper in this
series.

If harnesses translate purpose into machine action, the next question is what conditions
make that action governable over time. Strong models are not enough. Durable Al power
depends on a broader set of institutional conditions — the “bones” of the system — that
determine whether anticipatory influence becomes reliable rather than brittle, opaque, or
extractive.

At least eight such conditions matter. The epistemic condition concerns what counts as
evidence and how truth claims are validated. The organizational condition concerns how outputs
are converted into workflow, authority, and escalation. The economic condition concerns
incentives, KPIs, procurement, and value discipline. The normative condition concerns
legitimacy, fairness, and public acceptability. The cognitive condition concerns attention,
deference, trust calibration, and the risk of over- or under-reliance. The technical condition
concerns reliability, transparency, monitoring, and governability. The /egal condition concerns
rights, liability, review, and remedy. The orchestrative condition concerns who ties the system
together across functions, vendors, and jurisdictions.

These conditions also suggest why the argument points toward a richer theory of
management. Moore highlights the need to align value, legitimacy, and operational capacity;
Simons, the need for purpose, boundaries, diagnostics, and interactive control. Davenport,
enumerates the complex socio-technical factors involved in technology innovations; Strange,
Hardin, Meadows, and Mueller remind us that infrastructure, coordination, and feedback shape
what systems can actually do, while Doerr, Gourville, and Christensen show why objectives,
measurement, resistance, and value networks matter so much in practice. Taken together, these
lenses shift the managerial task from deploying models to designing and deploying governable
operating architectures.>*

34Russell Hardin. 1996. “Russell’s Power.” Philosophy of the Social Sciences 26 (3): 322—47. Susan Strange. 2015;
States and Markets. Bloomsbury Academic; Suz Mueller. 2025. “Ethics Is Not Fluid. Ethics Is the Architecture You
Build.” Substack newsletter. Suz Mueller’s Substack, November 27; Mark H. Moore. 2000. “Managing for Value:
Organizational Strategy in ‘For-Profit,” ‘Non-Profit’ and Governmental Organizations.” Nonprofit and Voluntary
Sector Quarterly, 29, 1, pp. 183-204; Thomas H. Davenport, 1993. Process Innovation: Reengineering Work
Through Information Technology. Boston, Mass: Harvard Business Review Press. Robert Simons. 1995. Levers of
Control: How Managers Use Innovative Control Systems to Drive Strategic Renewal. Boston: Harvard Business
School Press; Clayton M. Christensen. 2016. “Value Networks and the Impetus to Innovate.” In The Innovator’s
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Suz Mueller makes the further keen observation with implications for managers: Ethics in
Al systems increasingly flows from infrastructure defaults. Objectives, proxies, constraints,
thresholds, and interfaces all encode judgments about what counts, what matters, and what is
acceptable. In agentic systems those judgments are built into the mechanism through which
performance is produced. Ethics is embedded in the harness itself. The assumptions encoded
there must therefore be surfaced, measured, and periodically reviewed as systems evolve.?

The Optum case makes this concrete, and the stakes legible. A widely used algorithm,
deployed across health systems caring for tens of millions of patients, was designed to identify
high-risk patients for additional care. Its developers chose healthcare cost as their proxy for
health need. That was a decision made for reasons of data availability and operational
convenience rather than deliberate policy. The choice seemed reasonable: patients with greater
health needs tend to spend more. What it failed to account for was that structural inequity means
Black patients spend less on healthcare than white patients with equivalent conditions. This
reflects historically unequal access to care, not differences in underlying health. The algorithm
encoded that disparity upstream, in its objective function, before any clinician deliberated. At a
given risk score, Black patients were considerably sicker than white patients. The resulting bias
reduced the care Black patients received by an estimated fifty percent. An algorithm that did not
use race as a variable did not need to. The proxy did the work.

New York state regulators, responding to the published findings, called the
discriminatory results “unacceptable and unlawful.” Optum disputed the study’s framing,
arguing that cost was one of many inputs and that physician judgment remained paramount in
clinical decisions. The disagreement, however, points directly to a failure of the orchestrative
condition: no one had clearly specified what the system was for, what tradeoffs it was authorized
to make, or how physician judgment was supposed to interact with algorithmic ranking in
practice. When researchers were permitted to access and modify the algorithm, they produced an
eighty-four percent reduction in bias by incorporating health status alongside cost. The
proportion of Black patients served would have risen from seventeen to forty-six percent. The
problem was not the model’s technical capacity. The failure was one of intent rather than
capacity: what had been chosen to optimize for was decided early and quietly, by those solving a
technical problem rather than those responsible for what the system was actually for.

The Mount Sinai study of ChatGPT Health illustrates the same failure mode in a second
healthcare context. When a bystander saying the patient “looks fine”” was introduced into clinical
scenarios, the system became twelve times more likely to under-triage urgent conditions. The
structured clinical data should have driven the recommendation. The unstructured language
created an anchoring effect that overrode it. Like the Optum proxy choice, the mechanism was
upstream: an input before formal deliberation shaped the outcome in ways the system’s
aggregate performance metrics would never reveal. Both cases confirm that the what the system

Dilemma, Reprint edition. Harvard Business Review Press; Tarun Khanna. 2018. “When Technology Gets Ahead of
Society.” Harvard Business Review, July 1; John Doerr and Larry Page. 2018. Measure What Matters. Portfolio;
Donella H. Meadows. 2009. Thinking in Systems: A Primer. Earthscan Ltd.; John T. Gourville. 2006. “Eager Sellers
and Stony Buyers.” Harvard Business Review, June.

33Suz Mueller. 2025.
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is actually optimizing for cannot be read from stated values or surface compliance. It must be
tested, contested, and regularly reviewed.

Trustworthy scaling depends on infrastructure that reveals failure before it is propagated
at enterprise scale. Test-and-prove protocols, whether by simulation, survey, A/B testing,
switchback designs, or synthetic controls belong inside the operating architecture, making
learning possible and damage containable before it reaches enterprise scale.*

Legitimacy, too, increasingly flows from design and architecture. The authority of Al-
powered systems to predict, prescribe, and intercede cannot rest on promised oversight after the
fact. It must be built into the workflow itself. Contestability, proportionality, auditability, and
recourse have to be designed into the operating architecture through which the system acts.
Legitimacy is not secured by aspiration. It is secured by whether affected people and responsible
institutions can see, question, review, and, when necessary, reverse what the system is doing.’’

This paper identifies the conditions. It does not yet build the fuller theory of management
and managerial power that those conditions imply. That is the task of the next paper in this
series.

X. Case Studies: When Prediction Acts, and When It Cannot

Whether detection becomes intervention depends entirely on the harness. Two cases,
drawn from different domains, make the point in sharp relief. The first shows what happens
when the architecture around a sensor is too weak to convert signal into timely action. The
second shows what a well-designed harness makes possible.

East Palestine, Ohio — February 3, 2023

NS Train 32N was carrying 149 freight cars, including tank cars loaded with hazardous
materials, eastbound through Ohio. (This derailment was introduced in Section V; it is examined
here in full as a case study in conversion failure.) Before it derailed, it passed three automated
hot bearing detectors. The first, at milepost 79.9 in Sebring, recorded a bearing temperature 38°F
above ambient on the 23rd car. The second, ten miles later in Salem, recorded 103°F above
ambient on the same bearing. The third, twenty miles further, recorded 253°F above ambient.
That was well past the railroad's own threshold for mandatory removal from service. It
transmitted a critical audible alarm to the crew. The engineer attempted to stop the train. During
deceleration, an emergency brake application initiated. The train came to a stop. The crew
observed fire and smoke. Thirty-eight railcars had already derailed.

The data had been present across all three detectors. The trend was unambiguous in
retrospect. But the operating architecture was not designed to act on a trend. Norfolk Southern's
procedures established thresholds for single-point measurements; they did not establish a
criterion requiring action when temperatures rose sharply across successive detectors. There was
no protocol obligating the crew to stop before the third alarm. No mechanism ensured that a car
flagged as suspect at one terminal (as this car had been flagged days earlier, with conflicting

36Thomas H. Davenport. 2009. “How to Design Smart Business Experiments.” Harvard Business Review, February
1. https://hbr.org/2009/02/how-to-design-smart-business-experiments.

3"Mark H. Moore. 2000.
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messages sent to dispatchers about whether it required immediate set-out) would be
mechanically inspected before being added to a second train. The Federal Railroad
Administration's subsequent safety advisory concluded that the failures were systemic:
thresholds were calibrated for point-in-time readings rather than trend analysis; procedures were
not commensurate with the risk of trains carrying hazardous materials; personnel were not
consistently empowered to act on early warnings; and the safety culture did not treat
accumulating signals as a basis for intervention before the final alarm.3®

East Palestine is not a story about sensor failure. It is a story about conversion failure.
The engines performed. The harness — the thresholds, the trend protocols, the crew authority
rules, the organizational culture around HBD alerts — did not.

The HBD system on NS Train 32N is an anticipatory infrastructure: a mechanism that
senses upstream and is designed to shape action before failure occurs. Railroads are now
deploying Al-powered successors that integrate acoustic, vibration, and thermal signals and
apply machine learning to identify bearing degradation trajectories far earlier than single-point
thermal readings allow. East Palestine poses a critical governance question: who sets the
thresholds, who encodes the trend criteria, who empowers the crew to act?. That issue becomes
even more consequential as the sensing technology grows more capable. More powerful engines
require stronger harnesses, not weaker ones.

UC Davis Health — The Harness That Converted

UC Davis Health shows what a well-governed harness makes possible. During an
overnight shift, a CT angiogram from a regional partner hospital enters the UC Davis stroke
pathway. The scan raises what every stroke team fears: a suspected large-vessel occlusion, one of
the blockages where minutes can mean the difference between recovery and permanent
disability. The clinical question is obvious, but the operational question is harder and, in practice,
just as decisive: how fast can the system see the case, alert the right people, move it into the right
queue, and mobilize intervention before time is lost to handoffs, phone trees, and fragmented
communication? *°

That is what the Viz.ai deployment at UC Davis Health achieved. Image recognition,
derived maps, and coordinated alerting are embedded in a service line that can turn recognition
into mobilization under pressure. This is more than prediction. It is a reorganized decision
environment in which the right people see the right case in time to act.

Start with entity recognition. *° The platform scans imaging for signatures consistent
with large-vessel occlusion and surfaces likely stroke cases quickly enough to change who pays

38 Federal Railroad Administration, 2023.

3 David Z. Rose, MD. 2025. “Al-Powered Coordination Delivers Clinical and Economic Value for Cryptogenic
Stroke Care.” Viz.Ai, May 28; Vasant T. Heeralal, et al. “Artificial Intelligence in Stroke Care: A Narrative
Review.” Cureus. 2025 Sep 28;17(9):¢93430; American Heart Association, “Target: Stroke Phase I1I Suggested
Time Interval Goals”; UC Davis Health, “New Al Technology Helps Physicians Quickly Identify Stroke,” February
1, 2024; U.S. Food and Drug Administration, DEN170073 De Novo Classification Request: ContaCT, 2018.

40 Jeff Jonas. 2026. “What Is Agentic Entity Resolution? Why It’s The Future of AL Senzing, February 17.
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attention first. Recognition shifts what enters the field of attention early enough to matter. That
shift is itself a form of power.

Pattern-making deepens the intervention. The question extends beyond the presence of an
occlusion to the broader physiological pattern that is emerging, including the extent of damage
and the prospect of salvageable tissue. Pattern-making reduces a complex clinical picture into an
actionable structure. Dynamic mapping then creates a shared operational picture across sites,
specialists, and transfer pathways. Optimization appears as disciplined time compression:
shaving minutes from escalation, transport, and treatment intervals where each minute has
clinical value.

The value, however, extends beyond prediction to conversion. Detection becomes
coordinated intervention only because the harness around the model, with routing, escalation,
authority, verification, timing, and shared visibility built in, is strong enough to turn prediction
into action. The engines are real, but power appears only when they are embedded in a workflow
that converts signal into consequence.

XI. Managerial Imperatives

The argument resolves into practice through five managerial disciplines. These define
how Al capability is converted into outcomes that organizations can rely on, defend, and sustain.

Across the cases, failure follows a consistent pattern. Objectives are underspecified.
Authority is unclear. Outputs are not verified. Errors cannot be reversed. Learning is absent or
episodic. Systems optimize what is measurable rather than what matters. These are failures of
management, not of models.

Effective management in the agentic age centers on five disciplines.

Specify. Define what the system is for, the tradeoffs it must honor, and the errors it must
avoid.

Instrument. Measure outcomes in practice, including failure at the edges where the stakes
are highest.

Assign. Make decision rights explicit: who may act, override, escalate, and be held
accountable.

Contest. Build mechanisms for review, challenge, correction, and reversal into the
workflow itself.

Learn. Establish continuous feedback, monitoring, and adaptation as part of routine
operation.

Taken together, these disciplines shift the locus of management upstream. The task is no
longer limited to supervising execution or evaluating outputs. It is, addition, to design and
govern the operating conditions under which systems act.

The five disciplines also clarify the division of labor between leaders and managers.
Leaders define purpose, set boundaries, and authorize pre-emption — governing the Specify and
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Assign disciplines most directly. Managers translate that authorization into operational form
through Instrument, Contest, and Learn.

These disciplines are stated here in summary form. Their full elaboration, including
detailed operational guidance, design patterns, and implementation challenges, will be developed
in a subsequent paper in this series focused on leadership and the practice of harness-centered
management.

XII. Conclusion

The agentic age does not eliminate managerial work. It makes that work decisive. Al's
distinctive mechanism of influence is anticipatory influence: upstream control over attention and
action through infrastructure, shaping what is surfaced, routed, defaulted, and triggered before
formal deliberation begins. Conversion names the central managerial problem. Harnesses
identify the operating mechanism through which organizational purpose becomes machine-
executable intent. Pre-emption names the way that converted capability exerts power in practice.
This is both what institutions can do and how they must be governed.

Models remain necessary. The main event is what surrounds them. Managers who focus
only on models will miss where advantage, trust, and governability are actually being made.
What matters now is whether institutions can build harnesses strong enough to translate purpose
into action, and govern those harnesses under conditions of speed, uncertainty, and
contestability.

That this mechanism is being recognized independently across multiple domains of
inquiry suggests it names something real and widely operative. Media theorists have long argued
that technological environments are not passive containers but active processes that shape people
upstream of conscious choice.*! Practitioners like Azeem Azhar observe the same dynamic at the
level of individual cognition: Al now structures attention, filters information, and shapes
arguments before deliberation begins. Anticipatory influence operates simultaneously across
cognitive, organizational, and institutional levels, which is precisely why governing it requires
deliberate architectural attention at every layer.*?

These developments point beyond the governance of Al systems alone. They suggest that
the inherited practice of management is becoming incomplete. This points toward a broader
rethinking of management and managerial power. Developing that theory is the next task in this
series. It reframes supervision as stewardship, models as harnesses, and downstream oversight as
upstream governance.

41 John Culkin, SJ. (2017) “A Schoolman’s Guide to Marshall McLuhan by John Culkin, S.J., 1967,” McLuhan
Galaxy, 20 September.

42 Azeem Azhar (2026) “The Lantern and the Flame,” Exponential View, 13 March. As mentioned in Ezra Klein.
(2026) “Opinion | I Saw Something New in San Francisco,” The New York Times, 29 March.
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Authors' Note: The authors used generative Al tools in research, analysis, and editing: to help
locate sources, synthesize background material, and suggest revisions to wording and structure.
All core arguments, frameworks, and conclusions are the authors' own. Following Columbia
University guidance on the responsible use of generative Al in scholarly work, the authors have
reviewed, verified, and take full responsibility for the accuracy and integrity of the content. The
authors also thank students in EMPAIA 6105, "Strategic Management in the Age of Al," SIPA,

Columbia University, Spring 2026, whose independent analyses of the East Palestine derailment
sharpened the argument developed in Section X.
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