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ABSTRACT

Symmetry and Probability

Anubav Vasudevan

Judgments of symmetry lay at the heart of the classical theory of probability. It was by direct

appeal to the symmetries exhibited by the processes underlying simple games of chance that

the earliest theorists of probability were able to justify the initial assumptions of equiprobability

which allowed them to compute the probabilities of more complex events using combinatorial

methods, i.e., by simply counting cases. Nevertheless, in spite of the role that symmetry played

in the earliest writings on the subject, in light of the fact it is only in highly contrived settings

that a direct appeal to symmetries can su�ce to determine the probabilities of events, many

philosophers have been led to conclude that the concept of symmetry itself has, at best, a

limited role to play in a general theory of probability. In this essay, I argue that this view of

the matter is mistaken, and that judgments of symmetry, in fact, have an indispensable role to

play in all probabilistic reasoning. In chapter 1, I provide a detailed account of symmetry-based

reasoning and argue against the view that the judgments of relevance on which such reasoning

is based must be construed in subjective terms if symmetry-based reasoning is to be applied to

deterministic processes. In chapter 2, I argue that the two most plausible proposals for how to

avoid an appeal to symmetry in the assignment of probabilities (viz., those which are based on a

priori principles of epistemic conservatism or the observed frequencies of events) must themselves

rely on implicit assumptions of symmetry if they are to defend themselves against the charges of

incoherency and arbitrariness. In chapter 3, I consider a decision-theoretic example of symmetry-

based reasoning, in which the appeal to symmetry arises in the context of an agent's choice of a

deliberative methodology. In this context, the principle of symmetry amounts to the requirement

that the agent avoid adopting a biased deliberative methodology, i.e., one which treats two equally

legitimate sources of information di�erently. In the speci�c context of the exchange paradox, I

propose an account of how biased information is to be handled, which, despite su�ering from

some important defects, does, I believe, capture some of our general intuitions about how a

rational agent ought to adjust his expectations to correct for the e�ects of bias.
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Introduction

In this dissertation, I explore the signi�cance of the concept of symmetry for a general

theory of probabilistic reasoning. The central thesis of the work is that judgments of

symmetry provide the ultimate foundation for all probabilistic inquiry. A few preliminary

remarks are in order to help clarify the content of this claim.

First, the thesis that all probabilistic reasoning ultimately relies on judgments of sym-

metry is not to be understood as a claim about the subjective or psychological processes

that underlie ordinary probabilistic inferences. Rather, it is a claim about the logical

structure of probabilistic inquiry. Thus, in the course of the work, the foundational status

of the concept of symmetry will emerge not through re�ection on the intuitive bases of

probabilistic reasoning, but rather through attempts to systematize the various proposed

methodologies for assessing probabilities within a uni�ed theoretical framework. This is

an important point to keep in mind since, in many cases, the analyses of particular prob-

abilistic inferences in terms of symmetry may appear somewhat arti�cial or contrived,

especially when compared with more natural ways of justifying such claims. Suppose,

for example, that one infers the probability with which a given coin will land heads by

observing the relative frequency with which heads appears in a prolonged sequence of

repeated trials. As we will see, this frequentist methodology can be justi�ed on the basis

of an argument from symmetry proceeding from the initial assumption that the sequence

of coin tosses is an order invariant (or exchangeable) stochastic process. Alternatively,

however, one may justify this inference by assuming that the coin tosses are Bernoulli

1
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trials, i.e., that each of the tosses is probabilistically independent and that the probabil-

ity of heads on any given toss is the same. From an intuitive point of view, this latter

assumption is perhaps the more natural of the two. Nevertheless, as we shall see, the

symmetry-based analysis in terms of exchangeability has the theoretical advantage of al-

lowing us to construe the assessment of probabilities in terms of observed frequencies as

just one particular instance of a much more general pattern of reasoning which applies to

a wide variety of apparently disparate cases.

A second point of clari�cation relates to the use of the term `probability' as it appears in

this work. In philosophical writings on the subject, it is generally acknowledged that there

are two distinct concepts that are associated with this term. The �rst of these two concepts

is that which �gures in descriptions of the objective properties of chance processes. It

is this concept of probability which is implicated, for example, in the judgment that a

certain coin is fair. Judgments of probability, in this �rst sense of the term, purport

to express objective facts about the world. At the same time, the term probability can

be used to refer to the degree of belief that a rational agent ought to invest in a given

claim. Probabilities, in this second sense of the term, are relative to an agent's subjective

epistemic state. They express the degree of evidential support conferred upon a hypothesis

by an agent's background knowledge.

These two concepts of probability � objective and subjective � are, of course, related

to one another. For instance, if an agent knows that a given coin is fair, then based on

this knowledge alone, the degree of belief that he ought to invest in the proposition that

the coin will land heads is equal to 1/2. Still, while, in certain circumstances, an agent's

subjective probability in a given claim can be directly inferred from his knowledge of

objective probabilities, there are many cases in which these two conceptions of probability

come apart. An agent might assign subjective probabilities to any factual proposition

whatsoever, even when these probabilities do not derive from any hard statistical data

or physical regularity of the sort exhibited in lotteries or other games of chance. For
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example, he may rely on testimony, whose truthfulness can be called into doubt, or on

memories the reliability of which is uncertain. All this evidence will inform his subjective

probabilities. He might even assign fair betting odds to propositions on the basis of

information of this kind. The framework of subjective probability has been thoroughly

investigated and is subject to a great deal of research. In general, an agent's knowledge of

objective probabilities provides him with just one potential source of evidence for forming

partial beliefs about the world.

In this work, the term probability will be used to refer to objective probabilities as

opposed to rationally warranted degrees of belief. Hence, the claim that all probabilistic

reasoning is ultimately based on judgments of symmetry is a claim about how it is that

we come to acquire a speci�c type of knowledge about the world. It is not a claim about

the general assumptions that must be made in order for any partial belief about the world

to be warranted. Now, as a matter of fact, the concept of symmetry is so fundamental a

notion that it is perhaps not unreasonable to suppose that symmetries underlie all ratioci-

nation, for the assessment of two distinct objects as particular instances of a more general

concept re�ects a symmetry judgment of a certain sort. This notwithstanding, however,

in the context of the present work, we will primarily be concerned with a more concrete

sort of symmetry, namely, that which is expressed by the fact that two or more events

are identical in all respects that are relevant for assessing their respective probabilities.

Since such symmetries are most clearly exempli�ed in the chance processes employed in

elementary games of chance, this work begins with a brief discussion of the role that such

games of chance played in the early history of probability.

Roughly speaking, the overall claim of the dissertation is that in the case of objective

probabilities, symmetry considerations are inevitable and must be presupposed by the

inquiry. To avoid misunderstanding, I should emphasize that the inevitability claim relates

to the very nature of probabilistic inquiry, rather than the ontology of the world, whatever

that might mean. I am not claiming that the `true physical theory' of the world must
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be `symmetrical'. The very concept of symmetry already presupposes some conceptual

apparatus, or some language, in which the physical theory is to be expressed. One could

believe that the true physical theory must be of a certain kind and must conform to

certain symmetries. I am not making any such claim. My claim is rather that at any

stage of an inquiry into objective probabilities, we must assume some stochastic processes

satisfying certain symmetry conditions. These symmetry conditions can be revised in the

light of new empirical data, but the revision process itself will introduce new symmetry

conditions, which are themselves empirically testable and subject to later revision as the

need arises, and so on. It is in this sense that symmetry is indispensable in an inquiry

into objective probabilities.

The main philosophical contributions of the dissertation are presented in chapters 1,

2 and 3. They are as follows:

1. An analysis of the content of judgments of objective probability, which reveals that

such judgments must, in principle, presuppose more structure than is required by

propositional attitudes. Thus, the logic of objective probability is fundamentally

distinct from that of deductive logic.

2. An analysis of symmetry-based reasoning in terms of the concept of a probabilistically

complete random variable, i.e., a variable which contains all the information that is

relevant for assigning probabilities to a given �eld of events. While this reformulation

of symmetry-based reasoning is formally equivalent to its standard representation in

terms of transformation groups, this alternative characterization is still a useful tool

since certain relations that obtain between symmetries are more easily expressed

as relations between random variables than as relations between transformation

groups.

3. An analysis of the presuppositions that are required for the coherent application of

the principle of maximum entropy. This analysis sheds new light on the program
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in the foundations of probability referred to as objective Bayesianism, and more

speci�cally to the work of the physicist E.T. Jaynes. The philosophical signi�cance

of Jaynes's research has been largely misunderstood. This is, at least, in part,

owing to the a prioristic language which Jaynes himself employs in discussing his

own views. By acknowledging the role that symmetry judgments play in the correct

application of maximum entropy methods, we can absolve Jaynes of any charge of

illicit a priorism, and bring to light the essential role (manifest in Jaynes's actual

applications of the maximum entropy principle) that physical theory plays in the

methods of objective Bayesianism.

4. The introduction of a mathematical framework in which to study the non-statistical

(or `single-trial') probabilistic content of judgments of symmetry applied to (in�-

nite) stochastic processes. In this framework, we prove the following technical result:

there exist random variables X and Y such that (1) Y is (strictly) less informative

than X; and (2) X and Y de�ne symmetries which contain exactly the same prob-

abilistic content. This result is philosophically interesting since it shows that there

exist descriptions of the outcomes of a stochastic process which, for logical reasons,

must contain probabilistically irrelevant information.

5. Applications of similar symmetry-based ideas to the well-known exchange paradox.

One natural project which is suggested by this thesis is to apply to framework of proba-

bilistic indistinguishability and probabilistic completeness to speci�c problems within the

framework of objective probabilities, e.g., Bertrand's Paradox and von Mises' Water-Wine

Paradox.



Chapter 0

Prologue

Probability, Symmetry and Games of Chance: A Brief

History

The simplest and least controversial examples of probabilistic reasoning are addressed to

elementary games of chance, such as those which involve the tossing of coins, the casting of

dice or the drawing of cards from a shu�ed deck. Historically, it was through the analysis

of such games that the study of probability underwent its �rst growth in the direction

of a mature and mathematically rigorous science.1 It is worth considering brie�y why

this should have been the case, that is, why should so specialized an activity as dice

casting have served as the backdrop for mankind's �rst genuine attempts to assess the

probabilities of events?2

1Leibniz clearly recognized the importance of games of chance for a general theory of probabilistic
reasoning. He writes: �I have said more than once that we need a new kind of logic, concerned with degrees
of probability. . . Anyone wanting to deal with this question would do well to pursue the investigation of
games of chance, carefully reasoned and with full particulars.� He had little to say, however, about why
games of chance should play so central a role in such an inquiry, remarking only that in a great many
instances `. . .the human mind appears to better advantage in games than in the most serious pursuits.�
(Leibniz, p. 466)

2This question should not be confused with that which is discussed in Hacking (1975). Hacking is
not concerned to assess why the earliest calculations of probability should have involved simple games of
chance, like dice-tossing or coin-�ipping, but rather why, given the long history of gambling and game-
playing in human society, these �rst calculations should have only taken place in the late Renaissance

6
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One proposed account of the role that simple games of chance played in the history

of probability is suggested by the following passage, taken from a well-known textbook in

econometrics:

Historically, probabilities were �rst proposed as a way to understand the dif-

ferences noticed empirically between the likely occurrence of di�erent betting

outcomes. . . Thousands of soldiers during the medieval times could attest to

the di�erences in the. . . relative frequencies. . . of di�erent events related to the

outcomes in [a game in which two dice are cast]. . .. While waiting to attack a

certain town, the soldiers had thousands of hours with nothing to do and our

historical records suggest that they indulged mainly in games of chance like

casting dice. After thousands of trials they knew intuitively that the number

7 occurs more often than any other number and that 6 occurs less often than

7 but more often than 5. . .3

As the story goes, in the lengthy interludes between consecutive battles, medieval soldiers

would often �nd themselves with a great deal of free time on their hands, and during

these periods of prolonged inactivity, betting on the outcomes of games of dice comprised

their principal form of entertainment. Over time, as soldiers took part in increasingly

large numbers of repeated plays of such games, they gradually came to recognize cer-

tain patterns in the relative frequencies with which various outcomes would occur, and,

eventually, probabilities were introduced as a way of making sense of these observations.4

period in Europe. While I share in Hacking's curiosity as to this point, I disagree with his view that
the sudden advances in probability theory which took place in the 17th century were the result of a
radical shift in our conceptualization of chance and evidence (a thorough, historical critique of Hacking's
thesis that the modern `subjective' concept of probability was a 17th century contrivance can be found
in Garber and Zabell (1979)).
My own opinion is more closely aligned with that expressed in Howson (1978). Howson argues that

it was due, in large part, to the introduction of modern mathematical notation in the 16th century and
the drastic simpli�cation that such notation brought to even the simplest computations, that the theory
of probability, in the hands of such able mathematicians as Huygens, Pascal and Fermat, was able to
develop at so rapid a pace.

3Spanos (1999), p. 4.
4As a matter of historical fact, there is no evidence of an emerging calculus of probabilities in the
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As a general depiction of the role that simple games of chance played in the early his-

tory of probability, there is something deeply unsatisfying about this account, for in spite

of its acknowledgment that probabilities were �rst introduced in connection with games

of dice, no further indication is given as to what it is about such games that made them

particularly likely candidates for probabilistic scrutiny. Indeed, if, as the above account

suggests, probabilities were �rst proposed as a way of making sense of the observed fre-

quencies of events in a prolonged sequence of repeated trials, then, presumably, they could

have arisen out of an attempt to explain the behavior of any well-observed, repeatable

chance process. In particular, they could have arisen in the context of games of chance

But then it remains a mystery as to why probabilities should have been �rst introduced

in connection with so seemingly peculiar a phenomenon as the relative frequencies with

which the various faces of cubic blocks of wood or bone show face-up when they are cast

upon the �oor.

In responding to this point, it clearly will not do to simply note that, as a matter of

historical fact, the outcomes of such processes as dice casting and the like were among

the most common events on which to bet money, so that it was in the context of such

games that the �nancial interests of individuals were most directly tied to an accurate

estimate of the probabilities involved, for this simply pushes the question one step back

to that of why such an exorbitant amount of time should have been devoted to betting

on dice in the �rst place. Why, that is, should medieval soldiers have occupied their free

time betting on the outcome of games of dice as opposed to betting on the outcome on

some other arbitrary chance process?

As a �rst step towards answering this question, we should take note of the obvious

but sometimes overlooked fact that chance processes, such as the casting of dice, are,

middle ages. To quote Kendall (1956): �It might have been supposed that during the several thousand
years of dice playing preceding, say, the year A.D. 1400, some idea of the permanence of statistical ratios
and the rudiments of a frequency theory of probability would have appeared. I know of no evidence to
suggest that this was so. Up to the �fteenth century we �nd few traces of a probability calculus and,
indeed, little to suggest the emergence of the idea that a calculus of dice-falls was even possible.� (p. 3)
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ultimately, artifacts of human contrivance. They were either chosen or designed by human

beings with speci�c purposes in mind, and, as such, they generally possess certain features

which distinguish them from other chance processes as particularly well-suited to serve in

the tasks for which they are employed.

Take, for example, the speci�c case of dice casting. Throughout history, human beings

have generally cast dice for one of two reasons. On the one hand, dice were sometimes

employed in religious ceremonies as instruments of `sortilege' or divination by mechanical

means. In the course of such a ceremony, a question would be posed by a group of devotees

as to the will of the gods in regard to a certain matter, a certain chance process would be

initiated, and the answer to the question would somehow be deduced from the outcome

of the process. Thus, for example, a group of primitive tribesmen might toss a four-sided

bone in order to determine in which direction they ought to venture in search of fresh

game. Now, clearly, certain bones would be better suited to serve in this capacity than

others. If it were the case, for example, that one of the four sides of the bone was, by far,

the most likely to land face-up, and if this were owing to some manifest feature of the

bone itself (e.g., if one of the four sides of the bone was signi�cantly larger than the rest)

then it would strain the limits of credulity, even for a simple-minded and pious hunter,

to admit that the outcome of the cast was truly revelatory of the will of the gods. Thus,

the very conditions for the credibility of an instrument of sortilege would have naturally

led to the favoring of increasingly regular, or symmetrical devices.

Still, if dice were only ever employed as instruments of sortilege, there would be no

real need for them to be perfectly symmetrical since it would be enough for this purpose

to ensure that the outcome of the cast should not depend in any obvious way on factors

wholly irrelevant to the matter to be divined.5 The real need for symmetrical dice arises

in connection with the second purpose for which dice have historically been employed,

5This perhaps explains why irregularly shaped objects were still being used for sortilege in classical
Greek and Roman religious rituals long after cubic dice had been introduced in the context of game-
playing and gambling. For more on the role of games of chance in divination, see David (1962), ch.
2.
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namely, as supplying the random element in games of chance.

When employed in this capacity, as tools for game-playing, the ideal of a symmetrical

die is inherited from that of a `fair' game, that is, one in which no player possesses an

advantage over any other.6 This ideal of a fair game is among the most basic normative

concepts associated with the activity of game-playing. Moreover, it is not di�cult to

imagine how the pursuit of this ideal might have led the early designers of games of

chance to seek out symmetrical dice for use in their games, for the most direct way

to ensure that a game of chance is fair is to play the game under equal conditions, so

that �. . .no di�erence between [the players] may be noticed except that consisting in the

outcome.�7 Since the simplest conceivable game of dice is one in which each player is

assigned a di�erent face of a single die, and the player whose assigned face shows up is

the winner, the most direct way to ensure the fairness of such a game is to employ a

die whose distinct faces are, in all relevant respects, indistinguishable, i.e., a die that is

6Today, we might de�ne a fair game to be one in which all parties involved have an equal expectation
of gain, thus rendering fairness a probabilistic concept. It is clear from their writings, however, that the
earliest theorists of probability took fairness to be a more basic concept than that of expectation. Indeed,
in some cases, the concept of expectation was de�ned in terms of fairness, rather than the other way
around. Consider, for example, Huygens's proposed de�nition of expected gain:

One's . . . expectation to gain any thing is worth so much, as, if he had it, he could purchase
the like . . . expectation again in a just and equal game. For example, if one without my
knowledge, should hide in one hand 7 shillings, and in his other 3 shillings, and put it to
my choice which hand I would take, I say this is worth as much to me as if he should give
me 5 shillings; because if I have 5 shillings, I can purchase as good a chance again, and that
in a fair and just game. (Huygens, p. 263)

Clearly, if by a `fair and just' game, Huygens simply meant one in which all parties involved have an equal
expectation of gain, then this de�nition would be patently circular. In his commentary on Huygens's
treatise, Jacob Bernoulli recasts this claim as follows: �Anyone may expect, or should be said to expect,
just as much as he will acquire without fail.� (Bernoulli, p. 134) In assuming that a person can always
`acquire' his expectation without fail, Bernoulli seems to be assuming the existence of other players who
are always willing to accept any proposed fair exchange.

7Dascal (2006), p. 106. This point is clearly expressed in the following passage taken from the Italian
mathematician (and inveterate gambler) Gerolamo Cardano's 16th century treatise, Liber de Ludo Alea

(Book on Games of Chance):

The most fundamental principle of all gambling is simply equal conditions, e.g., of oppo-
nents, of bystanders, of money, of situation, of the dice box, and of the die itself. To the
extent to which you depart from that equality, if it is in your opponent's favor you are a
fool, and if in your own, you are unjust. (Cardano, p. 5)
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symmetrical.8

Thus, insofar as the early designers of games of chance were concerned to ensure fair

conditions of play, they would have naturally been led to seek out symmetrical devices

for use in their games. It is for this reason that such processes as coin tossing, dice

casting and the like, have, throughout history, �gured so prominently in games of chance,

for such processes all employ devices which exhibit manifest physical symmetries. We

can obtain some historical evidence for this claim by taking note of the crucial role that

considerations of symmetry played in the history of dice-making.

Games which involve the casting of dice appear to be as old as human society itself. At

early archeological sites throughout Europe and the Near East, researchers have unearthed

numerous specimens of the astragalus, or hucklebone (the small bone positioned just above

the heel) of animals, which they now conclude were employed as a primitive form of dice.9

As a �rst hint as to the importance of the symmetry of such devices, it may be noted that

nearly all the astragali that have thus far been unearthed have belonged to hoofed animals,

such as deer, oxen or goats. It is in such hoofed animals that the astragalus bone possesses

the most nearly symmetrical shape, for in animals with more fully developed feet, a more

irregularly shaped bone is needed in order to transfer the strain of the creature's weight

to the foot (see �gure 1.1).

It is, of course, mere speculation to suppose that the choice to use astragali from

hoofed as opposed to footed animals re�ects a deliberate engineering decision on the part

of primitive dice-makers, let alone to imagine that such a decision was primarily informed

8If we imagine a variant of this procedure in which the die is cast to determine which of a number of
suspects are to be found guilty of a certain crime, then we have an intermediate case in which a die is
used both as an instrument of divination, and as a tool in a (rather high-stakes) `game' of chance. One
might suppose that this is how such juridical terms as `fair', `honest' and `unbiased' came to be used to
describe an evenly weighted die, although these terms may just as well have derived from the attributes
of those individuals who would employ such dice in games with others.

9This conclusion is based, in part, on the fact that in the vicinity of such astragali one often discovers
collections of small and varicolored stones, which are thought to have been used as counters of some
sort. Apart from such circumstantial evidence, however, we have documentary data in the form of tomb-
paintings that reveal that at least by the time of the �rst dynasty in Egypt (c. 3000 BCE) astragali were
used in conjunction with board games in which counters, or �men�, were moved on the board according
to certain �xed rules after tossing an astragalus. See David (1962), ch. 1, for further details.
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Figure 0.0.1: Sketches of an astragalus bone taken from a sheep (left) and a dog (right).
Note the more symmetrical shape of the former. (Image: David (1955)).

by considerations of symmetry. More conclusive evidence, however, that the ideal of

symmetrical dice was present to the minds of even the earliest dice-makers, consists in

the fact that one may �nd many examples of astragali that have had their edges �led

down to give them a more cubic shape. Such modi�ed astragali also provide us with

the �rst known examples of dice whose faces are `scored', or marked with insignia. This,

of course, was a natural result of the need to tell apart distinct faces which, through

the deliberate e�ort of dice-makers, had been rendered more di�cult to distinguish by

appearance alone.10

It did not take long for dice-makers to transition from modi�ed astragali to fully

manufactured dice. The oldest known example of a hand-carved six-sided die was recently

discovered in a site in modern day Iran, and dates from approximately 2700 BCE.11

The die itself is strikingly contemporary in its appearance: it is cubic in shape (with

slightly rounded edges) and its six faces are scored using pips arranged in the same

patterns as those which appear on most modern die (see �gure 1.2).12 In describing the

transition to manufactured dice, Schwartz writes: �The four-sided astragali simply were

at �rst transformed into cubes, most likely to make them roll more randomly. Because

of variations in bone density and structure, though, these cubical astragali would have

10For additional details, see Schwartz (2007), ch. 1.
11See Agence-France-Presse (2004).
12One di�erence between these ancient dice and modern dice consists in the fact that the latter are

always scored so that the scores assigned to opposite faces sum to seven. According to Schwartz (2007),
it was not until around 1300 BCE that this convention was generally adopted. As will be discussed at
greater length in Chapter 2, this simple and often overlooked fact about how modern dice are scored has
non-trivial implications for the probabilistic analysis of dice casting.
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inevitably rolled unevenly; it was a logical step to carve more honest dice out of ivory,

wood and other materials.�13 To accept this hypothesis is, of course, to admit that early

dice-makers had already come to the realization that the symmetrical shape of a die was

only of signi�cance insofar as it ensured that the material itself comprising the die was

symmetrically distributed.

Naturally, it was only a matter of time before professional gamblers sought to extract

pro�t from this distinction between the overt shape of the die and its internal makeup.

By the classical period of antiquity, the use of dice for the purpose of gaming was ubiqui-

tous,14 and as Hacking notes, betting on dice was so prevalent in the Roman world, that

�[s]omeone with only the most modest knowledge of probability mathematics could have

won himself the whole of Gaul in a week.�15 Such huge opportunities for �nancial gain,

naturally led professional gamblers to try to devise new techniques for maximizing their

pro�t, and, indeed, from the Roman period onward, we have evidence of the existence of

`crooked' dice, which were engineered so as to ensure that certain sides of the die would be

more likely than others to land face-up. The techniques that were used for constructing

such dice (slight rounding of the edges, internal weighting of the die, etc.) clearly indicate

that they were crafted with an eye to maintaining their apparent symmetry. Obviously,

such a duplicitous practice only makes sense if the apparent symmetry of the die supplies

to its viewers some prima facie indication of its fairness.

13Schwartz (2007), p. 19.
14For example, the great epic poems of ancient India are riddled with stories of ill-fated kings who lose

their fortunes to the toss of a die. The most famous example of this sort comes from the Mah	abh	arata,
and involves the Pandava king, Yudhis.t.hira, who, along with his brothers, is forced into exile after losing
his kingdom in a game of dice to the dice-master Shakuni. It is not entirely clear from the text, to what
sort of skill Shakuni's `mastery' was meant to refer, and, in particular, whether it involved dexterity at
tossing the die or perhaps some secret knowledge of the probabilities involved. On the one hand, it is
suggested that such skill can be communicated, in speech, from a master to a pupil (which would suggest
the latter reading), while on the other hand, many of the stories seem to relate to the single casting of a
single die (which would suggest the former).

15Hacking (1975), p. 3. Dicing, in the Roman world, was as much an occupation of Emperors as it was
of the common folk. As is observed in David (1955), Suetonius's Life of Augustus reveals the emperor
Augustus to be an avid gambler, and the same author's Life of Claudius claims that the latter had a dice
board especially �tted for his carriage, so that he could play while driving, and that he would often play
right against left hand.
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Figure 0.0.2: The world's oldest known (manufactured) dice, recently discovered while
excavating the site of the `Burnt City' in southeastern Iran. Archaeologists esti-
mate that these dice date back to approximately 2700 BCE. (Photo: Press TV,
http://www.payvand.com/news/10/aug/1084.html)

The history of dice-making thus clearly indicates an active concern to manufacture

symmetrical (or, in the case of crooked dice, apparently symmetrical) devices, and, as we

have argued, the signi�cance of such symmetry lay in its capacity to underwrite direct

judgments of fairness in the context of simple games of chance. To return to our original

question, then, we can now see why medieval gamblers would have preferred to bet on

games involving dice as opposed to betting on the outcome of some other arbitrary chance

process, for in virtue of the manifest symmetry of their dice, they could feel con�dent,

at least with respect to the simplest of such games, that no one player held an unfair

advantage over any other.

So where exactly do probabilities enter the story? The earliest developments in prob-

ability theory were the result of attempts to restore conditions of fairness to games played

under asymmetrical conditions.16 The most elementary example of this sort of asymmetry

is that which results from assigning to each of the players in an initially fair game not just

one but a plurality of distinct outcomes, the occurrence of any one of which would win

16This, for example, is the explicit subject of Huygen's (1657) treatise, de Ratiociniis in Ludo Aleae:
�Although the events of games, which fortune solely governs, are uncertain, yet it may be certainly
determined, how much one is more ready to lose than gain. . . If [for example] I should play with another
in unequal conditions. . . by a demonstrative reasoning, I can estimate both the value of his expectation
and mine, and consequently (if we agree to the leave the game imperfect) determine how great a share
of the stakes belong to me, and how much to my play-fellow: or if any were desirous to take my place
at any rate I ought to fell it. . . Since the calculation of these things. . . can be oft-times applied to good
purpose, I shall brie�y show how it is to be done.� (Huygens, p. 262-3)
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him the game. Thus, for example, in a game in which two dice are cast, the winner may

be determined by the sum of the two faces, rather than their particular values. Clearly,

in the context of such a game, the player who is assigned the largest number of outcomes

stands to gain the most from playing the game, and thus, if the game is to be fair, the

cost for this player to take part should be higher. But exactly how much more should it

cost him to play?

The general solution to this problem was �rst published by Huygens in 1657, though

the result was known earlier to Fermat. Huygens claimed that the players in such a game

should each be made to pay an amount commensurate with that which they expect to gain

from playing the game, where the value of this expectation is determined in accordance

with the following rule:

If the number of chances by which a falls to [the player] be p, and the number

of chances by which b falls, be q, and, supposing all the chances do happen

with equal facility, then the value of [the player's] expectation is pa+qb
p+q

.17

Thus, according to Huygens, in order to restore conditions of fairness to an imperfect

game, each player must incur a certain cost for each of the possible outcomes of the game

that are favorable to their interests, where the cost incurred for each such outcome is

determined by some �xed proportion of the value of the bene�t they would receive if that

outcome were to occur. The validity of this rule, of course, presupposes that �all the

chances do happen with equal facility�, i.e., that the underlying process is symmetrical.

Though Huygens's result is expressed in terms of expectation rather than probability,18 it

is clear from this passage that he has already arrived at an understanding of the principle

17Huygens, p. 265.
18Daston (1980) argues that the reason that the classical theorists of probability expressed their results

in terms of expectation rather than probability, was that they could expect their readers to be familiar
with the qualitative analog to the notion of expectation that was commonly employed in legal discussions.
Daston's analysis reveals the very close historical and conceptual connection between games of chance
and aleatory contracts under Roman-canonical law, underscoring the fact that games of chance were
essentially viewed as contracts between competing parties. Probabilities arose in the context of a general
theory of the equitability of such contracts.
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that the probability of an event relating to the outcome of a symmetrical chance process

is equal to the proportion of the possible outcomes (or �chances�) of the process which

entail that event's occurrence. Historically, it was this quantity describing the proportion

of `favorable' outcomes of a fair chance process, and not any relative frequency, that was

the intended determinant of probabilistic reasoning.19

Probabilities were thus �rst introduced as part of a general theory of the conditions

of fair-play in games of chance. The approach that was adopted by the earliest theorists

of probability was based on the general method of perturbations: an asymmetrical game

would �rst be modeled as a game played under symmetrical conditions that had been

altered so that each of the players in the game stood to gain as a result of, not just one,

but a number of distinct possible outcomes. The calculus of probabilities would then be

applied in order to `correct' for the asymmetries introduced in this way by adjusting the

relative cost of participation so as to accord with a player's expected returns. Simple

games of chance, such as those which involved the casting of dice, played a seminal role

in the history of probability precisely because they admitted of the most straightforward

modeling along these lines, and this again was owing to the manifest symmetries exhibited

by the chance processes they employed.

Even in the context of such simple games of chance, however, it sometimes required a

signi�cant amount of abstraction from the actual conditions of play, in order to concep-

tualize the game as an otherwise fair game altered in the manner described above. The

�rst non-trivial example of this sort concerned the so-called `problem of points'. Suppose

that two players are engaged in a game which is played in multiple rounds. The winner

of each round is determined by the outcome of some fair chance process (e.g., a coin toss)

and the winner of the game is the �rst player to win n rounds. If, for some reason, the

game is interrupted with the �rst player having won p rounds to the second player's q

19This is not to say that observed frequencies play no role in probabilistic inference. As we shall see,
it is quite often observed frequencies that serve to underwrite judgments of probability. It is a mistake,
however, to think of frequencies as the `brute empirical facts' to which the theory of probability responds
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(0 ≤ p, q < n), what would constitute an equitable division of the stakes?

The problem has a long history dating back to the late 15th century, and many erro-

neous solutions20 were o�ered prior to the �rst correct analysis of the problem, proposed

in a letter from Fermat to Pascal in 1654.21 As Fermat observed, since the winner of the

game is the �rst to win n rounds, if we imagine that the game had not been interrupted,

the winner of the game would have been decided in at most N = (2n − 1) − (p + q) ad-

ditional rounds. But since each of the possible ways of extending the game by N rounds

is equally possible, the proportion of the total stakes to which either one of the players is

entitled is just the proportion of the 2N possible continuations of the game which entail

victory for this player.22

20For a detailed account, see Hald (1990), section 4.2.
21Fermat's original letter to Pascal is no longer extant, but the details of Fermat's solution can be

inferred from the subsequent letters in the exchange (The relevant portions of the Pascal-Fermat corre-
spondence can be found in Smith (1984)).
Pascal himself o�ered a di�erent solution to the problem. Let fn(p, q) be the proportion of the total

stake to which a player is entitled who has won p rounds to his opponent's q in a game to n. Pascal
proposed to determine the value of fn recursively by means of the following three conditions (0 ≤ p, q < n):

1. fn(n, q) = 1, fn(p, n) = 0

2. fn(p, p) = 1
2

3. fn(p, q) = fn(p+1,q)+fn(p,q+1)
2

Acknowledging the computational intractability of his method when p and q are small compared to n,
Pascal put forward the following simple method for assessing the proportion of the other player's stake
which a player may claim after winning the �rst round:

2fn(1, 0)− 1 =

∏n−1
i=1 (2i− 1)∏n−1

i=1 2i

Pascal does not provide a proof of this equation in his letter to Fermat, suggesting only that the proof may
be obtained �with much di�culty� by combinatorial considerations. With the aid of modern notation,
the combinatorial proof is, in fact, not so di�cult, but we leave it to the reader to supply.

22In modern terms, Fermat's method yields the negative binomial distribution

fn(p, q) =

∑N
i=n−p

(
N
i

)
2N

Initially, Pascal misinterpreted Fermat's suggestion, imagining that the N additional rounds were be
played all at once, rather than in sequence. As a result, Pascal suggests that while Fermat's method
solves the problem for two players, it does not solve the problem for three players, since, in this case,
playing N additional rounds may lead to more than one player securing the n rounds needed to win. In a
subsequent letter, Fermat corrects Pascal's mistake, observing that if the order of the additional rounds
are taken into account, then each possible continuation determines a unique winner of the game. The
exchange ends with Pascal conceding that Fermat's solution does, in fact, apply in full generality.
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It is a generally held view among historians of probability that Fermat's solution to

the problem of points marks the birth of the mathematical theory of probability, and

while it is certainly true that the rapid advances in combinatorial analysis that occurred

in the early part of the 18th century (most notably, through the work of Montmort, de

Moivre and Jacob Bernoulli) were largely the result of attempts to apply Fermat's `method

of combinations' to increasingly complicated chance scenarios, it would be a mistake to

view the signi�cance of Fermat's solution in strictly mathematical terms. For what is

most novel about Fermat's analysis is not the combinatorial techniques employed in the

calculation itself (probabilities had been computed by such methods before),23 but rather

Fermat's suggestion as to which possibilities were to be counted.

According to Fermat, in order to determine the probability of a player's winning the

game once it has been interrupted, one must consider all the possible ways in which the

game might be extended by a number of rounds su�cient to determine the victor. Note,

however, that in many such extensions of the game, a winner will be decided before this

number has been reached. Thus, for example, if one player leads 2 to 1 in a game to 3,

the game will be decided in no more than two rounds, but in two of the four possible

continuations of the game, the next round will decide the match. Thus, according to

Fermat, in order to assess the probability with which a player will win the game, we must

countenance possibilities in which the game is continued beyond the point at which a

winner has been decided.

As reported in a letter from Pascal to Fermat, this particular feature of Fermat's

analysis was objected to by the French mathematician Roberval, who claimed that he

23Fermat was by no means the �rst to employ combinatorial methods to compute the probability of
an event. Thus, for example, Cardano, more than a century before the Pascal-Fermat correspondence,
correctly computed that in a single cast of three dice, the probability that at least one ace would be
scored is 91/216 (see Cardano, p. 17). A still earlier and more remarkable example of combinatorial
reasoning appears in the work of the medieval philosopher and mathematician Nicole Oresme. In his
treatise De proportionibus proportionium (On ratios of ratios, circa 1350), Oresme correctly determines
that the probability that a pair of numbers m and n drawn at random from the set {1, 2, 3, . . . , 100}
will be geometrically commensurable (i.e., that mr = n, for some rational r) is 1/198. (see Oresme, pp.
255-59)
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� . . .could not see why one should pretend to make a just division on the assumed condition

that one plays [N additional rounds], in view of the fact that the natural terms of the

game are such that they do not [continue playing] after one of the players has won.�24

Fermat's reply to Roberval is telling: �The assumption, as you have well called it �this

�ction,� of extending the game to a certain number of plays serves only to make the rule

easy and (according to my opinion) to make all the chances equal and symmetrical. . .�25

As Fermat's reply to Roberval reveals, in modeling a chance scenario, the principal

aim is to represent the event whose probability one is concerned to assess as a combination

of outcomes of a symmetrical chance process. Moreover, this remains the aim despite the

fact that one may thus be forced to entertain possibilities which are not, strictly speaking,

possible given the most `natural' interpretation of the scenario. While such a model may

be thought of as, in some sense, ��ctional�, as long as the imagined process is symmetrical

(and as long as the event whose probability one is concerned to assess is such that each

of the possible outcomes of the process su�ce to determine whether or not this event

occurs) the method of combinations can be applied. Now, in the context of simple games

of chance, it is very often the case that the most natural modeling of the scenario does

possess the requisite symmetry, and, as a result, with respect to the analysis of such

games, little e�ort is required in order to choose the space of possibilities within which

combinatorial reasoning is to take place. As Fermat's solution to the problem of points

illustrates, however, in more complicated settings, as much of the `art' of probabilistic

reasoning involves the initial modeling of a chance process as its subsequent analysis, and

with respect to such modeling it is symmetry which ultimately guides our thinking.

24Smith (1984), p. 556. The French mathematician Jean d'Alembert was guilty of a similar error,
concluding that the probability of a coin landing heads once in two consecutive tosses is 2/3, his argument
being that if the coin lands on the �rst toss, the game is �nished and the second toss counts for nothing.

25Ibid., p. 562. Fermat himself seemed to regard the �ctional continuations of the game as mere
computational aids and proposed that one could, in fact, solve the problem without � . . . recurring to
imagined conditions,� instead appealing only to �the true combinations,� by computing separately the
probabilities of the events of the form �the player will win in k additional rounds,� (k = 1, 2, . . . , n−p ) and
summing the results. What Fermat failed to note, however, is that in order to compute the probabilities
of these events combinatorially one still must consider possibilities in which the game is continued even
after a winner has been decided.



Chapter 1

Symmetry and Probability

The universe might be all so �uid and variable that nothing should preserve

its individual identity, and that no measurement should be conceivable; and

still one portion might remain inclosed within a second, itself inclosed within

a third, so that a syllogism would be possible. But probable inference could not

be made in such a universe, because no signi�cation would attach to the words

�quantitative ratio.� For that there must be counting; and consequently units

must exist, preserving their identity and variously grouped together.1

� C.S. Peirce

1.1 Introduction

The concept of symmetry thus lay at the heart of the classical theory of probability.

It was by direct appeal to the symmetries exhibited by the processes underlying simple

games of chance that the earliest theorists of probability were able to justify the initial

assumptions of equiprobability which allowed them to compute the probabilities of more

complex events using combinatorial methods, i.e., by simply counting cases.

1Peirce (1992), p. 191

20
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Of course, a great deal has changed since the 17th century, and today the idea that

the theory of probability should be viewed primarily as a tool for the analysis of games of

chance seems as antiquated a notion as that the principal aim of physics is to accurately

predict the motions of the stars. Indeed, even among the earliest theorists of probability

the question was often raised as to how probabilistic reasoning might be extended beyond

the domain of simple games of chance so as to apply more generally to `matters civil,

moral and economic,' and it was recognized early on that the classical approach, which

relied on a direct appeal to the symmetries inherent in a setup, possessed a limited scope

of applicability. To quote Bernoulli:

[Such methods] only extremely rarely succeed, and hardly ever anywhere ex-

cept games of chance which their �rst inventors, desiring to make them fair,

took pains to establish in such a way that the . . . cases themselves occurred

with the same facility. . . But what mortal, I ask, may determine, for example,

the number of diseases as if they were just as many cases, which may invade

at any age the innumerable parts of the human body and which imply our

death? And who can determine how much more easily one disease may kill

than another � the plague compared to dropsy, dropsy compared to fever?

In these and similar situations . . . it would clearly be mad to want to learn

anything in this way.2

As Bernoulli notes, while the designers of simple games of chance went to great lengths

to ensure that the chance processes employed in their games would exhibit the requisite

symmetries needed to underwrite an initial judgment of their fairness, Nature, in general,

is not so accommodating in her designs. The vast majority of naturally occurring chance

processes simply do not exhibit such manifest symmetries, and, hence, with respect to

events relating to the outcomes of such processes, the standard methods for computing

probabilities cannot be applied.

2Bernoulli, pp. 326-27.
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It was his pessimism as to the possibility of applying symmetry-based methods to the

analysis of more complex `real-world' phenomena that ultimately led Bernoulli to propose

an alternative `empirical' approach to the determination of probabilities, based upon what

we now recognize to be the �rst limit theorem in probability theory, an integral form of

the weak law of large numbers. This shift towards a more statistical approach to the

assessment of probabilities gradually led, over the course of a few centuries, to the birth

of modern statistics and to the infusion of probability concepts throughout the whole of

science. In light of such drastic developments, it may be tempting to dismiss the simple

symmetry-based arguments employed in the earliest analyses of games of chance as having

little to teach us about the general structure of probabilistic reasoning. In particular, since

it is only in highly contrived settings that a direct appeal to the symmetries exhibited by

a chance process can su�ce to determine the probabilities of events, it may be tempting

to conclude that the concept of symmetry itself has, at best, a limited role to play in a

general theory of probability.

In this essay, I will argue that this view of the matter is mistaken, and that judgments

of symmetry, in fact, have an indispensable role to play in all probabilistic reasoning.

Whenever we assess the probability of an event, our doing so requires that we appeal

to exactly the same sort of reasoning which led medieval gamblers to conclude on the

grounds of the symmetry of their dice that they were fair.

The main line of argument in support of this claim will be developed in chapter 2. It is

essentially a negative argument, which aims to show that the two most plausible proposals

for how to avoid an appeal to symmetry in the assignment of probabilities (viz., those

which are based on either a priori epistemological criteria or the observed frequencies of

events) must themselves rely on implicit assumptions of symmetry if they are to defend

themselves against the charges of incoherency and arbitrariness.

In this �rst chapter, our aim will simply be to provide a more detailed account of

symmetry-based reasoning. As we shall see, the di�culties that we will face in developing
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such an account have less to do with the formal structure of such reasoning (which is

relatively straightforward) and more to do with its interpretation. There is, in particular,

one signi�cant conceptual challenge that we will have to overcome if we are to arrive at

a satisfactory account of symmetry-based reasoning. This di�culty derives from the fact

that the chance processes to which such reasoning is typically applied are generally held

to be deterministic in nature.

As a brief illustration of the problem, consider the case of dice casting. To judge that

a given die is symmetrical is to assume that the various faces of the die can be treated as

indistinguishable for the purpose of assessing the probability with which any given side

of the die will land face-up. It is on the basis of this assumption that we assign to each of

the six possible outcomes of the cast an equal probability. At the same time, however, it

is generally supposed that dice casting is a deterministic process, that is, provided one is

given a su�ciently detailed description of the initial conditions of the cast, along with a

complete account of the physical laws that govern the die's motion, one can, in principle,

deduce from this information how the die will land. But these two assumptions appear

to be in contradiction, for if casting the die is indeed a deterministic process, then there

must be certain properties possessed exclusively by that particular side of the die which

lands face-up, which serve to distinguish it from all the other sides, as that which, by law,

was determined to do so. Hence, the die (with respect to any given cast) is not, strictly

speaking, symmetrical.

The standard response to this di�culty has been to construe judgments of symmetry

in `epistemic' terms, as expressing claims not about the chance process in question, but

rather about the agent's own epistemic state.3 To adopt such a view, however, is to give

3It is important to stress that the epistemic interpretation of judgments of symmetry does not simply
assert that whether or not one is justi�ed in adopting such a judgment depends upon what evidence
one has in one's possession. This, of course, is obviously true. The claim is rather that the content

of such a judgment is itself relative to a particular body of evidence. This is clearly expressed in the
following passage from Keynes' Treatise on Probability : �When in ordinary speech, we name some opinion
as probable without further quali�cation, the phrase is generally elliptical. We mean that it is probable
when certain considerations, implicitly or explicitly present to our minds at the moment, are taken into
account. We use the word for the sake of shortness, just as we speak of a place as being three miles
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up on the pre-theoretical intuition that judgments of symmetry and the assignments of

probability that they license express objective judgments about the chance processes under

study. When the earliest theorists of probability were engaged in the task of developing

increasingly sophisticated techniques to compute the probabilities of events, they were

not merely introducing a more precise language in which to articulate the structure of

their own ignorance. Instead, they were laying the foundations for a new methodology

for conducting theoretical inquiry into the world.

The challenge then is to try to render coherent the symmetry-based methods which

lay at the heart of the classical theory of probability within the context of a deterministic

world-view, and to do so, without sacri�cing the objectivity of these methods. In order to

take up this challenge, we will eventually be forced to address certain foundational issues

pertaining to probabilistic reasoning and its relation to deduction. In the next section,

however, we begin by examining, in more detail, the formal structure of symmetry-based

reasoning.

1.2 The Airplane Seat Problem

In this section, we will present a concrete example of symmetry-based reasoning. As we

shall see, the example is of a particularly trivial sort, in that the conclusions arrived at

follow deductively from the probabilistic assumptions laid down in the problem statement.

Nevertheless, we will be able to abstract from this example a general account of the formal

structure of symmetry-based reasoning.

The example involves an elementary exercise in combinatorial analysis referred to as

�The Airplane Seat Problem.�4 One hundred passengers are standing in line waiting to

distant, when we mean three miles distant from where we are then situated, or from some starting-point
to which we tacitly refer. No proposition is in itself either probable or improbable, just as no place can
be intrinsically distant; and the probability of the same statement varies with the evidence presented,
which is, as it were, its origin of reference.� (Keynes, p. 7)

4I �rst heard this problem discussed in the `Weekly Puzzler' segment of the National Public Ra-
dio Show, �Car Talk.� A transcript of the segment of the show in which the problem is discussed can
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board an airplane. Every seat on the �ight is booked and each of the passengers has been

given a ticket which assigns to him or her a particular seat on the plane. The airline in

question conducts the boarding process in an unusually orderly manner, requiring each

passenger to board the plane and take his or her seat before the next passenger is allowed

entry. As it turns out, the passenger at the head of the line has misplaced his ticket, and,

unable to recall which seat was assigned to him, he boards the plane and selects a seat

at random. When the next passenger comes on board, if his assigned seat is available, he

takes it, but if his seat was taken by the �rst passenger in line, he, in turn, chooses a seat

at random from among the ninety-nine unoccupied seats. The boarding process continues

in this way, with each passenger sitting in his or her assigned seat if it is available, but

otherwise choosing from among the unoccupied seats at random, until the last passenger

in line is about to board the plane. What is the probability that the last passenger in line

will end up sitting in his own assigned seat?

The assumption that each passenger, when forced to select a seat other than their own

chooses a seat at random, makes this a mathematically well-de�ned problem, and so we

could, in principle, compute the solution directly. For example, since the �rst passenger

chooses his seat at random, the probability that he will end up in the last passenger's

seat is 1
100

. The probability that the second passenger in line will end up in the last

passenger's seat is the same as the probability that the �rst passenger in line will choose

the second passenger's seat and that the second passenger will choose the last passenger's

seat from among the ninety-nine remaining seats. Thus, this probability is 1
100
× 1

99
. By

analogous reasoning, the probability that the third passenger in line ends up in this seat

is ( 1
100
× 98

99
× 1

98
) + ( 99

100
× 1

99
× 1

98
).

be found at http://cartalk.com/content/puzzler/transcripts/200440/. A transcript of the seg-
ment in which the solution to the problem is discussed can be found at http://www.cartalk.com/

content/puzzler/transcripts/200440/answer.html. A slightly more detailed discussion of the prob-
lem can be found on John Armstrong's blog entitled, �The Unapologetic Mathematician,� at http:

//unapologetic.wordpress.com/2007/02/05/the-airplane-seat-solution/. While all of these so-
lutions to the problem are strictly correct none of them give as clear and intuitive an account of the
solution, as that which is given below.
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Continuing in this way, we could assess the probability that each of the �rst ninety-

nine passengers in line will end up sitting in the last passenger's seat, and by summing

these probabilities, deduce how likely it is that this seat will be occupied when the last

passenger comes on board. To do so, however, would be a tedious exercise � imagine if

the plane contained a thousand or ten-thousand seats! � and, as one might expect, the

problem admits of a much simpler and more elegant symmetry-based solution.5

This solution to the problem relies on the initial observation that the last passenger

in line must end up in either his own assigned seat or in the seat assigned to the �rst

passenger in line. To see this, we may simply note that if the last passenger were to end

up in a seat assigned to one of the other ninety-eight passengers in line, then this seat

would have been free when the passenger to whom it was assigned came on board. But in

this case, the seat would have been taken by this passenger and so would not have been

free when the last passenger came on board.

Let a and b be the seats assigned to the �rst and the last passenger, respectively.

Consider the �rst stage of the seating process at which one of these two seats was chosen.

The passenger who chose this seat was either the �rst passenger in line, or one of the

middle ninety-eight passengers in line, and so, by assumption, this passenger chose his

seat at random from among the available seats. Hence this passenger had an equal chance

5There are, of course, ways to simplify the calculation. Note, for instance, that the probability that
the nth passenger in line will end up in the last passenger's seat is the same as the probability that the nth
passenger in line will end up in the mth passenger's seat, for all n < m ≤ 100. Thus, the probability that
the last passenger's seat will be occupied by one of the �rst n−1 passengers is the same as the probability
that the nth passenger's seat will be occupied by one of the �rst n−1 passengers. This observation allows
us to de�ne the probability that the nth passenger in line will sit in the last passenger's seat recursively
as follows:

Pr(n) =
1

100− n+ 1

(
n−1∑
i=1

Pr(i)

)
, (n > 1)

which simpli�es to

Pr(n) =

(
100− n+ 3

100− n+ 1

)
Pr(n− 1) (n > 2)

From this, one can deduce, with a little bit of work, that the probability that the last passenger's seat
will be occupied by any one of the �rst n passengers in line is 1

100−n+1 . Letting n = 99, we obtain the
result (established in a much simpler way below) that the probability that the last passenger's seat will
be occupied when he comes on board is 1/2.
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of choosing the other member of {a, b}. If this passenger had chosen this other seat, the

process for all the other passengers except the last, could have continued exactly as before.

This means that for every possible seating arrangement, there is another possible seating

arrangement with the same probability, that can be obtained by switching a and b. Since

such a switch moves the last passenger from a to b, or vice versa, the last passenger has

the same chance of ending up in a as in b. But since these are the only two seats that he

could end up in, the probability that he ends up in b is 1/2.

We can express this argument in formal terms as follows: Let (a1, . . . , a100) be any

permutation of the sequence (1, 2, . . . , 100). We will interpret this sequence as expressing

the fact that the ith passenger in line (1 ≤ i ≤ 100) ends up sitting in the seat that was

originally assigned to the aith passenger. Since every passenger, except possibly the �rst,

will sit in his own assigned seat if it is available, in every possible seating arrangement,

for all m > 1, there exists an n ≤ m, such that an = m. It can easily be seen that this is

also a su�cient condition for a seating arrangement to be possible. Hence, the set Ω of

all possible seating arrangements is given by

Ω = {(a1, . . . , a100) : for all m > 1, there exists an n ≤ m, such that an = m.}

Let L be the event that the last passenger in line ends up in his own assigned seat, i.e.:

L = {(a1, . . . , a100) ∈ Ω : a100 = 100},

and let F be the event that the last passenger in line ends up in the �rst passenger's seat,

i.e.:

F = {(a1, . . . , a100) ∈ Ω : a100 = 1}.

Since the passenger must end up in one of these two seats, L∪F = Ω, and so since these
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two events are disjoint:

Pr(L) + Pr(F ) = Pr(Ω) = 1.

Now, for every possible seating arrangement a ∈ Ω, let a∗ = (a∗1, a
∗
2, . . . , a

∗
100), where:

a∗i =


1 if ai = 100

100 if ai =1

ai otherwise

(1 ≤ i ≤ 100)

The transformation T : a → a∗ is a 1-1 function that maps Ω onto itself. Moreover, this

transformation does not change the probabilities since it simply consists in a passenger's

choosing the �rst seat instead of the last, or vice versa.6 Thus

Pr({a}) = Pr({T (a)}),

for all a ∈ Ω.

Note, however, that the event F is simply the result of applying the transformation T

to L, i.e.:

F = {T (a) : a ∈ L},

and so it follows that Pr(F ) = Pr(L). But since Pr(F ) + Pr(L) = 1, Pr(L) = 1/2.

1.3 The Formal Structure of Symmetry-Based Reason-

ing

The solution to the Airplane Seat problem presented in the previous section exploited

a certain probabilistic symmetry inherent in the problem. To bring out this symmetry,

6To be more precise, it is assumed that if c is any available seat di�erent from a and b, then the chance
of a passenger choosing c is the same when a is occupied and b is free, as it is when b is occupied and a
is free, and there is no change in the other seats.
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we may imagine that the last passenger in line inadvertently stumbles across the �rst

passenger's misplaced ticket so that he now has in possession two tickets which assign to

him two di�erent seats on the plane. Clearly, for the purpose of answering the original

question, it doesn't matter which of these two seats the last passenger counts as `his own'

since, with respect to all the other passengers in line (including the �rst), the di�erence

between the two seats has no e�ect in determining where they will sit down. Thus, if the

last passenger in line were to swap his own ticket for that which was originally assigned

to the �rst passenger in line, then the problem would remain, in all relevant respects, the

same.

Formally, this symmetry is re�ected in the fact that the function T : a → a∗ is a

probability-preserving transformation of Ω, a fact which follows from the initial assump-

tion that, when forced to make a choice as to where to sit down, passengers choose from

among the available seats at random. For the purpose of understanding the general struc-

ture of symmetry-based reasoning, it will be helpful to provide a slightly more detailed

explanation of the reasoning involved in this inference.

What are the factors that are relevant for assessing the probability of any particular

(admissible) seating arrangement (a1, . . . , a100)? Note that the only instances of indeter-

minacy that arise during the seating process occur on those occasions in which a passenger

cannot freely elect to sit in his or her own assigned seat (either because someone else has

already taken their seat, or else, as in the case of the �rst passenger in line, because they

do not know which seat they were assigned). Now, when a passenger is forced to make

a choice as to where to sit down, it is assumed that they do so at random, so that they

are as likely to choose any one available seat as they are to choose any other. Thus,

the probability that they end up choosing any particular seat is simply a matter of the

number of seats that are unoccupied when they board the plane, which, in turn, is simply

a matter of their position in line. Hence, all that we must know in order to assess the

probability of a particular seating arrangement is which of the passengers were forced to



CHAPTER 1. SYMMETRY AND PROBABILITY 30

make a choice as to where to sit down.

In describing this fact, we can ignore both the �rst and the last passengers in line,

since it is always the case that the �rst passenger must make such a choice, and it is

never the case that the last passenger must do so. For each of the other ninety-eight

passengers in line, to say that any one of these passengers was forced to choose is simply

to assert that this particular passenger ended up in a seat other than their own. Hence,

all the information that is needed in order to assess the probability of a particular seating

arrangement a is contained in the set of numbers

C(a) = {1 < n < 100 : an 6= n}

The value of the variable C may be thought of as a partial description of the seating

arrangement a. It is partial because there are other seating arrangements distinct from a

for which the same description holds true. In spite of this, however, as we have just seen,

this description contains all the information that is relevant for assessing the probability

of any given outcome. We will express this fact by saying that, while the description is

partial, it is nevertheless probabilistically complete.

Now, consider again the hypothetical scenario described above in which the last pas-

senger in line stumbles upon the �rst passenger's misplaced ticket. If we reinterpret the

scenario by treating this newly found ticket as if it belonged to the last passenger in line,

and now again ask how likely it is that the last passenger ends up sitting in his own as-

signed seat, have we altered the problem in any relevant respect? To see that the answer

is no, we may simply note that the transformation T preserves the value of C for every

possible seating arrangement, i.e., for all a ∈ Ω:

C(a) = C(T (a)).

Thus, by having the �rst and the last passengers in line swap tickets, we do not alter



CHAPTER 1. SYMMETRY AND PROBABILITY 31

anything which is relevant for assessing the problem's solution.7

We can express the formal structure of this argument in more general terms, as fol-

lows: Let Ω be the set of possible outcomes of a given chance process, and let X be a

probabilistically complete random variable on Ω. For reasons which will soon become

apparent, we do not o�er a formal de�nition of probabilistic completeness, but instead

treat X as a primitive of the model. In particular, we do not de�ne the completeness of

X relative to a particular probability distribution (or class of probability distributions),

despite the fact that in the speci�c context of the Airplane Seat problem, there is an

obvious interpretation of completeness along these lines (see section 1.5 below).8

We de�ne a probabilistic symmetry to be any bijection f mapping Ω onto itself which

preserves the value structure of X, i.e.,9

X(f(ω)) = X(ω),

for all ω ∈ Ω. Intuitively, a probabilistic symmetry can be thought of as an alternative

interpretation of the chance process characterized by Ω, which does not a�ect any of the

features of that process that are relevant for assessing the probabilities of its possible

outcomes. Thus, if a claim referring to one event under the original interpretation refers

to some other event once the problem has been symmetrically transformed, then, for the

purpose of assessing probabilities, we may treat these two events as indistinguishable.

Formally, two events E and F are probabilistically indistinguishable if there exists a

probabilistic symmetry f such that the image of E under f is F . Note that it follows from

7The reader should verify that if a is a possible seating arrangement, then so is a∗.
8We also do not impose any formal constraints on the class of complete random variables, despite

the fact that some constraints appear to be quite natural. For example, it is quite plausible to suppose
that if X is at least as `informative' a random variable as Y , in the sense that Y = F (X), then if Y is
probabilistically complete, so is X.

9The set of all probabilistic symmetries form a group with function composition as the group operator.
The equivalence classes formed by the relation

ω ≡ ω′ ⇔ X(ω) = X(ω′)

are the orbits of the group.
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this de�nition that two outcomes ω and ω′ (or, rather, the two singleton events {ω} and

{ω′}) are indistinguishable just in case X(ω) = X(ω′), i.e., just in case the two outcomes

share a complete description.10 The principle upon which all symmetry-based reasoning

rests is the principle that probabilistically indistinguishable events ought to be assigned an

equal probability.

In the case of the Airplane Seat problem, the symmetry-based solution to the problem

was based on the initial recognition that the variable C is probabilistically complete. From

this it follows that the function f : a → a∗ is a probabilistic symmetry, and, since the

image of S100 under f is S1, that these two events are probabilistically indistinguishable,

and so should be assigned an equal probability.11

This is all that there is to the formal structure of symmetry-based reasoning. One

important point to note is that reasoning of this sort can only ever justify the conclusion

that certain events are to be assigned an equal probability. Thus, an appeal to symmetry

alone will never su�ce to determine the probability of any particular event. In the case of

the Airplane Seat problem, for example, the solution to the problem was based not only

on an appeal to the symmetry of the situation, but also on the further recognition of the

fact that the last passenger in line must end up in either his own or the �rst passenger's

assigned seat.

10This intuitive de�nition of indistinguishability can be generalized so as to apply to all events as
follows: For any given event E and any random variable X let nE(x) be the number of elements in the
set

{ω ∈ E : X(ω) = x}.

We de�ne the description of E (under the variable X) to be the set of ordered pairs

{(nE(x), x) : x ∈ X(E)},

where X(E) is the image of E under X. It is easy to see that two events are probabilistically indistin-
guishable just in case they share a complete description.

11It is important to note, that while, in the above model, the concept of a complete random variable is
taken as primitive and the notions of indistinguishability and symmetrical transformation are de�ned in
terms of this concept. In fact, these three notions are interde�nable and so we have a choice as to which
we regard as basic. The interde�nability of these three notions re�ects the fact that all the structure that
is needed in order to represent symmetry-based reasoning is given by (1) a space of possible outcomes and
(2) a partition of that space. This is because a partition determines (up to isomorphism) an equivalence
relation, a random variable and a transformation group.
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Thus, strictly speaking, it is wrong to equate symmetry-based reasoning with that

reasoning by which we infer the probabilities of events relating to the outcomes of simple

games of chance. Such assignments of probability rely not only on appeal to the symme-

try of the situation, but also on the further recognition that the set of probabilistically

indistinguishable events is exhaustive. In general, it is only in extreme cases that one can

identify an exhaustive set of indistinguishable events; in the majority of cases, the sym-

metries are not so comprehensive. As we shall see, however, even in these non-extreme

cases, an appeal to symmetry can still impose quite severe constraints on the structure of

probabilistic reasoning.12 The central thesis of this essay is that all probabilistic reasoning

proceeds within the bounds set by constraints of this form.

1.4 Symmetry and Relevance

The most important lesson to take from the analysis of symmetry-based reasoning o�ered

in the previous section is that all such reasoning, insofar as it �gures in the assessment

of probabilities, is ultimately predicated on an initial determination of what is and is

not relevant information for assessing the probability of an event. While it may not be

immediately apparent, this appeal to judgments of relevance, in fact, expresses a perfectly

general feature of all symmetry-based reasoning.

Consider, for example, the following geometrical �gure:

Suppose that we are told that the perimeter of this �gure is L, and we are asked to

assess the length of its top-side. One way in which we might try to answer this question

is by appeal to the �gure's rotational symmetry: if one were to rotate the �gure in the

12The precise sense in which reasoning about simple games of chance represents an extreme form of
symmetry-based reasoning will be made clear in the next chapter.
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plane by any multiple of 90◦ (in either the clockwise or counterclockwise direction) the

resulting �gure would be identical to the original. Thus, any question that we might ask

of the �gure cannot depend for its solution upon whether or not such a rotation has been

performed. In particular, the answer to the question �What is the length of the �gure's

top-side?� must be the same regardless of whether or not the �gure has undergone such

a rotation. But since each of the four sides of the �gure can be positioned as its top-side

through either zero, one, two or three consecutive rotations by 90◦, it follows that all four

sides must be equal in length. Hence, since the perimeter of the �gure is simply the sum

of the lengths of its four sides, the length of its top side must be L/4.

How are judgments of relevance implicated in this simple argument from symmetry?

To answer this question, let us �rst note that the term `�gure' as it appears in the claim: �if

one were to rotate the �gure by any multiple of 90◦, the resulting �gure would be identical

to the original,� has two distinct senses. The �rst sense of the term is that according to

which it is correct to describe the �gures prior to and after the rotation as identical. A

�gure, in this sense, refers to a certain abstract geometrical object. Speci�cally, it refers

to a collection of points and line segments, where two points are taken to be identical just

in case they are co-located, and two line segments are identical just in case they connect

the same two points. Understood in this way, the above �gure is, indeed, identical to any

of its rotated variants.

Note, however, that it cannot be to such an abstract geometrical object that we refer

when we speak of the �gure as being subject to a rotation, for a rotation, by de�nition,

involves a certain movement of the �gure in the plane, and, in order for the idea of a

movement to be meaningful, there must be some criterion by which to individuate the

object moved apart from its initial position; for, if there were no such criterion, there

would be no way to identify an object prior to a certain movement with that same object

after the movement had taken place, and hence no way of conceptualizing the movement

as a change of state of a single object. A �gure, therefore, if it is to be the sort of thing that
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can be moved (and a fortiori the sort of thing that can be rotated) cannot be identi�ed

with a collection of points and line segments since points and line segments, as de�ned

above, are not the sorts of things whose positions can change.

If we wish to regard a �gure as the sort of thing which can be moved, we may, however,

still regard it as a collection of vertices and sides, provided the terms `vertex' and `side'

are now understood to refer to more `concrete' objects whose identity can be preserved

despite their being moved from one position in the plane to another. Suppose that we

label the vertices of the original �gure A, B, C and D, as follows:

We can then de�ne a (clockwise) rotation by 90◦ to be a transformation of the �gure

by means of which the vertex A comes to occupy the point in the plane originally occupied

by the vertex B; B comes to occupy the point in the plane originally occupied by C; and

so forth, i.e.:13

Note, however, that once the vertices of the �gure have been labeled in this way, the

�gures prior to and after the rotation are no longer, strictly speaking, identical, i.e., there

are properties possessed by the original �gure that are not possessed by its rotated variant

(e.g., the property that vertex B is located higher in the plane than vertex D).

13If we wish to make sense of a rotation of a �gure by a full 360◦ in the plane, then, we must identify
�gures with more than just a collection of vertices (where vertices are individuated in terms of a point
and a label). The simplest way to do so would be to add to the description of the �gure a natural number
indicating how many times the �gure had been fully rotated in the plane. For present purposes, however,
we may ignore such complications.
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To avoid any further ambiguity, let us henceforth refer to a �gure in the �rst, more

abstract sense of the term as a `shape', and reserve the term `�gure' for �gures in the

latter, more concrete sense of the term. In this terminology, it is only a �gure, and not a

shape, that can be rotated, and yet as the result of such a rotation, it is the shape of a

�gure, and not the �gure itself, which remains unchanged.

In light of this fact, it should now be clear that there was an equivocation in our

original description of the �gure's symmetry. When we said that the �gures prior to and

after the rotation are identical, we did not mean that they are identical in every respect,

for if this were the case, the very idea of a rotation would make no sense. Rather, what

was meant by this claim is that the rotation leaves unchanged the �gure's shape. Note,

however, that once such a quali�cation has been made, so that it is no longer assumed that

the �gures prior to and after the rotation are, strictly speaking, identical, it becomes a

logical possibility that the length of the �gure's top-side is among those properties that is

altered when the �gure undergoes a rotation. In order to rule out this possibility, we must

make the further assumption that all of the information that is relevant for determining

the length of the �gure's top-side is contained in a description of the �gure's shape. Thus,

judgments of relevance are implicated even in this simple argument from symmetry.

This point can be made in more general terms, as follows: To describe an object as

exhibiting a symmetry is simply to assert that certain features of that object remain

invariant despite its undergoing any one of a number of distinct transformations. If,

however, the idea of a transformation is to be meaningful at all, there must be some

way of distinguishing (at least in thought) between the object prior to and after the

transformation. Consequently, if we are to conclude that the answer to some question must

equally apply to all of the object's transformed variants, it must be assumed that those

features of the object that are altered as a result of its undergoing such a transformation

(and, again, there must be at least one such property) can be ignored for the purpose of

answering this question. Equivalently, it must be assumed that there is some description
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that applies to all of the object's transformed variants that is complete in the sense that

it contains all the information that is relevant for answering this question.

In the speci�c context of probabilistic reasoning, the objects of study are events, and

it is the probabilities of these events that we are concerned to assess.14 Consequently,

any appeal to symmetry, in this context, must ultimately be based on a judgment to the

e�ect that a given description of an event contains all the information that is relevant for

assessing its probability, i.e., a judgment of probabilistic completeness.15

1.5 Non-Deductive Symmetry-Based Reasoning

But what does it mean to say of a given description of an event that it is probabilistically

complete? The most straightforward way to de�ne the notion of probabilistic complete-

ness is in terms of probabilistic dependence.16 On this interpretation, to say that a

certain description of an event contains all the information that is relevant for assessing

its probability is to say that the probability of the event in question depends only on the

information contained in this description. In other words, if X is a random variable, then

X is probabilistically complete just in case there exists a function µ, such that, for all

ω ∈ Ω:

Pr(ω) = µ(X(ω)) (1.5.1)

As a �rst point, it may be noted that this interpretation of probabilistic completeness

does seem to capture the sense in which the term was employed in our discussion of the

14More accurately, the objects of study are chance processes, and it is the relative probabilities of the
possible outcomes of these chance processes that we are concerned to assess.

15It was Keynes who was the �rst to explicitly acknowledge the role that judgments of relevance play
in symmetry-based reasoning. In his Treatise on Probability, he writes: �[T]he rule that there must be
no ground for preferring one alternative to another involves, if it is to be a guiding rule at all, and not a
petitio principii, an appeal to judgments of irrelevance.� (Keynes, pp. 54-5)

16Admittedly, the term `dependence', in its colloquial usage, admits of some ambiguity. Here, it should
be stressed that we intend the term to refer speci�cally to functional dependence, or, to use a philosopher's
term of art, supervenience. A more apt, but more awkward English locution expressing the same idea
is the term `dispositive', meaning su�cient to settle (or to �dispose� of) an issue. Thus, we might say, a
given description of an event is probabilistically complete if the information contained in this description
is dispositive of its probability.
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Airplane Seat problem. Recall, that the symmetry-based solution to the problem relied on

the assumption that all of the information that is relevant for assessing the probability of

any possible seating arrangement is contained in a report describing which of the middle

ninety-eight passengers in line end up sitting in a seat other than their own. In order to

justify this claim, it was argued that the probability of any possible seating arrangement

can be uniquely determined given only the information contained in such a report. This,

of course is just to say that there exists a function µ, such that for any possible seating

arrangement a:17

Pr(a) = µ(C(a)) (1.5.2)

Thus, in the case of the Airplane Seat problem, at least, probabilistic completeness

can be interpreted in the straightforward manner described above. Should we therefore

conclude that it is judgments of this form that serve to underwrite symmetry-based rea-

soning in general? The answer is no, for we ought to distinguish between two di�erent

ways in which symmetries can �gure in the assessment of probabilities.

To bring out this distinction, let us �rst observe that if probabilistic completeness

is de�ned as in equation (1.5.1), then it is a mathematical truism that probabilistically

indistinguishable events are equally probable. To see this, suppose that X is a proba-

bilistically complete random variable, in the above de�ned sense of the term, and that

E and F are indistinguishable events with respect to X. This means that there exists a

transformation f such that the image of E under f is F , and

X(ω) = X(f(ω)), (1.5.3)

17While the precise form of the functional dependency was not stated explicitly, it follows straightfor-
wardly from the considerations o�ered in the previous section that the probability of any given seating
arrangement is just

Pr(a) =
1

100

∏
n∈C(a)

(
1

100− n+ 1

)
.
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for all ω ∈ Ω. But from (1.5.1) and (1.5.3), it follows that

Pr(E) =
∑
ω∈E

Pr(ω) =
∑
ω∈E

µ(X(ω))

=
∑
ω∈E

µ(X(f(ω)))

=
∑
ω∈F

µ(X(ω)) =
∑
ω∈F

Pr(ω) = Pr(F ).

Thus, if probabilistic completeness is de�ned as above, it is simply a mathematical fact

that probabilistically indistinguishable events are equally probable. But if this is the case,

then, obviously, any appeal to this principle cannot provide us with any new probabilistic

information. As a result, if probabilistic completeness is interpreted in this way, then an

appeal to symmetry can only arise in the course of a probabilistic deduction.

This, of course, is true in the case of the Airplane Seat problem. In this case, we were

given su�cient prior information to infer that the probability distribution characterizing

the seating process exhibits the automorphic structure expressed by equation (1.5.2).18

18In the speci�c case of the Airplane Seat problem, these initial assumptions are su�cient to determine
a unique probability distribution over the space of possible seating arrangements, but, in general, this is
not required. It is enough if these assumptions limit the class of admissible probabilities to those which
exhibit the requisite automorphic structure.
Suppose, for example, that we modify the statement of the problem so that we are no longer told that

when a passenger is forced to choose a seat, he or she selects from among the available seats at random,
but instead, we are only told that, in making such a choice, this passenger is as likely to sit in the last
passenger's seat as he or she is to sit in the �rst's. In this case, the value of the variable C no longer
su�ces to determine the probability of a given seating arrangement since it is now possible that a given
passenger may prefer one available seat to another. Consequently, in order to deduce the probability of
a given seating arrangement, we would need to know not merely which passengers were forced to make
a choice but also where they ended up sitting down. If, however, they ended up in either the �rst or
the last passenger's seat, then we do not need to know which seat they ended up sitting in, since, by
assumption, they are just as likely to sit in the one seat as they are to sit in the other. Thus, the variable

D(a) = (a′1, . . . , a
′
100),

where

a′i =

{
ai if i 6∈ {1, 100}
yes otherwise

(1 ≤ i ≤ 100)

is probabilistically complete with respect to every probability distribution that is consistent with the
(revised) assumptions laid down in the problem statement. But since, for any possible seating arrange-
ment, D(a) = D(a∗), the two events S1 and S100 are probabilistically indistinguishable with respect to
every such distribution, and since the rest of the argument goes through without alteration, every such
distribution assigns to S100 a probability of 1/2.
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The symmetry of the situation was then appealed to as a means of deducing from this

fact that the two events S1and S100 are equally probable. It is for this reason that the

symmetry-based solution to the Airplane Seat problem is entirely unobjectionable, for the

conclusion of the argument follows directly from the probabilistic assumptions speci�ed

in the problem statement.

When symmetry-based reasoning takes this deductive form, its epistemic value derives

from the fact that our prior probabilistic knowledge of a chance process is often organized

in such a way that it is possible to assess what information is su�cient to deduce the

probability of a given event without actually carrying out the deduction.19 As the example

of the Airplane Seat problem illustrates, the computational gains to be had by exploiting

this fact can, in some instances, be quite considerable. Nevertheless, what is important

to keep in mind is that, in all such cases, the appeal to symmetry provides us with no new

probabilistic information. Any conclusion that we arrive at as the result of such reasoning

is implied by our prior probabilistic knowledge of the chance setup.

Contrast this with the way in which considerations of symmetry purport to �gure in

the analysis of simple games of chance. Here, symmetries appear to play a non-deductive

role in the analysis. When, for example, we infer from the physical symmetry of a coin

that it is as likely to land heads as it is to land tails, intuitively, at least, our inference does

not rely on such prior probabilistic knowledge as might allow us to deduce this conclusion

directly. On the contrary, it is by appeal to the symmetry of the coin that we come to

acquire such probabilistic knowledge in the �rst place.

To help bring out this distinction, let us suppose that we are asked to provide some

further account of what justi�es the initial assumption, taken for granted in the context

19As the di�erence in di�culty between these two tasks increases, so too does the potential gain to be
had by exploiting the symmetries of the situation. Thus, if we consider the simple geometrical example
discussed above, the reason that the symmetry argument appears so silly is that, presumably, with respect
to whatever method we might possess for measuring the length of the top-side of the square, it would be
at least as much trouble to assure ourselves of the fact that this method will yield a unique result given
only the shape of the �gure (which is tantamount to the claim that the �gure is a perfect square) as it
would be to simply apply the method directly to ascertain the length of its top-side.
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of the Airplane Seat problem, that when any given passenger is forced to make a choice

as to where to sit down, he selects from among the available seats at random. The most

intuitive way to justify this claim is to relate the passengers' choices to the outcome of

some elementary chance process. Suppose, for example, that when a given passenger is

required to choose a seat, he �rst writes down each of the numbers of the available seats on

separate tickets, and then places these tickets in an urn. After shaking the urn vigorously,

he selects a single ticket and opts for the seat corresponding to the number of the ticket

drawn. If this were indeed the decision procedure employed by the passengers, then

knowledge of this fact would presumably provide us with adequate grounds for accepting

the claim that the seating process is genuinely random.

In proposing such an account, we are, of course, taking it for granted that there exists

an intuitive rationale for accepting that, on a given drawing from the urn, any one ticket

is as likely to be chosen as any other. Note, however, that when we try to articulate

this rationale, the most natural way to do so is again in terms of an argument from

symmetry. In this case, the argument proceeds from the assumption that if the numbers

of the tickets in the urn were to be reordered arbitrarily, such a reordering would not alter

in any way those features of the process that are relevant for assessing the probabilities

involved. When represented in the formal framework introduced in the previous section,

this argument has exactly the same structure as that which led to the solution of the

Airplane Seat problem.20 Nevertheless, these two arguments di�er in the following, crucial

respect: whereas, in the case of the Airplane Seat problem, the symmetry-based reasoning

which led to the problem's solution can be construed in strictly deductive terms, in this

case, the reasoning is meant to provide us with non-deductive grounds for adopting a

certain probabilistic model. Indeed, it was for this very purpose that we introduced the

apparatus of the urn in �rst place, and it is hard to imagine any more intuitive way

20Let Ω be the set of the numbers of the tickets in the urn. The argument begins with the assumption
that the random variable X(ω) = 1 (ω ∈ Ω) is probabilistically complete. From this it follows that
any permutation π : Ω → Ω is a symmetrical transformation, and hence, any two possible outcomes are
probabilistically indistinguishable.
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of justifying the initial assumption of randomness than by relating the choices of the

passengers to the outcome of some such lottery process.

This suggests that in addition to their role in probabilistic deductions, we ought also

to acknowledge a role for symmetries in non-deductive forms of probabilistic reasoning.

This role is most clearly exempli�ed by the way in which symmetries inform our initial

probabilistic modeling of such elementary chance processes as drawing a ticket from an

(well-mixed) urn.

Admittedly, we have not yet argued for the necessity of positing such a non-deductive

form of symmetry-based reasoning, and, as a result, one might still suppose that we

come by our initial probabilistic knowledge of the world by means of considerations of

an altogether di�erent sort. Perhaps, for example, we acquire such knowledge through

direct observation of the relative frequencies of events, or perhaps by appeal to some

other non-statistical inductive principle. A satisfactory response to this claim will have

to wait until the following chapter, where it will be argued that there is, in fact, no

more direct means by which to acquire probabilistic knowledge than by appeal to the

symmetries inherent in a chance setup. For the time being, however, we may simply

note that if symmetries are to play a non-deductive role in probabilistic inference, then

the judgments of completeness which render such symmetries probabilistically signi�cant

must themselves be in interpreted in non-probabilistic terms.

1.6 Symmetry and Determinism

In the previous section we observed that if symmetries are to play a non-deductive role in

probabilistic reasoning, we cannot construe the principle that probabilistically indistin-

guishable events are equally probable as a mathematical truism, but instead must interpret

probabilistic completeness (and the associated notion of probabilistic indistinguishability)
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in non-probabilistic terms.21

In connection with this point it is worth noting that when the classical theorists of

probability sought to describe what it is about simple games of chance that justi�es us in

an assigning an equal probability to each of their possible outcomes, they systematically

employed a non-probabilistic terminology to do so. Thus, the outcomes of such games

were described on various occasions as `occurring with equal ease', `occurring with equal

facility', or, what was the most commonly used phrase from the time of Bernoulli onward,

`equally possible.'22 Such phrases, I would argue, were more or less awkward ways of

expressing the fact that the outcomes of a simple game of chance are probabilistically

indistinguishable, and that this was taken to re�ect a certain non-probabilistic relation

obtaining between these events.

But what does it mean to say of two events that they are identical in all respects

that are relevant for assessing their probabilities, if not that these two events are, in fact,

equally probable? I believe that we must treat the concept of probabilistic relevance, and

the correlate notions of probabilistic completeness and indistinguishability, as unanalyz-

able primitives of the theory. It is simply a fact � one which cannot be further analyzed

21Consider the following passage, taken from a treatise by Leibniz on the estimation of probabilities in
games of chance:

If players in a game do similar things so that no di�erence between them may be noticed
except that consisting in the outcome, then the game is just, as the proportion of hope to
fear is the same. This can be demonstrated by the metaphysical principle that where all
relevant appearances are the same, one can form about them the same judgment. . . (Dascal
(2006), p. 105, emphasis added)

It is clear from this passage that Leibniz regards the general principle that probabilistically indistinguish-
able events are equally probable, as a particular instance of a general metaphysical principle (viz., the
principle of su�cient reason) and not merely as a mathematical truism.

22In Hacking (1971), it is conjectured that: � . . .no well circulated work before [Bernoulli's] Ars con-

jectandi contains the equipossibility idea.� (p. 345) In fact, the concept of equipossibility predates
Bernoulli by at least three and a half centuries. To the best of my knowledge, the �rst use of the phrase
`equally possible' appears in a work by the medieval mathematician and theologian Nicole Oresme, posthu-
mously entitled Ad pauca respicientes (Concerning some matters), written around 1350. Oresme writes:
�Among things possible, a threefold distinction can be made. Either it is equally possible [possibile
equaliter ], or it is improbable, or it is probable. An example of the �rst way: The number of stars is even;
the number of stars is odd. . . An example of the second way: The number of stars is a [perfect] cube. . ..�
(Oresme, p. 385). It is, of course, possible that Hacking was aware of this reference, and rather meant
to exempt this work from his assessment on the grounds of its insu�cient circulation.
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in probabilistic terms � that certain properties of an event are relevant for assessing its

probability, while others are not. There is, however, one issue concerning the nature of

these facts that must be discussed, since it has been the source of much confusion as to

the proper interpretation of symmetry-based reasoning.

This issue concerns the question of whether or not the judgments underwriting symmetry-

based reasoning express facts of an epistemic nature. On this speci�c point, the earliest

theorists of probability were notoriously unclear. On some occasions, their remarks would

seem to suggest that whether or not a description of an event is probabilistically complete

(and hence whether or not two events are probabilistically indistinguishable) is a fact

which is relative to an agent's state of knowledge. Thus, for example, Bernoulli de�nes

two events to be equally possible if `. . .we know or are aware of no reason why one should

occur more easily than the other'. On other occasions, however, he seems to imply that

such claims are to be understood in objective terms, as expressing certain physical facts

about the chance processes under study:23

. . .[B]ecause of the similarity of the faces and the uniform weight of the die,

there is no reason why one of the faces should be more prone to fall than

another � as would be the case if the faces had dissimilar shapes or if a die

were composed of heavier material in one part than another.24

How are we to account for this equivocation on the part of the classical theorists of

probability? This ambiguity, I would argue, was the product of two distinct and opposing

ideological pressures. The �rst was a pressure to acknowledge the pre-theoretical intuition

that probabilities express objective facts about the world. When we conclude, on the basis

of the symmetry of a coin, that it is as likely to land heads as it is to land tails, by all

23Moreover, Bernoulli insists that the success of symmetry-based reasoning, when applied to simple
games of chance, is owing to the fact that the inventors of such games, `desiring to make them fair, took
pains to establish [them] in such a way that the . . . cases themselves occurred with the same facility. . .'
But surely an inventor of a game has no power to `establish' what knowledge a player may bring with
him to the dicing table.

24Bernoulli, p. 327 (emphasis added).
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appearances, we are making an objective claim about the coin toss, one whose truth is

independent of what we know to be the case, and one which can, under suitable conditions,

be inferred by observing the behavior of the coin in a prolonged sequence of repeated trials.

But if probabilities are to be interpreted objectively, then, surely, it must be objective

facts about the world that ground our assessments of probability.

Opposing this pre-theoretical intuition, however, was a pressure of a more distinctively

philosophical sort. This latter pressure derived from the need to interpret probabilis-

tic reasoning in a manner consistent with a general belief in a deterministic worldview.

Among the classical theorists of probability, it was generally acknowledged that every fact

about the world can, in principle, be deduced from certain prior facts about the world in

combination with an account of the dynamical laws that govern its evolution. This is no

less true of the outcomes of simple games of chance than it is of the movements of the

heavenly bodies. If one is unsure as to how a given die will land, then this uncertainty can

only be owing to one's ignorance as to either the precise conditions under which the die is

tossed or the laws which determine its subsequent motion. To allow that such a question

might be left unsettled, even from the point of view of a more perfect intelligence, such

as that which is described in the introductory chapter of Laplace's Essay on Probabilities,

would be to admit that happenings in the world can be owing to the `blind chance of the

Epicureans,' and this was a concession that none of the classical theorists of probability

were willing to make.25

It is not di�cult to see how their commitment to determinism might have led these

thinkers to adopt an epistemic interpretation of symmetry-based reasoning. For, in its

application to simple games of chance, symmetry-based reasoning is predicated on the

assumption that a set of mutually exclusive and exhaustive alternatives can agree in all

respects that are relevant for assessing their respective probabilities. If determinism is

25Given for one instant, an intelligence which could comprehend all the forces by which nature is
animated and the respective situation of the beings who compose it. . . it would embrace in the same
formula the movements of the greatest bodies of the universe and those of the lightest atom; for it,
nothing would be uncertain and the future, as the past, would be present to its eyes. (Laplace, p. 4)
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true, however, a complete causal knowledge of the situation would allow one to deduce

which of these alternatives will, in fact, occur. But then any partial description of this

particular outcome (i.e., any description which fails to distinguish it from other possible

outcomes) will necessarily omit certain details which, from the point of view of an agent

with a complete causal knowledge of the situation, would be relevant for determining that

this outcome will occur. Thus, it seems, for an ideal epistemic agent, any probabilistically

complete description of an outcome which is determined by law to occur, must necessarily

contain su�cient information to distinguish it from all other alternatives. But, if this is

true, then, with respect to any given chance process, there must be one possible outcome

which is probabilistically distinguishable from all the rest.

Take, for example, the case of a coin toss. In order to infer from the symmetry of the

coin that it is as likely to land heads as it is to land tails, it must be assumed that there is

some description which applies to both of these events that is probabilistically complete.

But, in a deterministic world, if we were to provide such a description to an ideally

informed agent, and ask this agent to assess the probability of the event thus described,

he might justi�ably object that our description omits information that is relevant for

assessing this event's probability, for if we would only be more speci�c, and inform him

of whether or not the event whose probability we would like him to assess is `heads' or

`tails,' then he would be able to deduce whether or not this event will, in fact, occur.

It seems, then, that if we accept determinism, there are only two possibilities that

remain open to us: either we can accept that what counts as a probabilistically complete

description of an event depends upon one's state of knowledge, so that two events may

be distinguishable from the point of view of an ideally informed agent, but not so from

the point of view of an agent who lacks perfect knowledge of the situation; or else, we

can accept that probabilistic completeness is not relative to an agent's epistemic state, in

which case, we must reject the claim that all of the possible outcomes of a simple game
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of chance are probabilistically indistinguishable.26

Faced with this apparent dilemma, the classical theorists of probability were compelled

to admit that the judgments of relevance which underwrite symmetry-based reasoning,

in the context of simple games of chance, must be interpreted in epistemic terms, as

being `. . . relative, in part, to our knowledge, [and] in part to our ignorance.'27 Over

time, this initial concession gave rise to explicitly epistemic formulations of the principle

of symmetry, the most well-known of which is Keynes' principle of indi�erence, which

asserts that `. . . if there is no known reason for . . . one rather than another of several

alternatives, then relatively to such knowledge . . . each of these alternatives have an equal

probability.'28 It is this epistemic form of the principle of symmetry that has served as

the target of nearly all the modern critiques of the classical theory of probability. The

authors of these critiques have rightly focused on the apparent tension that exists between

an epistemic interpretation of symmetry-based reasoning and an objective interpretation

of the probabilistic conclusions arrived at as the result of such reasoning. How can it be,

they ask, that we are able to acquire knowledge of the objective properties of physical

systems by appeal to facts, the truth of which depends upon our being ignorant as to the

actual conditions under which these systems operate?29

Unable to provide any satisfactory response to this question, these critics reject whole-

26Many philosophers have accepted the incompatibility between an objective theory of probability and
determinism. Two noteworthy spokesmen for the incompatabilist view are Karl Popper � �. . . objective
physical probabilities are incompatible with determinism. . .� (Popper (1992), p. 105) � and David Lewis
� �If our world is deterministic there are no chances in it, save chances of zero and one.� (Lewis (1986b),
p. 120).

27Laplace, p. 6. Over time, this initial concession gave rise to explicitly epistemic formulations of the
principle of symmetry, the most well-known of which is Keynes' principle of indi�erence, which asserts
that `. . . if there is no known reason for . . . one rather than another of several alternatives, then relatively
to such knowledge . . . each of these alternatives have an equal probability.' (Keynes, p. 42) We will
discuss the principle of indi�erence in more detail in the following chapter.

28Keynes, p. 42. We will discuss the principle of indi�erence in more detail in the following chapter.
29See, e.g., Reichenbach (1949), p. 354. A similar sentiment is expressed in Albert (2000): �If prob-

abilities have anything whatsoever to do with how things actually fall out in the world (after all), then
knowing nothing whatsoever about a certain system other than X can in and of itself entail nothing
whatsoever about the relative probabilities of that system's being in one or another of the microcondi-
tions compatible with X; and if probabilities have nothing whatsoever to do with how things actually fall
out in the world, then they can patently play no role whatsoever in explaining the behaviors of actual
physical systems; and that would seem to be all the options there are to choose from!� (pp. 64-5)
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sale the view that symmetry-based reasoning can serve as the basis of an objective theory

of probability. This response, I believe, is unwarranted. If the classical theorists of prob-

ability were guilty of an error, it was not that of basing their theory on a non-deductive

form of symmetry-based reasoning. Instead, their mistake was to suppose that such meth-

ods must be interpreted in epistemic terms if they are to have non-trivial applications in

a deterministic world. In order to show why they were mistaken in this belief, however,

we must explain why it is that the above dilemma is a false one.

1.7 Probabilistic Reasoning and Deduction

The dilemma introduced in the previous section was based on the claim that in a deter-

ministic world it cannot be the case that all of the possible outcomes of a given chance

process are probabilistically indistinguishable. This is because, from the point of view of

an ideal epistemic agent, one of these outcomes can be distinguished from all the rest as

that which is determined by law to occur. Note that in reasoning this way, we are taking

it for granted that any information that is relevant for deducing whether or not a given

event will occur, is also relevant for assessing the probability with which this event will

occur.

This assumption re�ects a widely-held view regarding the relationship between proba-

bilistic reasoning and deduction. According to this view, probabilistic reasoning represents

a generalization of deductive reasoning that allows for the possibility of more �ne-grained

judgments to be adopted towards a given event on the basis of inconclusive evidence. It

is generally held that the content of these judgments can be individuated in terms of (1)

a proposition, or event, which serves as the object of the probabilistic assessment; and (2)

a real number in the unit interval, which measures the probability assigned to this claim.

When this latter quantity is 1, the judgment corresponds to that which results from a

deductively valid argument demonstrating that the event in equation will, in fact, occur
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and when it is 0, it corresponds to that which results from a deductively valid argument

that this event will not occur.

According to this view, then, the judgments arrived at as a result of deductive reason-

ing, are themselves extreme judgments of probability, and, as such, any information that

is relevant for deducing whether or not a given event will occur is ipso facto relevant infor-

mation for assessing this event's probability. In this section, we will argue that this view

of probabilistic reasoning and its relation to deduction is mistaken. When one deduces

that a certain event will occur on the basis of one's knowledge of the deterministic laws

governing a chance process, one no more engages in probabilistic reasoning than when

one judges that an event has occurred by directly observing it to have done so.30

To begin with, let us consider a simple example that appears to support the intuition

that deduction represents an extreme case of probabilistic reasoning. Suppose that John

draws ten balls at random from an urn containing black and white balls in some �xed

proportion. After each drawing, John places the selected ball back in the urn, and the

contents of the urn are thoroughly mixed. What is the probability that out of ten balls

drawn from the urn, �ve will be black and �ve will be white?

The answer to this question, of course, depends upon the precise proportion of black to

white balls in the urn, however, once this quantity has been speci�ed, the question appears

to have a determinate answer. Suppose, for example, that there are as many black balls

as there are white balls in the urn. Since the balls are drawn from the urn at random,

the probability of drawing a black ball on any given drawing is 1/2. It follows that each

of the 210 possible ways of drawing ten balls from the urn is equally probable, and so

since there are
(

10
5

)
distinct ways of obtaining exactly �ve black balls in ten drawings, the

probability of this event is
(

10
5

)
/210.

More generally, if the proportion of black to white balls in the urn is b, the probability

30This idea emerged in the course of discussions with Haim Gaifman. While we may disagree on certain
points of details, we both acknowledge the general point that judgments of probability require a more
complicated structure than is typically supposed.
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of drawing �ve black balls in ten drawings is
(

10
5

)
b5(1 − b)5. It thus appears that the

following argument is valid:

(1) The proportion of black to white balls in the urn is b.

(2) John draws ten balls at random from the urn.

∴ The probability that �ve black balls and �ve white balls are drawn from the urn is(
10
5

)
b5(1− b)5.

Note, that as we increase the proportion of black to white balls in the urn, the probability

of selecting �ve black balls in ten drawings decreases until we reach the extreme case

in which it is assumed that all of the balls in the urn are black, at which point, the

probability of this event is 0. At the same time, however, in this extreme case, we can

deduce from the fact that the urn contains only black balls that it will not be the case

that �ve white balls will appear in the sample. This deductive argument can be expressed

in terms of the following simple syllogism:

(1) All of the balls in the urn are black.

(2) John draws ten balls at random from the urn.

∴ It is not the case that �ve black balls and �ve white balls are drawn from the

urn.

The claim that deduction represents an extreme form of probabilistic reasoning is re�ected

in the intuition that this latter, deductive argument is a way of expressing the particular

instance of the probabilistic argument form given above in which the variable b takes the

value 1. If this were the case, then deduction would indeed represent an extreme form
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of probabilistic reasoning.31 As we shall see, however, this continuity is an illusion, for

despite their apparent similarity, these two sorts of arguments di�er in a crucial respect.

In order to bring out this di�erence, let us consider again the speci�c case in which

exactly half of the balls in the urn are black. It was suggested above that once the

proportion of black to white balls in the urn has been speci�ed, then the probability of

the claim in question follows directly from the fact that John draws ten balls from the

urn at random. Strictly speaking, however, this is not the case, for suppose that we are

now told that in drawing ten balls from the urn, John was acting in accordance with

the following procedural directive: continue to draw balls at random from the urn until

exactly �ve black balls have been drawn and then stop.32

On the one hand, this assumption does not con�ict with either of the two premises

in the argument given above. It is entirely consistent with the fact that John drew ten

balls at random from an urn containing black and white balls in equal proportion, that,

in doing so, he was acting under the instruction to continue drawing balls until �ve black

balls have been drawn. At the same time, however, this assumption has a non-trivial

31The belief that deductive and probabilistic reasoning are related in this way has a long history dating
back to Aristotle. In the Rhetoric, Aristotle writes: �A probability is a thing that usually happens. . . It
bears the same relation to that which is probable as the universal bears to the particular.� (Aristotle, p.
28)

32This example is inspired by the much discussed problem of the �stopping rule�, which is sometimes
presented as an argument against Bayesian methods of statistical analysis. The problem is based on
the fact that, for the purpose of assigning probabilities to the hypotheses in a given statistical model
P = {Prθ : θ : Θ}, a Bayesian will regard as irrelevant any information which only alters the likelihood
function for the model (i.e., L(θ|x) = Prθ(X = x)) by some constant multiplicative factor. This entails
that the Bayesian will often ignore information describing how it is that a data sample is obtained, despite
the fact that this information has an e�ect on the conditional probabilities Prθ(X = x).
Suppose, for example, that a Bayesian is told that John drew ten balls at random from an urn containing

black and white balls in unknown proportion. Then, for the purpose of assessing the relative probabilities
of the possible ratios of black to white balls in the urn, the Bayesian can ignore the question of whether
or not John had intended to draw ten balls from the urn, regardless of their color, or whether he had
only intended to continue drawing balls from the urn until he had drawn �ve black balls, for, in either
event, the posterior probabilities will be the same.
Critics have argued that the Bayesian's disregard for certain stopping rules can lead them to ignore

what is obviously relevant information. The most powerful objection along these lines is developed in
Mayo (1996), ch. 10., where it is argued that, in some instances, the Bayesian will be led to the ignore
the fact that a given procedure for collecting data is guaranteed to result in an increase in the posterior
probability of a given hypothesis. In Kadane et al. (1996), it is shown, however, that an example of
the sort that Mayo envisions can only arise with respect to a Bayesian prior which is �nitely but not

countably additive.
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e�ect on our probabilistic assessment, for knowing that John would have stopped drawing

balls once �ve black balls had been drawn, the original question can now be interpreted

as asking how likely it is that John should have drawn his �fth black ball on his tenth (as

opposed to, say, his eighth, or his seventeenth) attempt. The probability of this event is

the same as the probability of drawing exactly four black balls in nine drawings and then

drawing a black ball on the tenth. Hence, the probability is
(

9
4

)
/29×1/2 =

(
9
4

)
/210, which

is not the same value as that which was calculated above.

Strictly speaking, then, the probabilistic argument given above is not valid, for, if taken

literally, the premises of the argument are consistent with the additional assumption that

John would have stopped drawing balls from the urn after the �fth black ball had been

drawn. But, if this is true, then the judgment of probability expressed in the conclusion of

the argument is no longer correct. This implies that our original assessment of probability

must have been based on the tacit assumption that John would not have stopped drawing

balls from the urn had a �fth black ball been drawn prior to the tenth drawing, and, indeed,

upon re�ection, it should be clear that we were initially assuming that John's intent was

to draw ten balls from the urn, regardless of their color.

It thus seems that in order to assess the probability of the claim that �ve black balls

will be drawn from the urn in ten drawings, some further assumption must be made as

to the wider procedural context within which the balls are drawn from the urn;33 absent

such an assumption, it is ambiguous as to how we are to assess the probability of this

claim. Note that this ambiguity exists even in the extreme case in which all of the balls

in the urn are black. It is, of course, true, that, in this case, no matter how we choose

to describe the experiment that John is performing, the probability with which �ve black

balls will be drawn in ten drawings is 0. Nevertheless, the justi�cation that we give for any

33Once this ambiguity has been recognized, it can easily be multiplied. Suppose, for example, that
John was acting in accordance with the following rule: continue to draw balls from the urn until exactly
the same number of black and white balls have been drawn, and then stop. We leave it as an exercise to
the reader to show that, in this case, the probability that John will draw ten balls from the urn, �ve of
which are black, is

(
10
5

)
/(9 · 210).
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particular judgment of 0 probability will still depend on which of the two rules described

above we take John to be following. If, for example, we assume that John is acting under

the instruction to draw ten balls from the urn regardless of their color, then our reason for

assigning probability 0 to the event that �ve black balls will appear in the ten ball sample

is that we are sure that ten black balls will be drawn from the urn. On the other hand, if

we assume that John is acting under the instruction to continue drawing balls from the

urn until �ve black balls have been drawn, then our reason for assigning a probability of

0 to this claim is that we are sure that only �ve balls in total will be drawn from the urn.

Thus, even in this extreme case, we can only provide an unambiguous rationale for

assigning a probability to the claim in question once we have situated this claim within

a wider procedural context. This marks an essential di�erence between the probabilistic

argument form given above and the simple syllogistic argument by means of which (in

the extreme case) we were able to deduce that no white balls appear in the sample. In

this latter case, the validity of the argument is wholly independent of the experimental

context in which the drawings take place. One need not assume anything at all about

what John would have done had a �fth black ball been drawn prior to the tenth drawing

to recognize the contradiction inherent in the claim that �ve white balls should be drawn

from an urn containing only black balls.

Thus, it seems, when we assess the probability of a claim, we must appeal to additional

contextual factors beyond those which are required in order to recognize this claim as a

particular instance of a general law. Once this point has been acknowledged, it is not

di�cult to see that there is nothing at all distinctive about the example given above.34

The same ambiguity arises in much simpler cases. Consider, for example, the following

argument:

(1) The proportion of black to white balls in the urn is b.

34The rhetorical force of the stopping rule example discussed above consists in the fact that the two
di�ering experiments can be performed using the same experimental apparatus. Thus the switch from
one experimental context to the other, feels less like a change of subject.
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(2) John draws a ball at random from the urn.

∴ The probability that John draws a black ball from the urn is b.

This is perhaps the simplest, most straightforward probabilistic argument one can imag-

ine, and yet here too, if the claim `John draws a ball at random from the urn,' is understood

in its literal sense, so that it implies nothing at all about the wider procedural context

within which the drawing takes place, then, again, we can describe a situation which is

consistent with both of the premises, but which leads us to form a di�erent judgment

than that which is expressed in the conclusion of the argument.

Suppose, for example, that a number of urns are lined up on a table, and that the

proportion of black to white balls in each of the urns is b. John draws balls from the urns

in accordance with the following rule: draw one ball at random from each of the urns,

beginning at one end of the table and proceeding down the line, until a black ball has

been drawn, at which point, stop. Now, if it so happens that the particular urn referred

to in the argument is, say, the sixth urn in the sequence, then the probability that John

draws a black ball from this urn is the same as the probability that John draws white balls

from each of the �rst �ve urns, and a black ball from the sixth. Thus, the probability of

drawing a black ball from the (sixth) urn is not b, but is rather (1− b)5b.

In order to justify the above probabilistic argument, we must therefore assume not

only that John, in fact, draws a ball at random from the urn, but also that his doing so

does not occur as the result of his carrying out an instruction of the sort described above.

Note, however, that no such assumption is required in order to acknowledge the validity

of the simple syllogistic argument:

(1) All of the balls in the (sixth) urn are black.

(2) John draws a ball at random from the (sixth) urn.
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∴ John draws a black ball from the (sixth) urn.

As these examples serve to illustrate, in order to assess the probability of an event, certain

additional choices must always be made as to how to model the process which results in

this event's occurrence. In the context of our original example, these additional choices

were smuggled in under the guise of a certain ambiguity in the second premise. When

one says that John draws ten balls at random from the urn, this claim can be interpreted

in one of two ways. On the one hand, we can read this claim as a simple, factual report

describing a particular action performed by John. Understood in this way, the claim

implies nothing at all about what John would have done had a �fth black ball been drawn

prior to the tenth drawing. On the other hand, we can interpret this claim as a description

of the sort of experiment which John is conducting. In this case, not only does the claim

imply that John did, in fact, draw ten balls from the urn, but also, that he would have

done so regardless of their color. Thus, in the context of the argument, this claim is being

put forward as a means of de�ning a certain modal structure, within which certain aspects

of the scenario are treated as �xed, while others are allowed to vary.35 It is this distinction

between what is �xed and what is allowed to vary that is constitutive of a `chance process',

and it is only the result of a chance process that can be subject to probabilistic scrutiny.

The ambiguities mentioned above derive from the fact that a single event can describe

the result of any one of a number of distinct chance processes. If this is not immediately

apparent, it is only because a particular chance process is often singled out by the way in

which the event is described. In some cases, these `procedural implicatures' are indicated

by means of overt grammatical devices. Thus, for example, when we ask what is the

probability that out of ten balls drawn from the urn, �ve will be black and �ve will be

white, our use of the prepositional phrase `out of ten balls drawn from the urn', as well as

35In the literature, the most common way of drawing this distinction between asserting a proposition
and employing a proposition as a means of describing a certain process, has been in terms of the so-called
principle of total evidence (see Carnap (1947)). The modal import in this case follows from the fact
that the proposition contains all of the information possessed by the agent, and so, if a claim is logically
consistent with this proposition then it is, for the agent, an epistemic possibility.
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our use of the future tense form of the verb, naturally implies that the process in question

is one in which ten balls are to be drawn from the urn, regardless of their color.

Nevertheless, if we focus on the strictly indicative content of this claim, we can see that

this event admits of multiple distinct, procedural interpretations. In order to emphasize

this literal reading of claim, instead of the phrase `out of ten drawings,' let us employ the

less suggestive prepositional phrase `in ten drawings from the urn' as well as the present

tense form of the verb. Our original question may thus be restated, what is the probability

that �ve blacks balls are drawn from the urn in ten drawings. When formulated this way,

the question is clearly ambiguous. On the one hand, it could be taken to apply to the

outcome of a process in which ten balls are to be drawn from the urn, regardless of their

color. On the other hand, it could be taken to apply to the outcome of a process in which

balls are continually drawn from the urn until �ve black balls have been drawn.

In order to highlight this ambiguity, we may note the shift in meaning that results

from introducing into the expression the modifying phrase `exactly.' When we ask

What is the probability that exactly �ve black balls are drawn from the urn in ten drawings?

this question suggests the �rst of the two procedural interpretations just described. But

when we ask instead

What is the probability that �ve black balls are drawn from the urn in exactly ten drawings?

the second interpretation is the more natural of the two. Note, however, that the term

`exactly' does not alter the indicative content of the claim `�ve black balls are drawn from

the urn in ten drawings' since, in this expression, there is, presumably, no inexactitude in

our reporting of either the number of balls or the number of black balls that are drawn

from the urn. Rather, the di�erence in meaning derives from the fact that our use of the

phrase `exactly' carries with it the modal implication that the value of the corresponding
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quantity was determined by a process which could have led to this quantity's coming to

possess a di�erent value than it did.36

But is there a fact of the matter as to which of two distinct processes is truly responsible

for bringing it about that a certain event has occurred? That there are such facts may

have been suggested by our above de�nition of procedural contexts in terms of the rules

that are being followed by a particular agent, for, presumably, it is a matter of fact as to

which two distinct rules John is following in drawing balls from the urn. Nevertheless,

while this appeal to rules provides a useful way of highlighting the additional modal

structure presupposed in probabilistic reasoning, if taken too seriously, such talk is apt to

mislead.

For one thing, if all probabilistic reasoning were based on an appeal to rules, then

this would limit the scope of such reasoning to the consequences of deliberate actions

undertaken by rational (i.e., rule-following) agents, but this, on its face, is absurd. No

rule is being followed in bringing it about that a certain radioactive substance emits a

particle within a given period of time, nor is it the result of an agent's following a rule

that a certain political candidate wins an election, and yet, clearly, these are events whose

probabilities we can meaningfully assess. Moreover, even in those cases in which an event

can be viewed as the result of an agent's following a certain rule, it is hard to see why this

fact should have anything to do with the probability with which said event will occur.

Why, after all, should what is going on in John's head have anything to do with the

likelihood of �ve black balls appearing in a ten ball sample?

But if the fact that John is following a certain rule is irrelevant to assessing the

probability of this event, then how are we to account for the fact that when we were told

36A similar point can be made with respect to the second example, given above. If we were to ask
what is the probability that John draws a black ball from precisely this urn, this is not the same as
asking what is the probability that John draws a black ball from this urn. And yet the term `precisely'
does not, strictly speaking, a�ect the indicative content of this claim since, in the initial statement, there
is, presumably, no imprecision in the manner in which the phrase `the urn' picked out its referent. The
di�erence in meaning derives from the fact that by specifying that it is precisely this urn from which
John drew a black ball, we suggest that, procedurally speaking, he may not have drawn a ball from this
urn.
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that John was acting under the instruction to continue drawing balls from the urn until

�ve black balls had been drawn, this new information caused a shift in our probabilistic

assessment? This e�ect, I would argue, was strictly hermeneutical in nature. When we

learned that John is following a particular rule, we did not come to acquire new evidence

that is relevant for answering the question originally posed. Rather, by being informed of

this fact, we came to recognize an alternative way of interpreting the original question.

Given that John is acting under the instruction to continue drawing balls from the urn

until �ve black balls have been drawn, were he to be asked �What is the probability that

�ve black balls are drawn from the urn in ten drawings?� he would almost certainly

interpret this question as asking what is the probability that the �fth black ball will be

drawn on exactly the tenth drawing. But the fact that this represents, for John, the most

natural interpretation of the question, does not imply that this interpretation is, in any

meaningful sense, the correct one. Whatever rule John may be following, it would makes

perfect sense for John to inquire into the probability with which exactly �ve black balls

will be drawn from the urn in ten drawings. Moreover, were he to do so, no matter what

rule he may be following, he ought to answer (just as we did)
(

10
5

)
/210.

If this is correct, then the examples given above are to be interpreted as revealing

a semantic, rather than an epistemic discontinuity between probabilistic reasoning and

deduction. It is not simply the case that probabilistic reasoning requires more evidence �

or evidence of a di�erent sort � in order to issue in a determinate judgment, but rather that

judgments of probability possess a more complex intensional structure than do judgments

expressing categorical assent. In the context of our original example, this additional

structure is re�ected in the fact that while it makes sense to accept both of the following

claims:

1. The probability that {exactly �ve black balls are drawn from the urn in ten draw-

ings} is
(

10
5

)
/210.

2. The probability that {�ve black balls are drawn from the urn in exactly ten draw-
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ings} is
(

9
4

)
/210.

the di�erence between the events described by the sentences enclosed within brackets is

too �ne-grained for an agent to judge that one of these events has occurred, but not the

other. This implies that the direct object of a judgment of probability is not simply an

event, but is rather an event conceived of in a certain way, speci�cally, it is an event

conceived of as the result of a particular process.37

It is worth stressing that when we say that probabilities do not apply to events, or

propositions, this claim is not meant to serve as a challenge to those programs in inductive

logic whose aim is to articulate principles by which probabilities may be assigned to the

sentences in a formal language. The point is rather that when we speak of the probabilistic,

as opposed to the deductive relations that obtain between sentences in a language, the

phrase `sentence in a language' takes on a distinctive meaning. A sentence in a language,

when viewed as the sort of thing which can be assigned a probability, refers not only

to a way of expressing a given proposition, but also to a way of describing the result

of a speci�c process by which that proposition might come to be true. The process in

this case is that of assigning to each of the atomic sentences in the language a speci�c

truth-value. This accounts for the crucial role that the choice of atomic sentences play

in all systems of inductive logic. If, for example, the language is made more expressive

through a (non-uniform) re�nement of its atomic sentences, while the deductive relations

that obtain between sentences expressible in the original language remain unchanged, the

probabilistic relations that obtain between them may be altered.38

37Let B be a Boolean algebra that is isomorphic to the �eld of all subsets of Ω. A process can be formally
represented by a family of sets F , whose members represent the possible outcomes of the process. If
E ∈ B, then a judgment of probability associates with the ordered pair 〈E,F 〉 a real number p in the
unit interval. Specialists will readily acknowledge the similarity between this view, and those proposed
solutions to the problem of the reference class, which are based on treating probability as a two-place
function (see, e.g., Carnap (1950), Hájek (2007)).

38This point is not the same as that which is suggested by Goodman's �new riddle of induction� (see
Goodman (1946) and Goodman (1979)) since, all else being equal, a language in which `green' and `blue'
are atomic predicates is no more or less expressive than a language in which `grue' and `bleen' are atomic
predicates. Still both ambiguities serve to emphasize the crucial role that the atomic sentences play in
de�ning inductive relations. Carnap, of course, recognized the role that atomic sentences (or, equivalently,
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All told, then, it is wrong to construe deductive reasoning as an extreme case of prob-

abilistic reasoning, for while deductive reasoning leads us to form judgments about the

occurrence or non-occurrence of events, the direct objects of probabilistic reasoning have a

more complicated intensional structure. With this observation in hand, let us now return

to our original discussion concerning the possibility of deterministic systems exhibiting

(non-trivial) probabilistic symmetries. Recall that the dilemma introduced in the previous

section was based on the supposition that, in a deterministic world, it cannot be the case

that all of the possible outcomes of a given chance process are probabilistically indistin-

guishable. This is because, with respect to any such process, one can, in principle, deduce

which of these events will, in fact, occur, and so, a probabilistically complete description

of this event must be detailed enough to distinguish it from all other alternatives.

As noted above, this argument is based on the assumption that any information which

is relevant for deducing whether or not a given event will occur is likewise relevant for

assessing the probability with which this event will occur. But if, as we have seen, de-

duction is not merely a degenerate case of probabilistic reasoning, then it is no longer

obvious why this should be the case. Indeed, if the above considerations are persuasive,

then an event, taken on its own, cannot even meaningfully be assigned a probability, for

probabilities only apply to the results of a process. But then it is hard to see why such

information as may be needed for deducing that a certain event will occur should have

any probabilistic signi�cance at all. If it is not inconsistent for one to infer that a given

coin will, in fact, land heads, by appeal to the the physics of coin-tossing, and, at the

state descriptions) played in his system; however, at the very least, he was guilty of under-emphasizing the
asymmetrical role that such state descriptions play in inductive and deductive logic. Thus, for example,
Carnap writes: �. . . [S]tate descriptions constitute the basis for deductive logic as well [as inductive logic];
for instance, we may de�ne a logically true sentence as one which holds in every state-description, and
one sentence is said to imply logically a second sentence if the latter holds in every state-description in
which the �rst holds.� (Carnap (1947), p. 135) This remark, despite being strictly speaking correct,
is nevertheless misleading, for it overlooks the fact that the contributions that state-descriptions make
to determining deductive relations are based entirely on the abstract algebraic structure of the class of
propositions expressible in the language, and not on any particular representation of the members of this
algebra as a generated �eld. In connection with this point, it may be helpful to consider the epigraph
from Peirce that opens this chapter.
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same time, to judge that the probability of this event (conceived of in a certain way) is

1/2, then why must information that is relevant for the �rst sort of inference be relevant

for the second, as well.

Admittedly, this argument is not conclusive, for a critic of the view could simply insist

that it is somehow in the nature of deduction that its results have some rational bearing

on our probabilistic assessments. But once it has been admitted that to deduce that a

certain event will occur is not to assess this event's probability (and, moreover, that this

event, considered on its own, cannot even be meaningfully assigned a probability) then,

the burden of proof has been shifted back to the critic to provide some further justi�cation

for his view.

Additional pressure can be added to the critic's burden by pointing out that there

are many other ways in which we might come to learn that an event has occurred, which

manifestly have no bearing at all on our probabilistic judgments. Thus, for example, if

we assume that a certain coin is fair, then, if after the fact, we were to directly observe

that the coin has landed heads, the judgment thus formed does not con�ict with our

judgment that the probability of the coin's landing heads when tossed is 1/2. Neither

does our being informed of this fact indirectly by a witness to the event. But then why

should it be relevant for assessing the probability with which the coin will land heads

that we should be able to deduce from the known facts of the case, in conjunction with

the deterministic laws that govern the coin's motion, that this event will occur? In all

of these cases, our reasoning leads us to form a judgment that a given event will occur,

in a manner which is altogether independent of any conceptualization of that event as

the result of a particular process. It follows, therefore, that in none of these cases are

we reasoning probabilistically. But then why draw a distinction between these di�erent

(non-probabilistic) inferential processes with respect to the probabilistic signi�cance of

their resulting judgments?39 I, for one, can �nd no plausible grounds for upholding such

39In his (1986a), David Lewis introduces the concept of `admissible' information, i.e., information
whose �. . . impact on credence about outcomes comes entirely by way of credence about the chances of
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a distinction.40

It is, of course, true that a Laplacean genius is not the sort of being against whom one

would do well to place a bet, for once the result of a chance process has been speci�ed as

the subject of the wager, this being will be able to appeal to his comprehensive knowledge

of the world in order to deduce whether or not this result will occur. But whatever

advantage such a being might claim for himself in betting situations is not owing to his

superior probabilistic knowledge, any more than is the case with a gambler who is cheating

at cards (counting cards, after all, is still a form of cheating). Rather, from a practical

point of view, the ideal nature of such a being is re�ected in the fact that he has no need

to assess the relative probabilities of the outcomes of a chance process in order to win

at bets. But if such a being were to inquire into the probability with which a coin will

land heads, not for any practical purpose, but simply to satisfy his own curiosity, there

is nothing, in principle, to prevent him from concluding that the two possible outcomes

of the toss are probabilistically indistinguishable. The challenge posed by such an ideal

agent's comprehensive knowledge of the world is not that such knowledge renders him

incapable of recognizing the probabilistic symmetries exhibited by chance processes, but

those outcomes.� (p. 92) Lewis includes as admissible information not only historical information which
describes the state of the world at some time prior to the occurrence of the event in question, but also
� . . .propositions about how chance depends or fails to depend on history.� Although, he is not entirely
explicit on this point, it appears to be the case that Lewis counts among such propositions, deterministic
laws. If this is so, then we are in disagreement on this point. A deterministic theory of the world, which
includes a complete speci�cation of its laws and a complete history of the world up until a given point in
time is, on my view, inadmissible information. This is because possessing such information could clearly
have an e�ect on one's credence in a given proposition without having any e�ect on his probabilistic
judgments.

40The most common way of trying to make out such a distinction is in terms of the temporal status
of the information relied upon relative to the event in question. When we deduce that a given coin
will land heads, our inference is based on information about the state of the world prior to the coin's
actually landing heads (the position of the coin above the table, its initial angular velocity, etc.), whereas
when we judge that the coin has landed heads by observing the result of the toss, our inference relies on
information about the state world after this event has occurred (namely, the fact that we saw the coin
showing heads). Even overlooking the di�culties surrounding the temporal status of laws, however, it is
unclear why this distinction between the past and the future should be relevant at all. If a person were
genuinely clairvoyant, would their precognition that a coin will land heads in any way threaten our belief
in the fairness of the coin? The use of temporal language in probabilistic discourse (�The probability that
the coin will land heads is 1/2 �), I would argue, is, in large part, metaphorical. It gestures towards a
particular procedural context by exploiting the pre-theoretical association between what is free to vary
and what has yet to take place.
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rather that, apart from sheer curiosity, such an agent would have no reason to care.

1.8 Conclusion

Symmetry-based reasoning is based on the fundamental principle that probabilistically

indistinguishable events ought to be assigned an equal probability. As we have seen, if

symmetries are to play a non-deductive role in probabilistic inference, then this principle

cannot simply be regarded as a mathematical truism. The judgments of probabilistic

relevance which underlie symmetry-based reasoning must instead be interpreted in non-

probabilistic terms. Moreover, if we are to do justice to the pre-theoretical intuition that

the probabilistic symmetries exhibited by elementary chance processes express objective

facts about the world, then it must be the case that whether or not a given description

of an event is probabilistically complete is not a fact which is relative to an agent's state

of knowledge.

It is tempting to suppose that to accept, as an objective fact, that a set of mutu-

ally exclusive and exhaustive events agree in all probabilistically relevant respects is, in

essence, to give up on our belief in determinism, but, as we have seen, this conclusion is

based on a mistaken view regarding the relationship between probabilistic reasoning and

deduction. It is entirely consistent for an agent to accept that two alternative outcomes

are probabilistically indistinguishable despite that agent's being in a position to deduce

that one of these two outcomes is determined by law to occur.

Thus, even if we believe that the world is a deterministic place, we may still interpret

the symmetry-based methods employed in the earliest analyses of games of chance in ob-

jective terms. But this, of course, is not to say that such methods are rationally warranted.

If the principle of symmetry is not simply a mathematical truism, then it is a conceptual

possibility that two events may, in fact, di�er in their probability, despite agreeing in all

relevant respects. But then what justi�es us in assigning to indistinguishable events an
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equal probability?

Simply put, the reason that we are justi�ed in appealing to the principle of symmetry

is that we have no other choice but to do so. As we will see, whenever we inquire

into the probability of an event, we must always appeal in one way or another to the

probabilistic symmetries exhibited by a chance process. Consequently, if we are to have

any probabilistic knowledge at all, we must accept as an axiom that probabilistically

indistinguishable events are equally probable. Outside of the domain of pure mathematics,

this is as deep a justi�cation as one can hope to give for a claim. If we are faced with

the choice of either accepting a certain principle or giving up on inquiry altogether, then

we are always justi�ed in taking the former option, for it is the absolute right of every

rational being to attempt to discover the truth, even if it should lie beyond his power to

ensure that that truth is, in fact, discoverable.



Chapter 2

Symmetry, Entropy and Frequency

This is the fundamental axiom: aequalibus aequalia � like hypotheses must be

treated likewise.1

� Leibniz

2.1 Introduction

Historically, there have been two sorts of proposals for how to ground judgments of proba-

bility in those cases in which the chance processes under study do not exhibit any manifest

probabilistic symmetries. On the one hand, there are those views which seek to justify

judgments of probability on the basis of epistemic principles relating to structural features

of an agent's state of knowledge � or what is more often the case, his state of ignorance.

According to this view, given an agent's epistemic state, certain judgments of probability

may be more reasonable than others, not because the agent has any positive knowledge

to support these judgments, but rather because, in light of the agent's lack of knowledge,

these judgments are, in some sense, the most reasonable or conservative estimates that

1Leibniz, p. 520

65
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he can make.2

Opposed to these views, are those which seek to ground judgments of probability on

the direct observation of the long-run behavior of a chance process in a prolonged sequence

of repeated trials. Whether or not we are able to recognize any probabilistic symmetries in

a given chance process, ultimately, it is argued, we can only come to acquire probabilistic

knowledge of this process through the direct observation of the relative frequencies with

which various outcomes occur in similar settings. Such facts serve as the brute empirical

basis of all of our probabilistic knowledge.

In this chapter, we will attempt to show how both of these proposals for how to ground

judgments of probability must have their ultimate basis in the principle of symmetry. In

the case of those probability judgments that are based on principles of epistemic conser-

vatism, an appeal to symmetry is needed in order to avoid the charge of arbitrariness.

In the case of frequency-based reasoning, the appeal to symmetry is needed in order to

ensure that all the probabilistic information that can be extracted from the outcome of

a repeated experiment is contained in the respective outcomes of the various trials, and

not the order in which these trials take place.

2.2 The Principle of Indi�erence

It is often acknowledged as a general principle of rationality that one ought only to accept

that a certain claim is true, provided one has reason to do so. In the speci�c context

of probabilistic reasoning, this general maxim has often been expressed in the following

form: when an agent is in a state of total ignorance as to which of a number of events will

occur, then this agent ought to assign to these events an equal probability. Historically,

this principle was referred to as the principle of insu�cient reason. It is nowadays more

2This view, sometimes referred to as objective Bayesianism, is generally associated with the school of
Bayes and Laplace, and it traces its history through the work of Harold Je�reys, E.T. Jaynes and Richard
Cox, among others.
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commonly referred to as the principle of indi�erence.3

The initial plausibility of the principle of indi�erence is based on the intuition that a

rational agent must always have some reason for judging one event to be more likely than

another. Consider, for example, an agent who is in a state of total ignorance as to which

of two political candidates, Bill and John, will win in an upcoming election. This agent

knows nothing about their respective political views or personal histories, and, excepting

for their names, has no way to tell them apart. If, in spite of his ignorance, this agent

were to assign a probability of 0.7 to the event that Bill will win the race, we might

rightly accuse him of indulging in an irrational sort of speculation, for, given the agent's

lack of information, the names `Bill' and `John' are mere empty placeholders. But then

why not simply exchange these names and assume that it is John rather than Bill who is

the more likely of the two to win? Given the agent's uniform state of ignorance, such an

inexplicable preference in favor of Bill appears to be totally capricious. If, on the other

hand, the agent were to conclude that John and Bill are both equally likely to win the

election, then he would at least avoid the charge of irrational bias since, in this case, both

of the candidates would be treated indi�erently.

The principle of indi�erence purports to provide us with a means by which we can

justify judgments of probability without appealing to any prior knowledge of the proba-

bilistic symmetries exhibited by a chance process.4 Provided we are in a state of uniform

ignorance as to which of a number of outcomes will occur, then, despite not being in

3Boole describes the principle of indi�erence as that which instructs us to �. . . assign to di�erent
states of things of which we know nothing and upon the very ground that we know nothing, equal degrees
of probability.� (Boole, p. 370) von Mises quotes Czuber as writing, �According to the principle [of
indi�erence] the statement of equal likelihood is founded on the absolute lack of knowledge concerning
the conditions of existence or realization of the single cases.� (von Mises (1961), p. 226).

4It is important to stress that the principle of indi�erence is not equivalent to the principle of symmetry.
The potential for confusion here arises from a certain ambiguity in the claim that an agent `has no reason'
to judge one event to be more likely than another. If, for instance, an agent were to say `I have no reason
to believe that John is any more likely to defeat Bill than vice versa,' he may thus be expressing the
positive judgment that both of these candidates are evenly matched. On the other hand, this may simply
be a way of expressing the agent's general ignorance about politics, and, more speci�cally, about what
the result of this particular race will be. For a formal account of this distinction between a uniform state
of ignorance and a state in which one possesses positive knowledge of the symmetries inherent in a chance
process, see de Cooman and Miranda (2008).
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a position to judge that these events agree in all relevant respects, we can nevertheless

assign to them an equal probability on the grounds that there is no other non ad-hoc way

of proceeding.

Since its earliest introduction in the work of Bernoulli and Laplace, the principle of

indi�erence has been subject to a number of forceful criticisms, the most straightforward

of which simply appeal to the apparent absurdity of the notion that we can come to possess

probabilistic knowledge of the world in virtue of our ignorance of a chance process. Thus,

for example, Michael Strevens writes: �. . .it is surely the case that we can never reliably get

from ignorance to truth, because the nature of the world is independent of our epistemic

de�cits. The fact that we do not know anything about A does not constrain the way

things are with A.�5

As a �rst response to this point, it may be noted that the principle of indi�erence

does not suggest that we are justi�ed in inferring from the the fact of our ignorance that

certain events are equally probable. Rather, the principle asserts that uniform ignorance

is an epistemic condition under which we are justi�ed in forming such a belief. Our

acceptance of such a principle, therefore, no more requires us to admit that facts of a

strictly epistemic nature `constrain the way things are' than would our acceptance of a

principle asserting that we are justi�ed in accepting B, on the basis of a belief in A. The

reference to our state of belief, in the latter case, refers to the conditions under which

such an inference is warranted, not to the premise from which such an inference proceeds.

Even once we are clear on this point, however, there may still be a worry as to how it

can be the case that our being in a state of ignorance can impose rational constraints on

what beliefs we may adopt about the world. The force of this objection depends upon how

we interpret the phrase `rational constraints'. If the relevant notion of constraint is that

which is opposed to logical independence, then, of course, it is true that our ignorance of

the world does not impose any constraints on what the world is actually like. But if we

5Strevens (1998), p. 231-32.
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take this fact to undermine the validity of the principle of indi�erence, then there is no

halting the descent into skepticism, for in all cases of inductive reasoning, the conclusion

of the inference is logically independent from the premises from which such an inference

proceeds. On the other hand, if the relevant notion of rational constraint is meant to

include those constraints which result from inductive principles of reasoning, then the

objection simply begs the question.

Thus, one cannot object to the principle of indi�erence simply on the grounds that it

appears to provide us with a way of transitioning from a state of ignorance to a state of

knowledge, for all inductive principles of rationality purport to do the same.6 There is,

however, a second, more substantial line of criticism directed at the principle of indi�er-

ence, which aims to show that the principle, in its unquali�ed form, issues in contradictory

results.7 A single example should su�ce to illustrate the di�culty.

Suppose that a certain urn contains ten balls, each of which is either black or white.

Given only this information, what is the probability that �ve of the balls in the urn are

black and �ve are white?

Answer 1: There are 11 possible values of the ratio of black to white balls in the urn.

Since we are in a state of total ignorance as to which of these values is the

true value, the principle of indi�erence instructs us to assign a probability of

1/11 to the claim that the ratio of black to white balls in the urn is exactly

1:1, i.e., that there are �ve black balls and �ve white balls in the urn.

6In response to the Abbé Gratry's pronouncement that every successful induction marks an act of
divine inspiration, Peirce o�ered the following concessionary remark: �I respect this explanation far more
than many a pedantic attempt to solve the question. . . because it shows an appreciation of the depth of
the problem, because it assigns an adequate cause, and because it is intimately connected � as the true
account should be � with a general philosophy of the universe.� (Peirce (1992), p. 168) Peirce ultimately
rejected the Abbé's view on the grounds that it fails to provide an account of how induction actually
operates, but his sympathetic reaction to the extremes to which the Abbé felt himself compelled to resort,
indicates the seriousness with which he regarded the task of providing a satisfactory account of inductive
reasoning.

7The discussion of the paradoxes of indi�erence in chapter 4 of Keynes' Treatise on Probability is the
locus classicus of the subject. A version of the example presented below is discussed by Keynes on pp.
50-51.
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Answer 2: There are 210 possible sequences in which the balls might have been placed

in the urn. Since we are in a state of total ignorance as to which of these

sequences is more likely to correspond to the true order in which the balls

were placed in the urn, the principle of indi�erence instructs us to assign a

probability of
(

10
5

)
/210 ≈ 1/4 to the claim that this sequence consisted of

exactly �ve black balls and �ve white balls.

Thus, if the principle of indi�erence is applied to the ratio of black to white balls in the

urn, the probability of the claim that the urn contains exactly �ve black balls is 1/11, but

if the principle is applied to the possible constitutions of the urn, the probability of this

claim is roughly 1/4.

The source of the `paradox' consists in the fact that total ignorance is robust enough

an epistemic state to remain intact no matter how one chooses to group together the

outcomes of a given chance process. Let Ω be the set of all possible outcomes of a

chance process, and let {Ak}1≤k≤n be an arbitrary partition of Ω. Presumably, if one

is in a state of total ignorance as to which of the outcomes in Ω will occur, then one

is likewise in a state of total ignorance as to which of the events Ak will occur. But

provided the partition {Ak} is non-uniform (i.e., provided there exist events Ai,Aj such

that |Ai| 6= |Aj|), then the principle of indi�erence will lead to contradictory results. For,

if, on the one hand, the principle is applied to the events in the partition {Ak}, it follows

that Pr(Ai) = Pr(Aj) = 1/n. But, if, on the other hand, the principle is applied to the

outcomes in Ω, then Pr(Ai) = 1/|Ai| 6= 1/|Aj| = Pr(Aj).

Thus, it seems, if an agent is to be rationally coherent, he cannot apply the principle

of indi�erence to both the outcomes in Ω and the events in {Ak}. But, based on the above

formulation of the principle, there is nothing to preclude him from applying it to either one

of these two sets of events. The unquali�ed form of the principle of indi�erence may thus

be objected to on the grounds that its coherent application requires the agent to make a

seemingly arbitrary choice as to how it is to be applied � a choice which, nevertheless, has
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non-trivial implications for the judgments of probability that are justi�ed by the principle.

In order to avoid this sort of objection, the principle of indi�erence must be formulated

in such a way that the conditions for its legitimate application su�ce to determine whether

the principle is to be applied to the outcomes in Ω or to the events in {Ak}. One way to

do so is to restrict the application of the principle to only those cases in which the agent is

able to form a positive judgment of probabilistic symmetry. This would allow us to avoid

the paradoxes mentioned above, for once it has been determined that the outcomes in Ω

are probabilistically indistinguishable, it cannot be the case that the events Ai and Aj

are indistinguishable as well, for these events must di�er in at least the following relevant

respect: whereas Ai can be expressed as the disjunction of |Ai| outcomes in Ω, Aj cannot.

Thus, one way in which a defender of the principle of indi�erence might respond

to the charge of arbitrariness is simply to equate the principle of indi�erence with the

principle of symmetry.8 To adopt this approach, however, is, in essence, to give up on the

conceit that insu�cient reason can constitute a suitable basis for probabilistic inference

since, in this case, it is the agent's positive knowledge that underwrites his judgment

of equiprobability. But how else might we distinguish between the two sets of events Ω

and {Ak} in our formulation of the principle of indi�erence without imputing to the agent

some additional knowledge? If we do not draw the distinction in epistemic terms, perhaps

we can draw it in semantic terms.

Recall that in the previous chapter we argued that judgments of probability do not ap-

ply to events simpliciter, but rather take as their direct objects, events conceptualized as

the results of a given chance process. This means that the problem of assessing the prob-

ability of a given event is only meaningful once we have speci�ed a space of possibilities

de�ning the outcomes of a process. Thus, in the context of any particular probabilistic

8This was essentially Keynes' solution to the problem: �If we know that the two alternatives are
compounded if a di�erent number. . . of sub-alternatives which are in other respects similar, so far as our
evidence goes to the original alternatives, then this is a relevant fact of which we must take account.
And as it a�ects the alternatives in di�ering and unsymmetrical ways, it breaks down the fundamental
condition for the valid application of the principle of indi�erence.� (Keynes, p. 61).



CHAPTER 2. SYMMETRY, ENTROPY AND FREQUENCY 72

inquiry, a principled distinction can always be made between simple events (represent-

ing the possible outcomes of a given chance process) and compound events (representing

disjunctions of these simple outcomes).9 If we limit the application of the principle of

indi�erence to the set of all simple events, then we avoid the paradoxical results described

above, for if the outcomes in Ω are treated as simple, the principle of indi�erence can-

not be applied to the events in {Ak}. Moreover, since the di�erence between simple and

compound events does not re�ect any speci�c knowledge on the part of the agent, the

condition for the application of the principle can still be expressed in terms of the agent's

uniform ignorance.

On this view, then the apparent paradoxes of indi�erence result from the mistaken

assumption that probabilities apply to events simpliciter, rather than to events embedded

within a broader procedural framework. Once we have speci�ed a particular chance

process as the intended object of the probabilistic assessment, there is one and only set

of events to which the principle of indi�erence can be legitimately applied.10

This is enough, I believe, to absolve the principle of indi�erence of any charge of

arbitrariness on account of the standard paradoxes discussed above. As we shall see,

however, even once we have determined a unique set of possible outcomes to which the

principle is to be applied, a similar charge of arbitrariness against the principle can be

renewed along di�erent lines. To see this, we will �rst have to examine, in more detail,

the logical foundations of the principle of indi�erence.

9See, e.g., Feller (1950), p. 9: �If we want to speak about �experiments� or �observations� in a
theoretical way and without ambiguity, we must �rst agree on the simple events representing the thinkable
outcomes; they de�ne the experiment. In other words: The term simple (or indecomposable) event remains
unde�ned in the same way as the terms point and line remain unde�ned in geometry.�

10It should be stressed that none of this pertains to continuous versions of the paradox (e.g., Bertrand's
Paradox, van Fraassen's cube factory, etc.). The problems associated with the continuous case are
fundamentally more complicated than those which arise in discrete settings since there is an additional
choice that must be made concerning how we are to pass from the discrete case to the limit. This is
re�ected in the fact that in the in�nite case there can be non-measure preserving isomorphisms between
the sets of possible outcomes of two distinct random variables. This makes the paradoxes in the continuous
case much more problematic, for in order to apply the principle unambiguously, a choice must be made
between two isomorphic random variables. For an optimistic analysis of how these paradoxes might be
resolved, see Jaynes (2003), ch. 12. For a less optimistic analysis, see van Fraassen (1989), ch. 12. In
everything that follows, we will deal exclusively with the discrete case.
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2.3 The Judy Benjamin Problem

The principle of indi�erence asserts that if a rational agent is in a state of total ignorance

as to which of the possible outcomes of a given chance process will occur, then he ought

to assign to each of these outcomes an equal probability. But why exactly should this be

the case? What is it about the uniform distribution that makes it rationally preferable to

other non-uniform distributions which are, strictly speaking, consistent with an agent's

background knowledge. The answer, at least intuitively, is that, among all the probabil-

ity distributions, the uniform distribution is that which says the least about the actual

outcome of the process. In this sense, it represents the most epistemically conservative

assignment of probabilities that an agent can adopt. In order to express this intuition in

more precise terms, we need a way of quantifying the `amount of information' about the

outcome of a chance process that is contained in a given probability distribution. The

now standard way of doing so is based on results �rst established in the context of the

theory of statistical communication.

In 1948, Claude Shannon, a mathematician and engineer working at Bell Labs, pub-

lished a short monograph entitled �A Mathematical Theory of Communication.�11 In it,

he set out to provide a mathematical model of what he termed a `communication system',

i.e., a system by which a randomly produced source message is transmitted to a receiving

terminal over some (possibly noisy) channel. At the heart of Shannon's theory was the

simple, but profound observation that the particular probability function characterizing

the chance mechanism by which a source produces its message has a direct impact on how

e�ciently that message can be encoded for transmission across the channel.

To take a simple example, suppose that the messages produced by a source consist of

strings of symbols from the alphabet {A,B,C}, and that we wish to communicate these

messages to a digital computer. This requires that each symbol outputted from the source

11See Shannon (1948). For a historical account of the early developments in information theory, see
Pierce (1980), chs. 2,3.
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be encoded into a binary string, the elements of which (called `bits') may be represented

by either a 0 or a 1. Now, if it is discovered that the letter B is more likely to occur in

messages from the source than either of the letters A or C, we can obviously improve the

e�ciency of our code � that is, we can reduce, on average, the length of our messages

to the computer � by adopting a coding scheme which assigns to the letter B a shorter

binary sequence. Suppose, for instance, we adopt a code in which `1' stands for B, `00'

for A and `01' for C. This code would clearly be more e�cient than would be a code in

which `1' stands for A, `00' for B and `01' for C.12

Among the most important contributions of Shannon's work was a precise speci�cation

of the theoretical limit to how e�cient a (lossless) code might be, given the probabili-

ties with which various symbols are outputted from the source. In this way, Shannon

associated with every probability function a certain number � referred to as its informa-

tion entropy � which was proportional to the number of bits per symbol that would be

required, on average, to encode in a maximally e�cient way a message produced by a

chance mechanism characterized by this probability function.

If P is a probability function de�ned on the set Ω, the entropy of P is given by the

quantity:

S(P ) = −
∑
ω∈Ω

P (ω) logP (ω) (2.3.1)

As the entropy of a chance process increases it becomes increasingly di�cult to e�ciently

communicate the output of this process across a channel.13 For this reason, entropy can

naturally be interpreted as an (inversely related) measure of how much `information' about

12If we think of a natural language like English as an autonomic code (i.e., a code in which the code
language and the source language are the same), our use of shorter words, like `and', `the' and `but', to
encode those words which appear most often in our speech, can be given a similar justi�cation in terms
of the improved communicative e�ciency a�orded us by such a practice.

13This is because high entropy probability functions tend to be more uniformly distributed over the
various possible outcomes of the process and so only a slight gain in e�ciency can be obtained through
the use of shorter codes for the more frequently occurring outputs. Low entropy distributions, on the
other hand, are more sharply peaked, with most of the probability being put on a few possible outcomes.
Thus, if shorter codes are used for these more frequently occurring outcomes the gains in communicative
e�ciency can be quite dramatic.
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the outcome of a chance process is contained within a given probability function. The

idea is this: if a probability function were to contain a great deal of information about

what the outcome of a given process will be, then, on the basis of our knowledge of these

probabilities alone, we ought to be able to devise a fairly e�cient language in which to

reliably report the outcomes of this process to another (or, if you like, we ought to be able

to insure against the loss of information at a relatively cheap rate). On the other hand,

if a probability function leaves it relatively uncertain what the outcome of the process

will be, we should expect this language to be less e�cient (or the insurance to be more

costly).

The �rst to exploit this conceptual relationship between entropy and uncertainty in

a speci�cally epistemological context was the physicist E.T. Jaynes, who, a decade or

so after the initial appearance of Shannon's work, published a series of articles on the

foundations of statistical mechanics, in which he proposed that the concept of entropy be

employed as the basis of a general principle of epistemic conservatism, which he dubbed

the principle of maximum entropy:14,15

Principle of Maximum Entropy: A rational agent ought to infer the

probability distribution that maximizes entropy subject to the constraints set

14Jaynes (1957a), Jaynes (1957b). Jaynes' motivation for adopting entropy as a measure of uncertainty
was based less on informal conceptual intuitions, of the sort described above, and more on a representation
theorem presented by Shannon, that established entropy as the unique measure of uncertainty (up to a
positive multiplicative constant) satisfying certain plausible assumptions. The most substantial of these
assumptions is the `grouping' assumption, which states (informally) that, with respect to any given event
A ⊂ Ω, our total uncertainty is equal to the sum of (i) our uncertainty as to whether or not A will occur;
(ii) our uncertainty about what will happen conditional on A; and (iii) our uncertainty about what will
happen conditional on A. For a detailed discussion of Shannon's representation theorem, see Ash (1965),
section 1.2.

15Historically, the use of maximum entropy methods in physics dates back to the work of Maxwell and
Boltzmann, and is most famously exempli�ed in the statistical mechanical derivation of the probability
distribution of the velocities of the particles in a gas at thermal equilibrium. The use of the logarithm as
a measure of the weight of evidence, has a long history as well, dating back to the work of C.S. Peirce.
In his paper entitled `The Probability of Induction' he writes: �. . . [T]wo arguments which are entirely
independent, neither weakening nor strengthening each other, ought, when they concur, to produce a
belief equal to the sum of the intensities of belief which either would produce separately. Now, [since] we
have seen that the chances of independent concurrent arguments are to be multiplied together to get the
chance of their combination. . . the logarithm is the only quantity which ful�lls this condition.� (Peirce
(1955), p. 178)
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by his own knowledge.

Since, among all probability distributions, the uniform distribution is that which uniquely

maximizes entropy, in the speci�c case in which one has no probabilistic knowledge, the

principle of maximum entropy recommends that one assign an equal probability to each

of the possible outcomes of a given chance process. Thus, the principle of indi�erence

follows as a limiting case of the more general principle of maximum entropy. To quote

Jaynes:

The principle of maximum entropy may be regarded as an extension of the

principle of insu�cient reason . . . with the following essential di�erence. The

maximum-entropy distribution may be asserted for the positive reason that

it is uniquely determined as the one which is maximally noncommittal with

regard to missing information, instead of the negative one that there was no

reason to think otherwise. Thus the concept of entropy supplies the missing

criterion of choice which Laplace needed in order to remove the apparent

arbitrariness of the principle of insu�cient reason, and in addition it shows

precisely how this principle is to be modi�ed in case there are reasons for

thinking otherwise.16

In what follows we will accept this interpretation of the principle of indi�erence as a

limiting application of the principle of maximum entropy.17 That is, we will assume

that if an agent has reason to apply the principle of indi�erence in a condition of total

ignorance, then he likewise has reason to apply the principle of maximum entropy in a

condition of partial ignorance, for both of these principles follow from the same general

prescription to adopt the least informative hypothesis that is consistent with the available

evidence.

16Jaynes (1957a), p. 623.
17A number of systematic attempts have been made to derive the principle of maximum entropy from

a priori principles of rationality. See, for example, Cox (1961) (ch. 2), Shore and Johnson (1980), Csiszár
(1991) and Paris and Vencovská (1990).
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Does this general prescription provide a rational agent with a suitable basis for making

probabilistic inferences? The answer, I believe, is no, for as we shall see, the principle

of maximum entropy, in its unquali�ed form, can again be objected to on the grounds

of arbitrariness. In this case, the arbitrariness of the principle does not result from the

agent's being free to decide which of two distinct chance processes is to serve as the

subject of his probabilistic assessment, but rather, from his being free to choose the type

of information on which such an assessment is to be based.

In the remainder of this section, we will illustrate this di�culty in the context of a

speci�c example, referred to in the literature as the Judy Benjamin Problem.18 During

war games, Private Judy Benjamin and her platoon are air-dropped into an area which

they are asked to patrol. The region in which the war games are conducted is divided into

the blue army zone (B) and the red army zone (R) (Judy and her platoon are members

of the Blue army). Each of these zones is further divided into two sub-regions, one

containing the controlling army's headquarters, and the other containing the controlling

army's second company's camp. We ths have the following four possibilities:

R1 : Judy's platoon is located in the red army headquarters region.

R2 : Judy's platoon is located in the red army second company region.

B1 : Judy's platoon is located in the blue army headquarters region.

B2 : Judy's platoon is located in the blue army second company region.

Judy was given a map, which she cannot decipher, and after a short while patrolling, she

and her entire platoon are hopelessly lost. She radios to headquarters to receive some

information as to her whereabouts, and her contact at headquarters responds as follows:

18The Judy Benjamin problem was �rst discussed in van Fraassen (1981) and its follow up, van Fraassen
et al. (1986). The problem is based on a scene from the �lm Private Benjamin, starring Goldie Hawn.
Van Fraassen presents the problem as a di�culty for the principle of cross-entropy maximization, which is
a principle for updating an existing probability function rather than a principle for inferring a probability
distribution from partial information. Formally, however, the maximum entropy distribution is just the
cross-entropy update of the uniform distribution, and so the example can be applied in this context.
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�I don't know if you have strayed into the red zone, but if you have, the probability is 3/4

that you are in the enemy's headquarters region.�19

Given only this information what probabilities should Judy assign to each of the

four possibilities listed above? The principle of maximum entropy determines a unique

answer to this question. By assumption, the only knowledge that Judy possesses as to

her whereabouts is that Pr(R1|R) = 3/4. Thus, according to the principle of maximum

entropy, Judy ought to adopt that assignment of probabilities which maximizes entropy

under this constraint. Without actually carrying out the calculation, we simply note that

the (unique) entropy-maximizing distribution, in this case, satis�es the following three

claims:

1. Pr(R1|R) = 3/4 and Pr(R2|R) = 1/4

2. Pr(B1|B) = Pr(B2|B) = 1/2

3. Pr(R) < 1/2

The �rst of these claims asserts that the inferred probability distribution satis�es the given

constraint, and the second asserts that this distribution leaves it equally likely whether

Judy's platton is in in the blue zone headquarters region or in the blue zone second

company's camp region � a result, which, on its face, seems quite reasonable.

It is the third claim, however, that is odd. The principle of maximum entropy in-

structs Judy to assign a probability less than 1/2 to the claim that her platoon is located

somewhere in the red zone. But why should this be the case? Why should information

which only imposes constraints on Judy's conditional probabilities, lead Judy to conclude

(unconditionally) that she is more likely than not to be in the blue zone?

19How might Judy's contact at headquarters come to possess just this information? Here is one pos-
sibility: Suppose, that they know that the red zone contains a grassy area, ¾ of which is in enemy
headquarters, and suppose that her contact is able to deduce from Judy's report is that she is in a grassy
area (and nothign else). Then, assuming that she is in enemy territory, the probability of her being in
enemy headquarters is ¾. Her contact, however, has no data concerning the proportion of grassy regions
in the friendly territory since, naturally, such data is irrelevant for invading the enemy's region. This
example was suggested to me by Haim Gaifman.
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To better understand the logic behind Judy's reasoning recall that the principle of

maximum entropy instructs Judy to remain maximally uncertain as to the whereabouts

of the target within the constraints set by her available evidence. Now, when Judy is

informed of the fact that if she is in the red zone, she is very likely to be in the red army

headquarters region, her epistemic state is now such that she would be more certain as

to where she is located were she, in fact, to be located somewhere in the red zone. As

a result, in order to remain maximally uncertain as to her whereabouts, Judy concludes

that it is more likely than not that she is in the blue zone.20 In reasoning this way,

Judy is attempting to marginalize the information she received from headquarters by

making its signi�cance depend on the occurrence of a relatively remote event: she is given

information whose signi�cance is contingent on a certain event's taking place, and, in an

e�ort to remain `maximally uncertain', she concludes that this event is unlikely to occur.21

Now, as it turns out, this particular technique for maximizing uncertainty applies

in full generality. That is, no matter what information an agent receives, provided this

information only imposes constraints on an agent's conditional probabilities given a certain

event, the principle of maximum entropy will always recommend that the agent assign to

this event no greater a probability than what she would have assigned to it, had she not

been given this information.22

20This is not intended as a proof. There are further details that must be worked out since there is an
additional `cost' in information associated with Judy's asymmetrical assignment of probabilities to R and
B. For a more detailed account of the cost-balancing arguments in the case of constraints on the agent's
conditional probabilities, see Gaifman and Vasudevan (2010), section 5.

21While one could perhaps argue directly that, in reasoning this way, Judy is being irrational, the
situation is, in fact, quite subtle. The reason that Judy's behavior seems so irrational is that she has
not taken full account of the information implied by the report that she received from headquarters.
Why should Judy's contact at headquarters provide her with the value of Pr(R1|R)? The answer of
course, is that they do not know how likely it is that the target is in the red zone. If they did know this,
then it would be quite misleading to report things this way. But if Judy's contact at headquarters is
able to estimate the value of Pr(R1|R) without knowing the value of Pr(R) then it must be that these
two quantities are independent (this independence must be represented in a higher order framework).
It is precisely when Judy deviates from this assumption of independence that she can be accused of
irrationality. To suppose that there exists some dependency between these quantities is tantamount to
supposing that the report from headquarters is misleading. For a discussion of this last point, see Grove
and Halpern (1997) (a joint work with Haim Gaifman is planned containing a fuller discussion of the
Judy Benjamin problem).

22In neither the original paper on the Judy Benjamin problem, nor its follow-up, does van Fraassen
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Suppose, for example, that when Judy radios back to headquarters, the message she

receives is interfered with, and all that she hears is that: �I don't know if you have strayed

into the red zone, but if you have, the probability is . . . that you are in the enemy's

headquarters region.� It is a consequence of the principle of maximum entropy, that

regardless of what the completed message might have been, Judy would have assigned to

R a probability ≤1/2. Thus, simply knowing that a certain report will inform Judy of

the value of Pr(R1|R), Judy can form a non-trivial judgment of what her probabilities

will be once she has been given the report.

It is this potential for extracting non-trivial probabilistic information from the mere

knowledge of what type of constraint will be imposed on one's probabilities by newly

received information, that opens the door to a new charge of arbitrariness against the

principle of maximum entropy, for in circumstances in which the agent has a choice as to

what sort of information they will receive, they may be able to exploit this knowledge to

manipulate their probabilities in an arbitrary or ad-hoc manner.

Suppose that when Judy contacts headquarters, she is given the choice to either ac-

quire information reporting the value of Pr(R1|R) or information reporting the value of

Pr(B1|B). Then, even prior to choosing which report she will receive, provided Judy

possesses a minimal capacity for self-re�ection, she is in a position to recognize that if she

receives the �rst report she will end up assigning a probability ≤ 1/2 to the event R, and

that if she receives the second report she will end up assigning a probability ≥ 1/2 to R.

But then in deciding which of the two reports to receive, Judy is essentially free to choose

which of these two inequalities will be satis�ed! But, clearly, Judy would be irrational to

accept a judgment formed on the basis of such information since she knows that such a

judgment would not have been made but for the outcome of an arbitrary choice on her

part. In the next section, we will formulate this objection in more precise terms.

recognize this crucial point.
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2.4 Arbitrary Inference Rules

In this section, we will state, in general terms, a criterion of non-arbitrariness that must

be met by any coherent principle of probabilistic reasoning, and we will show how the

unquali�ed form of the principle of maximum entropy fails to meet this criterion.

Let Ω be a �nite set of outcomes and let B be the Boolean algebra of all subsets of Ω.

An inference rule is a rule which determines a particular probability function on B from

the class of probabilities satisfying a given constraint. Thus, if R is an inference rule and

C is a constraint, the result of applying the rule R to the constraint C is a probability

function PrR,C which satis�es C (we shall denote the inferred probability PrC , whenever

R can be inferred from the context).

A probabilistic inquiry is determined by (1) an inference rule and (2) a type of con-

straint to which the rule is to be applied. Formally, a constraint-type is a family of

constraints C , such that every probability satis�es one and only one constraint in this

class.23 Thus, for example, if A ∈ B, one type of constraint to which a rule may be

applied is that which �xes the probability of A. In this case, the constraints are of the

form

P (A) = p,

where p ∈ [0, 1].

If C is a constraint-type then we write RC for the set of all probabilities that result

from applying R to a constraint of this type, i.e.

RC = {PrR,C : C ∈ C }

If the set of probabilities that result from applying a given rule to constraints of one

23If B has n atoms, then every �rst order probability determines and is determined by a point p =
(p1, . . . , pn) ∈ Rn, where pi is the probability of the ith atom. The space of probabilities on B can
thus be identi�ed with the (n − 1) dimensional simplex ∆ consisting of all points p with non-negative
coordinates whose sum is 1. On this modeling, a constraint-type is simply a partition of ∆.
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type is disjoint from the set of probabilities that result from applying this same rule to

constraints of another type, then we say that the rule distinguishes between these two

types of constraints.

De�nition. Let C and C ′ be two constraint-types. R distinguishes between C and C ′ if

RC ∩RC ′ = ∅.

If a rule distinguishes between two types of constraints, then an agent can know simply

by considering the rule itself that the outcome of an inquiry in which the rule is applied to

one of these two types of constraints will necessarily di�er from the outcome of an inquiry

in which the rule is applied to the other. But, if this is the case, then, clearly, it cannot

be left to the discretion of the agent which of these two inquiries he ought to pursue, for

then the agent would be free to choose whether to infer a probability from RC or from

RC ′ . Clearly, however, any plausible principle of rationality should not a�ord an agent

such freedom to determine the contents of his own beliefs.

This intuition motivates the following general criterion for the coherent application of

an inference rule:

Non-Arbitrariness: If R distinguishes between C and C ′, then if a rational

agent is justi�ed in undertaking a probabilistic inquiry in which R is to be ap-

plied to a constraint of type C , he is not justi�ed in undertaking a probabilistic

inquiry in which R is to be applied to a constraint of type C ′.

The condition of non-arbitrariness is meant to capture the idea that a rational agent

cannot be justi�ed in accepting a claim if he is in a position to know that this claim

would not have been judged to be true but for the result of an arbitrary choice on his

part.

We may strengthen this condition somewhat by appealing to the following slightly

weaker notion of distinguishability between constraint-types. Let PrR,⊥ be the result of
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applying the inference rule R to the trivial constraint ⊥, i.e., that which is satis�ed by

all probabilities. Then:

De�nition. R weakly distinguishes between C and C ′ if RC ∩RC ′ ⊂ {PrR,⊥}.

Suppose that an agent is given the choice to either undertake an inquiry in which the

rule R is to be applied to a constraint of type C , or to undertake an inquiry in which this

same rule is to be applied to a constraint of type C ′. If R weakly distinguishes between

C and C ′, then this agent is in a position to know that either (1) the judgment formed as

a result of his inquiry will be such that he would not have judged this claim to be true,

but for the result of an arbitrary choice on his part (in which case, he cannot accept this

judgment); or (2) the judgment formed as a result of his inquiry will be the same as that

which he would have formed had his assessment been based on no information at all. In

either case, it seems, the agent has no reason to undertake the inquiry.

We may thus propose the following slightly stronger version of the non-arbitrariness

requirement given above:

Strong Non-Arbitrariness: If R weakly distinguishes between C and C ′,

then if a rational agent is justi�ed in undertaking a probabilistic inquiry in

which R is to be applied to a constraint of type C , he is not justi�ed in

undertaking a probabilistic inquiry in which R is to be applied to a constraint

of type C ′.

It will be convenient, at this point, to introduce the following su�cient condition for an

inference rule to weakly distinguish between two types of constraints.

De�nition. With respect to an inference rule R, an event A is always decreasing under

C if

1. PrC(A) ≤ Pr⊥(A), for all C ∈ C ; and

2. If PrC(A) = Pr⊥(A), then PrC = Pr⊥.
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always increasing events are de�ned in a similar fashion (obviously, A is always de-

creasing if and only if the complement of A (written Ac) is always increasing).

R weakly distinguishes between C and C ′, if there exists an event A, such that A is

always decreasing under C and always increasing under C ′.

In the remainder of this section, all claims will be made with respect to the maximum-

entropy inference rule, i.e., that rule which instructs an agent to infer from among those

probabilities satisfying a given constraint, that which maximizes entropy.24 As we shall

see, the condition of strong non-arbitrariness imposes a number of interesting limitations

on this rule.25

De�nition. A constraint-type C is A-conditional if for any constraint C ∈ C , and for

any probability P , such that P (A) > 0, whether or not P satis�es C is determined by the

conditional probability function P ( |A).

The �rst limitation imposed on the principle of maximum entropy by the condition of

strong non-arbitrariness results from the following fact.26

24If we wish to ensure that this rule always yields a unique result, we must restrict our attention to
linear constraints, i.e., constraints which can be expressed as one or more linear equations in the expected
values of random variables. It is not di�cult to see that for constraints of this form, there exists a unique
probability distribution which maximizes entropy. This follows from the fact that (1) entropy is a strictly
concave function of P , so that if S(P1) = S(P2) and if P = αP1 + (1 − α)P2 for some 0 < α < 1, then
S(P ) > S(P1); and (2) the set of all probabilities satisfying a linear constraint is closed under mixtures,
i.e., if P1 and P2 satisfy the constraint, then so does αP1 + (1−α)P2. Thus, there cannot be two distinct
probability distributions satisfying a linear constraint that both maximize entropy since any mixture of
these two probabilities is yet another probability satisfying the constraint with higher entropy than both.

25One immediate implication of the condition of strong non-arbitrariness is that if a rational agent is
justi�ed in applying a rule in a state of total ignorance (i.e., to the constraint-type {⊥}) , then this agent
is not justi�ed in applying this same rule to a non-trivial constraint-type. Consequently, if an agent is
justi�ed in applying the principle of indi�erence to the set of outcomes in Ω, this agent is not justi�ed
in applying the principle of maximum entropy on the basis of any additional information that may be
o�ered to him. Thus, we see, that there is, indeed, additional knowledge that is required on the part
of the agent in order to coherently apply the principle of indi�erence. This knowledge, however, is not
needed in order to determine a unique partition of events to which the principle is to be applied, but is
rather needed in order to justify the agent in rejecting any additional information that may be o�ered to
him.

26Theorem 1 was �rst proven in Seidenfeld (1987), corollary 1, appendix B. An alternative proof, which
a�ords deeper insight into the underlying �cause� of the always-decreasing phenomenon can be found in
Gaifman and Vasudevan (2010), section 5.
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Theorem 1. If C is an A-conditional constraint-type, then A is always decreasing under

C .

It follows from this theorem, that if C is an A-conditional constraint-type and C ′ is

an Ac-conditional constraint-type, then the principle of maximum entropy weakly distin-

guishes between C and C ′. Thus, if a rational agent is to coherently apply the principle of

maximum entropy to C , he cannot apply the principle to C ′ (and vice-versa), for other-

wise, he would be free to choose whether Pr(A) ≥ Pr⊥(A) or Pr(A) ≤ Pr⊥(A).27 Thus,

for example, in the speci�c context of the Judy Benjamin problem, if Judy is justi�ed in

basing her assessment on information reporting the value of Pr(R1|R), then she is not

justi�ed in basing her assessment on information reporting the value of Pr(B1|B), and

vice versa.

An additional limitation can be imposed on the principle of maximum entropy with

respect to constraints which determine the expected value of a given random variable.

Let X be a random variable on Ω which takes values in the set X , and let EX be the set

of all constraints of the form E(X) = x, where x ∈X and

E(X) =
∑
ω∈Ω

X(ω)P (ω)

We write x for the mean of X:

x =
1

|Ω|
∑
ω∈Ω

X(ω)

and xA for the conditional mean of X, given A:

xA =
1

|A|
∑
ω∈A

X(ω)

27With respect to the maximum-entropy inference rule Pr⊥ is the uniform distribution. Hence,
Pr⊥(A) = |A|/|Ω|.
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De�nition. A non-empty event A is a mean event if xA = x.

Obviously, if A 6= Ω is a mean event, then so is Ac.

De�nition. An interval event is any non-empty event of the form

{ω ∈ Ω : a ≤ X(ω) ≤ b}

We now state a su�cient condition for an event A to be always decreasing under EX .

Theorem 2. If A 6= Ω is mean event and an interval event, then A is always decreasing

under EX .

Let us illustrate this theorem in the context of a speci�c example. Suppose that a

given six-sided die will be tossed a very large number of times, and that an agent, Jonah,

will be informed of the average score of the tosses. On the basis of this information alone,

he will then be asked to assess the probability that, on the next toss of the die, either

three or four points will be scored.

In this case, Ω = {ω1, . . . , ω6}, where ωi expresses the event that, on the next toss

of the die, i points will be scored. Jonah is asked to assess the probability of the event

A = {ω3, ω4} on the basis of information which determines the expected value of the

random variable:

X(ωi) = i,

for i = 1, 2, . . . , 6. Note, on the one hand, that A is a mean event (with respect to X)

since

xA =
1

2

4∑
i=3

i = 3.5 = x

At the same time, A is an interval event, since

A = {ω ∈ Ω : 3 ≤ X(ω) ≤ 4}
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Thus A satis�es the conditions of theorem 2, and we may thus conclude that A is a strictly

decreasing event under EX . This means that any probability which maximizes entropy

under a constraint of the form E(X) = x, will assign to A a probability that is no greater

than that which is assigned to this event by the uniform distribution. Thus, if Jonah

applies the principle of maximum entropy to the problem, then he is in a position to

know, even prior to being told the average score, that the probability of A will be ≤ 1/3.

How are we to account for this phenomenon? Recall that, in accordance with the

principle of maximum entropy, Jonah would like to adopt the most uniform probability

distribution that he can, consistent with his knowledge of the average score of the tosses.

Now, clearly, a smaller shift of the probabilities of the outcomes located at the extreme

ends of the scoring range (e.g., ω1 and ω6), will precipitate a larger shift in the average

score, than would a corresponding shift of the outcomes near the center of the scoring

range (e.g., ω3 and ω4). Thus, in order to take advantage of this torque-like e�ect, Jonah

ought to arrange his probabilities so that the better part of the burden of accommodating

the new information will result from shifts in the probability of the outermost events. To

this end, he shifts some of the mass from A to its complement, where it can have a greater

e�ect. Roughly speaking, this explains why Jonah reasons the way he does.

The formal proof of theorem 2 which shows that the costs do, in fact, balance in this

way is given in Appendix A. For now, we note the following corollary of this theorem:

Corollary. If |Ω| > 3, then there exist random variables X and Y , such that the maximum-

entropy inference rule weakly distinguishes between EX and EY .

Proof. Suppose that Ω = {ω1, . . . , ωn}, where n > 3. De�ne the random variable X to

be:

X(ωi) =


1 i = 1

n i = n

n+1
2

2 ≤ i ≤ n− 1
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Then the event A = {ω2, . . . , ωn−1} satis�es the conditions of theorem 2. Hence, A is

always decreasing under EX .

Now, de�ne the random variable Y to be

Y (ωi) =


0 2 ≤ i ≤ n− 2

1 i = n− 1

1
n−2

i = 1, n

Then the event AC = {ω1, ωn} satis�es the conditions of theorem 2. Hence, Ac is always

decreasing under EY , i.e., A is always increasing under EY .

It thus follows from the condition of strong non-arbitrariness that if a rational agent is

to coherently apply the principle of maximum of entropy to information which determines

the expected value of some random variable, then it must be the case that the agent's

choice of variable is not entirely arbitrary.

Suppose, for example, that Jonah is given the choice between learning the average

score of the tosses, as measured in the standard scoring scheme X, or learning their

average score in the scoring scheme:

Y (ωi) = ((i+ 2) mod 6) + 1

As noted above, the event A = {ω3, ω4} is always decreasing under EX . But, it follows

from theorem 2 that Ac is always decreasing under EY . Thus, Jonah is in a position to

know, in advance, that, on the one hand, if he opts to receive the average score under

the scoring scheme X, he will assign to A a probability ≤ 1/3. On the other hand, he

also knows that if he opts to receive the average score under the scoring scheme Y, he will

assign to A a probability ≥ 1/3. But then, clearly, if Jonah is rational, he cannot treat

the choice between these two options as arbitrary.
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Thus, the coherent application of the principle of maximum entropy requires the agent

to already possess a su�cient knowledge of the situation to support a choice as to which

type of constraints are to be used in applying the method. In Jonah's case, if he is to

coherently apply the principle of maximum entropy to the average score under the scoring

scheme X, he must have some independent reason to believe that the average score under

the scoring scheme Y is not a suitable basis for probabilistic inference.

As it turns out, this was a point upon which Jaynes himself was perfectly clear. In

responding to an objector, who asked rhetorically whether there is anything in the physics

of throwing dice to suggest the plausibility of the maximum-entropy distribution under

EX , Jaynes remarked:

. . .[T]he most obvious imperfection (of a die) is that di�erent faces have dif-

ferent numbers of spots. This a�ects the center of gravity, because the weight

of ivory removed from a spot is obviously not (in any die I have seen) com-

pensated by the paint then applied. Now, the numbers of spots on opposite

faces add up to seven. Thus, the center of gravity is moved towards the �3�

face, away from �4�, by a small distance x corresponding to the one spot dis-

crepancy. The e�ect of this must be a slight probability di�erence which is

surely, for very small x, proportional to x . . . But the (2�5) face direction has

a discrepancy of three spots, and the (1�6) of �ve. Therefore we anticipate

the ratios: (p4 − p3) : (p5 − p2) : (p6 − p1) = 1 : 3 : 5. But this says . . . that

the spot frequencies vary linearly with i . . . This is the most obvious �physical

constraint�. . .28

This passage makes it clear that in spite of the fact that Jaynes considered the example

of the die to be merely illustrative, he clearly had a very detailed physical experiment in

28Jaynes (1983), p. 259. Jaynes is, in fact, wrong when he says that the fact that (p4− p3) : (p5− p2) :
(p6 − p1) = 1 : 3 : 5 implies that the spot frequencies vary linearly with i. Nevertheless, for small enough
θ, the assumption of a linear skew seems plausible.
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mind.29

Thus, if the principle of maximum entropy is to be applied in a coherent way, the

`constraints' which �gure in the analysis cannot simply be construed as arbitrary condi-

tions on an agent's subjective degrees of belief. Instead, they must re�ect that agent's

positive knowledge concerning the actual physical process underlying the chance scenario

to which the principle is to be applied. But what sort of positive knowledge is required,

in this case? If Jonah is appealing to some physical fact about the die in order to justify

his choice of one type of information over another, what exactly is it that he is assuming,

and how does this assumption justify him in concluding that Pr(A) ≤ 1/3?

As we shall see in the following section, the assumption on which Jonah's inference is

based is simply the assumption that the average score of X is a probabilistically complete

random variable (on a suitably imagined space of possibilities) and the principle to which

Jonah must appeal in order to infer from this assumption that Pr(A) ≤ 1/3 is the principle

that indistinguishable events are equally probable, i.e., the principle of symmetry.

2.5 On A Priori and A Posteriori Reasoning

Suppose that we are casting a die and that we wish to know how likely it is that the die will

score an ace on any given toss. Intuitively, there are two distinct sorts of methodologies

that we might employ in order to determine the probability of this event. On the one

hand, we could appeal directly to the symmetry of the die in order to justify an assignment

of equal probabilities to the six possible outcomes of a given cast (and hence a probability

of 1/6 to the particular outcome that the die will score an ace); or, on the other hand, we

29This notwithstanding the fact that, on other occasions, Jaynes seems quite happy to admit that
the principle of maximum entropy has nothing at all to do with the application of physical theory. For
example, in the �rst of his Brandeis Lectures of 1963, he writes: �The problem [of probabilistic inference]
is not to �nd the [probability] which correctly describes the �true physical situation.� That is unknown,
and always remains so, because of incomplete information. In order to have a usable theory we must ask
the much more modest question: �What [probability] best describes our state of knowledge about the
physical situation?� . . . This problem really has nothing to do with the laws of physics (and, as a corollary
. . . its solution will have applications outside the �eld of physics). . . � (Jaynes (1963), p. 41)
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could toss the die repeatedly and base our assessment of the probability on the observed

relative frequency with which an ace is scored in a large number of repeated trials.

Historically, the terms a priori and a posteriori were used to distinguish between

these two sorts of methodologies.30 We will, in this section, adopt this traditional usage,

though, to avoid any confusion, it should be stressed right away that the term `a priori '

is not to be taken in its philosophical sense. The term is not meant to imply that the

assumptions which underwrite assessments of this sort are devoid of empirical content,

but rather that these assumptions are based on knowledge acquired `prior to' any direct

observation of the long-run behavior of the particular chance process under study.

In this section, we will argue for the claim that the apparent duality between a priori

and a posteriori reasoning re�ects a di�erence in degree, and not in kind. More speci�cally,

we will show how both of these methods can be viewed as particular instantiations of a

more general pattern of symmetry-based reasoning, where the di�erence between the two

has only to do with the strength of the symmetry assumed.

In what follows, we will frame our discussion in the context of the speci�c case of dice

30It was Jacob Bernoulli, who was the �rst to introduce this distinction. He writes:

. . .[I]t occurred to me to ask why, for example, do we know with how much greater probabil-
ity a seven rather an eight will fall when we roll a pair of dice, and why do we not know how
much more probable it is for a young man of twenty years to survive an old man of sixty
years . . . this is the point: we know the number of equally possible ways in which a seven
and in which an eight can fall when rolling dice, but we do not know the number of equally
possible ways which prevail in summoning a young man to die before an old man. . . I began
to inquire whether what is hidden from us by chance a priori can at least be known by us a
posteriori from an occurrence observed many times in similar cases. . . for had I observed it
to have happened that a young man outlived his respective old man in one thousand cases,
for example, and to have happened otherwise only �ve hundred times, I could safely enough
conclude that it is twice as probable that a young man outlives an old man [than otherwise].
(Bernoulli (2006), 242)

Note that Bernoulli proposes his a posteriori method, not as a replacement for the standard, a priori
methods that apply in the context of simple games of chance, but rather as an alternative to these
methods in cases where they cannot be applied. This is an important point to stress because contemporary
debates in the foundations of probability tend to construe the distinction between a priori and a posteriori
methods as having its basis in a still more fundamental distinction between two di�erent and mutually
incompatible conceptions of probability, one epistemic and the other empirical. This conceptual duality
does not appear in the earliest writings on the subject. For Bernoulli, there were simply two di�erent
ways in which to assess the probability of an event: either by direct appeal to the symmetries inherent
in a chance process, or else through the observation of relative frequencies.
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casting. Suppose that Jonah is casting a six-sided die and that he wishes to assess the

relative probabilities with which the various faces of the die will land face up. To do so,

he adopts the a posteriori methodology of casting the die repeatedly and observing the

relative frequencies with which the various possible outcomes occur. Once the die has

been cast a su�ciently large number of times, he takes the observed frequencies to be a

reasonable estimate of the probabilities for the next toss. What justi�cation might Jonah

have for reasoning this way? As we shall see, we can provide an answer to this question

by attributing to Jonah a belief to the e�ect that the chance process which consists in his

repeated casting the die ad in�nitum exhibits a certain probabilistic symmetry.

Let Ω be the set of all possible outcomes of an in�nite sequence of casts of the die,

i.e.:

Ω = {(ω1, ω2, . . .) : ωi ∈ {1, 2, . . . , 6}},

and let the random variable Xn be the outcome of the nth cast, i.e., Xn(ω) = ωn. For any

n ≥ 1, we write (ω1, . . . , ωn) for the event

X1 = ω1 and . . . and Xn = ωn,

and we write Ωn for the set of all possible outcomes of the �rst n casts of the die, i.e.

Ωn = {(ω1, . . . , ωn) : ωi ∈ {1, 2, . . . , 6}}

A probability Pr on Ω is any non-negative, countably additive measure on the σ-algebra

generated by the set of all events of the form (ω1, . . . , ωn) for n ≥ 1.31 Thus, a probability

on Ω induces a unique probability on each of the Ωn's, and, conversely, an assignment of

probabilities to every event that is in some Ωn, determines a unique probability on Ω.

Now, suppose that Jonah concludes that all of the information that is relevant for

31To avoid the unsightly use of multiple parentheses, we leave them out when the intended meaning of
the expression is clear from the context. Thus, e.g., we write Pr(ω1, . . . , ωn) rather than Pr((ω1, . . . , ωn)).
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assessing the probability of any (�nite) initial sequence of casts of the die is contained in

a report describing how many of these tosses scored 1 point, how many scored 2 points,

etc.. In other words, with respect to any Ωn, Jonah believes that the random variable:

N(ω1, . . . , ωn) = (n1, . . . , n6),

where

nk = # of k's in the sequence ω1, . . . , ωn

is probabilistically complete.

It follows from this assumption that if one sequence of n tosses can be obtained

from another simply by reordering the terms in the sequence, these two sequences are

probabilistically indistinguishable, Thus, according to the principle of symmetry, any two

such sequences are to be assigned an equal probability. This condition is typically referred

to as exchangeability, but we will refer to it as order invariance, to emphasize its basis in

symmetry-based reasoning:

De�nition. A probability Pr on Ω is order invariant if, for any event (ω1, . . . ωn) and

any permutation π of the set {1, . . . , n}:

Pr(ω1, . . . , ωn) = Pr(ωπ(1), . . . , ωπ(n))

How does Jonah's belief in the order invariance of Pr justify his adoption of the

a posteriori methodology described above? The answer to this question relies on the

well-known representation theorem of de Finetti, which asserts that any order invariant

distribution can be represented as a mixture of multinomial distributions:32

Theorem. (Hewitt-Savage) If Pr is order invariant, then there exists a probability mea-

32A proof of the binomial form of de Finetti's representation theorem can be found in de Finetti (1980).
A much simpler (and more illuminating) proof of the theorem is given in Heath and Sudderth (1976).
The multinomial form of the theorem was �rst proven in Hewitt and Savage (1955).



CHAPTER 2. SYMMETRY, ENTROPY AND FREQUENCY 94

sure µ on the set:

P =
{

(p1, . . . , p6) : 0 ≤ pk ≤ 1;
∑

pk = 1
}

such that for any event (ω1, . . . , ωn):

Pr(ω1, . . . , ωn) =

ˆ
P

6∏
k=1

pnkk µ(dp),

where p = (p1, . . . , p6), and nk is the number of k's in the sequence ω1, . . . , ωn.

It is a corollary of this theorem that if Pr is an order invariant distribution, then Pr

assigns a probability of 1 to the event that the relative frequency with which k points

are scored will converge to some value pk, and that the probability of scoring k points

on the nth toss, given the outcomes of the �rst n − 1 tosses, will converge to pk in the

limit, as n approaches in�nity. It is this fact which ultimately justi�es Jonah in basing his

assessment of the probabilities on the observed relative frequencies of events, for provided

the assumption of order invariance holds, he can be sure that the probabilities on the next

toss will approach the empirically observed frequencies asymptotically.33

Thus, a posteriori reasoning corresponds to reasoning under the assumption of or-

der invariance. Its justi�cation consists in an application of the principle of symmetry

to circumstances in which arbitrary permutations of �nite sequences of outcomes in an

in�nitely repeatable experiment are judged to be probabilistically indistinguishable. In

this case, the principle of symmetry does not determine a unique probability distribution

over the space of possible outcomes of the experiment, nor does it allow Jonah to make

any non-trivial claims about what the probabilities will be on a given toss, without �rst

observing the behavior of the die in a su�ciently large number of trials. Nevertheless,

Jonah's recognition of the symmetry of the situation is what allows him to learn from in-

complete descriptions of the experiment's outcome (i.e., the outcomes of the �rst n casts)

33Of course, much more can be said about the rate of convergence, and the quality of an a posteriori

probability estimate based on �nite date. See, e.g., Jaynes (1982).
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what more complete descriptions of this outcome (i.e., the outcomes of the �rst n + 1

casts) will be like.

In general, the stronger the symmetry assumed, the less detailed a description of the

observed sample is needed in order to predict the probabilities on the next toss.34 In

the limiting case in which the symmetry is comprehensive, we recover standard a priori

reasoning. Suppose, for example, that Jonah concludes that all of the information that

is relevant for assessing the probability of any (�nite) initial sequence of casts of the die

is contained in a report describing how many times the die was tossed. In other words,

with respect to any Ωn, Jonah believes that the random variable:

C(ω1, . . . , ωn) = 1,

is probabilistically complete. In this case, an appeal to the principle of symmetry

results in the claim that any two sequences of equal length are equally probable. Let us

refer to this property as outcome invariance:

De�nition. A probability Pr on Ω is outcome invariant if, for any two events (ω1, . . . ωn)

and (ω′1, . . . , ω
′
n):

Pr(ω1, . . . , ωn) = Pr(ω′1, . . . , ω
′
n).

Clearly, the only probability distribution which satis�es outcome invariance is the

uniform multinomial distribution:

Pr(ω1, . . . , ωn) =

(
1

6

)n
34To say that one symmetry is stronger than another is to say that it represents more outcomes as

probabilistically indistinguishable. Formally, if X and Y are random variables, then the judgment that
X is probabilistically complete determines a stronger symmetry than the corresponding judgment with
respect to Y , if there exists a function f such that:

f(Y ) = X,

but not vice-versa. Note that this only de�nes a partial ordering on the space of symmetries.
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Consequently, if Jonah assumes that the distribution is outcome invariant, no matter what

he observes on the �rst n throws of the die, he will assign an equal probability to each of

the six possible outcomes of the next toss. This corresponds to an a priori determination

by Jonah that the coin is fair.

Thus, as we have seen, the di�erence between a priori and a posteriori reasoning rests

solely in the strength of the probabilistic symmetry assumed. When we reason under the

weaker assumption of order invariance, our assessments of probability must be based on

observations of the relative frequencies with which the various outcomes occur. However,

when we are justi�ed in adopting the much stronger assumption of outcome invariance,

no observations of the die are required at all.

Let us now consider the following intermediate case. Suppose that Jonah concludes

that all of the information that is relevant for assessing the probability of any (�nite)

initial sequence of casts of the die is contained in a report describing the average score

of the tosses. In other words, with respect to any Ωn, Jonah believes that the random

variable:

X(ω1, . . . , ωn) =
1

n

(
n∑
i=1

ωi

)
is probabilistically complete.

What reason might Jonah have for adopting this assumption? One potential justi�-

cation for this claim might be based on the sort of physical account of the die suggested

in the passage by Jaynes cited in the previous section: an ordinary die is typically scored

by cutting out a number of circular divots from each of the die's faces in a number equal

to the assigned score of that face. Moreover, as a matter of general convention, the scores

assigned to the opposite faces of a die add up to seven.35

Now, because the die is scored in this way, the center of mass of the die will be shifted

towards the 3-face and away from the 4-face by a small distance corresponding to the one

divot discrepancy. There will also be a slightly larger shift in the center of mass towards

35See footnote 12.
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the 2-face and away from the 5-face, and a still larger shift towards the 1-face and away

from the 6-face. Now, for small enough shifts in the center of mass, we may assume that

the e�ects on the relative probabilities of opposing faces are more or less independent

of one another, and that the overall e�ect on the probabilities varies linearly with the

number of divots removed. Thus, if the principal non-uniformity of the die is owing to

this shift in the die's center of mass, we can expect that the probabilities will have been

skewed in one direction or another:

Pr(ωn) = 1/6 + ε(n− 3.5)

In this way, we reduce the problem to that of estimating ε. But since the value of ε

determines and is determined by the weighted average of the scores, this means that the

only information that is relevant for assessing the probabilities is this average score.

Perhaps there is some other way for Jonah justify the assumption that X is probabilis-

tically complete. For now, however, let us examine the implications of this assumption.

Applying the principle of symmetry, we obtain the result that any two sequences of n

tosses which agree in their average score are equally probable. We will refer to this

property as mean invariance:

De�nition. A probability Pr on Ω is mean invariant if, for any two events (ω1, . . . ωn)

and (ω′1, . . . ω
′
n), if

1

n

n∑
i=1

ωi =
1

n

n∑
i=1

ω′i,

then

Pr(ω1, . . . , ωn) = Pr(ω′1, . . . , ω
′
n)

We state the following representation theorem concerning mean-invariant distribu-

tions.

Theorem 3. If Pr is mean-invariant, then there exists a probability measure µ on the
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interval [1, 6], such that for any event (ω1, . . . , ωn) :

Pr(ω1, . . . , ωn) =

ˆ 6

1

6∏
k=1

Pθ(k)nkµ(dθ) (2.5.1)

where nk is the number of k's in the sequence ω1, . . . , ωn, and

Pθ(k) = Ceβ(θ)k

Here C is a normalizing factor and β is a constant depending on θ, which, as a function

of θ, is continuous, strictly monotone and equals 0 for θ = 3.5.

The proof of this theorem is given in Appendix B. The theorem states that any mean-

invariant distribution can be expressed as a mixture of multinomial distributions where

the probabilities on any given cast of the die have an exponential form. It is a corollary

of this theorem that if Pr is a mean invariant distribution, then Pr assigns a probability

of 1 to the event that the average score of the tosses will converge to some value θ, and

that the probability of scoring k points on the nth toss, given the outcomes of the �rst

n− 1 tosses, will converge to Pθ(k) in the limit, as n approaches in�nity.

Now, as it turns out, the function Pθ(k) is none other than that probability distribution

on the space of possible outcomes of a single cast that maximizes entropy under the

constraint that the expected value of the score is equal to θ.With this observation in hand,

we can now provide a deeper account of the justi�cation of the principle of maximum

entropy. Provided one believes that the type of constraint to which the principle is

applied (now understood as a constraint on the outcomes of an in�nitely repeated chance

process) captures all of the information that is relevant for assessing the probability of

this experiment's outcome, then one can be certain that the probabilities describing the

outcomes on the nth toss, conditional on the outcomes of the �rst n − 1 tosses, will

asymptotically approach the distribution which maximizes entropy under the particular

constraint of this type that is satis�ed by the observed sample. Thus, we can see that
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Symmetry a priori a posteriori
Order Invariance None Relative Frequencies
Mean Invariance p3 + p4 ≤ 1/3 Average Score

Outcome Invariance pk = 1/6 None

Table 2.1: Summary of the a priori and a posteriori structure of reasoning under di�erent
assumptions of probabilistic symmetry. The second column provides an example of the
sort of a priori judgments that can be made given various symmetry assumptions, and
the third column describes the sort of a posteriori information that is needed in order to
determine the probabilities.

the principle of maximum entropy is just a consequence of the principle of symmetry, and

that the assumption required to coherently apply the principle of maximum entropy takes

the form of a judgment of probabilistic completeness.

We may also observe the following corollary of Theorem 3:

Corollary. If Pr is mean-invariant, then for any event (ω1, . . . , ωn) :

Pr(Xn+1 = 3 or Xn+1 = 4|ω1, . . . , ωn) ≤ 1/3.

If Jonah assumes that the distribution is mean invariant, no matter what he observes

on the �rst n throws of the die, he will assign a probability ≤ 1/3 to the event that next

toss of the die will score either 3 or 4 points. Reasoning under the assumption of mean

invariance thus allows Jonah to form non-trivial probabilistic judgments independently of

any observations of the die's long-run behavior, i.e., it allows him to draw conclusions a

priori. Nevertheless, in order to acquire complete knowledge of the probabilities, Jonah

must observe the average score of the die in a su�ciently large sample of repeated trials.

The details of the above discussion are summarized in Table 3. This table shows that,

as the strength of the assumed probabilistic symmetry increases, increasingly informative

probabilistic judgments can be formed on an a priori basis, i.e., without directly observing

the behavior of the die. At the same time, less detailed information about the observed

sample is required in order to predict what the probabilities will be on the next toss.

There are a number of interesting questions that can now be raised about the a priori
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probabilistic content of judgments of symmetry. For example, it may be asked whether

there are any probabilistic symmetries strictly weaker than mean invariance but strictly

stronger than order invariance which license non-trivial a priori judgments. Another ques-

tion that we may ask is whether there are any symmetries strictly weaker than outcome

invariance which determine a unique probability distribution a priori. I do not know the

answer to the �rst of these two questions, but (perhaps surprisingly) it turns out that the

answer to the second question is yes.

Suppose that Jonah is repeatedly spinning a wheel that is divided into three sections,

R,G and Y .

Let Ω be the set of all possible outcomes of an in�nite number of spins of the wheel:

Ω = {(ω1, ω2, . . .) : ωi ∈ {R,G, Y }}

We de�ne the following three `scoring' functions, S1, S2 and S3, on the set {R,G, Y } :

R G Y

S1 1 2 3

S2 3 1 2

S3 2 3 1

For each of these three scoring schemes we may de�ne an associated notion of mean-

invariance:

De�nition. A probability Pr on Ω is k−mean invariant (k = 1, 2, 3) if, for any two events

(ω1, . . . ωn) and (ω′1, . . . ω
′
n), if

1

n

n∑
i=1

Sk(ωi) =
1

n

n∑
i=1

Sk(ω
′
i),
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then

Pr(ω1, . . . , ωn) = Pr(ω′1, . . . , ω
′
n)

Let Sk,n be the score under the scoring scheme Sk of the nth spin of the wheel. We note

the following fact about k−mean invariant distributions.

Proposition. If Pr is k−mean invariant, then, for any event (ω1, . . . , ωn) :

Pr(Sk,n = 2|ω1, . . . , ωn) ≤ 1/3

In other words, if Jonah reasons under the assumption of k−mean invariance, no matter

what he observes, he will always conclude that the probability of scoring 2 points (in Sk)

on the next spin of the wheel is ≤ 1/3.

We will de�ne a new probabilistic symmetry on Ω (which we will term arbitrary-mean

invariance) by specifying which outcomes in Ωn are to be counted as probabilistically

indistinguishable. For all ω ∈ Ωn, let

Sk(ω) =
1

n

n∑
i=1

Sk,i,

and let

S∗(ω) = {Sk(ω) : k = 1, 2, 3}

Thus, S∗(ω) is the set of average scores associated with ω, in each of the three scoring

schemes. Let `∼' be the binary relation (on Ωn) which asserts of two outcomes that they

can have the same average score, if they are allowed to be scored under di�erent scoring

schemes, i.e.:

ω ∼ ω′ ⇔ S∗(ω) ∩ S∗(ω′) 6= ∅

Let ∼t be the transitive closure of ∼. This means that ω ∼t ω just in case one can �nd a

chain of outcomes ω1, . . . ωn, such that ω1 = ω, ωn = ω′ and ωi ∼ ωi+1, for all 1 ≤ i ≤ n.
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De�nition. A probability Pr on Ω is arbitrary-mean invariant if, for any two events

(ω1, . . . , ωn) and (ω′1, . . . , ω
′
n), if

(ω1, . . . , ωn) ∼t (ω′1, . . . , ω
′
n),

then

Pr(ω1, . . . , ωn) = Pr(ω′1, . . . , ω
′
n)

Wemay �rst observe that arbitrary-mean invariance is a strictly weaker symmetry than

outcome invariance. To see this, we need only note that there are events (ω1, . . . , ωn) and

(ω′1, . . . , ω
′
n) which are not probabilistically indistinguishable. Consider, for example, the

two events (R,R,R) and (R,G,G). To show that these two events are not indistinguish-

able we must show that there is no chain of events in Ω3 of the following form

(R,R,R) ∼ · · · ∼ (R,G,G)

But that there is no such chain follows from the fact that for any ω ∈ Ω3, either S
∗(ω)

contains only integers, or else it contains only non-integers. And so, since S∗(R,R,R) =

{1, 2, 3} is of the �rst sort and S∗(R,G,G) = {5/3, 8/3} is of the second, there is no chain

connecting the one to the other. Consequently, these two events are not indistinguishable.

Note, however, that if a probability Pr is arbitrary-mean invariant, then it is k−mean

invariant, for k = 1, 2, 3. But, from the above proposition, this means that for any event

(ω1, . . . , ωn):

Pr(Sk,n = 2|ω1, . . . , ωn) ≤ 1/3,

for k = 1, 2, 3. Clearly, the only probability distribution that satis�es this condition is the

uniform multinomial distribution. Thus, on the basis of the assumption of arbitrary-mean

invariance alone, Jonah can conclude a priori that the process is fair. It is, of course,

hard to imagine a plausible physical scenario in which the assumption of arbitrary-mean
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invariance recommends itself. Nevertheless, what the above example serves to illustrate

is that there are situations in which we can determine on strictly logical grounds that if

a certain random variable is probabilistically complete, then it must contain probabilisti-

cally irrelevant information. In other words, there are certain ways of describing an event

which, for logical reasons, cannot capture all and only those aspects of this event which

are relevant for assessing its probability.

2.6 Conclusion

In the previous section, we tried to show how the di�erence between a posteriori reasoning

and a priori reasoning can be seen as a di�erence in degree rather than a di�erence

in kind. In the context of a speci�c probabilistic inquiry, the extent to which one is

justi�ed in drawing a priori conclusions, as opposed to basing these judgments on direct

observations of the behavior of the process in a prolonged sequence of repeated trials, is

entirely determined by the strength of the probabilistic symmetry that one assumes.

One immediate consequence of this way of viewing things is to undermine the com-

monly held belief that there is an in principle epistemic asymmetry between a priori and

a posteriori judgments of probability. It is, for example, generally held that when we

judge a priori that a die is fair, our judgment is, at best, a reasonable conjecture that

must ultimately be `con�rmed' by directly observing the long-run behavior of the die in

a sequence of repeated trials. These latter judgments, on the other hand, need no such

external support.

This overly simplistic view of the matter is, I believe, mistaken. The observation of

the frequency with which a die scores an ace in a long sequence of repeated casts is no

more or less `direct' a method for assessing the probability of this event than is that which

consists in an a priori determination of the die's fairness. In both cases, the judgment

must be based on a certain fundamental assumption of probabilistic completeness. Which
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of these judgments is to be preferred is simply a matter of which of these assumptions is

the more reasonable of the two. If we were to repeatedly toss a die in conditions which

seemed to support an assumption of order invariance, and if, in these tosses, three points

were scored more often than four or �ve, we may be led to give up on our belief that the

die is fair. On the other hand, if we minutely examine the die and can �nd no physical

imperfection in its construction, we may likewise take this fact to serve as grounds for

giving up our belief in the order invariance of the repeated process.

This, of course, is not to deny that frequencies have a central role to play in a theory

of probability. It is rather to suggest that the reason that frequencies play so important

a role in the theory is because some of our most powerful intuitions about the symmetry

of chance processes take the form of judgments of order invariance. The symmetry that

we recognize in the die and the order invariance of repeated throws are supported by the

brute fact that one outcome appears as often as any other. If this were not the case, then

we would be forced to make a choice as to which of these two symmetries to accept, and

there is no principled reason why the choice must be made one way rather than another.

In either event, it may turn out to be the case that the choice that we make is the wrong

one. Indeed, there is no guarantee that we should ever be able to discover a system of

symmetries that are mutually reinforcing, and the fact that, in many cases, we can, must

be counted among the many irresolvable mysteries of induction.



Chapter 3

Symmetry and Bias: The Exchange

Paradox

3.1 The Exchange Paradox

You are handed two envelopes, you hold one in your left hand and one in your right, and

you are told that each contains a ticket on which is written some integer-valued number.

You will be allowed to select one of the two envelopes and keep the ticket inside. If the

envelope you choose contains the ticket with the greater of the two numbers written on

it, you can exchange the ticket for a cash prize, the value of which increases with the

number of the winning ticket.1 The ticket with the lesser number written on it is worth

nothing. The only information you are given concerning the contents of the two envelopes

is that the di�erence between the two numbers is 1. Having no good reason to prefer

one envelope to the other, you select on a whim (or perhaps on the basis of a coin �ip)

the envelope in your left hand. Before opening it, however, you are given the option to

exchange it for the envelope in your right hand. Do you have any reason to accept the

o�er to switch?

1Thus, for example, it is worth more to win with ticket number `63' than it is to win with ticket
number `14' than it is to win with ticket number `-234'.

105
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Intuitively, the answer to this question is no, however, the following argument seems

to suggest otherwise: Suppose that the number of the ticket in your envelope is n. Then

the number of the ticket in the other envelope is either n+ 1 or n− 1. If f is the function

which determines the cash value of the winning ticket, then in the �rst case you stand to

gain f(n+ 1) by switching and in the second case switching will cost you f(n). Since you

have no reason to judge either one of these possibilities more likely than the other, you

assign to each an equal probability so that your expected gain from switching envelopes

is:

1

2
f(n+ 1)− 1

2
f(n)

Since, by assumption, f is a strictly increasing function your expected gain is positive,

and so, assuming that n is the number of the ticket in your envelope, you ought to switch.

But since this is true for any value of n, you ought to switch envelopes.

Clearly, there is something wrong with this line of reasoning, for after selecting one of

the two envelopes in an arbitrary fashion and without receiving any additional information

you now believe that you have good reason to switch! This is the simple form of the

Exchange Paradox.

3.2 Introduction

Where does the argument for switching envelopes go wrong? We may note right away

that the argument for switching depends crucially upon the assumption that the number

of the winning ticket can take any value no matter how large, for if there were some limit

to how large this number could be, there would exist the possibility that your chosen

envelope contains the largest possible ticket. But, if you were to assume this to be the

case, you would know with certainty that the ticket in your envelope is the winner, in

which case you clearly ought to refuse the exchange.
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The paradox, therefore, can only arise in in�nite settings,2 and as a result it has gen-

erally come to be regarded as yet another in the long line of puzzling and counterintuitive

phenomena associated with in�nity. In what follows, I will argue that this standard view

of the paradox is mistaken. The fallacy in the argument for switching does not result from

the application of some principle of reasoning which, while valid in �nite settings, breaks

down when applied to in�nite domains, but rather from the agent's basing his decision to

switch on a biased deliberative methodology.

In outline form, the argument for switching envelopes can be expressed as follows:

(P1) For any n, assuming that n is the number of the ticket in the agent's envelope,

the number of the ticket in the other envelope is as likely to be n + 1 as it is

to be n− 1; hence,

(P2) For any n, assuming that n is the number of the ticket in the agent's envelope,

the agent ought to switch envelopes; hence,

(C) The agent ought to switch envelopes.

The vast majority of discussions of the paradox accept that the agent's inference from

(P1) to (P2) is valid. That is, it is generally taken for granted that if the agent were to

suppose that his envelope contains ticket number n, and if he is right to conclude that

the other envelope is as likely as not to contain the winner, then he ought to agree to the

exchange. Having accepted this, one is forced to conclude that the fallacy in the agent's

reasoning must be located either in his acceptance of (P1) or in his inferring on the basis

of (P2) that he ought to switch envelopes.

2More speci�cally, the paradox can only arise if it assumed that the number of the winning ticket has
no upper bound. The argument for switching does not, however, require that the number of the winning
ticket is bounded below since if the agent assumes that his envelope contains the smallest possible ticket,
he obviously ought to switch. We assume throughout that the number of the ticket is unbounded in both
directions (the di�erence between the bounded and the unbounded case is discussed brie�y in section 6).
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In order to explain why either one or both of these assumptions are unwarranted,

the standard analyses of the paradox all appeal, in one way or another, to the in�nitary

nature of the setup. In the following two sections, I argue that these standard analyses of

the paradox are unconvincing since they all rely on the unnecessarily strong assumption

that the agent is a full-�edged Bayesian decision maker whose preferences are the result

of maximizing expected utility with respect to some well-de�ned probability function.

While the authors of these proposals are correct to point out that complications arise

when the Bayesian framework is applied in decision contexts in which it is assumed that

the world may be in any one of an in�nite number of states, and that as a result of

such complications, standard expected value reasoning cannot be used to underwrite the

agent's decision to switch, they fail to provide a satisfactory resolution to the paradox

since they overlook the fact that the agent's rationale for switching can be expressed in

terms of much more elementary principles of reasoning which do extend naturally to the

in�nite case.

On the basis of this discussion, I conclude that the mistake in the agent's reasoning

does, in fact, consist in his inference from (P1) to (P2). This may seem like a startling

result since (P2) seems to follow from (P1) by means of a straightforward assessment of the

agent's conditional expected gain. In the remainder of the paper, I o�er an explanation

of why the agent is wrong to base his decision on the result of such an assessment. My

analysis is based on a certain construal of the symmetry inherent in the problem. The

notion of symmetry which �gures in this analysis is not the obvious evidential symmetry

which characterizes the agent's epistemic state at the time of his decision. Rather, it

is a certain, `higher-order' symmetry which requires that the agent's decision to switch

be based on a deliberative methodology which does not depend on his initial choice of

envelope.

From this symmetry-based analysis it follows that the agent cannot assess his condi-

tional expected gain in the straightforward manner proposed in the argument for switch-
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ing, and in the concluding section of the paper, I o�er an alternative account of how

these expectations ought to be assessed. The proposed methodology represents an initial

attempt to formalize the intuition that, in deciding whether or not to switch envelopes,

the agent ought to `take seriously' what he would have thought had he instead chosen

the envelope in his right hand. While the model su�ers from some important defects, it

does, I believe, capture some of our general intuitions about how a rational agent ought

to adjust his expectations to correct for the e�ects of biased information.

3.3 Prior Probabilities and Proper Forms of the Para-

dox

The �rst of the two standard objections to the simple form of the paradox is addressed to

premise (P1), i.e., the agent's assumption that whatever may be the number of the ticket

in his envelope, the number of the ticket in the other envelope is as likely as not to be the

greater of the two. As has often been pointed out, nothing about the description of the

setup implies that this should be the case. If, for example, the agent assumes that the

probability of the winning ticket's being numbered n decreases with the absolute value of

n, then provided the number of the agent's ticket is positive, he ought to judge it more

likely than not that his ticket is the winner.

Of course, it is not enough to simply point out that the agent could consistently adopt

such a hypothesis in order to provide him with a reason to reject (P1), for perhaps there is

some other more reasonable assumption about the probabilistic mechanism at work in the

setup that could justify the agent in accepting this claim. This, however, turns out not

to be the case, for there is no assignment of probabilities consistent with the description

of the setup that can support the uniform conditional probabilities expressed in (P1).

The argument is as follows: Suppose that the number of the ticket in the agent's

envelope is n. Then, (P1) asserts that this ticket is as likely as not to be the winner.
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Now, since the agent's envelope was chosen arbitrarily, this conclusion should apply no

matter which of the two envelopes is in the agent's possession. Thus, no matter which of

the two envelopes contains ticket number n, this ticket is as likely as not to be the winner.

But this amounts to the claim that the number of the winning ticket is as likely to be

n as it is to be n + 1, and this holds for all values of n. Thus, it follows from (P1) that

every possible value of the number of the winning ticket is equally likely to occur. But

this cannot be, since there is no such thing as a uniform probability distribution over an

in�nite set.

To express this argument in more precise terms, let L and R be the numbers of the

tickets contained in the chosen (left-hand) and unchosen (right-hand) envelopes, respec-

tively, and letW = max{L,R} be the number of the winning ticket. The possible contents

of the two envelopes can be represented by the set Ω of all pairs of integers which satisfy

the condition |L − R| = 1, i.e., Ω = {(0, 1), (1, 0), (0,−1), (−1, 0), . . .}, where the �rst

term in each pair gives the value of L and the second term the value of R.

Now, suppose that the agent assigns probabilities to the states in Ω and that these

probabilities are given by the function Pr. Since the agent's choice between the two

envelopes was arbitrary, whatever the number of the winning ticket may be, it is as likely

as not that the agent's envelope contains the winning ticket. In other words, for all n:

Pr(L = n|W = n) = Pr(R = n|W = n)

This is equivalent to the condition that:

Pr(n, n− 1) = Pr(n− 1, n) (3.3.1)

In what follows, we will refer to any probability function that satis�es this condition as

an `exchangeable' probability. The condition that the agent's probabilities be exchange-
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able is clearly implied by the description of the setup.3 This condition, however, is not

what is expressed by (P1). Rather, (P1) asserts that whatever the number of the ticket

in the agent's envelope may be, this ticket is as likely as not to be the winner. That is,

for all n:

Pr(R = n+ 1|L = n) = Pr(R = n− 1|L = n),

or, equivalently:

Pr(n, n+ 1) = Pr(n, n− 1). (3.3.2)

If we let PrW (n) be the probability that the number of the winning ticket is n, then it

follows from (3.3.1) and (3.3.2) that, for all n:

PrW (n) = Pr(n, n− 1) + Pr(n− 1, n)

= 2Pr(n, n− 1)

= 2Pr(n, n+ 1)

= Pr(n, n+ 1) + Pr(n+ 1, n) = PrW (n+ 1)

In other words, the function Pr assigns an equal weight to each of the possible values

of the number of the winning ticket. But, since there are an in�nite number of such

3If this is not immediately apparent, it is because we have taken certain liberties in our framing of the
problem. Strictly speaking, we ought to have included in the space of possibilities not only the possible
contents of the left and right-hand envelopes, but also the two possible outcomes of the agent's choice of
envelope. In other words, we ought to have let Ω = {(l, r, c) : l, r ∈ Z, |l − r| = 1; c ∈ {left,right}}, where
the �rst term in each ordered triple gives the number of the ticket in the left hand envelope (L) the second
term the number of the ticket in the right-hand envelope (R), and where the third term determines which
of the two envelopes (�left� or �right�) was initially chosen by the agent. In this framework, rather than L
and R, we would instead be concerned with the random variablesM (�mine�) and N (�not mine�) de�ned
by:

M(l, r, c) =

{
l if c = left

r if c = right
N(l, r, c) =

{
l if c = right

r if c = left

Thus, for instance, the condition of exchangeability would be expressed Pr(M = n|W = n) = Pr(N =
n|W = n), which follows immediately from the fact that the agent's choice of envelope was arbitrary (i.e.,
Pr(l, r, left) = Pr(l, r, right), for all l, r). For ease of exposition, we have opted to characterize the setup
after the agent has already chosen the left-hand envelope. Thus, in our model, we cannot represent the
fact that the choice between the two envelopes was arbitrary. We simply assume that the agent (and the
reader) �remembers� that this was the case.
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possibilities, the sum of these weights must equal either zero or +∞.4 But this contradicts

the original assumption that Pr is a probability function since, by de�nition, the sum of

the probabilities assigned to a set of mutually exclusive and exhaustive events is 1.

This argument shows that if we assume that the agent's prior state of belief can

be represented by a probability function on Ω, then the agent cannot coherently accept

(P1), and based on this fact, some authors have sought to dismiss the simple form of the

paradox as resulting from a straightforward inconsistency on the part of the agent.5 Thus,

for example Scott and Scott (1997) claim that �[t]he simple form of the paradox can be

rejected . . . since the argument itself makes an assumption which entails a contradiction.�6

To describe the situation this way, however, is misleading, for the contradiction only

arises once we accept the assumption that the agent's prior state of belief ought to be

represented by a probability function, and, in this case, there is reason to doubt the

legitimacy of this claim. In particular, since the agent is given no information concerning

the number of the winning ticket, it does seem reasonable that he ought to regard each of

the possible values of this quantity in a like manner,7 and, as already noted, there is no

probability function that can allow him to do so. Indeed, probabilities de�ned on in�nite

sets are not only non-uniform, they are all, in a sense, radically non-uniform, since it

follows from the fact that the probabilities must sum to 1 that for any arbitrarily small

ε > 0, there will exist a �nite set with probability greater than 1− ε. In other words, the

agent can only assign probabilities to the possible contents of the two envelopes, if he is

willing to posit a �nite set from which it is all but certain that the number of the winning

4If PrW (n) = 0, then the sum obviously equals zero. If PrW (n) > 0, then, by the Archimedean
property of the real numbers, the sum is in�nite. If we wish to satisfy conditions (3.3.1) and (3.3.2),
while, at the same time allowing the total weight assigned by Pr to be �nite, we could assume that
Pr takes values in a non-Archimedean �eld, like that of the (extended) hyperreals. This possibility is
mentioned, though not discussed at any great length in Sobel (1994).

5To quote Ian Jewitt: �As I see it, the monstrous hypothesis is the uniform density on the set
of. . .integers. Accept this and you accept anything.� (quoted in Nalebu� (1989), p. 176)

6Scott and Scott (1997), p. 35.
7This is not to suggest that the agent believes that the number of the winning ticket was selected `at

random', where this belief is meant to refer to some speci�c chance mechanism. The point is rather that
a uniform distribution may provide the best modeling of the agent's prior state of knowledge, or what is
perhaps more accurate in this case, the agent's prior state of ignorance.
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ticket has been drawn8 (or, as de Finetti put it, if he is willing to treat an in�nite set

of possibilities as a `�nite set, up to tri�es'9), and this despite the fact that he has been

given no information concerning the value of this quantity. When viewed in this light,

such a demand seems rather unreasonable.

It is therefore misleading to suggest that the acceptance of (P1) involves the agent in

a contradiction, for we may just as well describe the situation as one in which the agent's

uniform state of ignorance precludes him from assigning probabilities to the possible

contents of the two envelopes.

Once we give up the requirement that the agent must adopt a prior probability

function, we are free to seek out some alternative means of justifying the judgments

of equiprobability expressed in (P1). If, for example, we wished to do so within a gener-

alized Bayesian framework, we could model the agent's prior state of belief by a uniform,

but improper distribution, i.e., a distribution which sums to in�nity.10 Alternatively, we

could simply treat the agent's conditional probabilities as primitive, and assume that the

agent reasons in accordance with the following heuristic: When asked to deliberate under

the assumption that the number of the winning ticket belongs to some �nite set, the agent

concludes that it is equally likely that this quantity takes any one of the values in this set;

otherwise, he refrains from assigning probabilities altogether. Given the agent's limited

8The agent could perhaps justify the assumption that there must be a speci�c upper bound on the
absolute value of the number of the winning ticket, on the grounds that there is a fundamental physical
limit to how large a number can be written in the space contained by the envelope (the particular upper
bound will, of course, depend upon the language in which the number is represented, but if, for example,
it is assumed that this language has a �nite alphabet consisting of N distinct symbols, then an (extreme)
upper bound could be given by NV , where V is the number of Planck volumes that �t within the
envelope). However, even if such considerations could justify the agent in placing an upper bound on the
magnitude of the number of the ticket, it is absurd to suppose that the agent's error lies in his failure to
take such considerations into account.

9de Finetti (1974) p. 122.
10The use of improper distributions as a means of representing non-informative priors has a long history

in Bayesian statistics dating back, at least, to Laplace, who adopted the equivalent of what is today
referred to as the Lebesgue measure as the prior distribution of a location parameter with values ranging
over the whole real line. In more recent years, the use of improper priors has become a standard part of
the Bayesian methodology, particularly since many formal rules for prior selection, such as Je�rey's rule,
yield improper distributions when applied in common statistical settings. For a detailed discussion of
this point, see Kass and Wasserman (1996). For a Bayesian argument against the use of improper priors,
see Jaynes (2003), c. 15.
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information, this does not seem like an altogether unreasonable policy to adopt.11

Fortunately for us, however, there is no need to enter into any more detailed discussion

of what justi�es the agent in accepting (P1). For, as it turns out, the assumption that the

agent is given no information about how the contents of the two envelopes were determined

can be done away with in the formulation of the paradox. Indeed, as we shall see, with

suitable modi�cations to the original scenario, the argument for switching can even be

modi�ed so as to apply to an agent with precise knowledge of the probabilistic mechanism

at work in the setup.

The key point to note here is that in the argument for switching envelopes, the agent's

uniform conditional probabilities, as expressed in (P1), are only signi�cant insofar as they

entail that the agent's conditional expected gain from switching envelopes is always posi-

tive. But the agent's conditional expectations arise from a combination of his conditional

probabilities and utilities, and so it stands to reason that this condition could be sat-

is�ed despite the agent's conditional probabilities being non-uniform provided suitable

adjustments are made to the payo� function f .

To see that this is indeed the case, let ρ(n) be the agent's conditional probability12

that the right-hand envelope contains ticket n + 1, given that his own envelope contains

ticket number n. Then, the agent's conditional expected gain from switching envelopes,

given that the number of his ticket is n, is:

ρ(n)f(n+ 1)− (1− ρ(n))f(n)

11Such a heuristic relies on a restricted version of the principle of indi�erence, i.e., the principle which
asserts that when one has no reason to judge any one of a number of possible alternatives more likely
than any other, one ought to assign to each an equal weight. The principle of indi�erence is, of course,
a very controversial principle, and it is a well-known fact that, in its unquali�ed form, its application
can issue in paradoxical results. For the classic discussion of the paradoxes of indi�erence, see ?, ch. 4.
For a more recent (and less optimistic) analysis of the paradoxes, see van Fraassen (1989), ch. 12. For
a defense of the view that the simple form of the Exchange Paradox is yet another in the long line of
paradoxes of indi�erence, see Priest and Restall (2008).

12From this point on, we treat the agent's conditional probabilities as primitive, and, in particular,
we do not assume that they express the conditionalized form of a prior probability. Thus, we make no
assumptions about the function ρ, except that it takes values between 0 and 1.
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This is positive whenever:

ρ(n) >
f(n)

f(n) + f(n+ 1)
(3.3.3)

If this condition is satis�ed for all values of n, then the argument for switching envelopes

will go through, since whatever the agent assumes to be the number of the ticket in his

envelope, he will expect a positive return from the exchange. If this is the case, we can

replace (P1) in the argument for switching with:

(P1)* For all n, assuming that n is the number of the ticket in the agent's envelope,

the probability that the other envelope contains ticket n+ 1 is ρ(n).

If condition (3.3.3) is satis�ed for all n, we will refer to the pair of functions (ρ, f) as

`paradoxical'.

Now, in the simple version of the paradox, it is assumed that ρ(n) = 1/2 for all n, so

that the pair (ρ, f) is paradoxical just in case f is a strictly increasing function. However,

it is not di�cult to see that so long as the function ρ has a positive lower bound (i.e., for

some ε > 0, ρ(n) ≥ ε for all n), there will exist some function f , such that the pair (ρ, f)

is paradoxical (in particular, this will be true for the function f(n) = (1/ε)n). It follows

that there exist many formulations of the paradox in which the number of the agent's

ticket may, in fact, provide him with non-trivial information as to whether or not it is the

winner. In such cases, though the agent will sometimes be led to conclude that it is more

likely than not that his envelope contains the winning ticket, the increased rewards that

the agent would acquire by winning with the other ticket are su�ciently great to make it

worth his while to agree to the exchange.

We may now ask whether there exist any such alternative formulations of the paradox

that are consistent with the agent's adopting an exchangeable prior probability (as we

observed earlier, this is not possible in the simple version of the paradox, where the

function ρ has the constant value 1/2). Let us refer to the function ρ as a `proper'
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function13 if for some exchangeable probability Pr on Ω :

ρ(n) = Pr(R = n+ 1|L = n),

for all n. Since Pr is exchangeable, this is equivalent to the condition that:

ρ(n) =
PrW (n+ 1)

PrW (n) + PrW (n+ 1)
, (3.3.4)

for some probability function PrW on the set of integers. The above question can now be

restated as follows: Can one identify functions ρ and f , such that ρ is proper and (ρ, f)

is paradoxical? The following, simple example su�ces to show that the answer to this

question is yes.14

Suppose that the number of the winning ticket is determined by means of the following

process: We �rst draw a ball at random from an urn containing three balls, marked `0',

`+' and `−', respectively. The mark on the drawn ball is used to determine whether the

number of the winning ticket is to be zero, positive or negative. In either of the latter

two cases, the absolute value of the winning ticket is determined by tossing a fair coin

repeatedly until the coin lands `tails', and counting the number of times the coin was

tossed. Having thus determined the number of the winning ticket, we again toss a fair

coin to determine in which of the two envelopes the winning ticket is to be placed (it is

this last step which ensures that the probability is exchangeable).

The probability distribution that characterizes this process is given by

PrW (n) =
1

3

(
1

2

)|n|
(3.3.5)

13See fn. 10.
14Examples of proper paradoxical pairs (p, f) can be found in Nalebu� (1989), Broome (1995), and

Clark and Shackel (2000). In all of those works, it is assumed that the numbers of the tickets are
bounded below (though not above). The example we provide shows that the boundedness assumption is
not necessary for paradoxicality.
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If, with respect to this distribution, we now de�ne the function ρ as in equation (3.3.4),

then ρ is, by de�nition, proper. All that remains to be shown, then, is that there exists

a function f , such that (ρ, f) is paradoxical, and for this it su�ces to show that ρ has a

positive lower bound. This can be veri�ed directly by observing that:

ρ(n) =


2
3

n < 0

1
3

n ≥ 0

Thus, provided the payo�s for the game are suitably chosen (e.g., if f(n) = 3n), an

agent who adopts the conditional probabilities given by ρ, can follow through with the

argument for switching. That is, even if such an agent is made fully aware of the chance

process by means of which the number of the winning ticket was determined, it will still

be the case that for any given ticket that might be in the agent's envelope, if the agent

assumes that this ticket is in his envelope, he will conclude that he is better o� switching.

Most of the recent literature on the subject has focused on these `proper' forms of

the paradox, since in these cases, the agent's conditional probabilities can coherently be

thought of as expressing the agent's knowledge of the chance mechanism at work in the

setup. In what follows, we adopt a slightly di�erent tack. Based on the existence of

proper forms of the paradox, we conclude that the agent's conditional probabilities are

not where the fault lies with the agent's reasoning, and we extend this conclusion even to

improper forms of the paradox. In doing so, we do not mean to imply that, in the simple

form of the paradox, the agent's conditional probabilities are immune to criticism, only

that such criticism should play no role in a satisfactory account of what is wrong with

the argument for switching. From this point on, then, we will take it for granted that the

agent is justi�ed in accepting (P1)* (whether or not the function ρ is proper).
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3.4 Unconditional Expectations and the Sure-Thing Prin-

ciple

Let us now turn to the second of the two standard responses to the paradox. This response

locates the fallacy in the �nal step of the argument, in which the agent concludes on the

basis of (P2) that he ought to agree to the exchange. What justi�es the agent in making

this inference?

Recall that, in the context of the argument for switching, (P2) follows from the fact

that whatever the agent may assume to be the number of the ticket in his envelope,

he will expect a positive return from the exchange. But, according to standard Bayesian

decision theory, the agent is only justi�ed in accepting the exchange provided he expects a

positive return from switching without assuming anything about the number of his ticket.

These two claims are not equivalent. While the �rst asserts that the agent's conditional

expected gain from switching envelopes (given the number of his ticket) is always positive,

the second asserts that the agent's unconditional expected gain from switching envelopes

is positive. According to the standard Bayesian account, then, if the �nal step in the

argument is to be justi�ed, the latter claim must follow from the former, but does it?

The �rst and most obvious point to note is that if the agent's prior state of belief cannot

be represented by a probability function, then the agent's unconditional expectations

are not well-de�ned. In the previous section, we observed that in the simple version of

the paradox, the agent can only avoid the charge of incoherency by refusing to assign

probabilities to the possible contents of the two envelopes. Without such probabilities,

however, the agent cannot meaningfully assess the gains he expects to acquire from the

exchange.15 Thus, in the simple form of the paradox, standard expected value reasoning

15In fn. 10, we noted that in the simple form of the paradox, the agent's uniform conditional probabili-
ties can be represented within a generalized Bayesian framework by attributing to the agent an improper
prior distribution. It would be wrong, however, to use this distribution to assess the agent's unconditional
expectations, as the use of improper distributions for the purpose of computing averages leads to a great
many paradoxical results, most notably the marginalization paradoxes �rst discussed in Dawid et al.
(1973).
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cannot be used to underwrite the agent's decision to switch.

But what if we restrict our attention to proper forms of the paradox, in which the agent

can coherently adopt a prior probability function? In these cases, does it follow from (P2)

that the agent's unconditional expected gain from switching envelopes is positive? Again,

the answer is no, but this time for reasons of a slightly more technical nature.16

Suppose that Pr is the agent's prior probability function. Then, the agent's uncondi-

tional expected gain from switching envelopes is:

∑
ω∈Ω

Pr(ω)G(ω), (3.4.1)

where G is the net gain or loss that the agent would incur by switching from the left to

the right-hand envelope, i.e.:

G(ω) =


f(R(ω)) if R(ω) > L(ω)

−f(L(ω)) if R(ω) < L(ω)

In order to assess an in�nite sum such as this, we must �rst arrange the terms in an ordered

sequence, then compute the sum of the �rst m terms (as they appear in this sequence)

and take the limit of these `partial' sums as m goes to in�nity. It follows that when we

express an in�nite sum as above, without making reference to any particular ordering

of its terms, we are tacitly assuming that the value of this sum does not depend upon

the order in which its terms enter into the assessment. In other words, if ω1, ω2, . . . and

ω′1, ω
′
2, . . . are any two orderings of Ω, then in order for the above sum to be well-de�ned

it must be the case that:

∞∑
k=1

Pr(ωk)G(ωk) =
∞∑
k=1

Pr(ω′k)G(ω′k), (3.4.2)

16If the reader wishes to circumvent this technical excursion, he or she may skip ahead to the paragraph
which begins �The upshot of all this...�



CHAPTER 3. SYMMETRY AND BIAS: THE EXCHANGE PARADOX 120

Now, if the sum were �nite, this would, of course, follow immediately from the fact

that addition is a commutative operation, but in the case of an in�nite series, it turns

out that this condition does not always hold. To see why, we �rst note that, roughly

speaking, there are two distinct ways for the partial sums of an in�nite series to converge:

On the one hand, it could be that the magnitudes of the terms eventually grow to be very

small, and that their approach to zero proceeds su�ciently quickly to limit the growth

of the series' partial sums.17 When a series converges in this way, it is said to converge

`absolutely',18 and it can be shown that the sum, in this case, will not depend upon the

order of the terms.19

On the other hand, it is possible for an in�nite series to converge not because its terms

(eventually) grow very small very quickly, but rather because negative terms occur peri-

odically in the series and act to `cancel out' the previously accumulated sums. Consider,

as an analogy, the alternating series:

1 + (−1) + 1 + (−1) + . . .

What constrains the growth of the partial sums of this series is not any decrease in the

magnitude of its terms, but rather the fact that every other term in the series cancels out

the term that immediately precedes it. In this case, if we wish to allow the series to grow

more quickly, we can simply rearrange its terms so that these cancellations take place less

frequently:20

1 + 1 + (−1) + 1 + 1 + (−1) + . . .

17It is not enough for the terms of the series to approach zero in the limit, to ensure that the series
converges. For example, while the terms of the 1 + 1

2 + 1
3 + . . ., go to zero, they do not do so su�ciently

quickly to prevent the series from diverging to +∞.
18Formally, the series

∑∞
k=1 ak converges absolutely, just in case the series

∑∞
k=1 |ak| converges.

19Roughly put, this is because the convergence behavior of an absolutely convergent series is determined
by properties of its `tail', and, in general, tail-properties of a sequence are invariant under permutations.

20The possibility of dispersing the negative terms in this way is what di�erentiates the in�nite from
the �nite case. In the �nite case, we can only disperse the negative terms in one part of the series by
clustering them together somewhere else, so that the overall e�ect of the dispersion is eventually canceled
out.
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While neither of these two series converges, only the latter diverges to +∞.

If an in�nite series converges, but not absolutely, then its convergence is owing to

this sort of e�ect, where the negative terms in the series cancel out the positive terms.

As a result, the sum of such a series will depend upon the order of its terms, since by

rearranging these terms one can alter the relative frequency with which negative terms

appear in the series. In fact, it is a well known theorem, owing to Riemann, that if an

in�nite series converges but not absolutely, then by rearranging its terms, its sum can be

made to take any value, either �nite or in�nite.21

Now, in the context of the paradox, it is easy to see that the in�nite sum representing

the agent's expected gain can be ordered so as to yield an alternating series, and it turns

out that if an agent's prior probabilities, in conjunction with the payo� function f , give

rise to a proper form of the paradox, then this series does not converge absolutely.22

Thus, in any instance in which a proper paradox arises, equation (3.4.2) does not hold.

This means that either the agent's expected gain does not converge regardless of how we

order the states in Ω,23 or else for any number � either positive or negative, �nite or

21The last two paragraphs are merely meant to give the reader an intuitive sense of how it can be that
the sum of a convergent series might depend on the order of its terms. For a mathematically rigorous
discussion of the subject, the reader is referred to any standard textbook in analysis, e.g., Rudin (1976,
ch 3.).

22Suppose, for contradiction, that the series
∑∞
k=1 Pr(ωk)G(ωk) converges absolutely. Then:

∞∑
k=1

|Pr(ωk)G(ωk)| =
∑
n∈Z
{Pr(n, n− 1)|G(n, n− 1)|+ Pr(n− 1, n)|G(n− 1, n)|}

=
∑
n∈Z

{(
1

2
PrW (n)f(n)

)
+

(
1

2
PrW (n)f(n)

)}
=

∑
n∈Z

PrW (n)f(n)

is a convergent series. This implies that the sequence of terms in the series must converge to zero, but
from (3) and (4) we have that PrW (n+ 1)f(n+ 1) > PrW (n)f(n), for all n. Thus, regardless of how the
terms in this series are ordered, one can �nd a subsequence of this sequence which is strictly increasing.
But since all the terms in the sequence are positive, this subsequence (and thus the sequence as a whole)
cannot converge to zero. Contradiction.

23Moreover, the agent's expected gain cannot always diverge to either ±∞, for it follows from the
fact that Pr is exchangeable, that we can choose ω1, ω2, . . . such that every even term in the series∑∞
k=1 Pr(ωk)G(ωk) is the negative of the term which precedes it. But this means that the series cannot

approach either ±∞ since there is a subsequence of the sequence of its partial sums which converges to
0.
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in�nite � we can order the states so as to ensure that the agent's expected gain is equal

to this number. In the latter case, there is no reason to accept that the sum assessed with

respect to any particular ordering of Ω corresponds to the agent's `true' unconditional

expected gain, since the framework of decision theory attributes no signi�cance at all to

any ordering of the space of relevant contingencies. Thus, even in the context of a proper

paradox, it is wrong to assert that the agent's unconditional expected gain from switching

envelopes is positive � rather, it is unde�ned.24

The upshot of all this is that with respect to both improper and proper forms of the

paradox, it cannot strictly be said of the agent that he expects a positive return from

the exchange, and so, according to standard Bayesian decision theory, despite the fact

that the agent's conditional expected gains are always positive, the agent has no reason

to switch. This point is made in Wagner (1999) as follows:

The lesson to be learned here is to keep steadfastly in mind that it is an

inequality between unconditional expectations that is our criterion for pre-

ferring one act to another. While a certain family of inequalities involving

conditional expectations can often serve as a surrogate for that criterion, this

is not universally the case.25

And, again, in Norton (1998):

[The agent] holds his envelope in his hand and thinks: �For any de�nite amount

that may be in this envelope, I have an expectation of gain if I swap. Therefore,

no matter what is in the envelope, I have an expectation of gain if I swap.�

24Clark and Shackel (2000) show that there exist proper paradoxes for which the agent's average
conditional expected gain has a �nite positive value. The authors label such cases as `best' paradoxes,
implying that they are somehow more problematic than those paradoxical cases in which this average
diverges to in�nity. I agree with the point made in Meacham and Weisberg (2003) that no new di�culties
are raised by these `best' versions of the paradox, since the proposed error in the agent's reasoning is
not with the assumption that the weighted average of the agent's conditional expected gains is positive,
but rather with the assumption that the agent's unconditional expected gain can be identi�ed with this
average.

25Wagner (1999), p. 239.
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The fallacy is in the �nal step . . . There is no expectation.26

I believe that these responses to the paradox misrepresent the agent's rationale for

switching envelopes. In particular, the agent's decision to switch need not rely upon any

numerical estimate of his unconditional expected gain, but can rather be based upon

the much more primitive maxim referred to in the decision-theoretic literature as the

`sure-thing' principle:

Sure-Thing Principle: Let E1,E2, . . . be mutually exclusive and exhaustive

events, and let A and B be two acts which are available to the agent. If, for

all k, the agent knows that he ought to prefer A to B, assuming that Ek has

occurred, then the agent ought to prefer A to B.

In the scenario under consideration, the sure-thing principle has application since, pre-

sumably, the agent is aware of the fact that no matter what he assumes to be the number

of the ticket in his envelope, his expected gain from switching envelopes is positive. Hence,

according to the sure-thing principle, the agent ought to agree to the exchange.

Now, it is important to stress that the sure-thing principle is not a consequence of the

principle of maximum expected utility. Indeed, on the contrary, in the standard axiomatic

formulations of Bayesian decision theory, the sure-thing principle itself �gures among the

theory's most elementary axioms. Thus, from a foundational point of view, its justi�cation

is independent of the more substantial assumptions needed for the representation of the

decision-maker as a `full-�edged' Bayesian agent with precise probabilities and utilities.27

Consequently, the sure-thing principle could provide the agent with a reason to switch

despite the fact that, in paradoxical settings, the agent cannot meaningfully assess what

he expects to acquire from the exchange.

26Norton (1998), p. 44.
27In Savage's framework, for example, the �nite form of the sure-thing principle follows directly from the

two most elementary axioms of the theory, viz., axiom P1, requiring that the agent's preference relation
be a total ordering on the set of available acts, and axiom P2, requiring that the agent's conditional
preferences be well-de�ned. From a foundational point of view, then, the sure-thing principle can be
justi�ed without assuming that the agent assigns precise probabilities to the relevant states, or even that
the agent (partially) orders the states in terms of their relative likelihood (see Savage, 1954, ch. 1-5).
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If we understand the sure-thing principle in this way � as a self-standing principle

which imposes direct constraints on an agent's rational preferences and not as a corollary

of the principle of maximum expected utility � is there any reason to think that the

principle cannot be applied in the context of the Exchange Paradox?

In order to address this question, it will be helpful to o�er a more concrete interpre-

tation of the principle, and, more speci�cally, of the agent's conditional preferences. To

this end, let us modify the original scenario slightly by supposing that the agent is told

prior to choosing his envelope that one minute after making his initial selection, he will be

allowed to open his envelope and observe the number of the ticket inside. After selecting

on a whim the envelope in his left-hand, the agent is given the opportunity to exchange

envelopes before a minute has passed, and the paradox consists in the fact that he seems

to have reason to accept the exchange immediately upon its being o�ered.

We must take care, right away, to ensure that by modifying the scenario in this way,

we have not altered the problem in some crucial respect. After all, it can sometimes be

the case that one's merely being informed that at some later point in time one will come

to know the value of a certain unknown quantity, can itself provide one with a reason to

act.28

To take a simple example, suppose that you are deciding whether or not to purchase

a certain mystery novel when you are informed that your talkative and rather indiscreet

friend, whom you know to have just �nished reading the novel, will be paying you a visit

this evening. Anticipating that by the end of the visit, you will know how the mystery is

resolved, you decide not to purchase the book.

While this may be a perfectly reasonable thing to do, this is only because the enjoyment

that you will derive from reading the novel depends not just on how the book ends, but

28The `merely' here is intended to rule out those cases in which being told that you will come to know
the value of a certain quantity provides you with non-trivial information as to that quantity's value. For
instance, if you are the defendant in a murder trial in which the jury deliberates for only a very short
time before submitting its verdict to the judge, the fact that you will be informed of the jury's decision
one minute after the closing arguments have been delivered, may provide you with information as to what
the verdict will be (which in turn may give you reason to �ee the courtroom).
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also on whether or not you know how the book ends prior to reading it. In general, if

an agent is merely informed of the fact that he will soon come to know the value of an

unknown quantity, this can only provide him with a reason to act if his actions have

consequences whose worth to him depends not only on the value of this quantity, but also

on whether or not he knows this value.29 In the context of the Exchange Paradox, this

is clearly not the case, since, by assumption, all the agent cares about is money, and his

epistemic state has no direct monetary implications. Thus, if the agent has good reason

to switch having been told that he will shortly be allowed to open his envelope, then he

must have good reason to switch even without being given this information.

From this point on then we will focus on the modi�ed version of the scenario, in which

the agent is informed that he will soon be allowed to open his envelope and observe the

number of the ticket inside. In this setting, we will interpret the claim that `the agent

ought to switch envelopes, assuming that the number of the ticket in his envelope is n', to

mean that the agent ought to switch envelopes, if, after one minute, he opens his envelope

and observes that n is the number of his ticket. In other words, we will replace (P2) in

the argument for switching with:

(P2)* For all n, if the agent opens his envelope one minute from now and observes

ticket number n, he ought to switch envelopes.

On this reading, the sure-thing principle asserts that if the agent knows that one minute

from now, after opening his envelope, he will have good reason to agree to the exchange,

then he has good reason to agree to the exchange now.

Interpreted in this way, the sure-thing principle seems undeniable, for given that nei-

29It was pointed out to me by Sidney Felder that the disagreement that arises in the context of
Newcomb's Problem can be viewed as a disagreement over whether or not the amount of money in the
opaque box depends upon how much money the agent believes to be in the box. The two-boxer contends
that these two quantities are independent, and thus is free to base his decision upon the sort of sure-thing
reasoning outlined above. The one-boxer, on the other hand, argues that the amount of money in the
opaque box depends upon the agent's beliefs (in so far as these beliefs have a role to play in the predictor's
methodology for assessing which of the two options the agent will choose) and thus rejects the two-boxer's
argument from dominance.
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ther the actions available to the agent nor the consequences of his actions are of a time

sensitive nature, what possible reason could the agent have to refuse the exchange know-

ing full well that one minute from now he will have good reason to accept it? Such a

refusal on the part of the agent cannot be justi�ed on the grounds that he knows that

he will soon be receiving new information. For if, on the one hand, the agent believes

that this information will somehow be misleading, then he should deny the antecedent

assumption that after opening his envelope, he ought to agree to the exchange.30 If, on

the other hand, he believes that this information will not be misleading, then he ought to

accept his future decision to switch since, by his own lights, he will, at that time, occupy

an improved epistemic state.

Thus, it seems, if the agent refuses to agree to the exchange now despite knowing that

he will agree to the exchange a minute from now, it can only be because the agent believes

that his rational commitments are subject to change with the mere passage of time, and

this is surely an unacceptable consequence for any theory of rationality.31 Indeed, if the

agent were to persist in this conceit, it is tempting to accuse him of engaging in some

sort of odd ritualism: he is unwilling to exchange until he has opened his envelope and

looked at the number inside, but he knows that the particular number he sees will make

no di�erence, since he knows that regardless of the number he sees, he will be willing to

agree to the exchange Thus, it seems, the agent is insisting that rationality demands that

he be allowed to take part in what he knows to be the purely ritual act of his opening his

envelope before he agrees to the exchange. But this is absurd! Moreover, the absurdity

30Throughout this discussion, it is important to keep in mind that when we speak of the agent's rational
preferences, we are not concerned to address the psychological, or otherwise causal determinants of the
agent's intentional actions. Instead, we are interested in the agent's `reasons' for acting, understood in the
normative sense of the word. We could make this normative interpretation explicit by always speaking
of what the agent ought to prefer, instead of what the agent does prefer, but to do so would make our
language more cumbersome than it needs to be. Instead, we will trust that the present remark will su�ce
to prevent any confusion on this front.

31There are, of course, well-known philosophers who have expressed skepticism about the possibility of
diachronic constraints on an agent's preferences (see, e.g., Levi (1987)). To provide a satisfactory reply
to their objections, however, would take us too far a�eld. Instead we refer the reader to Gaifman and
Vasudevan (2010), sec. 2, where the issue is discussed in greater detail.
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of this result does not depend at all on whether the number of the ticket in the agent's

envelope can take only a �nite or an in�nite number of possible values, for in either case,

provided the agent possesses a minimal deductive capacity, he is in a position to judge that

his expected gain (if calculated in the manner suggested by the argument for switching)

will be positive no matter what the number of his ticket may be (if, for some reason, he

is unaware of this fact, we can always show him the proof).

At this point, one could simply insist that the agent's rejection of sure-thing reasoning

ought to be accepted as yet another strange consequence of decision-making in in�nite

settings. But if we assume that reasoning in in�nite settings opens up the possibility of

such radical deviations from normality, then we may as well call into question the claim

that, prior to opening his envelope, the agent has no reason to switch. I admit that if

one wishes to insist that reasoning in in�nite settings is so strange, so far-removed from

our ordinary intuitions, that paradoxes cannot even arise, there is nothing to prevent

him from doing so. But, otherwise, if one regards the Exchange Paradox as a genuine

paradox, then one cannot simply disregard so elementary a principle of reasoning as the

sure-thing principle on the grounds that we cannot expect intuitive results where in�nity

is concerned.

We will henceforth take it for granted, then, that the sure-thing principle does apply

in the context of the Exchange Paradox, and thus that the agent is justi�ed in inferring

from (P2)* that he ought to switch envelopes. While a complete defense of the in�nitary

version of this principle would require a more thorough analysis, hopefully, the above

remarks su�ce to shift the burden of proof back to those who would claim that it is a

mistake for the agent to appeal to the principle in this context.

Let us pause and take stock of what we have said thus far. Over the course of the

last two sections, we have recast the argument for switching envelopes in the following

terms:

(P1)* For all n, assuming that n is the number of the ticket in the agent's envelope,
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the probability that the other envelope contains ticket n+ 1 is ρ(n); hence,

(P2)* For all n, if the agent opens his envelope one minute from now and observes

ticket number n, he ought to switch envelopes; hence,

The agent ought to switch envelopes.

We have argued that the fallacy in this argument neither consists in the agent's acceptance

of (P1)*, nor in the agent's concluding on the basis of (P2)*, that he ought to agree to

the exchange. The only alternative left, then, is to conclude that the fallacy consists in

the inference from (P1)* to (P2)*. To reject the validity of this inference is to admit

that even after opening his envelope and observing ticket number n, and despite having

correctly assessed how likely it is that the other envelope contains ticket n + 1, it is not

always the case that the agent ought to agree to the exchange.

This may seem like a very strange result, for once the agent has opened his envelope,

his decision to switch is based on what appears to be a straightforward assessment of

his expected gain. In the following sections, we will try to explain why the agent cannot

reason in this way. In doing so, we will appeal to the symmetry inherent in the problem.

3.5 Methodological Symmetry and Bias

When a paradoxical argument is �rst encountered, in spite of one's having a very clear

intuition that the argument must be somehow mistaken, it is often the case that the

reasons which underlie this intuition are vague and imprecise. In such cases, in addition

to identifying the fallacy in the paradoxical argument, it is often worthwhile to articulate,

in detail, the counterparadoxical intuition to show why it implies that the argument must

be fallacious.

In the case of the Exchange Paradox, it is clearly the symmetry of the situation that

underlies the initial intuition that the agent has no reason to switch. Intuitively, the
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agent ought to recognize that the decision facing him would have been essentially the

same had he initially opted for the envelope in his right hand, and, as a result, whatever

reasons he might have for agreeing to the exchange are, in e�ect, `canceled out' by the

corresponding reasons that he would have had for switching had he initially chosen the

right-hand envelope.

Let us �rst try to formulate, in more abstract terms, the general structure of this sort

of reasoning. The problem that the agent is faced with is whether or not to switch from

the left to the right-hand envelope. In attempting to solve the problem, the agent initially

observes that there is a second problem that is in all relevant respects identical to that

which he is concerned to address (namely, the problem of whether or not he ought to have

switched from the right to the left-hand envelope, had he chosen the right-hand envelope

instead). Based on this fact, he concludes, on the one hand, that both problems must

have the same solution. On the other hand, these solutions, in so far as they are answers

to di�erent questions, correspond to di�erent claims, and these claims stand in a certain

objective relationship to one another. In particular, since only one of the two envelopes

contains the wining ticket, if the agent ought to switch from the left to the right hand

envelope, then he ought not to have switched from the right to the left-hand envelope,

and vice-versa. These two facts together su�ce to determine the solution to the problem.

Note that this sort of reasoning requires that we conceive of the solution to a problem in

two distinct ways. On the one hand, the solution is to be viewed abstractly, as the formal

output of a certain process of reasoning. It is in this sense that we can meaningfully speak

of two distinct problems as having the `same' solution. On the other hand, the solution

is to be viewed as the answer to a speci�c question, and, as such, as making a contentful

claim about what is or what ought to be the case. It is in this sense that the solutions to

two problems can stand in an objective relationship to one another. This dual conception

of the solution to a problem (in terms of its structural form and its particular content) is

characteristic of all symmetry-based reasoning.
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In order to express this reasoning in slightly more formal terms, let us �rst suppose

that the possible forms of the solution to a problem comprise the set Θ. We may think of

a `problem' as a function mapping each θ ∈ Θ to a proposition expressing what would be

the case were θ to be the problem's solution. To judge that two problems are symmetrical

is to judge that these problems must have the same formal solution. In other words, two

problems ϕ1 and ϕ2 are symmetrical just in case:32

∃θ ∈ Θ(ϕ1(θ) ∧ ϕ2(θ)) (3.5.1)

Of course, the mere recognition that two problems have the same formal solution does

not, by itself, impose any constraints on what this solution might be. For this, we need

independent knowledge which relates the two problems to one another. Such knowledge

will typically be of the form:

∀θ1, θ2 ∈ Θ ((ϕ1(θ1) ∧ ϕ2(θ2))→ ψ(θ1, θ2)) , (3.5.2)

where ψ is some relation on Θ. Knowledge of this claim allows us to conclude on the

basis of the symmetry of ϕ1and ϕ2, that their shared solution θ must satisfy the condition

ψ(θ, θ), and depending on the relation ψ, this is sometimes su�cient to determine θ

uniquely.

While formalizing the reasoning in this way is, itself, a rather trivial exercise, it

32By expressing the condition of symmetry as an existential rather than a universal claim, we are
building into the judgment of symmetry the tacit assumption that the problems under consideration
both have solutions in Θ. In other words, we are assuming that the problems are �well-formed�. In the
case of the Airplane Seat Problem this is obvious since the chance mechanism is fully described in the
problem statement. However, when symmetries are appealed to for the purposes of assigning inductive

probabilities to events, such judgments of well-formedness constitute empirical assumptions. It is for this
reason that prior probabilities that are chosen on the basis of symmetry considerations are subject to
revision in the light of new evidence. A failure to recognize this fact has led, in the past, to misplaced
criticisms that symmetry-based reasoning involves the agent in an illicit brand of a priorism. In the �rst
chapter of my dissertation, I argue that the real power of such reasoning derives not from its alleged
a priority, but rather from the fact that our empirical knowledge is organized in such a way that, in
practice, we are often able to judge of a given problem that it has a well-de�ned solution, even without
being able to o�er any account of what that solution might be, or even how it can be obtained.
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does serve to highlight the three essential components of any symmetry-based argument,

namely:

Θ : A description of what counts as a formal solution to the problems under consideration;

ϕ1,ϕ2: Two problems, each viewed as a means of interpreting these formal solutions; and

ψ : A constraint clause, describing how the solutions to these two problems are related.

Provided these three components are chosen in such a way that claims (3.5.3) and (3.5.2)

are satis�ed, the symmetry of the situation will impose constraints on the problem's

solution.

Let us now return to the Exchange Paradox, and consider how the intuitive argument

described at the beginning of this section can be formalized within this framework. The

most obvious sense in which the decision facing the agent `would have been essentially the

same' had he chosen the right-hand envelope, is that he would have had available to him

exactly the same information concerning the contents of the two envelopes as that which

is available to him now. But, since this is the only information relevant to the agent's

decision as to whether or not to switch, it follows that if, after choosing the left-hand

envelope, the agent concludes that he has good reason to switch, he ought likewise to

conclude that he would have had good reason to switch had he initially opted for the

envelope in his right hand. This, however, is absurd, since the agent knows that only one

of the two envelopes contains the winning ticket, and so any reason he might have for

switching from the left to the right-hand envelope, should count as an equally compelling

reason not to switch from the right to the left.

We can formalize this line of reasoning in the above framework as follows: The agent's

decision problem can be represented as a choice between the following three options:

(1) accept the exchange, (2) refuse the exchange, or (3) be indi�erent to the exchange

(we will represent these three options by the values 1, -1 and 0, respectively, so that
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Θ = {1, 0,−1}).33 The fact that the agent's evidence is symmetrical entails that the

solution to this problem should not depend on the agent's initial choice of envelope, that

is, it should not depend on whether the exchange in question consists of a switch from

the left to the right-hand envelope, or vice-versa. Hence, the two problems:

LR(θ) = �If given the chance to switch from the left to the right-hand envelope, the

agent ought to θ.�

RL(θ) = �If given the chance to switch from the right to the left-hand envelope, the

agent ought to θ.�

must have the same formal solution.

At the same time, since only one of the two envelopes contains the winning ticket, if

the agent has good reason to switch from the left to the right-hand envelope, then he has

good reason not to switch from the right to the left (and vice-versa), i.e.:

(LR(θ1) ∧RL(θ2))→ θ1 + θ2 = 0

Together with the symmetry of the situation, this entails that LR(0), i.e., if given the

chance to switch from the left to the right-hand envelope, the agent ought to be indi�erent

to the exchange.

This simple symmetry-based argument is what underlies our initial intuition that the

agent has no reason to switch. Unfortunately, while this line of reasoning clearly entails

that the argument for switching envelopes must be fallacious, it cannot help to explain

where the argument goes wrong. For, with the exception of the sure-thing principle, the

argument for switching envelopes only relies upon claims about what the agent ought to

do once he has opened his envelope and observed the number of the ticket inside. But once

33Expressed this way, these three options may not appear to be mutually exclusive, since the agent may
be indi�erent to the exchange and still accept the o�er to switch. Obviously, by �accept the exchange�
what we have in mind is something more like �conclude that he ought to accept the exchange.� But to
describe things this way would make our language more cumbersome than it needs to be.
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he has done this, his epistemic situation is no longer symmetrical in the above sense since

he now possesses information which would not have been available to him had he chosen

the other envelope (e.g., he knows that his envelope contains ticket number n).

This points to the real tension at the heart of the Exchange Paradox. On the one hand,

the intuition that the agent has no reason to switch is based upon a certain `evidential'

symmetry which characterizes his epistemic state at the time of his decision. On the

other hand, the agent is aware of the fact that after a minute has passed this symmetry

will be broken, and, once this has occurred, it is no longer clear that the agent should be

indi�erent to the exchange. Thus, it seems, the symmetry of the agent's situation cannot

prevent him from concluding that one minute from now, he ought to switch envelopes,

and more generally, that he ought to do so no matter what the number of his ticket may

be. In the remainder of this section, I will argue that what, in fact, prevents the agent

from accepting this last claim is a certain higher-order symmetry inherent in the problem,

which persists even after the agent has opened his envelope.

Suppose then that the agent has already opened his envelope and observed the number

of the ticket inside. As we already noted, the agent now possesses information which would

not have been available to him had he chosen the other envelope. Nevertheless, there is

still a sense in which the agent's decision problem is symmetrical, for while it is true that

the agent's decision whether or not to switch, insofar as it depends on the number of

the agent's ticket, may depend on the agent's initial choice of envelope, clearly, the sort

of reasoning by means of which the agent arrives at this decision should not. Thus, for

example, if after opening the left-hand envelope the agent sees ticket number n, and on the

basis of this information decides that he ought to switch, he should likewise conclude that

he ought to have switched had he instead opened the right-hand envelope and observed

the same ticket. In other words, the agent's general methodology for deciding whether or

not to switch, should not depend on his initial choice of envelope.

What is important to note is that this sort of `methodological' symmetry can be
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acknowledged by the agent despite his knowing that the two envelopes contain di�erent

information. In this respect, the agent's situation is analogous to that in which one judges

two individuals to be `equally trustworthy' with respect to their judgments in a given

domain. Even if one is then informed that the opinions of these two individuals di�er on

some particular point, their disagreement does not necessarily provide a su�cient reason

to withdraw one's original judgment of equal expertise.34 Similarly, in the agent's case,

despite knowing that the two envelopes carry di�erent information, he may still judge

them to be `equally valid' sources of information, in the sense that information obtained

from the one should enter in the same way in the agent's subsequent deliberations as

information obtained from the other.

In order to represent this symmetry in the framework described above, we must con-

strue the decision problem confronting the agent not as a simple choice between the three

options of accepting, rejecting or being indi�erent to the exchange, but rather as a higher-

order decision problem in which the agent is forced to commit to a general deliberative

methodology which determines how he is to act once he has opened his envelope and ob-

served the number of the ticket inside (note that to represent the agent's decision problem

this way is not an ad-hoc maneuver since this is exactly the decision problem that the

agent must solve if he is to carry through with the argument for switching). In formal

terms, such a methodology can be represented as a function which maps the possible

numbers of the ticket in the agent's envelope to values in the set {1, 0,−1}. The higher-

order decision problem facing the agent is the problem of selecting such a function (we

let Θ be the set of all such functions), and, just as above, the symmetry of the situation

entails that the solution to this problem should not depend upon the agent's initial choice

of envelope.

Now, in the above argument from symmetry the agent's choice of envelope was only

signi�cant insofar as it determined whether the proposed exchange involved a switch from

34Although it may give one reason not to base his opinion solely on the testimony of one of the two
experts without trying to take into account the opinion of the other (see section 6, below).
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the left to the right-hand envelope or vice-versa. In the context of this higher-order

decision problem, however, the agent's choice of envelope also determines what type of

information the agent is to receive (that is, whether he is to be informed of the number

of the ticket in the left or the right-hand envelope).

We �rst de�ne the propositional form:

LR(E, x) = �If the agent knows only that the event E has occurred, then, if given the

chance to switch from the left to the right-hand envelope, the agent ought to

x.�

where E is any event and x ∈ {1, 0,−1}(RL(E, x) is de�ned similarly).

Now, when the agent opens his envelope and observes ticket number n, all that he

knows is that the event L−1(n) has occurred. Thus, the claim that, �if the agent chooses

the left-hand envelope, he ought to adopt the methodology θ�, can be expressed as follows:

Left(θ) = ∀n ∈ Z
[
LR(L−1(n), θ(n))

]
Similarly, the claim that, �if the agent chooses the right-hand envelope, he ought to adopt

the methodology θ�, can be written:

Right(θ) = ∀n ∈ Z
[
RL(R−1(n), θ(n))

]
,

The higher-order symmetry of the situation entails that these two problems must have

the same solution.

In order to impose constraints on this solution, we must o�er some account of how

these two problems are related to each other. Here, we again appeal to the fact that only

one of the two envelopes contains the winning ticket, so that, in any given epistemic state,

if the agent has good reason to switch from the left to the right-hand envelope, then he

has good reason not to switch from the right to the left, and vice-versa. In other words,
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for any event E:

(LR(E, x1) ∧RL(E, x2))→ x1 + x2 = 0 (3.5.3)

In addition, we assume that the agent's conditional preferences ought to be preserved

under arbitrary disjoint unions:

If E1, E2, . . .are mutually exclusive events, and if LR(Ek, x)(k = 1, 2, . . .), then LR(
⋃
Ek, x).

(3.5.4)

(this, of course, is also assumed to be true for claims of the forms RL(E, x)).

From these two constraints and the symmetry of the situation, it follows that:35

If Left(θ), then there exists some n such that θ(n) 6= 1.

The argument is very simple. Assume, for contradiction that Left(θ), where θ(n) = 1,

for all n. By the de�nition of the problem Left we have LR(L−1(n), 1) for all n, and so

by (3.5.4), LR(Ω, 1). By symmetry, however, the same reasoning can be applied to the

problem Right to show that RL(Ω, 1). But this, in conjunction with LR(Ω, 1), violates

the zero-sum condition.

The most important point to take from this discussion is that there are, in fact,

two distinct symmetries exhibited by the problem. The �rst is an obvious evidential

symmetry, which re�ects the fact that at the time of the agent's initial decision, all the

relevant information that the agent possesses concerning the contents of the left-hand

envelope, likewise applies to the right. The second is a higher-order, methodological

symmetry which is based on the fact that the two envelopes viewed as potential sources

of information are equally valid, in the sense that information obtained from the one ought

to be handled in the same way as information obtained from the other. What seems so

compelling about the argument for switching envelopes is that it appears to provide the

agent with a reason to switch which respects the �rst of these two symmetries. However,

35The same argument can be used to show that if Left(θ), then there exists some n, such that θ(n) 6=
−1.
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as we have seen, it can only do so by violating the second.

We can now explain why, even after opening his envelope, the agent cannot coher-

ently base his decision to switch on the straightforward assessment of his expected gain

appealed to in the argument for switching. Since the agent's decision to switch can be

conceptualized as a move in a zero-sum game, if, after opening the envelope, he decides to

switch, it must be that he believes that the number of the ticket in his envelope provides

him with special information. Now, if this information is special, this can either be owing

to the fact that the particular number of the ticket in his envelope is somehow signi�cant,

or else it can be owing to the fact that the information concerns the contents of the left

rather than the right-hand envelope. But since the agent knows that his methodology

recommends switching no matter what the number of his ticket may be, he must treat his

methodology as distinguishing somehow between the left and the right-hand envelopes,

but this violates the (higher-order) symmetry of the situation.

This argument shows that the symmetry of the situation precludes the agent from

adopting a general methodology which instructs him to switch no matter what the number

of his ticket may be. To put the point contrapositively, the agent cannot coherently appeal

to such a methodology as a means of handling information from the left-hand envelope

without denying that the same methodology can be applied to information from the right-

hand envelope.

The fallacy in the argument for switching envelopes thus consists in the agent's in-

ference from (P1)* to (P2)*. The reason why this inference is invalid is that it requires

the agent to commit to a methodology which treats the two envelopes in an asymmetri-

cal fashion. One natural term to use to describe such a methodology is `biased' since the

methodology discriminates between information obtained from two equally valid sources.36

36Thus, for example, if a person is willing to accept the conclusion of a given argument when it is
presented to him by one person, but is unwilling to accept the conclusion of the same argument when
presented to him by someone else, we would say that the agent's reasoning is biased, since we assume
that all that should matter in deciding whether or not to accept the conclusion, is the strength of the
argument o�ered in its support, and not who rendered it.
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In a certain sense, the conclusion that the argument for switching commits the agent to

reasoning in a biased fashion is obvious, for, intuitively, what is wrong with the argument

is that the agent could have applied exactly the same sort of reasoning to the other enve-

lope to justify the conclusion that he ought to refuse the exchange. Thus, in reasoning as

he does, the agent is treating his own envelope as �special�. What is not so obvious is that

what prevents the agent from doing so is not the fact that his evidence is symmetrical,

but is rather the higher-order judgment that the two envelopes represent equally valid

sources of information.

In spite of all this, it may still seem odd that the deliberative methodology suggested

by the argument for switching turns out to be biased, for it appears to be based on a

straightforward assessment of the agent's conditional expected gain. One way of empha-

sizing the bias inherent in this sort of decision-making procedure is to construe the agent's

conditional expected gain in frequentist terms, as a measure of the long-run rate of return

in a sequence of repeated trials.37 To this end, let us suppose that the same game were

to be repeated a very large number of times. Since the agent's conditional expected gain

from switching envelopes (given that n is the number of his ticket) is positive, if the agent

were to agree to switch whenever he observed ticket number n in his envelope, then the

agent's per game winnings in these particular cases would eventually converge to some

positive value.

Does this fact su�ce to provide the agent with a reason to switch once he has opened

his envelope and observed ticket number n? Not necessarily. For it is not obvious why the

agent ought to assess his strategy according to its long-run bene�ts in just those repeated

trials in which the number of the ticket in his own envelope is held �xed. Why not, for

example, assess such a strategy according to its long-run bene�ts in repeated trials in

which the number of the ticket in the other envelope is held �xed? Even without knowing

37This way of viewing the problem is discussed in Clark and Shackel (2000). I do not wish to commit
myself to the view that probabilities must be interpreted in frequentist terms. I will assert, however, that
doing so can often help to sharpen our intuitions, particularly in cases in which standard methodologies
are being called into question.
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the actual number of the ticket in the other envelope, the agent knows that in trials

in which this number is held �xed, the most e�ective long-run strategy is to refuse the

exchange. Thus, in basing his decision to switch on a standard calculation of expected

gain, the agent is, in a certain sense, treating his own envelope as special, since he is

assessing his expected gain relative to a sequence of repeated trials in which the number

of the ticket in his envelope is held �xed.

One important point to note (and one which is often overlooked) is that this same sort

of reasoning applies equally well to �nite versions of the scenario in which the number of

the winning ticket has a known upper bound. In such cases, if after opening his envelope

and observing the number of the ticket inside, the agent bases his decision to switch on a

standard calculation of his expected gain, then he can likewise be criticized for reasoning

in a biased fashion. Unlike the in�nite case, however, such a criticism cannot be used to

underwrite a direct charge of incoherency on the part of the agent since the methodology,

in this case, does not recommend switching no matter what the number of the agent's

ticket may be.

3.6 A Brief Note on Common Knowledge

The symmetry argument presented in the preceding section has a natural formulation in

terms of common knowledge. To see this, we adopt the model for representing common

knowledge �rst introduced in Aumann (1976). In the context of this model, it is assumed

that each agent comes to acquire information about the world by learning the value of

certain �xed random variable de�ned on the set of possible states of the world, Ω. If an

agent's information takes the form of the value of the variable X, and if the true state

of the world is ω, then the agent knows that the world is in one of the states in the set

EX(ω) = X−1(X(ω)).38 We may thus associate with every variable X, a corresponding

38The set of events {EX(ω)}ω∈Ω is referred to by Aumann as the agent's information partition.
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knowledge operator KX de�ned by

KX(E) = {ω ∈ Ω : EX(ω) ⊂ E} .

KX(E) is the event that an agent who learns the value of X, knows that the event E has

occurred.39

Now consider two agents, the �rst of whom learns the value of X and the second of

whom learns the value of Y . We say that an event E is common knowledge between

these two agents if its status as knowledge is preserved through any �nite alternating

sequence of iterations of the knowledge operators KX and KY (i.e., KX(E), KY (E),

KX(KY (E)),KY (KX(E)), etc.).

In order to represent the paradox in this framework, we �rst have to recast the scenario

as one in which the agent is involved in a two-player game against an opponent who is

in possession of the other envelope. After opening their respective envelopes, the �rst

(left-hand) agent is informed of the the value of L, and the second (right-hand) agent is

informed of the value of R, and they are then asked whether or not they wish to switch

envelopes.

As before, we will assume that both players adopt comprehensive methodologies for

playing the game. In other words, for any event E, it is predetermined what each of

the players will do (switch, stay or be indi�erent) if they were to be informed of the

fact that E has occurred. Moreover, we will assume that rationality demands that their

methodologies satisfy conditions (3.5.3) and (3.5.4) described above.

Note that an alternative way of expressing condition (3.5.3) is to say that there must

exist some function w : 2Ω → {1, 0,−1}, such that, for any event E, LR(E,w(E)) and

RL(E,−w(E)). The zero-sum condition thus asserts that, given the same information,

39It is easy to verify that for any random variable X, KX is an S5 modality. That is, in addition to
the basic axioms of modal logic, KX satis�es both positive introspection (if an agent knows E, then he
knows that he knows E) and negative introspection (if an agent does not know E, then he knows that
he does not know E).
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both agents must agree as to which of the two envelopes is more desirable (or if both

envelopes are equally desirable, they must agree that this is the case). If w(E) = 1 then,

given E, the right-hand envelope is judged by both players to be more desirable (i.e., the

left hand player will accept the o�er to exchange, while the right-hand player will refuse);

if w(E) = −1 then the left-hand envelope is judged by both players to be more desirable;

and if w(E) = 0, then both players agree that neither envelope is to be preferred to the

other (i.e., they will both be indi�erent to the exchange). The assumption that both

agents ought to subscribe to the in�nitary form of the sure-thing principle requires that

the value of the function w is preserved under arbitrary disjoint unions.

Now, suppose that both players, after opening their envelopes, share their opinions as

to whose envelope is to be preferred, so that their opinions are made common knowledge.

Then it follows from what we have said so far that, if they are to be rational, their

opinions must coincide. We may state this condition formally by de�ning two random

variables wL and wR corresponding to the left and right-hand players' assessments of what

they ought to do after opening their respective envelopes, i.e., wL(ω) = w(EL(ω)) and

wR(ω) = w(ER(ω)). It follows that if wL = α and wR = β are common knowledge, then

α = β.40 In other words, if the two agents are rational, they cannot `agree to disagree' as

to whose envelope is to be preferred. Thus, if the actual exchange between the players is

conducted in such a way that it is a necessary condition for the trade to go through that

it is common knowledge that both players agree to the exchange (e.g., if the trade is only

made o�cial by a �handshake� between the two players) then, if both agents are rational,

the exchange will not take place.41

40The proof of this claim is exactly the same as that given in Aumann (1976) if the conditional
probability function is replaced by the function w. We leave it to the reader to verify this fact.

41It is important to stress that this result only holds if it is assumed that both players subscribe to
the in�nitary version of the sure-thing principle. If rationality only requires that the agent's conditional
preferences be preserved under �nite disjoint unions, then it does not follow that two rational players
cannot shake hands and agree to an exchange. Thus, the exchange paradox does not provide a counterex-
ample to the well-known `no-trade' theorem in Economics (Milgrom and Stokey (1980)), which denies the
possibility of trade between two expected utility maximizers once market conditions have reached a state
of pareto optimality. The proof of the no-trade theorem turns on the fact that if an agent's conditional
preferences are the result of calculations of his expected gain, then his preferences will be preserved under
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In order to see what constraints this condition imposes on the deliberative methodolo-

gies of the two players, we must say something more about how it is that their respective

decisions might come to be common knowledge in the �rst place. One way for such

common knowledge to be generated is through a repeated sequence of exchanges of infor-

mation. Such a process would begin with both players stating their initial opinions as to

the value of w. Each player would then revise his opinion in the light of what the other

says, and they would both report their revised opinions to each other.42 They then revise

their opinions again and report again, and the process is continued ad in�nitum. It can

be shown that, in the limit, this process su�ces to generate common knowledge between

the two players. It thus follows that, if such a process is carried out ad in�nitum, the

opinions of the two agents must, in the limit, converge.43

This requirement that the two players must ultimately reach some consensus as to

who the `winner' of the game is, clearly rules out the possibility that both players decide

whether to switch on the basis of a straightforward assessment of their expected gains,

for, if this were the case, the repeated process described above would provide neither

player with any information as to the number of the ticket in their opponent's envelope.

Both of the players would still agree to the exchange, even after it had become common

knowledge that both players would agree to do so. But this is incoherent.

�nite disjoint unions (the role of this assumption in the proof is highlighted in Rubinstein and Wolinsky
(1990)), but as we have already seen this is not always true in in�nite settings (in particular, it does
not hold when the expected gains assessed over the whole space do not converge absolutely). Thus, the
no-trade theorem does not hold in general in the in�nite case. Aumann's original result, however, which
asserts that two agents with a common prior cannot agree to disagree about the posterior probabilities
of an event, does apply in the in�nite case.

42In addition to knowledge of the function w, this process requires that it be common knowledge
between the players what type of information each player receives. In this simple setting the assumption
is a natural one, but in more complicated settings it is totally unrealistic. It is this fact (that it is only in
highly contrived settings that the information partition for each agent is made public in advance) which
severely limits the practical signi�cance of Aumann's theorem and other related results.

43In Geanakoplos and Polemarchakis (1982) it is shown that for �nite information partitions, common
knowledge of the players' opinions must occur after a number of steps not greater than the sum of the
number of the cells in the two partitions. In Parikh and Krasucki (1990), this result is generalized so
as to apply to the case of more than two agents who make sequential pairwise reports to each other in
accordance with a `fair' communication protocol. The fact that common knowledge must occur in the
limit even if the information partitions are countably in�nite was pointed out to me by Haim Gaifman
in a workshop on common knowledge held at Columbia University in the Summer of 2011.
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On the other hand, the requirement of convergence does not rule out the possibility

that one of the two agents ought always to agree to the exchange, provided the same is

not true of the other agent, but it is here that the symmetry of the situation enters the

story. The symmetry of the situation entails that if one of the two players has reason to

switch, after �nding ticket number n in his envelope, then so too does the other. Thus

if one of the two players ought always to switch, then so too should the other. Hence,

rationality requires that neither of the two players adopt a methodology based on the

straightforward calculation of expected gain relied upon in the argument for switching.

3.7 Symmetrical Expectations and the Iterated Sub-

traction Model

We have thus far argued that the symmetry of the situation precludes the agent from

coherently adopting a deliberative methodology according to which he ought to switch no

matter what the number of his ticket may be. This, however, is a very weak constraint

on the agent's choice of method. It does not, for example, rule out the possibility of

the agent's adopting a methodology which, for certain values of n, would instruct him to

switch despite knowing that he would have switched had he chosen the other envelope.

Nor does it preclude further iterations of this counterfactual. That is, it does not rule

out the possibility that the agent ought to switch despite knowing that he ought to have

switched had he chosen the other envelope, and despite knowing that he would have

known this (viz., that he ought to have switched had he chosen the other envelope) had

he chosen the other envelope, and so forth.

In order to assess more �ne-grained possibilities of this sort, we must o�er some positive

account of what deliberative methodology the agent should, in fact, employ in deciding

whether or not to switch once he has opened his envelope and observed the number of

the ticket inside.
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In this section, we o�er one such account, which we term the �Iterated Subtraction�

methodology, or ISM. In the context of this model, the agent's expected gain, calculated

in the standard way, is treated as a �rst-order estimate of what the agent ought to expect

to acquire from the exchange. This initial estimate is subsequently revised through an

iterated process of counterfactual self-re�ection, in which the agent tries to take seriously

what he would have thought had he, in fact, chosen the other envelope. The reason that

the process repeats itself is that the general instruction to �adjust your expectations by

what you would have expected had you chosen the other envelope,� has a recursive form.

Thus every time the agent adjusts his expectations to account for what he would have

thought has he chosen the other envelope, he ought to realize that he would have made

similar adjustments had he chosen the other envelope, so that he ought to make further

adjustments to account for this fact, and so forth.

It will again be helpful to imagine that the agent is involved in a two-player game in

which he is playing an opponent who has the same information as him, and who is in

possession of the other envelope. In this context, the crucial assumption of ISM is that

it is common knowledge between the two agents that their expectations, though perhaps

di�erent, are, in a certain sense (to be made more precise) equally legitimate.

To see how the method works, let us suppose that the agent opens his envelope and

�nds ticket number n inside. Initially, without taking any account of his opponent's ex-

pectations, the agent assesses his expected gains in the straightforward manner suggested

in the argument for switching:

U0(n) = ρ(n)f(n+ 1)− (1− ρ(n))f(n))

Since the agent thinks that his opponent's epistemic position is no less legitimate than

his own, he determines that he ought to take into account his opponent's expectations

in deciding whether or not to switch, but, unfortunately, he does not know exactly what
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his opponent's expectations are since he does not know whether his opponent �nds ticket

n + 1 or ticket n − 1 in his envelope. However, since he knows the probabilities of these

two events, he can assess what he expects his opponent's expected gain from switching

will be. This is just:

V0(n) = ρ(n)U0(n+ 1) + (1− ρ(n))U0(n− 1))

Now, since the agents are engaged in a zero-sum game, if the agent is to take his oppo-

nent's expectations seriously, he ought to reckon his opponent's expected gains as his own

expected losses. Thus, the agent ought to revise his initial assessment by subtracting from

it his own expectation of his opponent's expected gains. The agent's revised expected gain

is then:

U1(n) = U0(n)− V0(n)

But now that the agent has revised his initial estimate, he should expect that his opponent

will have done the same, and his expectation of his opponent's revised expected gain is:

V1(n) = ρ(n)U1(n+ 1) + (1− ρ(n))U1(n− 1))

To take his opponents revised expectations into account, the agent adjusts his own ex-

pectations by again altering his expected gain from U1(n) to

U2(n) = U1(n)− V1(n)

Clearly this sort of reasoning can be iterated inde�nitely. After m iterations, the

agent's revised expected gain from switching envelopes is:

Um+1(n) = Um(n)− Vm(n),
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where:

Vm(n) = ρ(n)Um(n+ 1) + (1− ρ(n))Um(n− 1))

If we let the function U be the point-wise limit of the sequence of functions {Um}, i.e.:

U(n) = lim
m→∞

Um(n)

then ISM is the methodology which instructs the agent to base his decision as to whether

or not to switch (after opening his envelope and observing ticket number n) on the sign

of U(n).44

In the rest of this section we will state a few very elementary results about the behavior

of ISM. To begin with, let us consider the simple version of the paradox in which ρ = 1/2.

We then have the following general result:

Claim 4. If ρ = 1/2 and f is a polynomial function of order k, then Um(n) = 0, for all n

and for all m > k.

Thus, in the simple version of the paradox, provided f is a polynomial function, ISM will

instruct the agent to be indi�erent to the exchange, no matter what the number of his

ticket may be (the proof of this claim is given in Appendix C).

Now, let us consider the speci�c case in which f(n) = 2n, since this is the version of

the simple paradox most often discussed in the literature. In this case, it turns out that

ISM also recommends that after opening his envelope, no matter what ticket he sees, the

agent ought to be indi�erent to the exchange:45

Claim 5. If ρ = 1/2 and f(n) = 2n, then U(n) = 0, for all n.

44We will allow U to take values in the extended real line, since it seems natural to suppose that if
Um(n) → +∞, then the agent ought to switch, and similarly, that the agent ought to refuse to switch
when this sequence goes to −∞. In all other cases, however, we will assume that the methodology leaves
it underdetermined what the agent ought to do.

45More generally, if ρ = 1/2 and f(n) = cn (c > 1), then Um(n) = kmU0(n) , where k = 1 −
(
c2+1

2c

)
.

Thus, if c < 2 +
√

3, U(n) = 0, otherwise U is everywhere unde�ned.
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Figure 3.7.1: ISM Reasoning in the case where ρ(n) = 1/2 and f(n) = 2n.

In this case, the agent's expectations follow the pattern of a damped oscillation: at ev-

ery stage of the iteration, the magnitude of what the agent expects to net from switching

envelopes decreases, and, at each stage, the agent alternates between expecting to gain

and expecting to lose (see Figure 1). In this context, it is natural to view ISM as the re-

quirement that the agent's opinions be allowed to `equilibriate' with those of his opponent

(or in the single agent case, with his own counterfactual expectations) before they can be

acted upon. When the agent �rst learns of the number of the ticket in his envelope, this

information causes an initial perturbation in the agent's expectations, which, in this case,

gradually settles down as the agent and his opponent take each other's points of view into

account.

With respect to simple forms of the paradox in which the agent's conditional probabil-

ities are always uniform, it is natural to suppose that the agent ought to remain indi�erent

to the exchange even after he has opened his envelope and observed the number of the

ticket inside. The more interesting and di�cult cases, however, concern proper forms of

the paradox. For, here, there are no obvious grounds upon which to base a judgment as

to what the agent should do after opening his envelope. It is in these cases, therefore,
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Figure 3.7.2: ISM Reasoning in the case where ρ(n) =

{
2
3

n < 0
1
3

n ≥ 0
and f(n) = 3n

that ISM (and other proposed methodologies) may be employed to interesting e�ect.

Let us consider again the proper paradox described at the end of section 2. What does

ISM instruct the agent to do in this case after he has opened his envelope and observed

the number of the ticket inside? Interestingly enough, the answer depends on whether

the number of the observed ticket is even or odd :

Claim 6. If ρ(n) =


2
3

n < 0

1
3

n ≥ 0

, and f(n) = 3n, then U(n) =


+∞ if n is odd.

−∞ if n is even.

In other words, if the agent opens his envelope and �nds an odd-numbered ticket

inside, he ought to agree to the exchange; otherwise, he ought to refuse it.46It is not

entirely clear why the agent's decision to switch should depend, in this case, upon the

parity of the number of the ticket in his envelope. The phenomenon clearly has something

to do with the fact that the agent's prior probability distribution has a unimodal form (in

this case, it is symmetrical about zero). Indeed, the typical pattern of damped oscillation

proceeds as normal until the point at which one of the two agents is forced to entertain

46Since this speci�c example is merely meant to be illustrative, and since the proof of claim 3 is in
itself both cumbersome and unilluminating, we omit the proof of this claim.
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some hypothesis to the e�ect that either the other agent sees ticket number zero in his

envelope, or else the other agent thinks that he sees zero is his envelope, or else the other

agent thinks that he thinks that the other agent sees zero in his envelope, etc.., and at

this point the expectations of the two agent's diverge (see Figure 2).

The ISM method simply represents an initial attempt to make sense of how an agent

ought to revise his expectations when he knows that they are based on biased information.

As such, one should not invest too much stock in the results stated above. Indeed, the

model itself su�ers from a number of important defects, the most noteworthy of which is

that it can only be meaningfully applied if we assume that the number of the winning ticket

is unbounded in either direction. This is because, by introducing a bound on this value,

we undermine the common knowledge assumption upon which the method is predicated.

Suppose, for example, that the number of the winning ticket has a lower bound of

zero. If an agent opens his envelope and sees ticket number 1, then while he may adjust

his initial expectations in accordance with ISM, he cannot assume that his opponent will

do the same, since it may be that his opponent sees ticket number zero, in which case his

opponents knows with certainty that switching will earn him f(1). At this point, of course,

it would be absurd for the agent's opponent to revise his expectations in accordance with

ISM, and so, by admitting the possibility that his opponent may no longer be revising

his expectations, the agent's own revisions come to a halt. In general, if the number of

the winning ticket has a lower bound of zero, then if the agent sees ticket number n in

his envelope, he will only be able to revise his expectations in accordance with ISM n

times before the assumption that both agent's have equally legitimate expectations can

no longer be sustained.47

47This limitation of the ISM model, in fact, serves to highlight a rather interesting point, namely, that
while it is often the case that two agents have common knowledge that their respective information was
obtained from equally valid sources, it is almost never the case that they have common knowledge that
the conclusions that they form on the basis of this information are equally legitimate.
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3.8 Conclusion

In this chapter, I have argued that the philosophical signi�cance of the Exchange Paradox

does not consist in what it reveals to us about the limits of �nitary reasoning. Rather,

the importance of the paradox consists in the new insight it provides us into the way in

which judgments of symmetry can serve to inform an agent's decision-making. Tradition-

ally, epistemologists have focused their attention on evidential symmetries which impose

constraints on the doxastic attitudes that an agent can adopt towards a space of rele-

vant contingencies. But an agent's deliberations are just as often impacted by the higher

order symmetries inherent in a situation. Such symmetries serve to �x the scope of the

agent's deliberative methodologies, and in this way, determine when an agent's decision

is to count as biased. The Exchange Paradox is of interest precisely because it provides

an example of a case in which the general prescription to act in an unbiased way imposes

direct constraints on an agent's rational preferences. At its most general level, then, the

real question raised by the paradox is the question of how a rational agent ought to cope

with bias. What should the agent do after he has opened his envelope and observed the

number of the ticket inside, knowing that this information is biased? This is a concrete

question that can be posed in either the in�nite or the �nite setting, and in either case

its answer is unclear.



Appendices

Appendix A:

In this appendix, we prove theorem 2: If A 6= Ω is mean event and an interval event, then

A is always decreasing under EX .

Let Prx be the probability that maximizes entropy under the constraint E(X) = x.

Prx is given by the Maxwell-Boltzmann distribution:

Prx(ω) = Ceβ(x)X(ω)

Here C is a normalizing factor and β(x) is a constant which equals for x = x and is

non-zero, otherwise. For each x ∈X , let

ϕx(u) = Ceβ(x)u

Then ϕx is strictly convex, for all x 6= x.

Recall that a function f is strictly convex i�, for all a < c, and all 0 < α < 1:

αf(a) + (1− α)f(c) > f(αa+ (1− α)c)

The following elementary generalization is implied by strict convexity:

Proposition. For a strictly convex f , if a < bi < c, i = 1, . . . , k, and 0 < α < 1 is such

151
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that αa+ (1− α)c = 1
k
(b1 + · · ·+ bk), then:

αf(a) + (1− α)f(c) >
1

k
(f(b1) + · · ·+ f(bk))

Proof. Let b∗ = 1/k
∑
bi. Thus, α = (c − b∗)/(c − a) and (1 − α) = (b∗ − a)/(c − a).

Then, for all y ∈ (a, c):

f(y) <

(
c− y
c− a

)
f(a) +

(
y − a
c− a

)
f(c)

Hence:

1

k

k∑
i=1

f(bi) <
1

k

k∑
i=1

((
c− bi
c− a

)
f(a) +

(
bi − a
c− a

)
f(c)

)
=

(
c− b∗

c− a

)
f(a) +

(
b∗ − a
c− a

)
f(c) = αf(a) + (1− α)f(c)

The proof of theorem 2 now proceeds as follows. Let A = {ω1, . . . , ωk} 6= Ω be a mean,

interval event, and let x ∈X . We must show that if x 6= x, then Prx(A) < |A|/|Ω|.

Let xω = X(ω), and consider the events:

A− =

{
ω : xω < min

ω∈A
xω

}

A+ =

{
ω : xω > max

ω∈A
xω

}
Since A is an interval event, A ∪ A− ∪ A+ = Ω, and since A is a mean event distinct

from Ω, both A−and A+ are non-empty. Put x− = xA−and x+ = xA+ . The numbers

x−, xω1 , . . . , xωk , x
+ satisfy the conditions of the above proposition with:

α =
|A−|

|A−|+ |A+|
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Hence:

|A−|ϕx(x−) + |A+|ϕx(x+)

|A−|+ |A+|
>

1

k

∑
ω∈A

ϕx(xω) =
Prx(A)

|A|

Again, appealing to the convexity of ϕx, we have:

Prx(A
c)

|Ac|
=
Prx(A

−) + Prx(A
+)

|A−|+ |A+|
>
|A−|ϕx(x−) + |A+|ϕx(x+)

|A−|+ |A+|

From the above two inequalities it follows that:

Prx(A)

|A|
<
Prx(A

c)

|Ac|
,

from which it follows that Prx(A) < |A|/|Ω|. Hence, A is always decreasing.
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Appendix B:

In this appendix, we will prove theorem 3 which asserts that every mean-invariant dis-

tribution can be expressed as a mixture of multinomial distributions with an exponential

form. We prove the result in the case of a k-sided die.

Theorem. If Pr is mean-invariant, then there exists a probability measure µ on the

interval [1, k], such that for any event (ω1, . . . , ωn):

Pr(ω1, . . . , ωn) =

ˆ k

1

k∏
j=1

F (j, θ)njµ(dθ) (3.8.1)

where nj is the number of j's in the sequence ω1, . . . , ωn, and F (j, θ) = Ceβ(θ)j.

Here C is a normalizing factor and β is a constant depending on θ, which, as a function

of θ, is continuous, strictly monotone and equals 0 for θ = k = 1
k

∑k
i=1 i.

To prove this claim, we will �rst establish a corresponding representation theorem in

the �nite case. By applying this lemma to initial segments of the sequence and passing

to the limit we will obtain the desired result.

De�nition. Let Pr be a probability function on the set Ωn = {(ω1, . . . , ωn) : ωi ∈

{1, . . . , k}}. Pr is mean-invariant, if

Pr(ω1, . . . , ωn) = Pr(ω′1, . . . , ω
′
n),

whenever

1

m

m∑
i=1

ωi =
1

m

m∑
i=1

ω′i

Let

N(ω1, . . . , ωn) = (n1, . . . , nk),

where

nj = # of j's in the sequence ω1, . . . , ωn.
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N takes values in the set N = {(n1, . . . , nk) : ni ≥ 0;
∑

i ni = n}.

Let T be the average value of the n tosses, which, for convenience sake, we can express

in terms of the nj's:

T (n1, . . . , nk) =
1

n

k∑
j=1

nj · j,

T takes values in the set T = { j
n

: n ≤ j ≤ kn}. For each t ∈ T , we write

Nt = {(n1, . . . , nk) ∈ N : T (n1, . . . , nk) = t}

We write Ω(n1, . . . , nk) for the `multiplicity' of the sequence (n1, . . . , nk) , i.e., the

number of points in the set {ω ∈ Ωn : N(ω1, . . . , ωn) = (n1, . . . , nk)}. Thus

Ω(n1, . . . , nk) =
n!∏k
i=1 ni!

Lemma 7. Let Pr be a probability function on Ωn. If Pr is mean-invariant, then there

exists a probability function q de�ned on T , such that for all m (1 ≤ m ≤ n) :

Pr(ω1, . . . , ωm) =
∑
t∈T

q(t) ·
∑
n∈Nt

Pt(n1, . . . , nk)

(∏k
i=1(ni)mi
(n)m

)
, (3.8.2)

where mi (1 ≤ i ≤ k) is the number of i's in the sequence ω1, . . . , ωm and

Pt(n1, . . . , nk) =
Ω(n1, . . . , nk)∑

n∈Nt
Ω(n1, . . . , nk)

Proof. This lemma follows from the fact that all (�nite) mean-invariant distributions

can be represented in terms of the following simple urn model: Let N = (n1, . . . , nk) be

interpreted as the claim that the balls from an urn containing exactly n balls, ni of which

are marked with the number i (1 ≤ i ≤ k), are to be drawn at random one at a time,

without replacement. Let ωi be the number of the ith ball drawn. The value of N is
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determined by �rst deciding the value of T according to some unknown chance procedure

and then selecting (n1, . . . , nk) from the set Nt with probability Pt(n1, . . . , nk).

Note that since the probability of choosing any given (n1, . . . , nk) is proportional to

Ω(n1, . . . , nk), and since, given (n1, . . . , nk), the probability of any possible sequence

(ω1, . . . , ωn) is 1/Ω(n1, . . . , nk), it follows that any two possible outcomes in Ωn which

agree in the value of T are equally probable, i.e., the probability distribution generated

by the model is mean-invariant. Moreover, since a mean-invariant distribution is fully

determined by the probabilities it assigns to events of the form T = t, and since the

model leaves these probabilities completely unspeci�ed, any mean-invariant distribution

can be generated by such a model.

We note that the assumption of mean-invariance entails that the probability is symmet-

ric through reorderings of the variables. Thus, we can assume without loss of generality

that the �rst m1 drawings resulted in a `1' ball being drawn, the next m2 drawings, in a

`2' ball being drawn, etc.. We obtain the desired result by setting q(t) = Pr(T = t) in

the above urn model, and computing the probability directly.

�

It remains to be shown that theorem 3 is the limiting case of this lemma.

First, we rewrite (3.8.2) to obtain

Pr(ω1, . . . , ωm) =

ˆ k

1

∑
n∈Nθ

Pθ(n1, . . . , nk)

(∏k
i=1(ni)mi
(n)m

)
µn(dθ), (3.8.3)

where µn is the distribution function on [1, k] concentrated on the set { j
n

: n ≤ j ≤ kn}

whose jump at j
n
is q( j

n
).

It follows from the Helly selection theorem (see Feller (1971), p. 267) that we can �nd

a sequence {µnj} which converges to some limit distribution, say µ. It will su�ce to show

that theorem 3 holds with respect to µ to show that the integrand of (3.8.3) converges

uniformly in θ to the integrand of (3.8.1).
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For each n, let

Pn = max{Pθ(n1, . . . , nk)}n∈Nθ

and let (n∗1, . . . , n
∗
k) be de�ned by the following condition:

Pn = Pθ(n
∗
1, . . . , n

∗
k)

Following the standard statistical-mechanical derivation of the Maxwell-Boltzmann dis-

tribution we have that (i) Pn → 1 uniformly as n → ∞; and (ii) limn→∞

(
n∗i
n

)
= F (i, θ)

(1 ≤ i ≤ k).48 We thus have that the integrand of (3.8.3) converges uniformly to:

lim
n→∞

(∏k
i=1(nF (i, θ))mi

(n)m

)

To show that this limit is equal to the integrand of (3.8.1), we note that

∏k
i=1(nF (i, θ))mi

(n)m
=

∏k
i=1

(
(nF (i,θ))mi

nmi

)
(

(n)m
nm

) =

∏k
i=1

{
F (i, θ) ·

(
F (i, θ)− 1

n

)
· · ·
(
F (i, θ)− (mi−1)

n

)}
1 ·
(
1− 1

n

)
· · ·
(

1− (m−1)
n

)
As n→∞, this converges uniformly to

k∏
i=1

F (i, θ)mi .

Summary: The intuitive idea behind the proof of the theorem can best be understood

in the context of the urn model described above. Suppose the mean value of a �nite

sequence of trials is �xed. There may be many urns which can generate sequences which

have this mean, but in order to ensure that every sequence with the same mean is assigned

an equal probability, those urns from which a greater variety of sequences can be drawn

48The derivation of the Boltzmann distribution can be found in any standard textbook in statisti-
cal mechanics. That the convergence expressed in (i) is uniform follows from the fact that for all n,

Pn( 1
k

∑k
i=1 i, n) ≤ Pn(θ, n), for all θ ∈ [1, k].



CHAPTER 3. SYMMETRY AND BIAS: THE EXCHANGE PARADOX 158

(i.e., those with a greater multiplicity) must be assigned a proportionately greater weight.

In the limit, as n goes to in�nity, all the weight is placed on the `maximum entropy' urn

since the multiplicity of this urn is in�nitely greater than any other. Also, in the in�nite

limit, sampling without replacement, is no di�erent from sampling with replacement, so

what we are left with is random sampling (without replacement) from a single urn with

an exponential distribution.
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Appendix C:

In this appendix, we prove the following claim: If ρ = 1/2 and f is a polynomial function

of order k, then Um(n) = 0, for all n and for all m > k.

Lemma. If ρ = 1/2 and f is a polynomial function of order k, then

Um(n) =
2m+1∑
k=0

(
2m+ 1

k

)
(−1)k+m+1f(n+ k −m)

2m+1

Proof. The proof proceeds by induction on m. If m = 0, the theorem is easily veri�ed.

Suppose the theorem holds for all numbers less than m (m ≥ 1). Then:

Um(n) = Um−1(n)− 1

2
(Um−1(n− 1) + Um−1(n+ 1))

=
1

2m

(
2m−1∑
k=0

(
2m− 1

k

)
(−1)k+mf(n+ k −m+ 1)

)

− 1

2m+1

(
2m−1∑
k=0

(
2m− 1

k

)
(−1)k+mf(n+ k −m)

)

− 1

2m+1

(
2m−1∑
k=0

(
2m− 1

k

)
(−1)k+mf(n+ k −m+ 2)

)

=
1

2m+1

{
2

(
2m∑
k=1

(
2m− 1

k − 1

)
(−1)k+m+1f(n+ k −m)

)}

+
1

2m+1

(
2m−1∑
k=0

(
2m− 1

k

)
(−1)k+m+1f(n+ k −m)

)

+
1

2m+1

(
2m+1∑
k=2

(
2m− 1

k − 2

)
(−1)k+m+1f(n+ k −m)

)
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Regrouping the terms according to the argument of f , we have:

Um(n) =
1

2m+1

{
(−1)m+1f(n−m) + (−1)m(2m+ 1)f(n−m+ 1)

}
+

1

2m+1

{
(−1)m+1(2m+ 1)f(n+m) + (−1)mf(n+m+ 1)

}
+

1

2m+1

{
2m−1∑
k=2

(−1)k+m+1f(n+ k −m)

[
2

(
2m− 1

k − 1

)
+

(
2m− 1

k

)
+

(
2m− 1

k − 2

)]}

From the recursive de�nition of the binomial coe�cient:

2

(
2m− 1

k − 1

)
+

(
2m− 1

k

)
+

(
2m− 1

k − 2

)
=

[(
2m− 1

k

)
+

(
2m− 1

k − 1

)]
+

[(
2m− 1

k − 1

)
+

(
2m− 1

k − 2

)]
=

(
2m

k

)
+

(
2m

k − 1

)
=

(
2m+ 1

k

)

Substituting back into the above, we obtain the desired result.

The theorem follows from this lemma and the fact that for any polynomial function

P (x) of order < n:
n∑
j=0

(−1)j
(
n

j

)
P (j) = 0.
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