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ABSTRACT 
 

The Teleological Theory of Representation 

Stephen Campitelli 

 

 

This dissertation argues for a teleological theory of representations on the grounds that it 

provides a better account of explanation in psychology and cognitive science than its main 

competitor, non-teleological functionalism. Grounds for evaluating competing models of 

explanation are presented and several recent accounts of psychological explanation are analyzed 

and evaluated. An inclusive model, which incorporates both teleological and non-teleological 

features, is developed. 
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CHAPTER 1: INTRODUCTION 

 In contemporary psychology and cognitive science, behavior is often explained in terms 

of computations over inner representations of organisms. This raises questions about the nature 

of those representations. In particular, it has proven difficult to provide a theory of content that 

can account for the full range of representations needed and also for the fact that the cognitive 

capacities of humans and other organisms are limited and prone to error. A number of 

approaches are being actively pursued. The purpose of this dissertation is to explore one of these 

– the so-called teleological account of representation. In this chapter I attempt to characterize the 

teleological approach and to show how it differs from its main rival, standard, non-teleological, 

functionalism. Subsequent chapters will investigate ways in which teleology has been applied to 

different aspects of psychological explanation and the arguments its proponents have made in its 

favor.  

I. Teleology and Intentionality 

A. Teleology 

First Teleological Thesis: 

The basic principle of the teleological approach can be expressed as follows: 

(T1) Mental representations are individuated by their teleological functions.  

What, then, are teleological functions? What is teleology? Aristotle provides the most influential 

account: 

...a thing may be a cause (aition) as the end (telos). That is, what something is for, 
as health might be what a walk is for. On account of what does he walk? We 
answer “to keep fit” and think that, in saying that, we have given the cause. And 
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anything which, the change being effected by something else, comes to be on the 
way to the end, as slimness, purging, drugs, and surgical instruments come to be 
as means to health: all these are for the end, but differ in that the former are works 
and the latter  tools.1 

In this passage, Aristotle describes the chief characteristic of teleological explanations: they 

explain things or events in terms of their ends or teloi -in terms of what they are for.2 Typically, 

the explanans is an end-state or goal, and the explanandum is shown to be a condition for 

realizing the goal. The item to be explained may be a means to the end, as taking regular walks is 

a way of becoming fit, or it may be a part of the end, as slimness is part of being fit, or it may be 

an instrument for achieving the end, such as a drug.  

 A teleological explanation, then, explains the existence or character of something by 

citing a goal or end to which that item is directed. Does that make the goal or telos a cause?  

The Greek word which is translated as “cause” [aition] does not mean cause in the 
modern sense: namely, an antecedent event sufficient to produce an effect. Rather, 
it means the basis or ground of something. Aristotle later says that we do not 
understand something until we know why it is what it is: the cause gives us “the 
why” [ to dia ti].3 

The end or goal toward which an item is directed is a basis or ground of the item, helping to 

account for the way it is. One way of answering a “why” question is by citing the end. When we 

do so, we are provide a teleological explanation for the item. According to Aristotle, there are at 

least three other ways of answering a “why” question about an item: one cites its form, another 

                                                 
1 (Aristotle 1970, 194b, 32-36) 

2 Aristotle discusses final causes or explanations, but he does not use any term quite equivalent to “teleology”. This 
term derives from Christian Wolff, who first used the Latin term “teleologia” in 1728 (according to the Oxford 
English Dictionary). For the history of the term, see (Lennox 1998). 

3 (Lear 1988) p. 15 



3 

 

 

cites its matter and the third cites an antecedent item. Each of these provides a different type of 

explanation, depending on which type of ground it cites. The topic of this dissertation is 

teleological explanation. Of course, any treatment of explanations that work by citing ends will 

need to discuss those ends themselves and what makes them ends for specific items; and I will 

have a good deal to say about this. It is also necessary to discuss how teleological explanations 

are related to other kinds of explanations.  But my primary aim is to show how teleological 

explanations work as explanations and why, in some cases, they cannot be replaced without loss 

by other kinds of explanations. In general, we can distinguish three types of teleological 

concepts, which I will refer to as: subjective, objective and instrumental.4 

1. Subjective teleology characterizes animal behavior, including the deliberate actions of 

human beings, in terms of the goals or purposes of the behavior. Again, the basic idea was 

described by Aristotle: 

All animals both impart movement and are moved for the sake of something, so 
that this is the limit to all their movement: the thing for-the-sake-of-which. Now 
we see that the movers of the animals are reasoning and imagination (phantasia) 
and choice and will and appetite. And all of these can be reduced to thought and 
desire. For both imagination and sense-perception hold the same place as thought, 
since all are concerned with making distinctions - though they differ from each 
other in ways we have discussed elsewhere. Wish and spiritedness and appetite 
are all desire, and choice shares both in reasoning and in desire.5 

A simple model for explaining purposive behavior is the practical syllogism: 

                                                 
4 So far as I know, the terms “subjective teleology” and “objective teleology” were first used in this way by Hegel, 
see The Encyclopaedia Logic and (de Vries 1988), (de Vries 1991). 

5  (Aristotle 1978, 700b 14-24) slightly modified. 
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It looks as if almost the same thing happens as in the case of reasoning and 
making inferences about unchanging objects. But in that case the end is a 
speculative proposition (for whenever one thinks the two premises, one thinks and 
puts together the conclusion), whereas here the conclusion which results from the 
two premises is the action. For example, whenever someone thinks that every man 
should take walks, and that he is a man, at once he takes a walk. Or if he thinks 
that no man should take a walk now, and that he is a man, at once he remains at 
rest. And he does both of these things, if nothing prevents or compels him. I 
should make something good, a house is something good. At once he makes a 
house. I need a covering. A cloak is a covering. I need a cloak. I have to make a 
cloak. And the conclusion, the “I have to make a cloak” is an action. And he acts 
from a starting point. If there is to be a cloak, there must necessarily be this first, 
and if this, this. And this he does at once.6 

 

The structure described by the practical 

syllogism is represented by Figure 1. 

Causal relations are labeled “C” and 

representational relations labeled “R”: 

The belief or beliefs represent 

conditions for achieving the goal, the 

desire represents the goal itself, the 

belief and desire jointly cause the 

behavior which, in conjunction with 

external conditions, brings about the goal. These are the minimal components required to explain 

actions; the account can be elaborated in a number of ways, some suggested by Aristotle himself, 

which take into account such cases as beliefs and desires the agent is not consciously aware of, 

                                                 
6  (Aristotle 1978), 701a7-23 

BeliefCondiions Desire

Action

Goal

C

C C

C

R

R

Figure 1 
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choice among competing desires, more or less extensive reasoning about the beliefs before 

acting, and so on. 

 Much of contemporary psychological theory is concerned with explaining behavior by 

means of such elaborations. One of the founders of this sort of psychological explanation, 

Hermann Helmholtz, described a case of unconscious inference in adjusting the focus of the eye 

in this way: 

If I know that a particular way of seeing, for which I have learned to employ 
exactly the right kind of innervation, is necessary in order to bring into direct 
vision a point two feet away and so many feet to the right, this also is a universal 
proposition, which applies to every case in which I have fixed a given point at that 
distance before or may do so hereafter. It is a piece of knowledge which cannot be 
expressed in words but which sums up my previously successful experience. It 
may at any moment become the major premise of an inference - whenever, in fact, 
I fix on a point in this position and feel that I am doing so by looking as that 
major premise states. This perception of my fixation is then my minor premise, 
and the conclusion is that the object I am looking at is to be found at the location 
in question.7 

This stretch of reasoning combines a practical syllogism and a theoretical one. 

Practical: 

Major 
premise: 

All A’s (a particular degree of innervation) are B (a location in 
space). 

Minor 
premise: 

I want to find out about location B. 

 
Conclusion: 

 
I fix on a point in this position 

 

 

 

                                                 
7 Quoted in (Hatfield 1990, 202). 
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Theoretical: 

Major 
premise: 

All A’s ( a particular degree of innervation) are B (a location in 
space). 

Minor 
premise: 

I feel that I am fixing on location B as a result of doing as the major 
premise states. (I am aware of carrying out the practical syllogism.) 

 
Conclusion: 

 
The object I am looking at is to be found at location B. 

 

A feature all such explanations share is that they attribute content or intentionality to causally 

efficacious states of the organism; without content, the process could not be described as 

“reasoning.” The term “intentionality” is employed here very broadly, to include the whole range 

of content bearing states employed in psychology, at both the personal and the sub-personal 

levels - what are often called “semantically evaluable” states, whether or not they are formulated 

in words or are available to consciousness. The general question I am concerned with is about 

the metaphysical basis of this semantic evaluability and the way it is used in explanation. That is 

where objective teleology comes in. 

2. Objective Teleology.  Biology is full of teleological attributions that do not involve 

beliefs or desires: the chlorophyll in the leaves of a tree produces energy from sunlight. We 

say that producing energy is the function of the chlorophyll, meaning that it is a causal 

consequence of its activity that contributes to the survival and reproduction of the tree. 

Characterizing the chlorophyll in terms of its causal consequence or end, as opposed to its 

antecedent causes or its chemical properties, is what makes the explanation teleological, but, 

unlike subjective teleology, it does not require that the item explained or its product be 



7 

 

 

semantically evaluable.8 The chlorophyll doesn’t represent anything; its function lies in what 

it does, not in what, if anything, it means. Nor is it obvious that we need to appeal to any kind 

of intentionality to understand it. That is, we must not confuse objective teleology with the 

kind of teleology which I am calling “instrumental.” 

3. Instrumental teleology.   When we act for an end, we sometimes use tools or instruments. 

So Aristotle’s man who wants to become or remain healthy can act directly in taking a walk, 

but he can also act indirectly, by using drugs. In the latter case, we say he is acting by means 

of instruments (the drugs). Now, there is no particular problem about how tools acquire their 

functions: in core cases, an object has the function which is intended by its maker and also by 

its user, on any given occasion of use. Sometimes, these two intentions come apart, as when I 

use my computer as a paper-weight. But these exceptions can be readily accounted for. The 

important point here is that instrumental functions are determined externally: what makes an 

item a tool or instrument is the intention of a person or an animal capable of subjective 

intentionality. 

The position I am examining is that objective teleology is metaphysically fundamental (at 

least relative to the other kinds of teleology discussed), that some systems which possess 

                                                 

8 Another important class of teleological concepts includes developmental concepts, which are found in explanations 
of traits of organisms in terms of their role in the growth of the individual organism. For present purposes, I classify 
development as a kind of objective teleology. This classification entails a substantive assumption. Although 
development is central to traditional thinking about teleology, e.g., Aristotle, Kant, Hegel, developmental 
considerations are not well integrated into contemporary evolutionary biology. To classify developmental teleology 
under objective teleology, and to treat objective teleology in terms of natural selection, is to assume that ongoing 
efforts to combine developmental biology with the “Modern Synthesis” of natural selection and genetics will 
succeed without requiring substantial changes to concepts like adaptation and fitness, in whose terms objective 
teleology is explicated. For discussions of the problems with this approach, see (R. Amondson 1994), (R. &. 
Amondson 1995), (R. &. Amondson 1995), (Depew 1995), and, for doubts about these doubts, (J. M. Smith 1995). 
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objective functional properties are also capable of subjective teleology, and some of them are 

able to use tools. Further, possessing objective functionality is a necessary, but not a sufficient, 

condition for subjective intentionality, and there is a conceptual connection between the two. 

This view derives, ultimately, from Aristotle, but with major modifications due to Darwin’s 

theory of natural selection. In Aristotle and philosophers influenced by him, such as Hegel, the 

metaphysically fundamental concept is the self-actualization of form: all teleological 

characterizations, objective, subjective and instrumental, depend on the innate drive toward 

realizing its essential nature which determines, for any entity, what it is. For organisms, this 

occurs primarily through development and the form is fully realized in the healthy adult. In 

modern theories, the ultimate basis for objective teleology is natural selection.9  Developmental 

mechanisms, then, are like any other features of the organism that help it survive and reproduce. 

 The other main approach to teleology holds that biological functions are a kind of 

instrumental function and instrumental functions presuppose subjective teleology. Plato is the 

classic example here,10 but Kant’s version will be most useful for the present discussion. He held 

                                                 
9 That Darwin himself took this view is highlighted by the following exchange: In 1874 Darwin’s 
follower, Asa Gray, referred, in Nature, to “Darwin’s great service to Natural Science in 
bringing back to it Teleology: so that instead of Morphology versus Teleology, we have 
Morphology wedded to Teleology.” Darwin replied in a letter to Gray, “What you say about 
Teleology pleases me especially and I do not think anyone else has ever noticed the point.” (both 
quoted by Lennox (1992). Darwin diplomatically ignored a real difference between them: Gray 
tried to combine natural selection with a quasi-Platonic notion of teleology. Darwin’s notion, 
which he called “final causation”, was, of course, not Platonic. (M. Ghiselin 1969), (M. Ghiselin 
1994) claimed that there was nothing at all in common between the two concepts; that Darwin’s 
use of teleology was not intended seriously, but I think this view has been refuted by Lennox 
(1992), (1993) and (1994).  

10 See especially Timaeus. In the Phaedo, 97, Socrates ascribes a form of teleological 
explanation to Anaxagoras, but he criticizes Anaxagoras for not making good use of it.  
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that biological functions are understood by analogy with tools or artifacts, thus making 

instrumental teleology conceptually prior to objective. Since, for Kant, we cannot have scientific 

knowledge of the Creator or his intentions, objective teleology cannot be used in explanations; it 

is restricted to heuristic use. Regarding living things as if they were artifacts can sometimes 

suggest fruitful hypotheses for scientific investigation, but, by itself, it has no explanatory power.  

 

Figure 2 

 

In this project, I presuppose the first picture: that teleological concepts are not restricted 

to heuristic use, t hat they can be and are employed in genuine explanations in science, and that 

natural selection provides an adequate basis for this. 
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Second Teleological Thesis: 

(T2) Objective teleology is a necessary condition for subjective teleology.  

B. The Motivation for the Teleological Theses 

In addition to the specific arguments to be discussed below, it is important o see that the 

teleological approach is motivated by a powerful intuition. This is well expressed by Millikan: 

Why do I think that ideas and beliefs and intentions are, as such, members of 
biological or proper-function categories? First, because we acquired the ability to 
have them through a long evolutionary process and they are useful things to have; 
that is, they have survival value. But far more important, they display the 
characteristic mark that all things defined by proper-function categories display. It 
makes sense to speak of their being defective. Nothing that can be said to be 
defective is what it is merely by virtue of what it is actually like or what it 
actually does or would do if. What is defective is, just, that which is not what it 
should be or cannot do what it should do, hence is something defined by its 
“shoulds” rather than by its “coulds” and “woulds.” And I can see no way of 
unpacking the “should” in this sort of context by reference to present structure or 
disposition... Beliefs...are essentially things that can be true or false, correct or 
defective.11 

The following, she holds, are characteristics of functional traits: 

1. They arise through evolutionary processes 

2. They are useful: they help us to survive and reproduce 

3. We can distinguish between properly functioning and defective or mal-functioning. 

Prima facie, mental capacities seem to have these characteristics. Mental representations, and 

representational faculties in general, are biological entities, and they are typed by teleological 

                                                 
11 (Millikan 1984, 93-4). The italics are all in the original text. 
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function because biological categories, in general, are typed that way. In some sense, the 

function of the brain is to adapt the organism’s behavior to information about its environment. 

Hence, the information processing it performs would seem to be central to its function.  

 No one who accepts intentionality as a real characteristic of some organisms, their parts 

and abilities, denies that intentionality has its uses. Nor do any participants in this debate doubt 

that this state of affairs has come about through biological evolution, driven, at least in part, by 

natural selection.12 The third claim, that false representations are malfunctioning representations, 

is more controversial, and I will have a good deal to say about it later. But even apart from 

reservations about this, many psychologists and philosophers deny that the first two points are 

relevant to the nature of intentionality. Some of them also accept the second teleological thesis, 

but analyze objective teleology in ways that do not involve specifically biological notions like 

natural selection, so they can maintain that it is a fact that minds were produced by evolution, but 

maintain that this is an empirical fact that has nothing to do with the fact of intentionality here 

and now.13 

C. The argument for the teleological theses 

Since not everyone is persuaded by Millikan’s intuitions, we need arguments to resolve 

the question. The arguments that have been put forward in defense of the teleological thesis 
                                                 
12 (R. Amondson 1994) and Amundson & Lauder ((1995) argue plausibly that many biological categories are not 
individuated by teleological function in some parts of biology. Their discussion is interesting, but I cannot pursue 
the issue here. 

13 Fodor holds both views; see, e.g., (1990), although he has recently expresses strong doubts about natural selection 
as a cause of evolution (Fodor and Piatelli-Palmerini 2010); Hochberg and Cooper (1994) express doubts about the 
usefulness of evolutionary explanations in psychology. The utility of evolutionary explanations for psychology is 
argued in (Barkow 1992), (Tooby 1995), (Tooby 1995) (Cosmides 1995). (Sterelny 1990) provides a useful 
discussion of their views. 
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generally have the structure that Kant termed “regressive”: they proceed from a description of a 

cognitive capacity or achievement to its necessary conditions.  The reality of the capacity in 

question is assumed. 

Regressive argument schema for teleological account of mental representations: 

Cognitive achievement: explanatory practice in psychology and cognitive science which employs 

mental representations. 

Conclusion:  

(T1) Mental representations are individuated teleologically. 

(T2) Objective teleology is a necessary condition for subjective teleology.  

  Argument:  

1. T2 follows immediately from T1 plus an analysis of teleology. 

2. T1 is consistent with the explanatory practice in question 

3. T1 helps to account for aspects of psychological explanation that present difficulties for 

other approaches. 

The aim of this dissertation is to examine the arguments that fill out the argument schema. This 

chapter will concentrate on steps 1 and 2: outlining a teleological analysis of mental 

representations and attempting to show that it is consistent with psychological explanation as it is 

currently practiced. I will begin by discussing an example of the kind of cognitive achievement 

to be explained; this will be done in Section II by discussing a particular experiment concerning 

vision and its interpretation. This example will be used in Sections III and IV, which discuss 
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contrasting notions of function with a view toward developing as much of an analysis of 

objective teleology as will be needed for the formulation of the target theory in Section V. 

Subsequent chapters are devoted to step three: they will examine how successful the 

teleological theory is in resolving outstanding philosophical problems. Chapters Two and Three 

discuss proposals by Dretske and others to employ teleology to clarify the role of intentionality 

in the causal explanation of behavior. Chapters Four and Five are concerned with normativity: 

it is sometimes claimed that norms are intrinsic to the mental and that this presents a problem for 

naturalistic theories. However, some current proposals involve using teleological concepts to 

provide a basis for natural norms, and so suggest a way of overcoming the traditional gap 

between the mental/normative and the natural/causal orders (without succumbing to traditional 

critiques of psychologism). It has also been claimed (by Millikan and Pettit, among others) that 

norms figure in distinctive types of explanation that can be underwritten by natural teleology. 

Chapters Four and Five will analyze these claims. 

The overall argument turns on the claim that teleological functionalism, suitably filled 

out, provides a better account of psychological explanations than non-teleological functionalism. 

What makes it better? The claim works on two levels. On the first level, I try to show that a 

teleological account of representation makes possible types psychological of explanations that 

would be missed if we are restricted to non-teleological functionalist accounts of representation. 

Formally, this argument is similar to the arguments that have been put forward for the use of 

inner representations in psychology and for understanding mental processes in inferential terms. 

Each has been criticized for being unacceptably metaphysical, but each has been defended on the 

grounds that it earns its keep by enabling us to identify patterns in nature that would be otherwise 
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invisible and that this provides additional resources for psychological explanations. One example 

of this kind of argument will be discussed in the next section.  

On the second level, I am arguing that teleological functionalism, as a philosophical 

position, provides a better understanding of the way much of contemporary psychology goes 

about its business of providing explanations. The alternative here will be non-teleological 

functionalist accounts of psychological explanation of the sort proposed by Fodor and Cummins. 

An important part of my argument will be to show that these accounts of psychological 

explanation, while correct in part, are incomplete. I will try to show that mainstream psychology 

includes explanations that do not fit the patterns identified by non-teleological functionalists. 

A brief disclaimer: the project of this dissertation, as I have said, is to see whether a 

teleological account of intentionality helps to us to understand how intentionality can function in 

scientific explanations, and to determine what, if any, metaphysical consequences about the 

nature of intentionality follow. There is, however, another project for which many philosophers 

have invoked the support of teleology: naturalism.14 This enterprise is concerned to “naturalize” 

one sort of concept or another. Usually the targets of naturalization are concepts which are 

sometimes associated with metaphysical, non-natural entities. Naturalizing is understood as 

showing how the concept can exist in, be a coherent part of, or somehow be at home in, the 

natural world. And the natural world is often understood to be whatever contemporary physics 

says it is. The aim of naturalizing intentionality, then, is often seen as a part of the global project 

of defending a global metaphysical naturalism. While the present investigation is compatible 

                                                 
14 (Millikan 1984), (Millikan 1994), (Papineau 1993) 
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with most forms of naturalism, I am not concerned to offer arguments either for or against 

naturalism as a weltanschauung.15 

II. Psychological Explanation: an Example 

In Swann’s Way, Proust has the cure of Combray describe a familiar experience: 

…what is unquestionably the most remarkable thing about our church is the view 
from the belfry, which is full of grandeur...No doubt about it, the view from up 
there is entrancing, with what you might call vistas over the plain, which have 
quite a special charm of their own. On a clear day you can see as far as Verneuil. 
And then another thing; you can see at the same time places which you normally 
see one without the other, as, for instance, the course of the Vivonne and the 
irrigation ditches at Saint-Assise-Les-Combray, which are separated by a screen 
of tall trees, or again, the various canals at Jouy-le-Vicomte... Each time I’ve been 
to Jouy I’ve seen a bit of canal in one place, and then I’ve turned a corner and 
seen another, but when I saw the second I could no longer see the first. I tried to 
put them together in my mind’s eye; it was no good. But from the top of Saint-
Hilaire it’s quite another matter - a regular network in which the place is enclosed. 
Only you can’t see any water; its as though there were great clefts slicing up the 
town so neatly that it looks like a loaf of bread that still holds together after it has 
been cut up. To get it all quite perfect, you would have to be in both places at 
once; up at the top of the steeple of Saint-Hilaire and down there at Jouy-le-
Vicomte.16 

In fact, such experiences are even more common than we generally realize. The total field of 

light reaching the eye at any given moment is the optic array. The eye does not passively absorb 

this light, but samples different portions of the optic array in different ways. At a given instant, 

light from a large part of the array falls on the peripheral retina, and is sensed with low acuity 

and little sensitivity to color. At the same time, light from a small part of the array falls on the 

                                                 
15 For some of the many senses of naturalism, see (Danto 1967), (Krikorian 1944), (Papineau, Philosophical 
Naturalism 1993); for a critique, see (S. a. Stich 1994).  

16 (Proust and tr. C. K. Scott Moncrieff and Terence Kilmartin 2001, 104) 
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central region of the retina, the fovea, and is sensed with high acuity and color sensitivity. The 

eye frequently shifts position, up to four times a second, in order to sample different parts of the 

array with the fovea and thus achieve acute, color vision over a wide angle.17 These eye 

movements, or saccades, are not random, but are directed toward those parts of the scene that 

seem most likely to contain important information. So I constantly need to synthesize successive 

views: not only when I see a bit of canal in one place, then turn a corner and see another, but 

even when I am sitting still looking at the objects on my desk, I am still in the position of 

Proust’s cure: I need to put together multiple different views in my mind’s eye in order to 

perceive the whole scene. Generally, I perform this task automatically, without noticing it. Even 

if I try to pay attention to it, I am not always aware of how I choose to fixate on one point rather 

than another (though I can control this with effort), and the process of synthesizing successive 

fixations is completely unconscious. How is this process carried out? Under what conditions is it 

possible to integrate views into a unified perception? When, like the cure, do I remain with 

separate perceptions, such as the one from the steeple and the one “down there at Jouy-le-

Vicomte,” even though I know they are of the same object or scene? The following experiment 

casts some light on how coherent perceptions of objects and scenes are built up from such 

momentary glimpses. 

 Julian Hochberg 18 simulated the task of integrating fixations by showing to an observer, 

whose eye remains fixed, a rapid series of views like that in Figure 3A. The sequence of 

                                                 
17 (Bruce 1990, 25-6) 

18 This and related experiments are described in (J. Hochberg 1978) (J. Hochberg 1968) and (J. Hochberg 1986). 
The illustrations are taken from (J. Hochberg 1978, 207). 
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unrelated right angles is too long and changes too rapidly for the observer to remember each 

view separately. They could be successive views of one or more single objects, say the hands of 

a clock or a figure moving around behind an aperture, but observers of this display did not see 

anything coherent. Yet, when they were first shown the drawing of a cross, as in Figure 3B, they 

observed the same sequence of right angles as an orderly progression around the cross. The 

additional view in B enabled them to separate the figure from the background, and to determine 

the direction in which it was moving.  
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Figure 3 
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This information is not in the stimulus: It must therefore be determined by a 
mental structure, or schema, into which you (the observer) fit the successive 
views, and thus confirm your anticipations of what features come next. And when 
something occurs that you did not anticipate, you incorporate it in its most likely 
part of that structure: For example, in the sequence shown in...A, it is clear in 
frames 8 through 10 that the view has jumped from point h to point k in the cross 
(at B), when you know that the first eight views fit the schema of a cross - that is, 
the sequence appears to take a short cut across the right arm of the cross.19 

       Thus, the same abilities that we normally use to integrate successive glimpses of the world 

are used when we interpret cuts in film. But we do not always see things in this order:  usually 

we have to integrate successive glimpses without conveniently being shown an overview of the 

entire scene first. Sometimes, as when the Cure is visiting the canals of Jouy-le-Vicomte, no 

single view could provide an adequate basis for interpreting what we see. To handle these 

situations, we need some indications within the individual views of how they are related. When 

shown the sequence in A, observers apparently were not given enough information to guess the 

right schema to use, but when there was overlap between successive views, as in figure 3C, 

adults (but not young children) were able to integrate the sequence without the long shot. This 

experiment illustrates the role of mental representations in psychology: the results can be 

explained only if we postulate an internal representation, or schematic map, which the observer 

uses to interpret and store the different views shown. A schematic map must be postulated 

because the stimulus alone cannot account for what is seen by the observer. The sequence of 

right angles in A does not uniquely specify a single object; it could be generated by many things, 

or by no one thing at all. The mind must provide additional structure, such as the memory of the 

cross, to the contents of the partial views. In order to integrate successive glances, information 

                                                 
19 (J. Hochberg 1978, 206) 
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must be stored over time, and this requires internal representations that persist over time and can 

interact with other representations. The activities revealed by the experiment are represented in 

Figure 4: 

In Figure 4, the arrows represent causal relations between components of the visual 

system, and between it and the rest of the organism. The dotted line shows the boundary of the 

visual sub-system the experiment investigates. The sub-system is quite modular: the model 

shows only two flows of information across the module’s boundary: The visual representation of 
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the current scene serves as one source, among others, for forming beliefs, and the person’s 

current desires affect which parts of the scene are interesting enough to explore further. 

The experiment also tells us something about the representations which comprise 

component (1). For one thing, they must be more abstract than visual images. There is 

experimental evidence that images are stored for a brief period, half a second or more, after they 

are no longer visible. This so-called iconic memory is long enough for the information to be 

preserved between saccades. However, the information in iconic storage is tied to the frame of 

reference of the retina, not that of the distal object. And simply overlaying iconic memories 

would not produce vision of a coherent object but a blur. “The fact that the viewer can ‘take a 

short cut’ from h to k indicates that he is following a map; this is essentially the criterion for 

cognitive maps in learning theory and problem-solving research.”20 By a cognitive or schematic 

map, Hochberg means a program guiding the samplings of an extended scene and a set of 

expectancies of what will be seen as a result of those samplings. Different kinds of objects are 

associated with different programs and expectancies. But the expectancies are contingent on both 

the motion of the eye and the motion of the object, so the process that generates them must be 

able to compensate for both kinds of motion. If the schema provides the input to this process, 

then it must encode information in an object-centered frame of reference, or at the very least, in a 

form more abstract than a retinal snapshot.21 

                                                 
20 (J. Hochberg 1978, 208) italics added. For a discussion of criteria for postulating inner maps, see (Shettleworth 
2010). 

21 (Bruce 1990, 170-173). A possible implementation of such a representational system is provided by (Feldman 
1985). 
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 Applying these results to motion pictures, the filmmaker can be understood to be 

providing the viewer with a series of such partial views. “The task of the filmmaker therefore is 

to make the viewer pose a visual question, and then answer it for him. In that way, the viewer 

knows where each shot fits, often even before he receives it. The use of long shots, medium shots 

and close-ups is not arbitrary, nor are they introduced merely for artistic variety. They are 

important tools in the visual question-and-answer process.”22   

 This is an example of a psychological explanation that employs mental representations. 

Clearly, it conforms to the pattern of subjective teleology. Behavior is explained as a causal 

consequence of internal states of the subject, and these states are identified by their content: what 

they are beliefs and desires of, although, since they are for the most part confined to the visual 

system, they are sub-personal states of the subject. The philosophical discussion about the nature 

of mental representations is answerable to just this sort of reasoning: a viable theory must be able 

to account for the way the concept of mental representation is used in explanations like the one 

outlined above. This is a particularly useful example because Hochberg not only uses mental 

representations in explaining the experimental results, he provides an explicit argument for why 

it is necessary to use them. A philosophical account of mental representation should also be 

answerable to this argument. 

 

 

 
                                                 
22 (J. Hochberg 1978, 208) 
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The Argument for Mental Representation 

Hochberg argues that a theory that can explain these phenomena must include mental 

representations because only mental representations can account for the structure which the mind 

adds to the data given in the individual sensations. 

1. Mental Representations provide a basis for mental structure: 

Perceptual structure (PS): the set of relationships within what one perceives, as shown by 

phenomenology and responses (both behavioral and verbal). It includes perceptual couplings, 

such as size and distance, self-motion and object-motion, and so on. 

Sensory structure (SS): any kind of structure within the proximate stimulus.  

Mental structure (MS): perceptual structure that cannot be attributed to relationships within the 

stimulus pattern. 

Other factors (O): such as eye movements, can also affect perceptual structure. 

(S1) PS = SS + MS + O 

solving for MS, in cases where other factors can be ruled out: 

(S2) PS - SS = MS  

Not all perceptual structure can be attributed to mental structure; but some perceptual 

phenomena, like those encountered in Hochberg’s experiment, can only be explained by mental 

structure. 
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2. Why Mental Structure? 

Why do the phenomena described compel us to postulate mental structure? The main 

alternative to inference based on mental structure is the direct approach to perception, associated 

primarily with Gibson and his followers, which attempts to explain perceptual phenomena 

entirely from features of the stimulus. The direct approach works quite well for the following 

alternate version of the experiment discussed above:  

(V1) In this version the image of the cross is not shown first, the viewer sees only the sequence 

of lines, but the lines are shown in motion on the screen. If the motions are coherent, the viewer 

will see a shape moving behind an aperture, and will be able to identify the shape as a cross.  

But if  

(V2) Only still pictures of lines are shown, as in the original procedure, without the shot of the 

cross at the beginning, and without any visible motion, the sequence does not depict a coherent 

object, and the viewer does not see a coherent event.  

In V1 the viewer receives additional information from the coherent movement, and it seems that 

this information is sufficient to enable the viewer to construct a perception of a coherent object. 

But without that additional information, the viewer needs the information provided by the initial 

view of the whole object, and the only plausible explanation for this result is that the viewer’s 

visual system retained structural information from the first view and made use of it in producing 

the resulting perception. 

 

 



25 

 

 

3. The Contents of Mental Representations 

The idea of unconscious inference is empty unless we can specify the premises employed 

in the inference. Since at least some mental structure is learned from experience of the world, it 

seems plausible to interpret mental structure according to the physical structures of objects they 

represent. This assumption is attractive because parameters of the scene are usually easier to 

measure and can be treated mathematically. But there are clear cases in which mental structure 

diverges from physical structure, for example, we can see impossible objects like those depicted 

by M.C. Escher. Even when what we seem to see is physically possible, it may still be incorrect. 

In Hochberg’s experiment, what the observer sees does not correspond to physical reality; the 

observer seems to see a cross moving around behind an aperture, but in fact all that is present is a 

sequence of lines and angles flashed on a screen. Like all motion pictures, this is a case of visual 

illusion. The explanatory model of unconscious inference handles perceptual illusions as 

inferences according to the following implicit principle, first proposed by Helmholtz: 

...we always believe that we see such objects as would, under conditions of 
normal vision, produce the retinal image of which we are actually conscious.23 

If we are to make effective use of this principle it is important to be able to specify what 

environment is normal and to determine what information about that environment would be 

available to the observer. The content of mental representations is reflected in both: 

1. Those things that the representation enables us to do that we could not do otherwise, and 

2. The difference between the representation’s effects and the distal properties of the object. 

                                                 
23  (Helmholtz 1995) 
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This line of reasoning shows that the distinction between normal and abnormal conditions is 

central to interpreting the contents of mental representation. Any approach to mental 

representation should be able to account for the kind of experiments just described.  In the next 

section, I describe the standard functionalist model and show how it handles them.   

III. Standard Functionalism 

The fundamental idea behind all functional theories is the idea of functional isomorphism or 

functional equivalence. Two things are functionally isomorphic if they realize the same abstract 

structure.24 A structure, E, determines a set of properties P which are possessed by everything 

that realizes structure E. What is important here is that, if we choose the right structure, we can 

establish a rich set of generalizations about all e’s (things which realize structure E), irrespective 

of whatever other properties they may have. So if E is a shape, a sphere, say, we can deduce lots 

of geometrical facts about it no matter what it is made of or what color it is, because we have a 

rich set of geometric theorems that apply to spheres as such. Further, these generalizations will 

occur only at the level of E, so explanations employing them have to be given at that level. 

Explanations pitched at a different level, in terms of the components of e, say, will be less 

illuminating. In Putnam’s well-known example, he showed that we can adequately explain why a 

square peg, whose sides are one inch long, won’t fit through a round hole one inch in diameter 

from geometric principles and the condition that the objects are rigid. We don’t need to know 

about the microstructure of the peg. In fact, the geometric explanation is better than one which 

                                                 
24 (Putnam 1975, 294) 
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deduced the conclusion from the positions and trajectories of the molecules for three reasons: it 

is  

(1) Simpler (in the molecular explanation the important facts are swamped by a mass of 

irrelevant details),  

(2)  More relevant to our concerns, and  

(3) More general (it applies to iron pegs and wooden pegs, the molecular explanation would 

have to be redone in each case). 

A distinct level of explanation is warranted when these three criteria are satisfied. 

Putnam’s functionalism is very general: clearly, if it covers the story of the square peg 

and the round hole, it is not especially concerned with the mental or the intentional, or even the 

biological. The sorts of isomorphisms he invokes are found everywhere. And the features of 

functional explanation he describes are also very general. When we come to apply this picture to 

psychology, it is necessary to make it more concrete, and this is where the differences between 

what I am calling “teleological” and “non-teleological” or “standard” forms of functionalism 

arise. For both functionalisms, the structural isomorphisms studied by psychology are cognitive 

capacities. But they analyze those capacities differently. For the standard, non-teleological, 

functionalist, a function or capacity of an organism, whether cognitive or not, is a disposition of 

the organism or its parts to behave in a specified way. A functional property is a second-order 

property; it applies to something in virtue of its position in a network of things, the whole 

network specified in terms of an abstract pattern of causal-dispositional relations. So something 

has a functional property by both instantiating a certain dispositional property and occupying a 

certain position in a system, where the system embodies a network of causal-dispositional 



28 

 

 

relations which specify how, and under what circumstances, it will interact with other 

components of the system. 

 A well worked-out version of this methodology is presented by Robert Cummins in his 

book, The Nature of Psychological Explanation, and I shall draw on it extensively in the 

discussion which follows.25 For Cummins, a capacity is specified by a law, possibly quite 

complex, linking precipitating conditions to manifestations (input-output relations). 

To attribute a disposition d to an object x is to assert that the behavior of x is 
subject to (exhibits or would exhibit) a certain lawlike regularity: to say x has d is 
to say that x would manifest d (dissolve, shatter) were any of a certain range of 
events to occur (x is put in water, x is struck sharply).26 

A. Transition Theory 

 According to the functionalist model of the mind, we explain experiments like 

Hochberg’s by showing how they result from dispositions of organisms and their parts to react in 

predictable ways under particular types of circumstances.  In Cummins’ model for such 

explanations, dispositions are described by transition theories. 

The point of what I call a transition theory is to explain changes of state in a 
system as effects of previous causes - typically disturbances in the system. The 
emphasis is on what will happen when (i.e., under what conditions). Subsumption 
under causal law is the natural strategy: one tries to fix on a set of state variables 
for the system that will allow one to exhibit each change of state as a function of a 
disturbing event and the state of the system at the time of the disturbance.27 

                                                 
25 (R. Cummins 1983) I have, however, made a number of changes, mostly to simplify things, so Cummins should 
not be blamed for what follows. 

26 (R. Cummins 1983, 18) 

27 I (R. Cummins 1983, 1-2)  
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A transition theory takes the form of an ordered quadruple T = <S, L, D, O>, where 

S is the system to be explained, consisting in par, of a set of states  sn,  

D is the set of inputs or disturbing events dn,  

O is the set of outputs or effects om, and 

L  is a transformation law, such that L(sn, d) =(sn’, o).28  

 

 

 

A transition theory T explains an event e’ by first identifying it with a state sn’ or an output o of 

a system S and, second, finding (or postulating) an event e, identified with the conjunction of a 

previous state sn of S, and an external disturbance or input, d, such that when the transition law L 

of T is applied to the pair (sn , d) it  yields sn’or o.  

In Hochberg’s experiment, the observer begins by seeing a blank screen. This is 

presumed to put the observer’s visual system into a neutral state, sn, whose effects can be 

                                                 
28In Cummins' account, if T is to provide genuine explanations, L must be a causal law. There are, of course, useful 
cases of subsumption of events under non-causal laws, but they are not explanatory. If T is not only going to help us 
predict events but also to explain them, then the state transitions it subsumes must be cases of causation. This will be 
an important issue in Chapter 2. 

e’ = sn’

e = sn

L(sn)

 

Figure 5 



30 

 

 

ignored. When the cross is flashed on the screen, this acts as an input which, with sn, causes 

activation of the mental map of a cross, identified as state s1. The next image is of a right angle, 

and the transition law that governs the system causes this to be interpreted as a corner of the 

cross, which is seen as moving behind an aperture. Subsequent images of right angles cause the 

visual system to pass through a series of states in which they are interpreted as parts of the same 

cross moving behind the aperture.     

 Most psychological theories are not explicitly presented in the form of transition 

theories;29 a fully worked-out transition theory would be too cumbersome. But psychological 

theories are usually presented as computational processes, and computations can be modeled by 

transition theories, so psychological theories typically provide constraints on the transition 

theories that are presumed to describe actual mental processes. Similarly, most physical theories 

are not presented as transition theories but as physical laws that partially specify or constrain 

transition theories. One benefit of thinking in terms of transition theories, however, is it they 

makes causation explicit, since transition laws are causal laws. The standard forms for presenting 

computations and physical laws are not explicit about causation. 

B. Property Theory 

So far, we have a way of explaining events by deducing them from transition theories and 

input conditions, but what about the transition theories themselves? Transition theories specify 

dispositional properties, but they do not explain those properties. Since functionalism identifies 

cognitive capacities with dispositions, transition theories describe the objects of psychological 
                                                 
29 (Johnson-Laird 1983) argues that they should be put into explicit computational form, which would amount to the 
same thing. 
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investigation, but do not explain them. At most, they explain particular events by subsuming 

them under transition laws, but they cannot explain why a system is governed by a transition 

theory. To explain the transition theory, functionalism recognizes a single strategy: property 

analysis.  

In property analysis, the system is analyzed into a set of components, organized in a 

particular way, whose interactions are governed by laws. The general form of analytic strategy 

can be formulated like this: 

 

 Depending on the system and the property in question, the components can be physical parts or 

functional entities individuated by their dispositional properties; i.e., governed by their own 

transition theories. 

 A transition theory specifies a property of a system - its propensity to undergo state 

transformations - by representing these transformations in terms of causal laws; a property 

analysis explains the law by decomposing the system into its elementary components and 

deriving the transition law from laws describing the properties of the elements and their 

configuration. A relatively non-controversial case is the explanation of the Boyle-Charles law, 

viewed as a transition theory governing state changes in a gas, 

Anything having components c1, c2,...cn and organization O 
has property P. 

Instantiation Law 

System S has analysis [c1, c2,...cn,,O]. Composition Law 

S has P. Nomic Attribution 
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(BC) PV  =  rT 

where P = pressure, V = volume, T = temperature, and r  is a constant. 

The law specifies a dispositional property of gases. But it gives no hint as to why the changes 

happen; that is the role of statistical mechanics, which postulates a mechanism that accounts for 

how the transition specified by the Boyle-Charles law takes place. The gas is analyzed by a 

composition law into a set of components (molecules), which have a specified set of basic 

properties as individuals (mass, velocity, etc.), and a set of interactions or relations (collisions). 

The state properties and transition laws are then derived. The properties of the gas are not 

identified with properties of individual molecules, but they are explained by deriving them from 

molecular interactions.   

 Not all properties are this simple; we cannot always go directly from a description of the 

overt behavior of a system to an account of its physical components.  Instead, it is sometimes 

necessary to analyze the property itself into a set of sub-dispositions governed by a “program.” 

Of course, this only defers the problem; these sub-dispositions, along with their program, 

themselves require explanation in terms of a physical analysis.  Sometimes we can do this 

directly, otherwise, it may be necessary to provide an additional level of analysis into sub-

dispositions and their programmed sequences. This process can go on indefinitely; in principle, 

there is no limit to the number of levels of analysis. But eventually the hierarchy of functional 

explanation must terminate in some instantiating physical mechanism (which may itself begin a 

hierarchy of physical levels, such as we saw with the Boyle-Charles law). 

 For example, consider a computer programmed to solve trigonometry problems. At the 

highest level of description, the system has a certain disposition: to accept sets of numbers and 
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return other sets of numbers that are related to the inputs in the proper ways. The transition law 

for this property can be specified by a set of trigonometric equations. We can provide a 

functional analysis of this disposition by supplying an algorithm for calculating the correct 

output numbers from any given input. This means that we have defined a set of basic functions, 

e.g., sine, cosine, tangent, etc., and provided rules for applying them.  But, typically, the 

trigonometric functions are not “hard-wired” into a computer; instead, we write our program in a 

“high level” language such as JAVA or C. When we’re done, we run it through a compiler, 

which “translates” the program into a low level, or machine, language - which the computer can 

execute. The translation is accomplished, in part, by substituting canned subroutines for 

functions like sine and cosine. The subroutines make use only of simpler functions, such as 

addition and multiplication. So, then we have a second level of functional analysis - the basic 

functions of the first level (the trigonometric functions) are themselves analyzed into more 

elementary functions governed by programs.30 

 In this example, two levels of explanation are sufficient. The machine language program 

can be executed directly because the basic functions it provides are performed by the hardware. 

Each machine language instruction represents a single dispositional property of the physical 

machine. At this point, physical analysis takes over, and the device is analyzed electronically. 

Functional analysis is, in effect, the strategy of divide and conquer. There are several things to 

notice about this account. 

                                                 
30 “Functional analysis consists in analyzing a disposition into a number of less problematic dispositions such that 
programmed manifestation of these analyzing dispositions amounts to a manifestation of the analyzed disposition.”  
(R. Cummins 1983, 28)  
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First, lowest-level functions often map neatly on to physical structures, but this is not 

typically the case for higher level functions. The lowest level of programming, machine 

language, corresponds to a physical process. It is easy for an engineer to show exactly what 

physical events are triggered by a machine language ADD instruction, for example, and how 

they differ from those initiated by, say, a MOVE instruction. But there is no obvious connection 

between a higher level function, such as SINE, and any given physical process. The relation 

between function and hardware is even less obvious at still higher levels. 

Second, the explanatory interest of a functional analysis is proportional to the complexity 

of the program, and this corresponds to the difference, both in kind and in sophistication, 

between the disposition being analyzed and its analyzing dispositions. The more different the 

analyzing dispositions are from the target disposition, the more sophisticated the program, and so 

the more satisfying the explanation. 

Finally, in principle more than one functional analysis is possible for any given 

disposition. So, the question arises, which analysis is correct? This raises complex issues which 

cannot be pursued here,31 but one important constraint results when we complete the hierarchy 

down to the physical level. A correct analysis will terminate in a set of components that map on 

to physical components. If a proposed analysis does not yield components that so map, the 

analysis cannot be correct. 

In some ways, this picture of explanation fits Hochberg’s theory quite well. Figure 4 

shows interactions among functionally defined components of a portion of the visual system. The 

dotted line represents the boundary between the system being analyzed and other systems within 

                                                 
31 See (R. Cummins 1983) for a detailed discussion of the issues. 
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the larger system responsible for behavior. There is one output to the larger system: a 

representation of the current scene which, along with current desires, generates actions. There is 

one input from the rest of the system: the person’s desires help to determine the choice of the 

next glance, which guides the next saccade and so on. The theory gives an abstract analysis of 

the behavior of the visual system as a result of interactions among its sub-systems, while saying 

very little about how these components are realized physically.  

C. Interpretive Analysis 

The method of functional analysis specified so far does not account for one crucial feature of 

psychological theories: intentionality. In Hochberg’s experiment, the subject’s behavior is 

characterized in semantic terms: the subject sees something, say, a cross. The psychological 

process which is hypothesized to produce this behavior is characterized in information-

processing terms. That means that the states of the system have semantic values and the 

transitions between states are understood as computations or inferences.  Cummins calls the 

functional account of information processing systems “interpretive analysis.” An information 

processor manipulates symbols; i.e., objects that have been given semantic interpretations, and 

this manipulation takes place in accordance with a transition law. If the law governing transitions 

from inputs to outputs approximates the results of a rule of inference from the meaning assigned 

the input to that assigned the output, the system manifests an inferentially characterizable 

capacity (ICC). We are motivated to apply interpretive analysis to a disposition when it has an 

inferential characterization.  It is important to see that ICC’s supervene on descriptive analysis. 

The descriptive analysis identifies the symbols and their transformations (without identifying 



36 

 

 

them as such; the description is purely formal). The interpretive analysis then assigns them 

meanings.   

To understand an ICC we must understand both (1) the rule of inference involved, and (2) the 

way the structure of the system enables it to perform the required symbolic transformations. The 

first requirement just says that to attribute an inferential capacity to a system, we must know why 

it counts as an inference, and not just as a function. If I don’t know how to play chess, I can’t 

identify anything as a chess-player. The second requirement is just the, by now familiar, 

principle that we do not understand a capacity unless we know how it is instantiated. This 

process may be mediated, as usual, by one or more levels of functional analysis before we reach 

componential analysis; if the analyzing functions are themselves ICC’s, this is called inferential 

analysis.  

 

 

 

 

So if a transition theory specifies a capacity; an interpreted transition theory specifies a 

cognitive capacity.32 An interpreted  transition theory (T,I) explains an event e’ by  identifying it 

with the interpretation I(sn’)   state sn’ , or an output o of a system S and, second,  finding (or 

                                                 
32 Cummins makes a distinction here: in his terminology an interpreted transition specifies an inferentially 
characterizable capacity (ICC) . Much of his discussion is concerned with the question, What additional conditions 
are required for an ICC to be truly cognitive? Some of the issues he discusses under this heading will come up 
below.  

e = I(sn) 

e’ = I(sn’) 

I(L(sn))  

Figure 6 
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postulating) an event e, identified  with a previous state sn of  S, interpreted as I(sn), and 

possibly an external disturbance or input, d, such that when the transition law L of T is applied to 

the pair (sn, d) it yields sn’ or o.  

We can now reformulate the question about mental representation. For system S described by 

transition theory T and interpretation function I, 

1. What makes S have an interpretation at all? 

2. What makes I the correct interpretation function for S rather than some other function, I’ ? 

For reasons that are too well known to rehearse here,33 it is generally agreed that functionalism 

alone cannot answer these questions. At this point functionalism needs to be supplemented by a 

theory of content. The simplest approach is that I is determined by correlations between internal 

states and the external states of affairs they co-occur with. This clearly will not help with our 

example, for in Hochberg’s experiment, the mental representations were about moving angles 

and crosses behind an aperture; but in fact, nothing moving was shown to the viewer: all the 

viewer was actually shown was a sequence of still pictures, each a flat line drawing. So some 

other basis for interpretation must be found than correlation with the actual environment, and a 

number of proposals for this basis are available. Some supplement co-occurrence with additional 

conditions designed to handle cases like the one just mentioned. Those additional conditions can 

be teleological34 or non-teleological35  For reasons that will soon become clear, I refer to theories 

                                                 
33 But explained in (R. Cummins 1989) and (Sterelny 1990). 

34 The best known version of this approach is Dretske’s. I will discuss it at length in Chapters 2 and 3. 

35 Probably the most popular non-teleological approaches derive from Fodor’s asymmetric-dependency condition. 
See (Fodor 1992) 
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of function like Cummins’ as “standard functionalism” or “dispositional functionalism” and the 

alternative theories as “teleological functionalism.” This terminology has the advantage of 

staying reasonably close to the literature, but it has the disadvantage of not reflecting the fact that 

Cummins intends his theory to account for all objective teleology, including cases that I will 

classify as teleological. 

D. Conclusion 

Standard dispositional functionalism added three powerful moves to the traditional strategy 

of microreduction: 

1. It emphasizes that some properties of relative wholes retain their explanatory value even 

when we can explain them at the micro level, thus preserving the relative autonomy of 

higher-level properties. 

2. It exploits the greater generality that the autonomy of higher-level properties allows, because 

such explanations can apply to many different sorts of things that share higher-level 

properties but are constituted differently (multiple-realizability). 

3. It generalizes the micro level to include not only physical components like molecules but 

abstract components defined by their causal relations. This extension brings the power of 

computer science to bear on functional analysis. 

However, standard functionalism does not include two additional types of explanatory relation: 

4. Relations between the system and its environment, and 

5. Relations between task requirements for a functional item and its causal dispositions. 

Certainly, we can treat the organism-in-its-environment as a larger system subject that 

system to functional analysis. Whether we should do so is controversial, and I will discuss some 
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aspects of that controversy in Chapter 2. For the moment, I would like to focus on the fifth type 

of relation, that between the task a functional item performs (or is supposed to perform) and its 

dispositional properties, and this issue raises another aspect of the organism-environment 

relation. 

Standard functionalism licenses explanations in two directions:  

1. Horizontal : an event is explained by subsuming it under a transition law (along with 

precipitating conditions).  

2. Bottom-up: a disposition, described by a transition theory, is explained by analyzing the 

disposition into a programmed series of sub-dispositions of the components, real or virtual, 

of the system. 

Teleological functionalism retains both of these and adds a third: 

3. Top-down: properties of a system are explained by its role in the behavior of a containing 

system. 

The reasons why this direction of explanation is required in biology are discussed in the next 

section. 

IV. Teleological Functionalism 

 I gave, as one formulation of the teleological thesis, the proposition that objective 

teleology is a necessary condition for subjective teleology. We can now see that the functionalist 

can agree, provided objective teleology is understood according to the standard functionalist 

model. Cummins36  and Putnam37 hold this view. In this section, I will argue that this claim is 

                                                 
36 (R. Cummins 1975) 
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mistaken, that the standard functionalist model captures only a part of what is involved in many 

standard scientific uses of functional concepts.  

One way to begin is by contrasting two ways of understanding the object of psychological 

explanation, which both views call “cognitive capacities.” What is a cognitive capacity?  What is 

a capacity, of any sort? The Oxford English Dictionary defines “capacity” as “The power, ability 

or faculty for anything in particular.” and gives the following definitions of “ability”, among 

others, 

1. Suitableness, fitness, aptitude. 
2. The quality in an agent which makes an action possible; suitable or sufficient power. 

“Disposition”, on the other hand, is used in philosophy to describe properties like brittleness or 

kindness, which an entity has in virtue of how it behaves under appropriate circumstances. 

“Suitableness” and “fitness” do not have any place in Cummins’ or Putnam’s pictures of 

functions, so there seems to be a gap between the ordinary meaning of “capacity” in English and 

the purely dispositional account of capacities provided by standard functionalism. This is 

suggestive, but I am primarily concerned with scientific explanation rather than the analysis of 

ordinary language. 

 Scientists who study living organisms traditionally employ a number of patterns of 

explanation: 

Why does your thumb move in a different way from the other fingers? You might 
give an answer in terms of the anatomy of the hand - the differences in skeletal 

                                                                                                                                                             
37 Putnam (1975); Nussbaum interprets Aristotle in light of Putnam’s model in (Aristotle 1978). She and Putnam 
refine and defend this interpretation in (Nussbaum 1995).  
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structure and muscle attachments between the thumb and the other fingers: that 
would be an answer concerned with the immediate causation of thumb movement.  
You might give an answer in terms of the hand’s embryology, describing how, as 
the finger rudiments developed, one came to have a different structure from the 
others. Or you might give a functional answer - an opposable thumb makes it 
easier for us to pick things up, climb trees, and so on. Or finally you might say 
that we are descended from monkey-like creatures, and monkeys have opposable 
thumbs, so of course we do too. This would be an answer in terms of evolutionary 
origin.  All of these answers would be correct: no one would be complete.38 

Unlike the other patterns cited by Hinde, functions explain in terms of what follows from the 

explanandum, not in terms of its causal antecedents. They assert a means-end nexus, typically 

employing expressions such as, “in order to,” “for the sake of,” “for the purpose of,” “the 

function of” and the like. By ascribing a function to some structure or behavior of an organism, 

we exploit analogies between living systems and artifacts, although without presupposing that 

organisms have a conscious designer. 

 Tinbergen39 has classified these patterns by means of four questions we can ask about 

any trait of an organism: 

 

 

 

 

 

                                                 
38 (Hinde 1982); also (Tinbergen 1968).. 

39 (Tinbergen 1968) 
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Tinbergen 
 

Cummins 

1. In what ways does the phenomenon (behavior) 
influence the survival, the success of the animal? 

 

2. What makes behavior happen at any given moment? 
How does its “machinery” work? 

Transition theory 

  Functional analysis 

  Physical analysis 

3. How does the behavior machinery develop as the 
individual grows up? 

 

4. How have the behavior systems of each species 
evolved until they became what they are now? 

 

 

Comparing Tinbergen’s classification with Cummins’, we find that standard functionalism is 

only concerned with the second question, about the proximate causes of behavior and its 

underlying mechanism. In this section I will try to show that objective teleology has more to do 

with Tinbergen’s first question, about survival and success, than with his second question.  

 One way to do this is to formulate necessary and sufficient conditions for teleological 

functions.  Much of the work on teleology has been concerned with doing this, in part because it 

has largely been motivated by the desire to give a naturalistic analysis of teleological function 

and related concepts. But I would like to begin by describing some characteristic marks of 

teleology, as it is used in biological explanation, and contrast them with the account of functional 

explanation given in the last section. These characteristics are features which a complete analysis 

of teleological concepts would attempt to explain: by showing, for example, that they can be 

derived from the natural selection processes, or from current propensities of organisms. But what 

I am calling “characteristic marks” do the real work in teleological explanations. The order of 

explanation, then, is the one shown in Figure 7. 
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If the analysis yields necessary and sufficient conditions, a definition can be formulated 

from which it should be possible to deduce the characteristics described in step (2). Approaching 

the issue this way has two advantages: it allows us to focus on the relation between (1) and (2) 

without confusing it with the relation between (2) and (3), and, secondly, it should be useful for 

evaluating analyses of type (3), because finding out which characteristics of teleology do the 

most work (or any work) in explaining mental representations might cause us to revise the list of 

characteristics in (2) which (3) is supposed to explain.      

Characteristics of Teleological Functions 

1. Essential vs. Accidental Effects 

Not all of the properties or effects of a functional item are functional. A heart pumps 

blood, has a reddish color, and makes a beating sound. But only the first is a functional feature. 

The second and third are irrelevant to its function, and we say they are “accidents.” In this sense 

REPRESENTATION

CHARACTERISTICS 

OF TELEOLOGY

ANALYSIS OF 

TELEOLOGY

EXPLAINS

EXPLAIN
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of “accidental,” only functional items have accidental properties. A stone has a shape, a size, a 

color, a hardness and many other properties, but none of them is either functional or accidental, 

because the stone, qua stone, has no function. But if I use the stone as ballast, then, qua ballast, 

its weight is a functional property, while its color is not.  

 In the case of Hochberg’s theories, determining the content of mental representations 

requires that we distinguish those aspects of mental structure that contribute to determining distal 

object structure, and those that are irrelevant. This means we have some ideas, however partial 

and tentative, about what the visual system is for.  

 Cummins tries to capture this distinction within the hierarchical strategy: the functions of 

a system are determined by the functional analysis of some larger system in which it is 

contained. Whether a disposition is functional or accidental depends only on whether it is part of 

a functional analysis of the behavior of a larger system that contains it. Since all hierarchical 

analyses terminate in a system which, for purposes of the analysis, is not part of a larger system, 

eventually all functional analyses terminate in non-functional dispositions of the last containing 

system. But this way of distinguishing functions from accidents cannot capture the distinction 

that is employed in biological explanations. The heartbeat would be included in an analysis of 

the sound-making capacity of an organism. Sound-making capacity is a perfectly good physical 

property of any object, so the sound-making dispositions of the object’s components will be 

included in an analysis that explains this property. So, on this account, it is completely arbitrary 

whether we label the heartbeat accidental rather than functional, and pumping blood is no more a 

functional property than making sounds. 
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 Furthermore, we intuitively attribute functions only to organisms, artifacts or their 

components. But in Cummins’ account, all systems of a certain complexity have functions: 

molecules, planets, clouds, anything at all.  Any complex disposition, of any entity, can be given 

a functional analysis, and the sub-dispositions which the analysis contains will be functions. The 

set of functions generated by this theory seems much too large to be useful to the biologist. 

 Cummins’ reply to these objections is that when we ask about functions, we do so against 

a background understanding of what the biologically important capacities of an organism are. 

It is appropriate to say that the heart functions as a pump against the background 
of an analysis of the circulatory system’s capacity to transport food, oxygen, 
wastes, and so on, which appeals to the fact that the heart is capable of pumping.  
Since this is the usual background, it goes without saying, and this accounts for 
the fact that “The heart functions as a pump.” sounds right, and “The heart 
functions as a noise-maker” sounds wrong, in some context-free sense. This effect 
is strengthened by the absence of any actual application of the analytical strategy 
which makes use of the fact that the heart makes noise.40 

In effect, Cummins is saying that functions are distinguished from non-functional dispositions 

because functions are included in analyses of dispositions biologists happen to be interested in. 

This makes the function/accident distinction completely dependent on the interests of the 

observer. In one sense, this is perfectly true: we can analyze any dispositions we like. But there 

are also objective functions in nature.41  Pumping blood contributes to the organism’s ability to 

survive and reproduce; so far as we know, making a beating sound does not. So there is an 

                                                 
40 (R. Cummins 1983, 104) 

41 Also in technology: the standard function of the artifact is what it was designed to do. However, I can use it in 
ways not intended by the designer: a hammer is for hammering nails, but I can use it as a paperweight. 
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objective difference here: dispositions that contribute to survival and reproduction are functional 

in a way that is not captured in the standard functionalist account. 

2. Malfunction 

 In the real world, organs, tools and other functional items do not always work the way 

they are supposed to: they malfunction. Attributing malfunction can be an instance of functional 

explanation: only something which has a function can function badly.42 Consider someone who 

is nearsighted. His eye responds to light according to some enormously complex transition law 

D. A normal eye will respond according to a different law N.  If the function of an item is its 

actual behavior (if it is part of an analytic account of the behavior of a system which includes it) 

then both are equally functional.  N enters into a functional analysis of normal vision, D into an 

analysis of nearsighted vision.  Nevertheless, it is useful to make a distinction here, which we 

capture by saying that, only N is functional, or that only N is functioning correctly. Cummins is 

correct that the sort of analysis he describes is possible and even useful in both cases, but his 

account is incomplete because it provides no basis for distinguishing functional organs from 

malfunctioning ones.   

                                                 
42 It is important to distinguish malfunctions from perturbations. A form of explanation common throughout science 
analyzes the behavior of a system into two components: how a simplified, ideal model would behave, and deviations 
from ideal behavior. So in an ideal gas collisions between molecules are perfectly elastic, and molecules are 
dimensionless points. Of course, real gas molecules take up space and are affected by forces of mutual attraction and 
repulsion. But it is convenient to deal with these factors separately. Malfunctions are abnormal, not because they 
deviate from the ideal, simplified case, but because they deviate from the optimal case. It only makes sense to 
attribute malfunction to an entity, like a living organism, that is the product of natural selection. (Wachbroit 1994) 
gives an account normativity in biology based on idealization, “...the role that normality plays in biological 
explanations, especially physiological explanations, is similar to the role pure states or ideal entities play in physical 
explanations. This role is most clearly illustrated in explanations by approximations.” (p. 588). I am arguing that it is 
essential to keep these two sorts of norms distinct. 
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 There are two ways for Cummins to make this distinction. One way is to say that the 

difference is only relative to our interests. But, if the possibility of malfunction is essential to one 

sort of function attribution, this would undermine the objectivity of those attributions. The 

alternative is to identify proper functioning with statistically normal functioning. But this won’t 

help in cases where the majority of items of the given type fail to perform their function, for 

example, in a case of widespread disease.43  

 Teleological ascriptions always leave room for a distinction between the way a given 

item performs on a specific occasion, and the way it is “supposed” to perform. Further, we 

distinguish between the way an item typically behaves, in the sense of statistically average 

behavior, and the way it is its function to perform. Recall Helmholtz’s Principle: 

...we always believe that we see objects as would, under conditions of normal 
vision, produce the retinal image of which we are actually conscious.44 

It is important to understand how Helmholtz is using “normal” here.  

What I call “observation under normal conditions” implies not only that the rays 
of light must pass in straight lines from each visible point to the cornea, but also 
that we must use our eyes in the way they should be used in order to receive the 
clearest and most easily distinguishable images. This implies that we should 
successively bring the images of the separate points of the outline of the objects 
we are looking at upon the centers of both retinae (the yellow spot) and also move 
the eyes so as to obtain the surest comparison between their various positions. 
Whenever we deviate from these conditions of normal vision, illusions are the 
result.45 

                                                 
43 See (Prior 1985) 

44  (Helmholtz 1995, 197) Underlining added. 

45  (Helmholtz 1995, 196-7) Underlining added. 
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The details are somewhat dated, but Helmholtz’s general principle is still used, and the concept 

of normality he employed is not statistical but normative. For Helmholtz, normal vision is what 

occurs under optimal circumstances, both internal and external. These are the conditions under 

which we have perceived successfully in the past. He identifies success with “receiving the 

clearest and most easily distinguished images” resulting in veridical perception, not illusions.  

The optimal circumstances may or may not be those most frequently encountered, and success, 

likewise, may or may not be the most common result. 

3. Normal error 

 Matthen and Levy46 identify a distinctive form of teleological explanation they call 

“error-ascription.” Consider color vision: the color of the light reaching the eye from an object is 

determined jointly by its actual color and the color of the illumination. Since a blue object 

illuminated by white light and a white object illuminated by blue light will reflect the same color 

light to the eye of an observer, it should not be possible to tell the difference between them. Yet 

we have some ability to discriminate the two cases. The eye makes use of other cues such as the 

color gradient, to make a plausible, but not infallible, guess about the color of the object. This 

works reasonably well because, in our natural environment, sharp color gradients are most often 

caused by changes in the object, while gradual changes are likely due to changes in 

illumination.47  Because this correlation is not perfect, it is possible for the eye to be fooled.48  In 

                                                 
46 (Matthen and Levy 1984) and (M. Matthen 1988). 

47 This is greatly simplified; see (M. Matthen 1988) for the actual story. 

48 A possible objection to the present account is that the very idea of the "real color" of an object is problematic, as 
are all attribution of secondary properties. But a similar account can be given for perception of primary properties 
like motion.  Motion pictures are possible because of normal error in the perception of motion.  
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such cases, the eye may be functioning normally, but since its data under-determines its 

conclusion, it is fooled. So a normally functioning eye is in error. The error does not result from 

a malfunction, but from limitations in normal functioning, from operation in less than optimal 

conditions.  

 In this type of error, the system’s subsidiary goals conflict with its higher level goals. 

When the immune system attacks the body’s own DNA, this is because it misidentifies the DNA 

as non-self (using reliable but not infallible indicators), triggering the subsidiary goal of 

destroying it. This is in conflict with the body’s higher level goal of protecting self by destroying 

invaders. 

 According to Cummins’ analysis, however, we would say that the system’s goals had 

changed.49  If the system actually destroys self on some occasions, then this is part of the 

capacity that gets analyzed functionally. Similarly, if the function of the eye is to behave 

according to a transition law which is part of a functional analysis of vision, then an eye that 

behaves in this way is equally functional, whether it correctly identifies the color of an object or 

not. There is no basis for attributing error, because there is no room for conflict between lower 

and higher order goals.   

4. Accounting for Existence 

 Wright50 has pointed out that functional attributions have a role in explaining the 

existence of an entity or the fact that it has a certain property. Cummins denies this; he limits the 

                                                 
49 (Matthen and Levy 1984, 360) 

50 (L. Wright 1973), (L. Wright 1976) 
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use of functional attributions to analyses of how the properties of a system are realized, not why 

the system has them. But this seems wrong. Admittedly, the causal effects of a given entity 

cannot cause it to exist, but it is essential to evolutionary biology to claim that the traits we find 

in organisms are present, in part, because of their functions, in so far as these functions 

contributed to the fitness of ancestors of the present organisms. Similarly, in the case of artifacts, 

the function of an artifact explains what motivated its maker. There does not seem to be any 

reason not to count Wright’s explanations as a kind of functional explanation.   

5. Function and Adaptation 

 Items with biological functions are created through evolutionary processes. However we 

define “teleological function,” whether in terms of history, propensities, or in some other way, it 

is a matter of empirical fact that, in our world, organs, behaviors, and other teleological features 

of organisms come about only through natural selection.51 But it is not sufficient to determine 

that a functional item arose through natural selection, the item must have been selected for.52 To 

say that an organism or one of its properties was selected is to say that it occurs more frequently 

than it formerly did. To say it was selected for means that having that property caused it to be 

selected. The function of an item is what it did on those occasions when it caused the organism 

to be selected. Selection of does not imply selection for. An item can be selected for reasons 

other than fitness: it could, for example, be an accidental by-product of another trait that was 

selected for (a free rider), or it could become more common purely by chance (genetic drift). 

                                                 
51 When scientists modify organisms in the laboratory, this is an instance of instrumental teleology: the organisms 
take on some of the character of artifacts.  Even this case can be treated as a kind of selection, as we will see later 
on. 

52 (Sober 1984, 97-102) 
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 This distinction between selection and selection for is based on a view of natural 

selection as problem-solving. The environment poses certain problems for the organism; to the 

extent that the organism can solve these problems, it will tend to survive and reproduce, on 

average, more often than other organisms that solve the problems less well. A teleological 

function specifies how the organism solves its problem. This requires a distinct level of 

description that, following Newell and Simon, will be denoted by the term “task analysis.”53 

The behaviors commonly elicited when people (or animals) are placed in problem 
solving situations (and are motivated toward a goal) are called adaptive, or 
rational. These terms denote that the behavior is appropriate to the goal in the 
light of the problem environment; it is the behavior demanded by the situation.54 

Task level descriptions do not just describe how an organism behaves, they place it in the context 

of a problem environment and show how the behavior solves, or fails to solve, the problem. 

Description of the task involves both the environment and the organism, so it necessarily 

employs relational concepts, and it requires that we distinguish between the actual behavior of 

the organism and the behavior demanded by the situation. 

...when we study a properly motivated subject confronted with an intellective 
task, we are observing intendedly rational behavior or behavior of limited 
rationality...Our examination of such behavior will lead to two kinds of 
knowledge: 
• To the extent that the behavior is precisely what is called for by the situation, 

it will give us information about the task environment. By observing the 
behavior of a grandmaster over a chessboard, we gain information about the 
problem space associated with the game of chess. 

                                                 
53 Patricia Kitcher uses the term in the same way in (P. Kitcher 1990). 

54 (Newell and Simon 1972, 53) 
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• To the extent that the behavior departs from perfect rationality, we gain 
information about the psychology of the subject, about the nature of the 
internal mechanisms that are limiting his performance. 

Just as a scissors cannot cut paper without two blades, a theory of thinking and 
problem solving cannot predict behavior unless it encompasses both an analysis 
of the structure of task environments and an analysis of the limits of rational 
adaptation to task environments. The term task environment...refers to an 
environment coupled with a goal, problem or task - the one for which the 
motivation of the subject is assumed. It is the task that defines a point of view 
about an environment, and that, in fact, allows an environment to be delimited.55 

Task analysis makes it possible to capture task-level generalizations, which may not be present at 

the level of dispositional functions or mechanism. This is an extension of the reasoning that 

justifies hierarchical analysis in standard functionalism: that higher level descriptions of complex 

systems make it possible to formulate generalizations that are not present at the lower level. The 

pattern is that we are justified in recognizing a separate level if 

1) There are generalizations peculiar to that level, and 

2) We can see how that level might be realized in physical mechanism or higher level 

functionally defined systems. 

I have argued that  

1) The same reasoning applies to the task level, so we are justified in recognizing it as a 

distinctive level of explanation, and 

2) Description of the task level requires concepts like adaptiveness, costs, benefits, errors, 

etc. that cannot be expressed in the standard functionalist model. 

                                                 
55 (Newell and Simon 1972, 55) 
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Ideally, the task level mediates between accounts of structure and function of the organism and 

the larger process of evolution through natural selection. The task is what the organism must be 

able to do if it is to survive and reproduce. And natural selection can be modeled as problems or 

tasks set for organisms, which some, because of their genetic constitutions, are more successful 

at than others, leading to changes in the genetic composition of the population of organisms. 

 The fly in the ointment here is that the forces acting on a real organism in its natural 

habitat are extremely complex, and we rarely know enough about them to model evolutionary 

changes in this way. And when it comes to reconstructing past history, we are even less well 

informed.56 Consequently, we are not often in a position to argue from characteristics of the task 

environment to changes in organisms, and this limits the explanations we are actually in a 

position to offer; but in a few cases, we can explain population changes from environmental 

changes. And if we accept that the empirical evidence provides sufficient warrant to accept 

Darwin’s theory, then there is a relation-in-principle between tasks and selection.  

 An analysis of the task environment produces a description of the constraints on behavior 

that must be satisfied to attain the problem goal at a specified level of intelligence or adaptivity. 

For a given level of intelligence, certain paths in the task environment are not available as paths 

to the goal - they are too difficult. 

Adaptation functions at the level of general capacities, not at the level of particular traits 

of individual organisms. Typically, organisms do not have an explicit goal to maximize their 

individual fitness, but their behavior is determined by proximate goals, such as the need for food. 

                                                 
56 Compare (Cooper 1994), “...we do not as yet know what diverse functions mental representations of objects 
serve.” 
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The proximate goals are themselves determined by general features of the task environment and 

general strategies for dealing with it. Following Cosmides and Tooby, organisms are adaptation-

executers rather than individual fitness-maximizers. 

Natural selection cannot directly ‘see’ an individual organism in a specific 
situation and cause behavior to be adaptively tailored to the functional 
requirements imposed by that situation. To understand the role of selection in 
behavior, one must follow out all the steps in the chain: Selection acting over 
evolutionary time has constructed the mechanism we have inherited in the 
present, and it is this set of mechanisms that regulates our behavior - not natural 
selection directly. These mechanisms situated in particular individuals frequently 
- but by no means always - bring about a functional coordination between the 
adaptive demands of particular situations and associated behavioral responses. 

For this reason, an adaptationist approach does not properly involve explaining or 
interpreting individual behavior in specific situations as ‘attempts’ to increase 
fitness... To make the difference between these alternative views of evolutionary 
explanation clear - humans as fitness-maximizers (fitness-teleology) versus 
humans as adaptation-executors (adaptationism) - a brief example will serve. 
Fitness teleologists may observe a situation and ask something like ‘How is Susan 
increasing her fitness by salting her eggs?’ An adaptationist would ask instead, 
‘What is the nature of the evolved human salt-preference mechanisms - if any - 
that are generating the observed behavior and how did the structure of these 
mechanisms mesh with the physiological requirements for salt and the 
opportunities to procure salt in the Pleistocene?’ So, in viewing cases of behavior, 
the adaptationist question is not ‘How does this or that action contribute to this 
particular individual’s reproduction?’ Instead, the adaptationist questions are, 
‘What is the underlying panhuman psychological architecture that leads to this 
behavior in certain specified circumstances?’ and ‘What are the design features of 
this architecture - if any - that regulate the relevant behavior in such a way that it 
would have constituted functional solutions to the adaptive problems that 
regularly occurred in the Pleistocene?57 

But what works in general is not always the best strategy in individual cases: this accounts for 

cases of normal error - where a mechanism is functioning as it is supposed to, but is detrimental 

to the fitness of the individual organism.  

                                                 
57 (Tooby 1992). 
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6. Function and Mechanism 

 If a system S has functional property F, then there must be a transition theory, T, which 

describes the process by which S performs F. So an ideally complete functional account of F will 

include three components: 

1. A specification of how the system is supposed to behave and why: F, 

2. A description of how it actually behaves: T, and 

3. An analysis of how T is performed by S. 

If S performs F perfectly, the transition law will also specify the function: what the system is 

supposed to do and what it actually does coincide. This is, clearly, rare.  

 The teleological account tells us what the system is for; the mechanistic account 

describes how it does it. Where there are two distinct but related types of properties, the question 

of the nature of their relationship arises. It is sometimes claimed that the teleological level is 

prior to the mechanistic, either in an explanatory or a heuristic way. I think both claims are 

mistaken. The issue of explanatory priority comes up in arguments against epiphenomenality, 

which will be examined in Chapter Two.  

The claim of heuristic priority often is expressed like this: 

Imagine a physiologist trying to study the liver or the eye without having any idea 
what its proper functions are - what it is supposed to do. Clearly his first job will 
be to try to find out what it is supposed to do, what it is for it to “work.” Until he 
has formed some kind of hypothesis about this there is no way of proceeding to a 
study of how it works. There is no way of knowing even when it is working, let 
alone working right or well., and no way of distinguishing the Normally 
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constituted and properly functioning samples of its kind from those that are 
malformed, diseased, or malfunctioning.58 

One point here is clearly correct: it will certainly be of great use to the physiologist if his 

investigations are guided by a hypothesis about what the liver is for; this would enable him to 

ignore many properties of the liver, such as its color, as insignificant, and suggest that he pay a 

lot of attention to the chemicals it secretes. But he does not have to proceed in this way: many 

organs were identified first by structure or by something they in fact do, and only then did 

scientists try to find out what they were for. It is not unusual in molecular biology, for example, 

to identify a substance present in the cell, sometimes even to know that it is present in a 

particular chemical reaction, before finding out its function, or even whether it has a function. 

Biologists know a great deal about large segments of DNA that do not seem to have any 

function. We can’t always choose to start at the methodologically most convenient point; 

research has to proceed opportunistically.  

 Simple functional explanations are distinct from simple mechanistic explanations, and 

vice-versa. But there are also complex patterns of explanation that employ both functional and 

mechanistic concepts. One of these complex patterns, I call “engineering analysis.”  

7. Engineering Analysis 

A function must always have an implementing mechanism or process, and it always makes sense 

to ask how well that process performs its function.  

                                                 
58  (Millikan 1994, 60) 
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...certain morphological, physiological and behavioral traits should be superior a 
priori as designs for living in new environments. These traits confer fitness by an 
engineer’s criterion of good design.59 

It is this good design that is the major (but not the only) factor in natural selection, according to 

Darwin.  There are complications here, but for our purpose it is sufficient to note that 

evolutionary theory postulates that 

1. organisms in a species vary, 

2. these variants have differential rates of survival and reproduction, and  

3. the differential outcomes in (2) can be accounted for, at least in part, by means of 

engineering, or design, analysis.60 

 It is important, then, to understand how well a particular trait enables an organism to 

survive and reproduce, relative to organisms with variants of that trait, in a given environment. 

But variants may have different transition theories: some eyes will discriminate potential 

predators or prey that others miss, some patterns of coloration will make the organism less easy 

to detect and so less likely to be eaten. Just as in the case of malfunction, we have multiple 

dispositions, described by multiple transition laws, and we evaluate them against a standard. The 

question here is not “What does property P consist in?” but, “How well does an organism with 

property P perform relative to organisms with properties Q, R etc.?” Many items we want to 

explain functionally are in fact not optimally suited for their jobs. Even if evolution has an 

inherent tendency toward optimality (a complex question), there are always other factors at work 

                                                 
59 (S. J. Gould 1980) 

60 There are, of course, other reasons for selection in addition to superior design or adaptation, e.g. pleiotropy.  It is 
sufficient for my argument that adaptation be one of the forces driving selection. Although "adaptationism" has been 
heavily attacked in recent years, no-one denies this much (see especially (Lewontin 1978). 
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limiting optimization. An example that Gould has made famous is the panda’s “thumb”. Pandas 

spend most of their time eating bamboo. Manipulating the stalks and stripping off leaves requires 

manual dexterity, made possible in part because pandas have an opposable digit on each paw. 

But the structure of the panda’s paw made it difficult to evolve a thumb; instead, it evolved a 

sixth digit extending the sesamoid bone in the wrist.    

The panda’s true thumb is committed to another role, too specialized for a 
different function to become an opposable manipulating digit. So the panda must 
use parts on hand and settle for an enlarged wrist bone and a somewhat clumsy, 
but quite workable, solution. The sesamoid thumb wins no prizes in an engineer’s 
derby. It is, to use Michael Ghiselin’s phrase, a contraption not a lovely 
contrivance. But it does its job..61 

This is typical: much of evolution consists of modifications existing traits so they will meet new 

needs.  But the contraptions that result are rarely optimal, most often nature “satisfices”, comes 

up with a usable but inelegant solution. Understanding this sort of situation requires evaluating 

the tradeoffs, how far are we from an optimal, that is, an elegant, solution, versus how much 

more difficult that solution would be.   

 This is very similar to the sort of analysis an engineer uses. Consider the trigonometry 

program mentioned above: the software engineer starts with the equations that specify the 

calculation that is needed, say y=g(z), and with a particular computer (hardware plus system 

software: operating system, compiler, etc.). She must first develop an algorithm to compute the 

required result. Typically, there are many possibilities. She chooses an algorithm depending on 

its expected cost in machine time relative to the size of the input (to make the analogy even more 

                                                 
61 (S. J. Gould 1980, 24) Gould refers to (M. Ghiselin 1969). 
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realistic, she may also be influenced by her experience; she may try to adapt an algorithm she has 

used elsewhere rather than start from scratch). Suppose the cost function of algorithm A is T(A) 

= 5n2 and the cost of algorithm B is T(B) = 10,000n, where T(A), T(B) are the times for A and 

B, respectively, and n is the size of the input, then the best choice will depend on the expected 

size of input. The engineer will have to try to predict this, and choose his algorithm accordingly. 

Once the algorithm is chosen, a program must be written to perform the computation. Here 

there is another set of choices, depending on the characteristics of the computer. For example, 

actual computers can only represent a large but finite set of numbers.  So the actual program will 

only approximate the mathematical function specified by the equations.   

 

 

 

 

 

 

 

 

To understand the design of the system, we must understand  

1. The requirements, 

2. The characteristics of the machine,  
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3. The expected characteristics of the environment, and 

4. The actual behavior of the system.   

Both 1 and 4 can be specified by transition laws. Because of 2 and 3, these laws will be different. 

An engineering analysis explains 4 in terms of 1-3. I am claiming that this is a kind of functional 

explanation important for our understanding of both organisms and artifacts. It is clearly not a 

case of standard functional analysis: no analysis of the actual behavior of the system into a 

programmed sequence of subordinate actions will tell us why a particular program is a better or 

worse realization of the requirements. To explain the behavior of a module by showing how it 

contributes to the output of the entire system is different from explaining that this module was 

chosen because it is more efficient than some possible alternative, relative to the expected input, 

etc.  

In this sort of explanation, both teleological and mechanistic properties are equally 

fundamental: they work together to explain how well or poorly the system works. This pattern 

also highlights the distinction between function attribution and functional explanation. Under 

some circumstances,  

(A) The function of s is F. 

may be explanatory all by itself.  (A), the mere attribution of a function, is often taken as the 

canonical form of functional explanation. This usage leaves most forms of functional 

explanation, including engineering analysis, out of account, and therefore gives a misleading 

picture of how functional concepts are employed. I am using “functional explanation” to mean 

any explanation that employs functional concepts essentially; similarly with “teleological 

explanation” and “mechanistic explanation.” Using the terms this way, mechanistic and 
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teleological explanations are not mutually exclusive. Engineering analysis is one explanatory 

pattern that employs both. 

Conclusion 

So far, I have argued that the standard functionalist model misses what is specifically 

teleological about functional explanation in biology. I think Cummins’ theory helps us to 

understand how capacities are realized by lower-level structural and dispositional properties of 

systems, but the relation between functional items, their functions, and higher-level functions 

seems best understood as a form of means-end relationship rather than through composition of 

(mathematical) functions. 

In order to capture the characteristics of teleology discussed in the preceding section, we 

need a richer model of function that adds a distinct level of explanation. The standard 

functionalist model is that a system is explained by successive iterations of the two levels 

depicted on the left side of figure 8. In each iteration, the transition theory may be instantiated in 

multiple types of mechanisms, each of which describes a capacity to be instantiated by a 

mechanism at the next lower level. According to the richer model, depicted on the right, a system 

is described by multiple iterations of the three-levels shown. In each of these iterations, the task 

analysis can be instantiated by multiple transition theories, each of which permits instantiation in 

multiple mechanisms.  Task analysis meets Putnam’s criteria for a distinct level of explanation: 

the explanations it makes possible are 

(1) simpler, 

(2) more relevant to our concerns, and  

(3) more general 
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than the explanations that would be available without it.  

The argument, then, is that there are aspects of objective teleology that are not captured by 

the three fundamental relations employed by standard functionalism. We need two more kinds of 

relation, (4) relations to the environment, and (5) what I will call the “normative-actual” 

distinction; we need to be able to distinguish between how an item is supposed to be, what it is 

supposed to do, and how it actually is, what it manages to do in a particular case. The next 

section will discuss some ways of thinking about these relations. 

V. Teleological Account of Mental Representation 

So far, the argument has been made that standard functionalism is not an adequate model 

for some important forms of explanation employed in biology, and a richer model has been 

proposed. With one exception (the idea of task analysis borrowed from Newell and Simon) the 

discussion focused on biology; this was in order to keep objective teleology distinct from 

subjective. In this section the implications of the richer model for psychology are investigated. 

First, this model will be compared to a widely accepted account of psychological explanation, 

then an account of representational content will be constructed which uses the richer, 

teleological, model; finally, the model will be applied to the experiments on vision discussed 

above. . 

A. Psychological Explanation 

 In his influential work on vision, David Marr distinguished three levels of explanation, 

and he argues that all three are necessary:62 

                                                 
62 Adapted from (Marr 1982, 25). 
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Computation What is the goal of the computation, why is it appropriate, and 
what is the logic of the strategy by which it can be carried out? 

Algorithm How can this computational theory be implemented? In 
particular, what is the representation for the input and output, and 
what is the algorithm for the transformation? 

Implementation How can the representation and algorithm be implemented 
physically? 

In the last section I listed two items that need to be added to functionalism for it to adequately 

account for objective teleology: relations between the environment and the organism, and a 

distinction between the normative and the actual. That Marr’s theory makes use of the first is 

widely recognized;63 his use of the second has not received as much attention, but if we look at 

how he described his three levels of explanation, it is clear that, as Burge puts it, the theory is not 

success-neutral.64 At the computational level “...the performance of the device is characterized as 

a mapping from one kind of information to another, the abstract properties of this mapping are 

defined precisely, and its appropriateness and adequacy for the task at hand are demonstrated.”65 

On this understanding of the computational level, a comparison of Marr’s levels of explanation 

with those discussed previously looks like this: 

 

                                                 
63 By (Sterelny 1990) and (Burge 1987). 

64 Burge repeatedly calls attention to this point for the purpose his argument to show that the representations 
invoked by the theory are externalist. Curiously, however, Burge does not seem to want to include this success-
orientation within the theory itself; on page 366 he says, “Psychological theories are not themselves evaluative 
theories. But they often individuate phenomena so as to make evaluation readily accessible because they are partly 
motivated by such judgments.” In this passage, Burge seems to put more distance between evaluative concepts and 
the theory than his own argument for externalism requires.   

65 (Marr 1982) 
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Tinbergen 
 

Marr Cummins 

1
. 

How does the phenomenon 
(behavior) influence the survival, 
the success of the animal? 

Computation  

2
. 

What makes behavior happen at 
any given moment? 

Algorithm Transition theory 

 How does its “machinery” work? Implementation Functional analysis 
   System analysis 
3
. 

How does the behavior machinery 
develop as the individual grows 
up? 

  

4
. 

How have the behavior systems of 
each species evolved until they 
became what they are now? 

  

 

The cognitive capacities explained by the theory are specified at the task or computational level, 

and, clearly, this level requires both organism-environment relations and the distinction between 

success and failure, which is equivalent to the normative/actual distinction.66 The informational 

content represented is specified at this level, so for Marr, representational content is determined 

by the requirements of the task as well as the capabilities of the mechanism, although the 

syntactic form of the representations is specified at the algorithmic level. 

B. Representation 

A number of teleological accounts of representation are currently on the market. The most 

sophisticated version I know of is the one proposed by Ruth Millikan, and I will work with a 

variation on hers.67   

                                                 
66 I am invoking only biological normativity here. Montgomery (1995) argues that explanations in cognitive science 
employ concepts determined, in part, by human interests and values; what he calls “fully engaged value-laden 
explananda”(p. 263). I hope it is clear how the two notions are different. 

67  The following definitions are paraphrased from (Millikan 1984, Ch. 6)..  
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Preliminary Definitions 

• Normal.   Not statistically normal, i.e., average, but successful: something is functioning 

normally when it is functioning as it is supposed to, as it or its ancestors functioned when 

they were selected for.      

• Normal conditions.    Typically, a functional item can perform its functions only under a 

specific range of environmental conditions. That range determines the normal conditions for 

performing the function. Often, these normal conditions include the presence and normal 

functioning of other functional devices, or cooperating devices which are standardized to fit 

one-another.  

• Relational function.    Something has a relational function if its role is to do or produce 

something that has a specified relation to something else. Millikan’s example is a 

photocopying machine, whose function is to reproduce (within specified parameters) images 

fed into it.   

• Modified or adapted function.   A relational function of item D can be represented as N(o = 

R(i)): Normally, the output, o, bears relation R to the input, I, whatever that happens to be. If 

the input is specified as a, then the normal output is R(a), something that bears relation R to 

a, and the function of D is no longer relational but determinate. D has a modified function to 

produce R(a) and a is the modifier of D. In the photocopier example, once a sheet is fed into 

the copier, it has the modified function to produce a duplicate of that sheet. 

• Normal process or explanation. The way the item behaved on those historical occasions 

when it actually performed its function, and thus contributed to the fitness of its organism. 

Millikan refers to this as a “normal explanation.” This idea has been criticized by Putnam as 
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leading to circularity: explanation is an intentional notion, if we employ the notion of a 

normal explanation in analyzing intentionality, we haven’t given much of an analysis. I think 

this argument fails because Millikan’s use of “normal explanation” does not in fact 

presuppose intentionality. The term could be replaced everywhere she uses it by an explicitly 

non-intentional one, such as “normal process” without affecting her meaning. 

Mental Representations 

As mentioned above, a theory of mental representations must answer the following two 

questions: 

For system S described by interpretation function I, 

• What makes S have an interpretation at all? 

• What makes I the correct interpretation function for S rather than some other function,  I’ ? 

Millikan’s theory answers them like this:68 

1. A representation normally stands midway between two cooperating devices, a producer 

device and a consumer device, which are designed or standardized to fit one another, the 

presence and cooperation of each being a normal condition for the proper performance of the 

other. 

2. Normally, a representation serves to modify the cooperating consumer device to fit 

conditions such that the functions of that device can be performed under those conditions. 

3. Conditions for an item, r, to be a representation: 

                                                 
68 I use “representation” for Millikan’s “intentional icon”. In some of her later articles, such as those collected in 
(Millikan 1994) she also departs from her original terminology 
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a. For r to be an imperative representation, the consumer device, as modified by r, must 

have a function to produce something onto which r will map. The mapping must accord 

with a rule which meets condition 4a, below. 

b. For r to be an indicative representation, the normal process by which r modifies the 

consumer device such that it can perform its functions makes reference to the fact that r 

maps onto something in accordance with a specific mapping rule which meets condition 

4b, below. 

4. Constraints on interpretation rules: 

a. If r is an imperative representation, I(r) is the last member of the series of things r is 

supposed to map onto and produce. 

b. If r is an indicative representation, I(r) = o, where o must be included in the most 

proximate normal procedure for full proper performance of its consuming device or 

devices as modified by r. 

If the analysis of S identifies states that fit conditions 1-3, they are representations; condition 4 

tells us what they represent. Before commenting on the theory, and comparing it with other 

versions of the teleological approach, I will show that it applies to the visual processes described 

in Section 2. 

Application  

 In figure 5, the content of box (1), the representation of the current scene, is an indicative 

representation. The normal processes through which the visual system chooses the next glance 

and the next action are the consuming devices. The normal procedure for choosing the next 

glance takes this representation as input, generates hypotheses about what other parts of the 
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scene should look like, and chooses one of these expectations to test. The test will only be valid 

if the state of the representation-of-the-current-scene module, r, maps on to the actual objects in 

the world before the viewer, so that r modifies the consumer device, which generates 

expectations and decides which to test, such that it can perform its functions through a normal 

process only if  r maps onto something in accordance with a specific mapping rule. So the first 

condition of the definition is met. By Helmholtz’s law, I(r)  =  o is the assemblage of objects in 

the world that would normally cause r, but this is what we would expect if the second condition 

is met. For, by that condition, o must be included in the explanation of why the consuming 

device worked on those occasions when it did work. That is, when it chose the most 

advantageous expectation to test, I(r) did map on to  the objects that caused the optic array of the 

observer. The content of box (2), the current desires of the organism, determine the part of the 

scene that is of current interest, so those expectations will be most useful to test which contribute 

to realizing those desires.  

 Similarly, the output of module (2) in Figure 5, the choose-the-next-glance process, 

meets the conditions for an imperative representation, since it is the function of this output to 

modify module (3), which executes the next glance, in such a way that the glance is directed 

toward that portion of the optic array chosen b module (2). This means that the glance should 

correspond to a specific mapping rule and it is produced, in part, by the representation so maps 

according to I.  

 Finally, the interpretation rule, I, does not describe the actual signifieds but the signifieds 

that would be actual when things worked as they are supposed to. 
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Comments 

Perhaps the most unusual aspect of Millikan’s theory is the definition of indicative 

representations. In most versions of the teleological theory, indicative representing is itself 

construed as a functional activity. But, for Millikan, what makes something an indicative 

representation is not anything it does, but the normal conditions under which is supposed to do 

whatever it does. This means that there is no particular thing that an indicative sign, qua 

indicative sign, is supposed to do; indicating is not itself a function, it is a normal condition for 

performing functions. This may seem counter-intuitive, but it has the advantage of avoiding a 

number of difficulties encountered by other teleological approaches. For example, Papineau 

defines indicative representations, which he refers to as “beliefs,” as follows 

(P1) “The biological function of any belief type is to be present when a certain condition 

obtains...”69 

but it is not clear how “being present” can be a function of anything. His definition of “function,” 

(P2) “...something’s function, in the biological sense, is...some effect of that thing which 

accounts for its being there.”70 

implies that the function of an item can only be an effect of that item, but, by (P1), the function 

of a belief is to be caused in a certain way, not any of its effects. Papineau explains the point by 

saying  

                                                 
69 (Papineau 1984, 64) 

70 Ibid., p. 64. 
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(P3) “...we have the present disposition to form beliefs of that type because, in the past, its 

tokens have generally had advantageous behavioural effects, and this has led to its 

preservation”71  

But he seems to be confusing two different strategies: on one strategy, it is the devices that 

produce beliefs that have teleological functions: by (P3):only the producers have effects that are 

directly selected for. This is approximately Millikan’s approach. But Papineau also seems to 

have in mind here as the function of a belief something like “carrying natural information.” This 

brings him closer to Dretske’s approach, in which representations are natural signs that have the 

function of indicating their referents.72  

 In some cases, both approaches give the same results, but there is a difference. Millikan’s 

approach does not say anything about how the relation between representation and represented is 

realized: it may be through causal relations or innate mechanism, some combination of the two, 

or in some other way. This reflects the multiple-realization relation between the task level, at 

which the representations are individuated, and the mechanism in which they are realized. An 

indicator account like Dretske’s is a special case of Millikan’s.  

 Dretske begins with the informational relation between a natural sign and the state of 

affairs it co-varies with. This is not coextensive with the representing relation for two reasons: 

1. It includes too much: the rings of a tree carry information about the age of the tree and the 

climatic conditions during past years, but the tree makes no use of this information. The 

                                                 
71 Ibid., p. 65. 

72 (F. Dretske 1988) 
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information is an objective feature of the tree, but only the human observer can use the 

information. 

2. It does not include enough: This concept of information does not allow for mis-

representation. A particular cloud of smoke carries information about fire only if there 

actually is a fire at the bottom of it. But it is an important feature of representations that they 

can represent things which are not actual: “fire” represents fire whether there is one in the 

vicinity or not.  

Dretske solves these problems by adding a teleological condition to the informational relation: 

for an item r to be a representation, r must carry natural information about I(r), and it must be r’s 

function in some system S to carry this information. Representations are a subset of the set of 

natural signs, those natural information carriers which have the function of carrying the 

information they carry. The teleological clause successfully excludes cases like the tree-rings and 

also provides a basis for distinguishing I® from other things which may cause r.73 

 Millikan points out that not all representations carry natural information: a natural sign 

co-varies with the state of affairs it signifies; there must be a statistical correlation between the 

two. But there are representations that correlate very poorly with what they represent; this may 

even have a selective advantage. For some organisms in some environments it is best to err on 

the side of caution, responding to danger signals even when they are unlikely to be accurate. For 

different organisms, in different environments, a measure of recklessness may be the best policy, 

making them reluctant to interrupt whatever they are doing to react to possible false alarms. The 

representations of danger in such organisms could have varying degrees of reliability, but they 

                                                 
73 Ibid., pp. 66-77. 
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would still mean danger in those cases when there is danger and the organism reacts 

appropriately.74 

 There is another problem with Papineau’s theory. From (P3), Papineau concludes that 

“Since truth conditions are identified as circumstances in which beliefs lead to advantageous 

action,  

(P4) the teleological theory of representation implies that true beliefs are ipso facto biologically 

advantageous. And so it follows that habits of thought which generate new true beliefs from old 

ones will also be biologically advantageous”75 

This is much too optimistic. Any teleological account will hold that the function that determines 

the content of a representation is determined, in part, by those occasions when things went well 

for the organism. But this does not imply that things usually go well, or even that they will 

usually go well when the organism’s belief-forming mechanisms work as they are supposed to. It 

implies only that things went well enough in the past for the organism to survive. There aren’t 

any guarantees that acting in the manner for which it was selected will benefit an organism in 

any particular case, or even in the statistical majority of cases. 

 Representation and inference are evolutionary strategies for maximizing the inclusive 

fitness of organisms, just as sight, respiration and mobility are. Whether they actually promote 

the fitness of an organism depends on the organism’s environment, including the other organisms 

present. Clearly, we need to breathe, but fish get along quite well without breathing, just as many 

                                                 
74 (Millikan 1994, 85) 

75 (Papineau 1984, 77) 
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cave animals get by without vision, and plants don’t need to move around much. Organisms that 

live in stable environments don’t need elaborate systems for processing information; limited 

sensitivity and stereotyped behavior may be enough. But organisms inhabiting environments 

characterized by unpredictable change may benefit from the ability to sense those changes and 

modify its behavior accordingly.  

 One final point: Specific beliefs need not be selected for individually. In many cases, it is 

probably the mechanisms which form and use the beliefs which are directly subject to natural 

selection. The belief-forming mechanisms have the relational function to produce beliefs that 

map so. If representations had their functions directly, they would have to be innate, because 

only innate features can be inherited, and only features that are inherited are subject to natural 

selection. The effects of innate features can have functions, but they are indirect functions which 

they inherit from the innate features that are responsible for them. Under circumstances a, the 

visual system has the relational function to produce a representation r that conforms to the 

normal mapping rules, so I® = a. For convenience, we can say, if we like, that r has the function 

of bearing relation I to a, that is, of being present when a obtains, but this is an indirect function, 

inherited from the function of the mechanism that produces r.  

VI. Conclusion 

 This chapter has outlined the main characteristics and motivations of the teleological 

approach to mental representation which will be presupposed by the detailed discussions of 

particular explanatory strategies in the chapters that follow. 
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CHAPTER 2: CAN INTENTIONAL EXPLANATIONS BE CAUSAL? (PART 1) 

 

 In philosophy we often long for the concrete: examples and stories to make the 

abstractions easier to grasp. The literature discussed in this chapter is different. It is replete with 

stories; the problem is to understand what they mean. They are all motivated by doubts about 

whether the intentional properties of organisms, their beliefs and desires, explain their behavior. 

Such intentional explanation is central to our everyday understanding of each other and, as 

discussed in Chapter 1, to explanation in psychology and in the cognitive sciences generally, so 

it is not surprising that they have been discussed extensively. In this dissertation, I am concerned 

with just one strand of the discussion: whether the teleological view of mental representation 

supports or undermines intentional explanations. Some prboponents of the teleological theory 

claim that it provides a way around the objections to intentional causation and thereby saves 

intentional explanation. Others accept the case against intentional causation, but find in teleology 

the basis for alternative, non-causal, forms of intentional explanation. Both views provide 

indirect arguments in favor of a teleological account of mental representation. If the teleological 

theory accounts for intentional causation, thus saving the psychological phenomena, that would 

be a powerful reason for us to accept it. On the other hand, if the teleological theory grounds a 

valuable kind of non-causal explanation, then intentional explanation receives another kind of 

immunity from epiphenomenality arguments, and support for the theory is again strengthened. 

This Chapter and the next will attempt to evaluate the first view; Chapters Four and Five will 

discuss the second. Since so much of the debate has been carried on by telling stories, much of 

the work of this chapter will be devoted to trying to identify the morals of these stories and the 
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premises they contribute to the relevant arguments, so that the scope and validity of the 

arguments themselves can be evaluated. 

 The main thread we will follow in this chapter is a line of reasoning proposed by Fred 

Dretske to show how intentional states can, in some circumstances, have causal roles. His 

discussion has two parts:  

1) A case against the causal efficacy of intentional content in general, then 

2) Construction of a class of mental representations which forms an exception to (1). 

The discussion of (2) shows how intentional content can be causally effective under certain 

circumstances, but since the scope of (2) is narrower than (1), those circumstances constitute a 

boundary on the scope of intentional causation.  

I. The Case Against Intentional Causation. 

The first part of Dretske’s case consists of an analogy: 

Something possessing content, or having meaning, can be a cause without its 
possessing that content or having that meaning being at all relevant to its causal 
powers. A soprano’s upper-level supplications may shatter glass, but their 
meaning is irrelevant to their having this effect. Their effect on the glass would be 
the same if they meant nothing at all or something completely different. What is 
true of the soprano’s acoustic output is true of reasons — those content-
possessing mental states (belief, desire, fear, regret) we invoke to explain one 
another’s behavior...If brain structures possessing meaning affect motor output in 
the way the soprano’s acoustic productions affect glass, then the meaning of these 
causal structures is causally inert. Even if it is there, it doesn’t do anything. If 
having a mind is having this kind or meaning in the head, one may as well not 
have a mind.76 

The analogy is striking, but it is not obvious why it is supposed to hold. What is it that the 

analogues have in common that supports it?  

                                                 
76 (F. Dretske 1988, 79-80) original emphasis. 
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What is being denied? 

 We are examining reasons against an explanatory role for intentional properties. What are 

they denying? What would we expect an explanatory role for intentionality to look like? Staying 

within the broadly “functionalist” model outlined in the last chapter, a (full) intentional 

explanation for the behavior of a system S would require the following: 

1. A transition theory governing changes of state in S, where the states of S are identified by 

their contents,  

2. Instantiation laws, showing how the states governed by the transition theory are realized by 

the components (functional or physical) of S, and  

3. Derivations of the transition laws from the laws governing the behavior of those 

components.  

In addition, we need good reasons to distinguish a level of S and its states in terms of their 

content. A level in the hierarchy of nature is distinguished by the fact that it contains patterns of 

order not captured at other levels. The optimal relation between levels (optimal, that is, in terms 

of the economy of our knowledge) is one in which the states at the distinguished level can be 

instantiated at the next lower level in different ways, but the relations between levels are simple 

enough to be described by a manageable set of instantiation laws. Why might a pattern of order 

on one level not be visible at another level? There may, perhaps, be many reasons, but the 

functionalist model is concerned primarily with one: multiple instantiation. If the intentional 

level (or levels) is justified, then it is, or can be, instantiated in different ways at the next lower 
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level. And the transition laws governing content must be causal laws, because in the standard 

functionalist picture, transition laws, at all levels in the hierarchy, are causal laws.77 

 Let's say that a property is causally responsible if and only if it affects the causal powers 

of things that have it78. Then an epiphenomenality claim about a property denies this: it asserts 

that the property in question (in this case, intentionality) does not affect the causal powers of 

things, like minds, which have them (or of anything else, for that matter). But a property can be 

related to the causal powers of its bearers in a number of ways, and for each of these ways a 

distinct variety of causal responsibility exists:   

VARIETIES OF CAUSAL RESPONSIBILITY: 

 CAUSATION CAUSAL EXPLANATION 

1. (a)      States identified by content 

can be causes. 

(b)      States identified by content can 

have a role in causal explanation. 

2. (a)      States individuated by 

content can be causes. 

(b)      States individuated by content 

can have a role in causal 

explanation. 

3. (a)      Intentional states, qua 

intentional, can be causes. 

(b)      Intentional states, qua intentional, 

can have a role in causal 

explanation. 

An epiphenomenality claim denies one or more of these statements, and since each is distinct, it 

is important to be clear about which ones are being denied. 

 The statements on the left are necessary but not sufficient conditions for the 

corresponding entries on the right. That is, for an item to figure in the explanans of a causal 

                                                 
77 (R. Cummins 1983, 10ff.) 

78 Following (Fodor 1988, 138) 
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explanation, it must be a cause of the explanandum, but there are additional criteria (of 

subsumption under law, relevance, or whatever) that are required for explanation that are not 

required for causal statements to be true. So if there are good grounds for admitting a given class 

of causal explanations, the corresponding causality claims will logically follow. On the other 

hand, if we reject a given type of causal relation, we necessarily exclude the corresponding kind 

of causal explanation. 

 One motive for denying the first pair of causal responsibility claims is the desire to 

eliminate intentional properties from scientific explanation. If we follow this line, it would be 

possible to reconstruct a certain amount of current psychology in an acceptable way,79 but the 

strategy of “unconscious inference” that I am concentrating on would certainly be ruled out.80 

 As for the second pair of responsibility claims, Davidson81 has shown that if causality is 

an extensional relation between states or events, and if there are any intentional properties at all, 

then we can attribute causal relations to pairs of intentionally characterized events, and use such 

attributions in at least some explanations, without raising any particular problems, thus giving us 

(2a), but perhaps not (2b). On this interpretation of Davidson’s view, intentional properties might 

be used for prediction but not explanation. Such a view would look like this:  a property can be 

useful in making predictions even when it is not causally responsible for the event predicted: 

smoke means fire, but fire causes smoke, not the reverse. The predicting property can be useful 

                                                 
79 See, for example, (S. Stich 1983), (P. Churchland 1989), (P. Churchland 1986), and (Churchland, Patricia and 
Sejnowski, Terrence 1992).  

80 It is also denied by those who sharply divide reasons from causes because they hold that intentionality is only 
relevant to understanding, not to causal explanation. On this view, to give intentional states as causes, whether 
explanatory or not, is to commit a category mistake. Clearly, this view amounts to rejecting cognitive science root 
and branch. Since a defense of cognitive science is outside the scope of this dissertation, I cite this option only to 
contrast it with the second pair, which concerns states individuated (not merely identified) by their content. 

81 (Davidson 1985). 
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even when there is no causal relation between them at all: if I know that the high note in an aria 

accompanies the end of the sentence “Gli enigmi sono tre, la morte una!” I can start to look 

around for susceptible glass as I hear those words sung, but the words, qua words, do not have 

any particular effect on glass. Likewise, I may be able to form reliable expectations about what 

someone will do if I know what she believes, so long as the content of her beliefs is coordinated 

with properties of the vehicles of those beliefs (neural firing patterns, movements of the pineal 

gland, or whatever) that cause her behavior. The content need not cause anything on its own. 

This view would permit everyday, common-sense talk of intentions causing behavior, but it 

would make their employment in science questionable.82  

 Accepting both (2a) and (2b), but rejecting (3) seems to conform to what Fodor83 calls 

the “formality condition” on computational systems and McGinn84 calls the “encoding thesis”. A 

proponent of this view might argue that semantically individuated states have explanatory roles, 

but only because their syntax goes proxy for their semantics at the causal level. It explains the 

causality of states individuated by their semantics, but in a way that leaves the semantics itself 

useless. We can formulate causal laws in semantic terms by characterizing states in question by 

their semantic properties. But all the work is done by the intrinsic, physical, functionally 

effective properties of the bearer, and nothing useful is done by the content. 

 The soprano example is clearly compatible with both (1a-b) and (2a); whether it is 

compatible with (2b) is less clear, but I think it is mostly (3a) that the analogy is supposed to 

                                                 
82 Davidson has often been interpreted along these lines; see (Follesdal 1985), But Davidson has not endorsed this 
reading; see his clarifications in (Davidson 1987). (Evnine 1991) provides a helpful discussion of this point. 

83 (Fodor 1981). 

84 The encoding thesis: "...the semantic properties are perfectly matched by syntactic properties." (McGinn 1989, 
136) 
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undermine. And since (3a) is a necessary condition for (3b), it negates both theses in the third 

pair. 

Why is it being denied? 

 The soprano example discriminates between (2) and (3), but why does it undermine (3)? 

It illustrates, at most, the distinction between causation and accidental correlation. It shows how 

content could be present but not effective in some particular causal interaction. Similarly, the 

light reflected from a solid object is affected by its shape and surface composition, but not by its 

weight or its specific gravity. This does not prove that weight and specific gravity are 

epiphenomenal properties. From the possibility that a property is not causally effective under 

some circumstances, we cannot conclude that it cannot be causally effective in any 

circumstances. Clearly, Dretske is presupposing some unstated premises. Some indications of 

what these premises are is found in Dretske’s paper, “Reasons and Causes” 

Even if the things that have meaning are in the head, the meanings themselves 
aren’t in the head….[It] is surely plausible to suppose that what something means 
...is a matter determined, in part at least, by the relations that obtain between the 
elements that have this meaning…and the sorts of situation, the kind of 
conditions, the properties or whatever that constitute their meaning. Meaning 
certainly isn’t an intrinsic property of meaningful things… But if this is so, then 
whatever it is in the head that...is responsible for our behaving the way we do (or 
a least our moving the way we do when we behave) is something that will have its 
causal role determined, not by its meaning...but by whatever intrinsic properties it 
(the stuff in the head) possesses, presumably the electrical and chemical 
properties that neurobiologists study, that are capable of making muscles contract 
and glands secrete...Psychological differences which do not manifest themselves 
as biological differences are irrelevant to the explanation of motor output. But 
meaning is neither in the head nor does it supervene on the stuff that is in the 
head. Therefore, meaning is, or something (in the head) having meaning, is 
irrelevant to the explanation of behavior.85 

                                                 
85  (F. Dretske 1989, 4-5) (Horgan 1991) pointed out the need for using this paper to supplement Dretske’s 
discussion in Explaining Behavior.  
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Here it seems clear that the source of the problem is that intentional properties are relational. 

This consideration is reinforced by the fact that the other pole of the relation is outside the 

organism, perhaps very far outside.86 The question, then, turns on the distinction between 

relational and absolute properties, or between intrinsic and extrinsic properties. Dretske’s 

argument, then, rests on the following principle: 

Intrinsic Causality Principle : All causally effective properties are intrinsic or supervene on 

current, intrinsic properties of their bearers. 

But why should we accept this principle - why, exactly, is relationality, or extrinsicness, 

incompatible with causal effectiveness?  Dretske doesn’t tell us; probably he assumes it is just 

obvious. Since the principle is, indeed, widely accepted, he has some justification for ending the 

chain of reasons here.  

 Colin McGinn takes the discussion a little further: he also attempts to justify a 

teleological theory of content by the fact that it provides a way around the epiphenomenality of 

content, 87 and his case for epiphenomenality also invokes the Intrinsic Causality Principle. But 

he attempts to justify the principle. His argument is this: 

1. "The causal nexus is local, proximate and intrinsic: the features of the cause that lead to 

the effect must be right there where the causal interaction takes place."88  

Therefore, 

                                                 
86 Additional problems result from the fact that that what the representation is about may not even exist, but these 
problems do not figure in Dretske’s  argument. 

87 However, unlike Dretske, McGinn does not see any exceptions to epiphenomenality. His reason for adopting 
teleology is, as we shall discuss in the next chapter, that it grounds non-causal forms of explanation, not an 
exception to epiphenomenality.   

88 (McGinn 1989, 133) 
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2. "The causal powers of a state must be intrinsically grounded - they cannot depend 

essentially upon relations to what lies quite elsewhere."89 

Therefore, 

3. Causally effective properties are intrinsic. 

McGinn’s version of the argument is similar to Dretske’s, but he makes explicit the emphasis on 

locality: causally effective properties must be wholly present where they are effective. Thus 

McGinn brings out some of the metaphysical intuitions underlying the attraction of the principle.  

 But, if Dretske is correct, these intuitions must be flawed: he attempts to construct a type 

of case in which meanings, notwithstanding the fact that they are relational or extrinsic, can, in 

some circumstances, be causes.90 

II. Exceptions to Epiphenomenality? 

 Dretske is not trying to dissolve a philosophical problem by destroying a picture which 

has us in its grip. He accepts the soprano analogy, and the relationality argument it symbolizes, 

as valid within limits. The purpose of his counter-example is to show where those limits are. 

A. A Schema for Counterexamples. 

                                                 
89 Ibid., p.133. 

90  That Dretske is addressing the problem that intentionality is relational , and only this problem, is pointed out by 
Kim and Horgan in McLaughlin (1991). Dretske agrees with their view in his replies included in that volume. Some 
of the other possible grounds for epiphenomenalism that they distinguish from Dretske’s are Anomalous Monism 
and Explanatory exclusion. In the present discussion I will focus exclusively on the relationality question; assuming 
that the other grounds mentioned are not conclusive; that is, in the remainder of this chapter, I will assume that: 

1. There are laws of some sort connecting reasons and behavior, and  

2. Causes can occur simultaneously at multiple levels. 
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The explanandum: behavior. For Dretske, behavior is identical neither with physical 

movement of the organism nor with the immediate effects of that movement, but with the 

organism’s moving-its-limbs; the process of causation of the movement M by an inner state of 

the organism C, 

C→M 

not the movement M, but the causing of M by C. The causing state and the resulting movement 

are both parts of the behavior. More generally, we can say that when there is a change in the state 

of system S, 

s1→s2 

the behavior is not identical with s2, nor should it be identified with the occurrence of s2 in S at a 

specific time; it is the state change itself: the causing of s2 in S by s1. This causing is an instance 

of the causality relation which contains both s1 and s2 as its components. 

 When we set about explaining behavior, then, our explanandum has three components: 

the causing state, the resulting movement, and the causal relation between the two. The causing 

state may be a representation, but that is independent of the fact that it is a cause. The second 

component of the explanandum is the movement, M, or, more generally, a state, s2, of S, and the 

third component is the causal relation between the two - presumably, an instance of a transition 

law T, such that T(s1) =s 2. 

 On Dretske’s account, an internal state, s1, of system S  represents E if and only if it has 

the function of indicating E.91 There are two parts of this definition: for s1 to indicate E it must 

                                                 
91 As Dretske puts it, “A belief is ...an indicator whose natural meaning has been converted into a form of non-
natural meaning by being given a job to do in the explanation of behavior.” Dretske (1988), p. 84. Terminological 
point: I follow Dretske in using “representation” to denote any internal state that has the teleological function of 
indicating some content; but he uses “belief” to denote a representation that is causally effective qua representing its 
content. In order to maintain consistency with the other authors discussed, I avoid this usage. 
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carry natural information about E, i.e., it must co-vary with E. But there are lots of things in the 

world that carry information yet are not representations. A standard example is tree rings: they 

carry lots of information about the age of a tree, about the climate in which it lived and many 

other things. But tree rings do not represent any of these, at least not to the tree. So far as the tree 

is concerned, they do not represent anything at all. That is because, although they reliably co-

vary with external conditions, the tree’s metabolism does not use this information, the way it 

does use information about things like the time of year (so that it grows leaves in the spring and 

sheds them in the fall). In order to represent some condition E, s1 must not only co-vary with E, 

but it must have the teleological function of doing so. How it acquires the function of carrying 

this information will be a significant topic later in the chapter, but for now I only want to point 

out that Dretske’s account is more restrictive than Millikan’s92. She requires only the second part 

of Dretske’s definition to hold, not the first part. For Millikan, S1 must have the function of 

mapping to E, but this mapping may or may not be reliable enough to count as indication, as 

bearing natural information. However, this difference does not affect the present discussion.  

Although Dretske’s definition of representation is probably too restrictive, this does not matter 

for the purpose of constructing a counterexample to epiphenomenality so long as the 

construction counts as a representation under both definitions, and it does. 

The explanans: structuring causes. The explanans for the occurrence of s2 in S is s1; the 

occurrence of s2 can be explained by subsuming it under transition law T which S instantiates. 

But the behavior in question is not s2 but the relation s1→s2. What we need to explain is not 

(Q1) Why does s2 occur in S?  

But 

                                                 
92 (Millikan 1984). Millikan’s account was discussed briefly in Chapter 1; I will return to it in Chapters 4 and 5. 
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(Q2) Why does s1 cause s2 in S?  

This causal relation, like all changes in the states of S, is described by transition theory T, so an 

equivalent question is  

(Q3) Why does S instantiate T? 

But Dretske seems to have in mind a weaker question, 

(Q4) Why is there some state of S, call it sx, which causes s2? 

That is, why does S have any internal cause of s2, whether that cause is s1 or something else? 

This, in turn, is equivalent to the question, 

(Q5) Why does S instantiate any transition theory which subsumes the causal    

 sequence, s1→s2? 

It is these latter two questions that Dretske addresses. In order to show that intentional properties 

can be causally effective, then, we need to find answers to questions four and five that depend on 

the intentional properties of their causes. A causally effective internal representation would look 

something like this:93 

 

Figure 9 

                                                 
93 Figure 9 and Figure 10, below, are adapted from (F. Dretske 1988). 
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In Dretske’s terminology, s1 is the triggering cause of s2 , but the fact that s1 indicates E causes S 

to instantiate the transition law T, according to which  s1→s2 . That makes the fact that s1 

indicates E the structuring cause of the behavior s1→s2. 

We need to construct a case which simultaneously answers questions (Q4-5) and fits this 

schema of intentional structuring causation. As for questions (Q4-5), there are two obvious 

places to look: one is inside S, at its functional or physical components, and try to show how T 

results from their interactions. This is the strategy of micro-reduction, as extended by 

functionalism, which was discussed in the previous chapter. But going in this direction won’t 

satisfy the second condition, the intentional causal schema, because intentional properties 

involve relations to the environment. If s1 represents some fact about the world outside of S, 

looking inside S for an explanation of its causal efficacy won’t help us. 

 The other place we can look is the history of S. The standard way to explain state changes 

at a given level is to invoke a transition law which S instantiates. In this explanatory schema, T 

remains constant while the states of S change, so there is no help here. But behavioral 

dispositions of S can also change: if we add salt to a puddle of water its disposition to freeze at 0 

degrees centigrade will change, so the transition law which describes that disposition must 

change as well. Transition theories are synchronic descriptions of behavioral dispositions: S may 

instantiate T1 at time t1 and T2 at some subsequent time t2. Therefore, S has synchronic 

dispositions to change from s1 to s2, say, in accordance with its current transition theory T1 and a 

diachronic disposition to change from instantiating T1 to instantiating T2, when affected by some 

event e, in accordance with a developmental law D, where  

D(T1, e) = T2. 
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 What does this have to do with intentionality? Well, Dretske thinks that relations between 

the system and its environment can be shown to have a causal effect on this kind of change. That 

is, that e can include states of S which are individuated by their relations to the environment, like 

intentional relations. And it was just the question about relational causation that underlay the 

questions about intentional causation. So if he can show that there is some intentional state sx 

which is necessary for a developmental law 

D(T1, {…sx…}) = T2, 

then he will have a class of counterexamples to the epiphenomenality arguments.  

B. Finding a Process Which Fits the Schema. 

1. The Design Problem. 

 A common type of engineering problem is to design a system so that it will behave in a 

specific way under certain circumstances, and only under those circumstances. Suppose we want 

to keep the temperature in a room within a specified range; we need an internal heating system 

that will heat the room when the temperature falls below the specified lower bound, and will stop 

heating the room when the temperature rises above it. Correspondingly, it should cool the room 

when the temperature is above the specified upper bound and stop cooling when the temperature 

returns below it. 

 All solutions to design problems, Dretske claims, share a common strategy: the system S 

must contain or acquire some kind of internal mechanism, P, such as a thermostat, that is 

selectively sensitive to the presence or absence of condition E, and this mechanism must be 

connected to the rest of S in such a way that it will cause S to perform M (e.g., heating) when P 

indicates E (below range) and will prevent S from performing M when P indicates not-E.  
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Figure 10 

 Design problems arise when a system “needs” to behave in a specific way; the “need” 

can arise from the intentions of an intelligent user or from conditions for survival and 

reproduction imposed by the environment. There are three ways for S to acquire a P hooked up 

in the right way: an engineer could design and build it that way, it could be the result of natural 

selection, or it could be the result of learning. Dretske claims that one sort of learning provides a 

case of intentional causation. 

2. How associative learning creates representations. 

 If S is going to do M when, and only when, E, the system must have a way of getting the 

information that E obtains. That is, it must have a reliable sensory mechanism, P, and P must be 

configured in such a way that appropriate movements, M, are produced when, and only when, P 

positively registers the presence of condition E. If P came to  cause M in S through a history in 

which S was rewarded for M when E obtained and P indicated E, then since P was recruited as a 

cause for M because of the information it supplies, supplying this information became part of P’s 

function in S, what P is supposed to do. By the definition of representation, P is a representation 

with content E. Thus, associative learning can create representations. 

3. Why associative learning solves design problems. 

 If the following two conditions are met (as in Figure 11, below), 
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1. “There are some consequences [rewards -SC] of some behaviors of some organisms that are 

causally relevant to the likelihood that such behaviors will be repeated in similar 

circumstances”94 and 

2. Rewards are to increase the probability that movement M will be produced in circumstances 

E, the system must be sensitive to those circumstances, 

it follows that  

3. when associative learning occurs, “those results (bodily movements or the more remote 

effects of bodily movements) that are constitutive of the reinforced behavior are gradually 

brought under the control of internal indicators (P), which indicate when stimulus conditions 

are right (E) for the production of those results.”95  

Therefore, 

4. P is recruited as a cause of M because of what it represents: “P is, so to speak, selected as a 

cause of M because of what it indicates about E.”96 

 

                                                 
94 Ibid., p. 100. 

95 Ibid., p. 101. In this and subsequent quotation from Dretske, I have changed some of the letters to keep them 
consistent with my diagrams. 

96 Ibid., p. 101. 
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Figure 11 

 The first condition traces a causal path that begins inside the organism, with the internal 

cause of movement M, follows the consequences of M out into the environment which, under the 

right circumstances E, reacts back onto the organism, giving it a reward, R, which, by the second 

condition, changes the internal state of the organism in such a way as to make the organism more 

likely to repeat the behavior in circumstances similar to E. Whatever the exact chain of events 

from M to R, if the environment supports the correlation among E, M and R, it is this correlation 

which affects the learning mechanism of the organism. This mechanism, whatever it is, changes 

the innards of the organism so that it now instantiates a modified transition theory in which M is 

more likely to be repeated under the appropriate circumstances. This shows that the relationship 

among M, E and R is causally effective. It depends on a causal path that originates in the 

organism, is routed through the environment and back to the organism. Furthermore, this path 

can vary as much as you like from case to case: so long as the correlation between the endpoints 

E and R remains constant, the learning mechanism will react in the same way. 

 The second condition ensures that some of the relational properties with causal relevance 

will be intentional relations, because only by deploying an internal representation of E can the 

organism implement the E-M-R correlation. It must hook up an internal state, say P, whose 

teleological function is to indicate E, so that P will cause M. This makes P a representation of E. 

4. Why Associative Learning is a Counterexample to Epiphenomenality. 

 The correlation E-M-R is maintained by the context which includes the environment and 

also the organism’s learning mechanism. This context ensures that some P which has the 

function of indicating E will cause M, and, furthermore, P causes M precisely because it 

indicates E. If P didn’t indicate E, but some other state of S did, say, Q, then Q would have 
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acquired the function of representing E and matters would have been arranged so that Q caused 

M. As things are, we have a causal chain E-P-M-R which contains P because, and only because, 

P has the function of representing E. This fulfills the schema for an exception to 

epiphenomenality outlined above. 

 This is not a complete defense of the causal efficacy of intentional properties, at least not 

as they are typically employed either by common sense or by scientific explanation. Intuitively, 

when we give an intentional state as a cause, we mean it as a triggering cause, not a structuring 

cause. Dretske is aware of this objection, and has an answer to it. For current purposes, however, 

the issue is not important. Any counterexample, whether or not it matches our intuitions, is 

sufficient to show that something is wrong with the relational argument for epiphenomenality.  

C. The Scope of the Counterexample.  

 If Dretske is correct that the content of mental representations can cause behavior through 

associative learning, then he has refuted the epiphenomenality thesis, and has thereby provided 

an argument in favor of the teleological theory of mental representation. But the very same 

argument that establishes the possibility of intentional causation places narrow constraints on it: 

the causal effectiveness of content is a consequence of the special characteristics of associative 

learning; so it seems that only associative learning can be a basis for intentional causation. If this 

is correct, then most representational states of organisms are indeed epiphenomenal, since most 

states that have the teleological function of bearing content derive this function from natural 

selection, not from learning. It follows that it is only valid to employ modes of explanation that 

invoke intentional causation by learned representations. How plausible is this claim? How much 

of cognitive science does this preserve? 
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 What does the work in solving the design problem is a kind of selection process: the 

environment reacts upon the organism in such a way as to encourage certain internal states to get 

control of behavior (those which indicate E) and to discourage others (those which indicate 

something other than E such as not-E). To say that P represents E is to say that there is some 

selection process through which P acquired the job of indicating E. There is some continuous 

causal route which weaves back and forth between S and the environment that explains how E 

got this function. This series realizes the higher level functional property of P, that it represents 

E. And this causal series shows how P’s representational role can be causally effective by being 

selected for its role in causing movement because of its representational content. 

 If this account of the argument is correct, that associative learning is able to produce 

causally effective representations because it is a kind of selection, then one might expect 

selection processes of other sorts to work just as well. That is, the situation depicted in Figure 12 

would hold. 

Figure 12 

On the contrary, Dretske argues that only learning creates causally effective 

representations, not selection in general. First, he considers systems designed and built by people 

as special cases. As for natural selection, Dretske concedes that it can create representations, that 

is, states of organisms whose function it is to indicate external circumstances, and that these 

representations cause movements. But he denies that representations created by natural selection 
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cause movements by virtue of their being representations. Dretske claims the situation is as in 

Figure 13, where natural selection 1 and natural selection 2 are independent, so the indication 

relation P-E does not cause the behavior P-M. 

Figure 

13 

In both learning and natural selection, P is selected because it represents E and because it causes 

M, but only in learning are these two selections linked.  

Dretske claims that this argument does not entail “...a sharp distinction between nature 

and nurture.” 97 I am not so sure. It appears to cover Helmholtz’s views about vision that were 

discussed in the first chapter, but only because of Helmholtz’s empirism - his view that all inner 

inference rules are learned.  If the mechanism were innate, this would not be an instance of 

intentional causation for Dretske. Helmholtz could have accepted that, but what about Hochberg? 

His theory does not specify whether the underlying processes are learned or innate, but it seems 

unlikely that they could be completely learned. And much work in learning theory blurs the 

distinction between learned and innate abilities, further narrowing the scope of Dretske’s 

argument. So Dretske seems to be committed to the view that a major explanatory strategy of 

cognitive science is applicable only to leaned properties and not to inherited ones. But, even if 

                                                 
97 (F. Dretske 1988, 92) 
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we can live with this, there is a more serious objection: Dretske’s positive argument for denying 

content to inherited states is flawed, as I will now attempt to show.  

a. Dretske’s argument to exclude innate representations. 

1. Natural selection produces innate representations. 

 Consider the humble noctuid moth.98 This insect flies, unsurprisingly, at night. So does 

its chief predator, the bat. Clearly, the moth is faced with a design problem: it needs to take 

evasive action when, and only when, a bat is closing in on it. It needs a bat-closing-in-detector 

hooked up to the mechanisms that control its flight in such a way that the detector causes the 

moth to change its flight in a way that will make it difficult to catch – to dive, flip or spiral 

erratically - when, and only when, it registers the high-intensity ultrasound from a nearby bat. 

(Low-intensity ultrasound means there is a bat in the distance. In this case, the moth turns and 

flies in a direction away from to the source of the sound. If it is lucky, the bat was too far away to 

detect it, and the moth escapes). 

 

Figure 14 

 P has the function of indicating high-intensity ultra-sound because P is instantiated, in 

part, by a network of neurons whose firing patterns indicate the distance and direction of a sound 

source, and P is connected to the motor neurons that change the direction of the moth’s 

movement. Moths whose central nervous systems had this structure tended to have more 

                                                 
98 To follow Dretske’s example, (1984), p. 133, which he attributes to Alcock. 
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offspring than other moths whose central nervous systems caused them to, say, wait patiently for 

bats to arrive. So the pattern of nerve activations that is caused by high-intensity ultrasound 

counts as a representation because it not only indicates high-intensity ultrasound, but has the job 

of indicating it. 

2. The representations produced by natural selection are epiphenomenal. 

 The pattern in which representations, qua representations, were shown to be causally 

relevant requires an additional causal link, which Dretske claims does not exist, in cases of 

natural selection of instinctual behavior. 

 

Figure 15 

 That is, for instinctive behavior, P causes M, all right, and P indicates E, which is the condition 

for the success of M, but, as in Figure 15, P does not cause M because P indicates E, as it does in 

learned behavior 

...the explanation for the control circuitry in this moth — the explanation of why 
this P is causing this M, why the moth is now executing evasive maneuvers — has 
nothing to do with what this P indicates about this moth’s surroundings. The 
explanation lies in the moth’s genes. They (given anything like normal conditions 
for development) determine that P, whatever it in fact happens to indicate about 
the moth’s surroundings, will produce M.99 

                                                 
99 (F. Dretske 1988, 92). Dretske’s italics. 
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What determines what this P indicates depends, in part, on what makes this P, this P. If this 

individual P, this token P, is meant, it is not clear that the exception schema would ever hold, so 

the entire account would be pointless. More plausibly, he chooses the type P: 

If you want to know why this (token) P is causing this (token) M, why S is here-
and-now moving his finger, it seems to me quite reasonable to explain this by 
explaining why things got arranged so that token P’s would, if and when they 
occurred, produce token M’s.100 

So, the difference must lie in the respective ways the two causal links came about in S. 

If our beliefs and desires, the beliefs and desires that explain why we do what we 
do, were the causes of our behavior, then whatever caused us to have these beliefs 
and desires would be the cause — at one remove, so to speak — of our actions.101 

If innate representations are to be excluded, then Dretske needs some grounds for ruling out 

“whatever caused us to have these beliefs and desires” if that cause is natural selection. The 

argument goes like this: 

1. Natural selection, when it applies, explains why a species has the properties it does; it 

does not explain why an individual organism has any given property.  

2. The properties of individual organisms are accounted for developmentally: as the results 

of the organism’s genes, developmental history, and so on. 

3. Innate representational content is acquired through natural selection, not development. 

4. Therefore, innate representational content does not belong to states of individual 

organisms. 

5. Therefore, innate contents are not subsumed under the exception schema. 

                                                 
100 (F. Dretske, Dretske’s Replies 1991, 199) 

101 Ibid., p. 198. 
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6. Only contents determined by the schema are causally effective. 

7. So innate representational contents are not causally effective. 

The distinction between selective and developmental explanation is fundamental to the 

argument. I will argue that this distinction cannot do the work Dretske requires of it.  

b. Selectional vs. developmental explanations. 

 Dretske bases his argument on Elliot Sober’s account of the distinction:102  

You observe that all the children in a room read at the third grade level. What 
could be the explanation? Two strategies of analysis are possible. A 
developmental account will take the children one at a time and describe the earlier 
experiences and psychological conditions that caused each to attain that particular 
level of reading proficiency. These individual stories may then be aggregated. 
You may explain why all the children in the room read at the third grade level by 
showing why Sam, Aaron, Marisa and Alexander each do.  
 A selectional explanation would proceed very differently. Suppose it were 
true that individuals would not be admitted to the room unless they could read at 
the third grade level. This would explain why all the individuals in the room read 
at that level. But, unlike the developmental story, the selectional account would 
not explain the population-level fact by aggregating individual explanations. The 
selectional theory explains why all the people in the room read at the third grade 
level, but not by showing why Sam, Aaron, Marisa and Alexander do.103 

                                                 
102 Ibid., pp. 92ff., (Sober 1984, 147-155)). Sober credits Lewontin (1983) as his source.  

103 (Sober 1984) 
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An event is explained by showing why it rather than some alternative occurred. So an event can 

belong to multiple explananda, in each of which it is contrasted with different alternatives. Why 

do all the children in the room read at the third grade level? We might be interested in the room-

level fact, that it contains only third grade readers, or we might want to know why those children, 

who happen to be in that room, each read at the third grade level. In the first case, a selective 

explanation is possible - all the children in the room read at that level because we filtered out 

other children at the door. But this does not tell 

us why Sam made the cut. Why does Sam read 

at the third grade level? There is a 

story about Sam’s educational history, passing 

through lower grades, pre-school, help from 

his parents, and who knows what else, that 

explains this. In the first case we have a 

selectional explanation (Figure 16): the 

individuals that compose A and B remain the 

same; the filter only groups them differently. 

We may say that their intrinsic properties 

remain constant, and only extrinsic properties 

are modified by the filtering. Natural selection 

works analogously: some organisms are 

filtered out before they can reproduce, leaving 

the others to pass along their characteristics to 

the next generation. But the characteristics that are passed on do not change (barring mutation) 

during the lives of the parents. The genetic composition of the next generation can be different 

because the filter is not random: it selects preferentially for some intrinsic characters over others. 

 

A = {a, b, c, d, e, f, g} 

 

B = {a, d, g} 

 

                                 

             A→B 

                                 

                             filter 

                                 

{a, b, c, d, e, f, g}→{a, d, g} 

                                 

 

Figure 5 
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In developmental explanation, by contrast (Figure 17), the relevant extrinsic properties remain 

constant, but some of the intrinsic properties of a...f change. Perhaps 

they learn to read. Sober concludes that there are two fundamentally different types of processes: 

selective and developmental: 

 Individual 

Properties 

Group Level  

Properties 

Group Membership 

Selection constant change change 

 

Development change constant (except 

aggregation) 

constant 

 

We can infer the same facts from both types of explanation: 

Developmental: 

Step 1: From facts about its learning history, we show how each member of group  A, 

taken individually, has property B. 

Step 2: By universal generalization we infer from Step 1 that all members of   group 

A have property B 

 

 

 

           A’→A 

                             development 

{a’, b’, c’, d’, e’, f’} →{a, b, c, d, e, f}. 

 

Figure 17 
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Selectional: 

Step 1: From the fact that population C passed through a filter that allowed only members which 

had property D through, we infer that all members of C, whatever they may be, have 

property D. 

Step2: By existential specification, we infer that each c which is a member of C has property D. 

Both chains of reasoning are logically valid, but Sober claims that only the first one is 

explanatory. That is because only the first chain of reasons follows the chain of efficient 

causation: each member of A was caused to have B by its passing through the relevant learning 

process. But in the second case, the members of C do not possess D because they passed through 

the filter; they passed through the filter because they already had D. 

 We might approach this argument by attacking the assumption that only causal relations 

are explanatory,104 but this wouldn’t help us because Dretske’s theory clearly requires causal 

links. Clearly, then, Sober is right about the direction of causation in his examples. But does his 

analysis apply to natural selection? 

 Natural selection, construed as a possible force causing evolutionary change, i.e., as the 

term is used in evolutionary biology, certainly involves a selection process of the kind Sober 

describes, but it is a multipart process that includes more than just selection. Sober’s argument 

does not apply to the complex process that is employed in biology.105 

                                                 
104 Sober does not state this assumption explicitly anywhere in The Nature of Selection, and it does not seem 
compatible with some other parts of the book. Nevertheless, his discussion clearly presupposes it. 

105 This issue has been debated in a series of papers: by (Neander 1995), (Sober 1995) and (Neander 1995). Details 
aside, I am following Neander. 
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 Sober’s discussion makes a clean separation between group-level processes and 

individual-level processes. But what is to stop us from combining them, as in Figure 18? 

 

In this case, we have an explanatory route that includes change to both the intrinsic and extrinsic 

properties of the individuals. Further, we may suppose that the intrinsic change depends on the 

extrinsic change: a would not become a” if it did not first make it through the filter. To continue 

Sober’s example, we now have a longer story. In this story, the children are admitted to the room 

for the same reason as in the previous story, because they can read at a third-grade level, but now 

the children in the class are taught French. We look back in six months later, and find that all of 

the students in the class can carry on simple conversations in French. How do we explain this? 

Each one, individually, went through a process of studying, practicing, being corrected by the 

teacher, and so on. Aggregate these individual learning histories and we have a developmental 

explanation for why all the children in the class speak French in addition to English. But why do 

these children speak French, when their cohorts in other classes do not? Part of the answer is 

selective: they only had the individual learning experiences they did because they were selected 

 

                                       

             A→B→C. 

                                                                            development 

 {a, b, c, d, e, f}→{a, d, g}→{a”, d”, g”}. 

                                       

                                    filter 

 

Figure 18 
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to be in the French language class. The selection is an event in the developmental histories of 

each of the students individually. 

 I think this story provides a better analogy to evolution; an example of Francesco Ayala’s 

shows why: 

Some strains of the colon bacterium, Escherichia coli, to be able to reproduce in a 
culture medium, require that a certain substance, the amino acid histidine, be 
provided in the medium. When a few such bacteria are added to a cubic 
centimeter of liquid culture medium, they multiply rapidly and produce between 
two and three billion bacteria in a few hours. Spontaneous mutations to 
streptomycin resistance occur in normal, i.e., sensitive, bacteria at rates of the 
order of one in one hundred million (1 x 10-8) cells. In our bacterial culture we 
expect between twenty and thirty bacteria to be resistant to streptomycin due to 
spontaneous mutation. If a proper concentration of the antibiotic is added to the 
culture, only the resistant cells survive. The twenty plus surviving bacteria will 
start reproducing, however, and allowing a few hours for the necessary number of 
cell divisions, several billion bacteria are produced, all resistant to streptomycin. 
Among cells requiring histidine as a growth factor, spontaneous mutants able to 
reproduce in the absence of histidine arise at rates of about four in one hundred 
million (4 x 10-8) bacteria. The streptomycin resistant cells may now be 
transferred to an agar-medium plate with streptomycin but with no histidine. Most 
of them will not be able to reproduce, but about a hundred will start dividing and 
form colonies until the available medium is saturated. Natural selection has 
produced in two steps bacterial cells resistant to streptomycin and not requiring 
histidine for growth. The probability of the two mutational events happening in 
the same bacterium is of about four in ten million billion (1 x 10-8 x 4 x 10-8 = 4 x 
10-16) cells. An event of such low probability is unlikely to occur even in a large 
laboratory culture of bacterial cells. With natural selection, cells having both 
properties are the common result.106 

Ayala uses this case in addressing the question, whether, and in what sense, natural selection is 

creative; in doing so, he explicitly draws a population-level conclusion: 

Natural selection can account for the rise and spread of genetic constitutions, and 
therefore of types of organisms, that would never have existed under the 
uncontrolled action of random mutation and recombination of the hereditary 

                                                 
106 (Ayala 1970, 6) 
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materials. In this sense, although it does not create the raw materials, that is, the 
genes, selection is definitely creative.107 

 But we can see that his example also supports individual-level conclusions: without the selection 

step, the combination of mutations necessary to produce the combined genotype would not have 

occurred. So the selection step has a causal consequence for the properties of individuals in the 

resulting population. Sober, then, is right that a single selective event does not affect the 

properties of the individuals that are selected, but if the selected organisms, and only the selected 

organisms, then undergo other changes, then the selection becomes a stage in the causal chain 

that determines the characteristics of the individuals that result.108   

 It seems, then, that the properties of individuals can be explained by natural selection 

after all. It follows that Dretske’s argument against the causal effectiveness of innate 

representations fails, and his counterexample-schema subsumes learned representations and 

innate representations equally.  

D. What Does Dretske’s Counterexample Show? 

 First of all, Dretske’s example shows that the relational argument for epiphenomenality is 

fallacious. It shows this by identifying situations in which the intrinsic causality principle does 

not hold. I would like to conclude by looking at some characteristics of such situations. 

                                                 
107 Ibid. 

108 Neander argues along the same lines, but I think she is misleading in insisting on the multi-step nature of natural 
selection. Of course, selection in the wild does happen over and over again in each generation, but that is not enough 
to prove her point. Sober (1995) responds, plausibly enough, that a sequence of selective episodes will have the 
same logical and explanatory properties as a single episode. It is only when the population also changes between the 
selective episodes, whether through learning or mutation, or in some other ways, that selection can be a partial cause 
of the properties of individuals. 
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1 Non-local causality. As we saw above, McGinn argued that to deny the intrinsic 

causality principle would imply a kind of action at a distance: "The causal nexus is local, 

proximate and intrinsic: the features of the cause that lead to the effect must be right there where 

the causal interaction takes place."109 We have seen that this claim is too strong; in some 

instances non-local causation is harmless. This will be when the non-local causal laws are 

embedded in larger causal matrices, which include intermediate steps. In a simple case, the 

causal law, 

(1)  C→M  

is part of a causal chain: 

(2) C→a→b→M. 

In that case, C meets the locality constraint with respect to its proximate effect, a, but not with 

respect to its remote effect M. This case need not disturb McGinn, but it is more serious when 

the causal chain is plastic with respect to its intermediate steps. Suppose C and M are constant, 

but sometimes (1) is realized by a different chain 

(3) C→d→e→M. 

Then (1) is no longer reducible to a chain that meets McGinn’s constraint.  

 This is just what occurs in associative learning: it creates a correlation between the 

environmental conditions referred to and the presence of an internal state whose function is to 

cause a specific movement. This correlation holds because there is a learning mechanism that 

creates and maintains it. This mechanism may be quite complex and the specific causal paths 

through it may vary considerably from case to case. Nevertheless, there is a reliable correlation 

between the endpoints.  

                                                 
109 (McGinn 1989, 133) 
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 2. Externalist Explanation. If the C→M correlation holds in system S because 

S is embedded in an environment which maintains the correlation, then the existence of the 

correlation can be explained by reference to this context. In particular, if the property of C that 

causes the C→M correlation to be maintained is that C carries information about some 

environmental conditions that affect the selection of C→M, then this informational relation is 

part of the explanation for why S contains a state C which causes M. So we are explaining a 

property of a system, in this case a dispositional property, by invoking its context. Learning 

mechanisms, combined with the proper external environments, are one sort of context that can 

create and maintain such correlations. Selective environments are another. In either case, the 

system has disposition C→M because of what it is C’s function to indicate, namely, E. If C 

didn’t have the function of indicating E, but some other state of S, say, D, did, then S would have 

the dispositional property D→M. It is a feature of both learning and natural selection that they 

can cause S to have C and C→M because of what C indicates. So we can see how externalist 

accounts can explain causal powers of functionally defined states.  

3. Top-down explanation. From a slightly different angle, selection and learning can 

also be seen as instances of top-down explanation or downward causation, in which the laws of a 

higher level system determine the composition of a lower level system. Campbell provides a 

good example: 

Consider the anatomy of the jaws of a worker termite or ant. The hinge surfaces  
and the muscle attachments agree with Archimedes’ laws of levers, that is, with 
macromechanics. They are optimally designed to apply the maximum force at a 
useful distance from the hinge. A modern engineer could make little if any 
improvement on their design for the uses of gnawing wood, picking up seeds, etc., 
given the structural materials at hand. This is a kind of conformity to physics, but 
a different kind than is involved in the molecular, atomic, strong and weak 
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coupling processes underlying the particular proteins of the muscle and shell of 
which the system is constructed. The laws of levers are one part of the complex 
selective system operating at the level of whole organisms. Selection at that level 
has optimized viability, and has thus optimized the form of parts of organisms, for 
the worker termite and ant and for their solitary ancestors. We need the laws of 
levers, and organism-level selection...to explain the particular distribution of 
proteins found in the jaw and hence the DNA templates guiding their 
production....by natural selection , it is protein efficacy that determines which 
DNA templates are present , even though the immediate micro-determination is 
from DNA to protein.110 

S contains both C and the mechanism that implements C→M because there is a correlation 

between E (which C indicates), M and some beneficial result of M which acts as a reinforcer. 

The composition of S, therefore, depends on learning laws which relate S’s behavior to its 

environment. This is the reverse of standard functionalism, where S’s having C→M is explained 

by S’s composition. 

 To conclude, then, we have shown that the teleological account can provide a basis for 

the causal efficacy of content, at least in the face of one kind of objection. But, as we shall see in 

the next chapter, there are others.  

 

                                                 
110 (Campbell 1974, 181) (original emphasis). 
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CHAPTER 3:  CAN INTENTIONAL EXPLANATIONS BE CAUSAL? (PART 2) 

 

The story so far: 

In Chapter 1, I outlined a project to examine the rationale for a teleological view of 

mental representation. The idea was to see if the role that inner representations play in scientific 

explanation could be elucidated if those representations are understood as constituted by their 

teleological function rather than by their causal relations alone. In Chapter 2, I examined the 

most fully developed proposal along these lines, Dretske’s attempt to use teleology to underwrite 

the causal efficacy of representational content. Against arguments that purport to show that 

mental representations are causally inert, Dretske constructs a model in which teleologically-

constituted mental representations have a clear causal role. My discussion supported his basic 

model and extended it to include natural selection. In this Chapter, I want to look more closely at 

some limitations of the model which seem to undermine its usefulness as a justification for the 

teleological theory of representation. Those limitations derive from the question about just why 

the model works as a counterexample to epiphenomenality arguments, and specifically at the role 

which teleology plays in it.  

Some Problems with Dretske’s Argument: 

First Problem: Scope 

Dretske’s construction seems to cover only a small proportion of what are commonly 

held to be cases of mental causation. That is because it includes only what he calls ‘structuring’ 

causation, not ‘triggering’ causation; but his attempt to assimilate most explanation of behavior 

in both psychology and common life to structuring explanation seems strained. Certainly, it 
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would require further argument to show that all cases of intentional causation fit the pattern of 

structuring causes rather than triggering causes.  

By itself, this objection is far from fatal; one counterexample is enough to show that 

something is wrong with an argument. If structuring explanations involve a causal role for 

intentional properties, that is enough to undermine epiphenomenality, or at least the “soprano 

problem” as a basis for maintaining epiphenomenality. And if that counterexample depends on 

representations having a teleological function, then it supports a teleological theory. However, it 

does leave open the possibility that most of the intentional explanations of everyday life and of 

Cognitive Science could be epiphenomenal. Since my present topic is teleology rather than 

intentional causation in general, I can afford to leave this issue hanging. However, a more 

complete account of intentional explanation would have to face it, and I will have a little more to 

say about it in the next chapter. 

Second Problem: The Role of Teleology. 

Dretske’s model provides a counterexample to the “soprano problem”. But a 

counterexample to an argument only tells us that the argument must be invalid, it does not, by 

itself, tell us why it is invalid. This is a particularly important issue for my project, which is not 

concerned with the epiphenomenality question for its own sake, but only in so far as it might 

provide a reason for accepting the teleological view of intentionality.111 For Dretske’s account to 

help with this, it would have to show a connection between the teleological basis for 

intentionality and its causal efficacy. Did he demonstrate such a connection?  

                                                 
111 Dretske’s priorities appear to be the reverse of mine: he seems primarily interested in mental causation. 
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Dretske thinks he has, since both originate in the same process. For Dretske, not all states 

of an organism that bear information about external events count as representations of those 

events; they must also have the teleological function of bearing that information. They acquire 

that function by being selected in the appropriate way for performing it. In Dretske’s account, the 

appropriate form of selection is restricted to associative learning processes, such as classical 

Pavlovian conditioning. In the last chapter, I argued that natural selection should also be 

included. Either way, Dretske’s claim is that intentional causation occurs in just those instances 

in which some form of selection grounds representational content, so the two are, necessarily, 

co-extensive. It is just those informational states that are causally effective in a selection process 

that count as genuine representations because they were selected for their information-bearing 

properties. But the fact that both features of representational states, their causal role and their 

intentional content, have a common origin does not necessarily show that one provides support 

for the other. To see this, we need to take another look at the argument. 

Criteria for Intentional Causality 

Dretske’s argument includes two criteria for intentional causality and a story showing 

how these criteria could be met. The first criterion is that an acceptable account of intentional 

causality must cover cases in which the content of the causing state is not interpreted by the state 

or device that it affects; that is, in which the causal relation is not mediated by something, such 

as a person, that understands the meaning of the cause. For convenience, I will refer to this the 

“Interpretation Exclusion Criterion”. The second criterion is that in a case of genuine intentional 

causality, it is not sufficient for intentional states to have effects: they must also bring about 

those effects in virtue of their intentional content. I will refer to this as the “Qua-Criterion”. 
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Dretske’s attempt to meet the criteria 

A situation with the structure shown in Figure 9, repeated here for convenience as Figure 

19, would meet these constraints. In this figure, P’s causing M is, in turn, caused by the 

representational relationship P->E.  

 

Figure 6 

Such a situation can come about when the causal relation P→M is present because P indicates E, 

that is, there was some sort of filter which selected P→E, rather than, say, Q→M, because P 

indicated E, while Q did not. P’s indicating E caused the mechanism underlying P’s causing M to 

be put in place. Clearly, in this case, P’s indicating E was causally efficacious. 

On Dretske’s account, what makes P a representation is not just that P indicates E, in the 

sense of carrying information about E or co-varying with E. It is also necessary that P was 

selected for carrying this information. Its being so selected makes carrying information about E 

P’s teleological function, and P represents E only if it is P’s teleological function to carry 

information about E. And it is just carrying out P’s function that is causally effective here. So, 

the intentional causality in this case is inextricably linked to the teleological basis for content. 

Take the teleology away, and you take the causal efficacy away.   

But there is a question: according to Dretske’s Qua-Criterion, for genuine intentional 

causality it is not sufficient for intentional states to have effects, they must also bring about those 
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effects in virtue of their intentional content. Dretske defined the intentional content of a 

representation as the information it is its teleological function to carry, i.e., what it is supposed to 

indicate. But how could something have an effect because of something it is supposed to do? In 

fact, it is the function of P to cause M because P indicates, i.e., co-varies with, E. But indicating 

is not a teleological relationship. The teleological view is about what P is supposed to indicate, 

not what it actually indicates, so in truth, what the story underwrites is the causal effectiveness of 

indicator relations, not that of teleological representations. Both the fact that 

(1) P causes M,  

and the fact that 

(2) P represents E  

result from the fact that 

(3) P was selected to cause M because it indicates E  

which depends, in part, on the fact that 

(4) P indicates E. 

But by Dretske’s second criterion, resulting from a common cause, (3), is not sufficient. We 

needed to show that (2) caused (1), not that (4) causes both (1) and (2). What would be required 

to show that? We would have to construct a case in which P’s causing M depends not only on the 

fact that P indicates E but on the fact that this indication is a teleological function of P, as 

depicted in figure 20.  
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Figure 20 

In other words, if we abbreviate “P has the teleofunction of indicating E.” as T(P indicates E)”, 

then the objection is that we have shown  

(1) P causes M  

Depends on  

(4) P indicates E. 

But we need to show that (1) depends on 

(5) T(P indicates E). 

Now, how could we show this? Well, a teleological function is one which is supposed to happen, 

rather one that actually does happen. In other words, (5) implies that  

(6) S(P indicates E) 

That is, that P is supposed to indicate E, that there is a norm governing occurrences of P – they 

are supposed to co-vary with instances of E. If we could show that (1) depends on (6) we would 

have made progress - but how could (1) depend on (6)? One way would be causal: we would 

have to show that (6) causes (1). This solution would certainly be in the spirit of the reasoning of 

the last chapter, but it isn’t likely to work. It is difficult, to say the least, to see how norms could 

be causes. After all, from the fact that I am supposed to do x, exactly nothing follows about what 

I actually do. You can’t infer an ‘is’ from an ‘ought’ in biology any more than you can in ethics. 
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At the level of biological norms, we say the heart is supposed to pump blood. But this particular 

heart may be damaged or defective or simply not connected to arteries and veins in the right way. 

It is sometimes said that the function of an item is what it normally does, but “normally” is 

ambiguous here. It could refer to what is supposed to happen, according to some norm, or it 

could mean what typically occurs, occurs more often than not. But, on the latter construal, the 

statement could be false: there are some biological items that hardly ever perform the way they 

are supposed to. Millikan, in particular, stresses this point. Her favorite example is that of sperm: 

the overwhelming majority of sperm do nothing useful. It is only in statistically quite rare 

instances that a sperm actually fertilizes an egg. But these rare fertilizations are obviously crucial 

for the organism to reproduce, and that is enough for it to count as a teleological function. In 

biology, such a low success rate is not particularly unusual: the majority of antibodies probably 

never encounter the appropriate antigen. That does not mean that they have no function.  

So substituting a teleological version of the informational relation in Dretske’s model 

won’t help. But unless we can find another way to support the dependency of (1) on (3), the 

model described in Chapter 2 does not even provide the limited support for the teleological 

account of representation that it originally seemed to provide.112 Suppose we give teleology a 

wider scope, so that it includes both the informational and causal relations? If we substitute  

                                                 
112 In fact, Millikan thinks psychological functions are especially prone to failure, because the behaviors they 
govern depend on external conditions for their success, and these conditions are much harder for the organism to 
control than internal conditions of the sort required for, say, digestion. Hence, behavior is much less likely to 
accomplish its goal.  

Biological processes, portions of the biological cycle that behaviors initiate, are processes that 
loop through the world outside the organism. And it is obviously a great deal more difficult for the 
organism to stabilize its outer environment so as to provide the necessary conditions for 
completion of such loops than to stabilize its inner environment so as to complete, say, its 
physiological functions. It follows that a description of the biological functions of cognitive 
systems will in no way resemble a catalogue of psychological laws. It is certainly no 
psychological law. For example, that our beliefs are true, though it is a (teleo)function of our 
belief-fixing systems to fix true beliefs. (Millikan 1994) 
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(7) T (P causes M)  

i.e., “P has the teleofunction of causing M,” for (1), we could argue that (7) depends on 

(6). This move might succeed in avoiding the “is-from-ought” problem, but it would not refute 

epiphenomenalism. Epiphenomenalism is a claim about actual causings, not causings that are 

supposed to occur.  

 It seems, then, that even if Dretske’s model provides a valid counterexample to 

epiphenomenality, it does not use teleology to do this. It may provide some indirect support for 

the theory, since it guarantees that teleological functions will co-occur with causally effective 

informational relations, but that support is weak, because it doesn’t find an explanatory role for 

these functions. On this account, representational states, i.e., states which have the teleological 

function of carrying information, are causally effective, but only qua informational, not qua 

having the teleological function of carrying information. Hence, teleology fails to meet Dretske’s 

second criterion – the qua-criterion. Teleology, and representation, turn out to be epiphenomenal 

after all. 

 It is interesting to contrast Millikan’s account here. Any functional item, I, belonging to 

organism O has 

• Its function: the effect it is supposed to have, i.e., the type of effect which homologous 

items had in ancestors of O which contributed those ancestors survival and reproduction, 

and 

• The normal conditions for I’s performing its function – the type of background 

conditions which contributed to the selection described in (1). 
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So, if the function of the gills of a fish is to extract oxygen from the surrounding water and 

maintain a certain level of oxygen in the fish’s bloodstream, then normal conditions for 

performing this function include the fish’s being in water, a certain level of oxygen dissolved in 

the water, etc. Applying this idea to indicative representations, that is, more or less, beliefs, she 

maintains that they do not have the function of co-varying with their contents. Instead, co-

varying with its content is a normal condition for performing whatever other functions a 

representation has. In Figure 19, P would not have the content of co-varying with E, rather P has 

the function of bringing about M when E, and its co-varying with E is a necessary condition for 

doing this. More precisely, in the situations in which P→M was selected, P co-varied with E. 

 This neatly avoids Dretske’s problem, though at the cost of some awkwardness. For it 

seem natural to speak, as Dretske does, of a representation as having the function of indicating its 

content 

Armstrong, following Ramsey, has described beliefs as maps by means of which 
we steer…we [have] examined the maplike character of representations,  - the 
way they indicate, or have the function of indicating – the content and the nature 
of one’s surroundings. But beliefs are not merely maps; they are maps by means 
of which we steer. And if this metaphor is to have any validity, as I think it does, 
then what makes the map a map – the fact that it supplies information about the 
terrain through which one moves – must, in one way or another, help to determine 
the direction in which one steers.113 

The slide from bearing information to having the function to bear information, and back again 

seems very natural. Nevertheless, the benefit of keeping them distinct is that there is no 

confusion about causal efficacy. In Millikan’s way of speaking, the function of a map is to 

determine the direction in which we move, presumably with some goal in mind. Under normal 

conditions, it will be able to steer us toward the goal only if it maps the terrain accurately, that is, 

                                                 
113 (F. Dretske 1988, 79) Dretske’s italics. 
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if its features co-vary with appropriate features of the terrain. Being accurate is not the map’s 

function, guiding us is; being accurate is a normal condition for it to be able to perform this 

function. The function of a belief is not to be true; rather, being true is a normal condition for its 

performing some other function or functions it has. We can say, if we like, that the representation 

is “supposed” to indicate its contents, but this is quite a different sort of relation than being 

supposed to bring about some effect. And teleological functions are effects which their bearers 

bring about. 

 The accuracy of the representation is not a function of the representation, but of the 

device which produced it. In the eye, it is the function if the lens to produce a focused image on 

the retina114. It is not a function of the image to be focused, the function of the image is to 

stimulate the rods and cones of the retina in a certain way. However, under historically normal 

circumstances, the image will produce the right pattern of stimulations it accurately matches 

some pattern in the optical array.  

Attractive as Millikan’s formulation is, however, it does not get around the fact that the 

teleological aspect of representations fails to meet Dretske’s second criterion – the qua-criterion. 

Teleology, and representation, remain epiphenomenal – so long, that is, as we accept the qua-

criterion. Later on, I shall propose that we revise it. But first, I would like to discuss another 

objection to Dretske’s account. 

 

 

                                                 
114 Obviously, I am simplifying a lot here. For example, a “focused” image, i.e., one within normal parameters, is 
pretty  blurry. But the details aren’t important for my present point. 
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Third Problem: Rationality. 

Dretske’s account is supposed to show how reasons can be causes. But what, exactly, is meant 

by ‘reasons’ here? Stampe, in his critique of Dretske, suggests a criterion which any attempt to 

explain behavior by reasons must meet: 

Rationality Condition : The intentional states which comprise the explananda must 

together provide a reason for the agent to behave in the way it does.115 

“Providing a reason for action” here means showing that the action benefits the organism in 

some way. It might seem that Dretske has done this through the role of selection in determining 

the contents of inner states. To see why he hasn’t we need to look at the role of desire in 

Dretske’s theory. So far, our models have included only a single internal state of the organism 

that both represents the environment and causes the organism’s movements. In this we have been 

following Dretske’s own exposition. But, as Dretske recognizes, information alone does not 

typically motivate behavior. A dog may salivate when it hears a bell, but only if it is hungry. If it 

has just eaten, it probably won’t do much of anything. Dretske handles this fact by dividing the 

internal cause of movement, C, into two parts: a belief component and a desire component. The 

belief is selected as a partial cause of behavior because of what it indicates about the 

environment. The desire expresses the organism’s receptivity to some effect of the bodily 

movement by strengthening its disposition to react in the same way in the future i.e. to strengthen 

the causal connection between this particular belief-desire pair and the movement it is 

                                                 
115 “An account of the explanation of behavior by ‘reasons in a world of causes’ must satisfy this ‘condition of 
adequacy’: it must entail that an agent’s having a desire for R, together with relevant beliefs, comprises a reason for 
the agent to behave in the way it causes the agent to behave.” Stampe (1990) p. 787 
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currently causing. The expanded model looks, in part, like Figure 21.The internal cause of the 

movement, represented by P in Figure 19, is here subdivided into a belief (B) and a desire (D). 

B

M

causes

cause

indicates

causes

E

D

 

Figure 21 

The belief and the desire jointly cause the movement which brings about some result that the 

desire makes the organism receptive to. The fact that the belief indicates E continues to be a 

structuring cause for the (B + D) → M causal relation. But the receptivity of D is also a 

structuring cause of this behavior. (Think of the next diagram as combined with the last one): 

causes

Rcauses

causes

B Mcauses

D

 

Figure 22 

Or perhaps we should think of the reinforcing mechanism as itself causing the structuring cause. 

Then the complete process would look like Figure 23. 
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Figure 23 

Either way, desires have two roles: 

They combine with beliefs to act as triggering causes of behavior, and 

They drive the learning mechanism that creates structuring-causal relations between information-

bearing states and bodily movements. 

And, clearly, both roles are causal. But in order to meet Stampe’s objection, we need to show 

that beliefs and desires, as understood in this way, also provide genuine reasons for the behavior 

they cause. According to Dretske,  

• Beliefs count as reasons because, owing to their having the content they do, they bring 

about effects that satisfy desires, and 

• Desires count as reasons for doing things because their effects increase the tendency of 

their accompanying beliefs to cause the motions that satisfy desires. 

But this does not meet Stampe’s objection, for to say that beliefs bring about effects that satisfy 

desires, on this account, is to say that beliefs bring about effects that cause desires to reinforce 
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the organism’s tendency to respond the same way again, the next time it registers the same 

belief. And that is all it means. For desires are defined as states that, given a result of a specific 

type, facilitate the organism’s tendency to do the same thing again whenever it is in a similar 

situation. The result is whatever the desire is for – food if it is hunger, water if it is thirst, sex if it 

is lust, etc. A desire is an internal state of an organism that, so to speak, waits around for an event 

of a specific type, and, when one occurs, causes the organism to establish a causal disposition to 

behave in the same way whenever it registers a similar circumstance and a desire of the same 

type happens to be around.  

Clearly, a disposition to do the same thing again will sometimes be useful – if I got water 

at this well before, chances are that I will be able to get it there again. But, just as clearly, this 

will often not work and may even be counterproductive, as Moses found out. Striking the rock 

once brought water; doing it again just brought punishment. The obvious question to ask, then, is 

why bother to have desires like these? Well, in the last chapter we answered a similar question 

about beliefs by looking at what Dretske calls a “Design Problem”. When an organism needs to 

behave in a specific way under certain circumstances, and only under those circumstances, the 

obvious solution is to acquire a mechanism that will link inner states that co-vary with 

circumstances of the kind in question to behavior of the necessary kind. Hence Dretske’s account 

of beliefs.  

There is an obvious place in an account of this kind for states that co-vary, not with 

external circumstances, but with internal needs of the organism. It isn’t enough to equip an 

organism with a mechanism that causes it to drink whenever it sees water. By itself, that would 

not tell the organism when to stop drinking; it will just continue until it bursts. Nor will it tell the 

organism when to forego drinking because some other need, such as ingesting food or avoiding a 
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predator, is more pressing. That is why we have desires: through their association with states of 

need, they provide more precise solutions to design problems.  

Or so one might think. In this picture it is clear why we have desires, and also why they 

count as reasons – what their point is. And it is also clear why we have learning mechanisms that 

make use of beliefs and desires. But this is not the way Dretske proceeds. His account departs 

from the picture just sketched in a number of ways. First, while desires are relative states - they 

are desires for specific types of result - they do not represent those results. In fact, in Dretske’s 

view, desires are not representations at all. This seems surprising, but it follows immediately 

from his definition of representation as a kind of indication. For D to indicate G, D would have 

to co-vary with G. But desires typically occur in the absence of their objects. I desire to be rich 

because I am not rich. It makes no sense to say that Bill Gates desires to be rich. (No doubt he 

desires to be richer, but that is a different matter.) But, if desires are not representations, they 

cannot enter into inferences, so behavior cannot be explained in terms of practical reasoning. 

This is awkward, but it gets worse.  

The biggest problem with Dretske’s account is that, as Stampe points out, it makes no 

sense, in the end, of anything’s doing anything; it makes no sense of the whole ensemble of 

beliefs and desires causing movements. That is because there is no essential connection between 

their causal roles and the good of the organism. To see this, it will be helpful to distinguish 

among three related sorts of explanation by reasons. The weakest sort explains behavior by  

1. Subsumption under Intentional laws. 

One view common in the literature is that mental states count as reasons in virtue of their 

intentionality. Psychological explanation is a matter of subsuming events under causal laws that 
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invoke causal relations among intentional properties. Of course, Fodor’s examples are stronger 

than this, and he believes, with good reason, that intentional laws will take a rationalizing form. 

But what I want to stress here is that the standard argument for intentional explanation does not 

require this. All it requires is intentional laws that are multiply instantiated, so something is lost 

if we eliminate the intentional explanation in favor of purely functional explanations. That is the 

core rationale for the standard functionalist account: the added generality that intentional laws 

are claimed to provide over non-intentional explanations, not any claim of rationality. 

2. Objective Rationality. 

Stampe’s understanding of objective rationality involves the idea that “A state would 

comprise a reason only if its effects were, or had been, or normally would be…beneficial.” 

Dretske claims that this criterion is too strong. He recognizes that 

…as a matter of fact, an animal’s having a pure desire for R is often (normally) a 
reason (in the objective sense) for the animal to do what will get it R. But this is a 
fact – a background assumption…about the way desires normally develop. I do 
not take it to be essential to desires that they have a normal development…this 
assumption…is irrelevant to what constitutes an object of desire.116 

So Dretske recognizes that intentional states will typically accomplish some good for the 

organism, that they add to its overall fitness. But this is incidental to his account. It is sufficient if 

the explanation has the form of a practical syllogism, whether or not the result aimed at is good 

for the organism. Dretske stresses this because, as he notes, lots of actual desires are not 

beneficial to the organisms in which they occur. Nevertheless, they are just as efficacious 

                                                 
116 (F. Dretske 1990, 837-8) 



123 

 

 

causally as desires for beneficial objects, and they conform just as well to the practical syllogism 

form. 

Clearly, Dretske has a point: the objective rationality condition is too strong; but Stampe 

is correct in wanting a connection between an organism’s intentional states and what it is rational 

for the organism to do, even if the connection is not as direct as he thinks it is. Dretske claims his 

account establishes such a connection, but to a weaker form of rationality, which he calls 

“subjective rationality.”117  

3. Subjective Rationality. 

The advantage of subjective rationality over subsumption under intentional laws is that it 

enables us to explain behavior causally and also to understand it. And it is more realistic than 

objective rationality about the limitations of our cognitive capacities. What this comes to is that 

mental causation is subjectively rational because it takes the form of practical reasoning: If G is 

the organism O’s goal or purpose in doing B, then G is O’s subjective reason for doing B. Beliefs 

and desires combine to motivate behavior in ways that are admittedly sensitive to their contents, 

but are independent of whether G is in any way good for O. A subjective reason is  

…what (quite apart from the objective benefits to be derived from doing A) 
would be given as the agent’s reason or justification for doing A, as the agent’s 
purpose or goal in doing A118 

                                                 
117I take the terms “subjective rationality” and “objective rationality” from Dretske’s response to Stampe in Dretske 
(199) 

118 (F. Dretske 1990, 838) Original italics. 
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Who is giving this reason? If it is the agent himself, then only agents who can speak can have 

reasons. But Dretske has throughout been talking about agents like moths and bats. So it must be 

an observer who is giving the reason for the organism’s behavior. But then Dretske is begging 

the question, which is not what makes a reason a reason for this organism, but what makes an 

inner state of this, or any, organism, a reason at all.119  

On examination, Dretske’s subjective rationality seems to collapse into the first 

alternative, subsumption under intentional laws. To go beyond that, it is not sufficient to show 

that we can associate a sequence of inner states with propositions in a stretch of practical 

reasoning. We could do that with just about any sequence of states. For subjective rationality to 

be a genuine alternative, we have to show that the intentional laws are also in some way rational, 

and unless there is some connection with objective rationality, it is hard to see how that could be.  

On the other hand, Stampe’s account is clearly too strong; the connection between 

intentional states and the good is too direct. Dretske is right about desires for harmful objects and 

desires for objects that are not themselves beneficial but are only associated with beneficial 

objects. So not all individual stretches of inner reasoning will be objectively rational. I think 

Millikan’s account makes progress here. For Millikan, desires are inner states that have the 

teleological function of causing their objects to get realized. Why do they have this function? 

Because in the past, when they did cause their objects to get realized, this benefited the organism 

enough that it contributed to their getting reproduced (either through learning or through natural 

selection, but we can ignore this point for the moment.) How often was this? Often enough to 
                                                 
119 This is actually the second time we have seen Dretske to confuse the issue of attribution: of which organism a 
belief or desire belongs to, with an aspect of the question of what makes a state intentional. The previous case was 
when he argued against recognizing innate beliefs as beliefs, or even representation, because the selection process 
that produced them did not take place entirely within the organism. 
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cause them to be selected. In different cases, the connection between the causal result of the 

desire and the consequent benefit will vary. In some cases it will be direct and constant enough 

that we will be tempted to talk of a causal law. In others, the benefit may be quite rare. So long 

as it occurs often enough to bring about selection, the definition is satisfied. In many cases, the 

consequences could be neutral or even harmful, so long as, overall, the benefits outweigh the 

costs. 

 A second advantage of this account is that it explicitly accounts for the selection of 

learning mechanisms, which on Dretske’s account remains a background assumption and so is 

not explained by the theory. For Millikan, the learning mechanisms are themselves selected 

because they benefit the organism. Again, not necessarily always, just often enough to outweigh 

their costs. Acquired desires exist because they were produced by learning mechanisms, of 

whatever kind. Furthermore, these learning mechanisms do not have to be driven by classical 

conditioning, as Dretske’s must. The learning could proceed by imitation, by observation, by 

inference, or any other appropriate method. 

 Dretske could reply that he, too, recognizes the evolutionary role of desires, the fact that 

organisms possess the capacity for desire because it brought about beneficial results in the past. 

But he explicitly excludes this from the constitution of desires. It is simply an historical fact 

(unlike beliefs, for which their past role in bringing about beneficial results was part of what 

constituted them as beliefs in Dretske’s account).  

What we can learn from Dretske’s theory. 

 So, Dretske’s account, as it stands, does not account either for the causal efficacy or the 

rationality of intentional explanations. Nevertheless, we are not left back where we started. 
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Dretske does show one way in which informational content, although not representational 

content, can be causally effective, and I propose to build on this. The problems stem from 

1. His narrow focus on learning, rather than a more fundamental account of selective processes 

in general, as the basis for intentional content. 

2. His stringent conditions for the causal efficacy of intentional content. 

Starting with the first problem, in Chapter 2 we saw that the real work in Dretske’s account was 

being done by selection, not by learning per se. Learning situations were relevant only in so far 

as they involved selection. Any property, even an intentional property, that is selected for is 

causally effective, at least within the scope of the selection process. This point can be obscured 

by the way we describe the process. To take a very simplistic example, if I pass a set of pegs 

through a sieve that allows only round pegs through, then I am selecting for round pegs. But look 

at the situation from the point of view of the peg. Being round causes the peg to pass through the 

sieve. Being square causes another peg to be held back. The round peg passes through the hole in 

virtue of its roundness. Roundness is, in this situation, a causally effective property. In general, 

the causal effectiveness of a property is relative to a type of situation, and causal laws describe 

behavior only in situations of specific types, i.e., relative to background conditions. Put this way, 

the point is familiar. Dretske applied it to a type of associative learning situation. In such a 

situation, a state of the organism, call it P, co-varies with a state of the environment, E, and also 

causes effects R which bring about its being selected (selected for). Therefore, the state P is 

causally effective in virtue of its co-variance with E. But the fact that P reliably co-varies with E 

means that P carries information about E, so the example shows how information content can be 

causally effective. There is nothing specific to learning about this model. Any selective situation 
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will serve equally well, so long as it selects for information. An account that is based on 

selection per se loses nothing, therefore, in explanatory force, and it has important benefits. First, 

it is more general. Second, it has the resources to address Stampe’s Rationality Objection.  

Chapter Four will discuss the issues underlying second problem, Dretske’s stringent 

conditions for intentional causation, at length. But the beginning of an answer lies in the fact that 

functional items, performing as they are “supposed to”, do have causal powers that non-

functional items, or functional items that are malfunctioning, do not have. Of course, they don’t 

have those causal powers in virtue of being functional – rather, functional concepts pick out 

items having those causal powers, although they have the powers for other reasons. Functional 

concepts can do this because they mark out a place in an extended causal process – a causal 

process that extends well beyond the boundaries of the organism, out into the environment and 

back to the organism. They involve, importantly, a kind of feedback. So the network of causal 

relations in which they have a place is more complex than the sort of network that we usually 

focus on when we think of functional properties. But teleological properties do mark nodes in a 

causal pattern. In this they may be seen as a special kind of causal-functional concept. Like other 

causal-functional concepts, they are defined not in terms of their intrinsic properties, but in terms 

of their place in a causal network, a place that could be filled, in principle, by many different 

types of bearer. 

 So far, then, we haven’t found a teleological solution to epiphenomenalism, so we 

haven’t found an argument for teleology as a basis for the causal efficacy of representational 

content. As we saw, what does the work in Dretske’s scenario is the indication relation, not the 

representational one; but the Teleological Thesis claims that it is the teleofunctional relation that 
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underlies content, not the indicating relation. It seems we have just substituted one sort of 

epiphenomenality, that of teleology, for another, that of content. Have we made any progress, 

then, in motivating the teleological theory of content? 

In Colin McGinn’s treatment of these issues, he claims at this point that 

epiphenomenality weighs in favor of teleology: if teleological function underlies intentionality, 

we would expect them to be similar in respect of causal effectiveness: either both causally 

effective or both epiphenomenal.120 As far as the analytic version of the teleological thesis goes, 

he has a point: if our goal is to show that the notion of teleology underlies our common-sense 

notions of intentionality, this is the correct result. But in this dissertation I am concerned 

primarily with the explanatory version of the thesis: that intentionality helps to explain behavior 

in virtue of its teleological function.121 So the best strategy here is to look for other types of 

explanation that don’t invoke causes. And I think that is what McGinn is ultimately driving at as 

well. In part for these reasons, McGinn, Millikan and Pettit all pursue a different line, that 

teleofunctions, and their purported subset, intentionality, have their proper roles in non-causal, 

but equally important, types of explanation. In each case the alternative forms of explanation 

center on the concept of normativity. Such approaches build on the issues behind Stampe’s 

objection: that intentional explanations must show how the behavior they explain was rational 

for the agent. And this notion of rationality is essentially normative. We have seen all along that 

normativity is central to teleology: what distinguishes a teleological function of an item from a 

                                                 
120 (McGinn 1989) 

121 Not that the two aims are entirely unrelated. I don’t think we can make much progress in the explanatory 
enterprise without clarifying the concepts we use, both in everyday and in scientific situations. (See (Neander 1998) 
on this point.) Millikan, on the other hand, seems to want to make the two enterprises completely independent.   
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causal-dispositional one is that its teleological function is what it is supposed to do, rather than 

what it actually does or would do under given circumstances (its dispositional function).  

Dretske’s scenario also foundered on it. The next order of business, then, must be to take a closer 

look at this normative component of teleological properties and its explanatory role. That will be 

the subject of the next chapter. 
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CHAPTER 4: THE SCOPE OF NORMATIVITY 

 

First follow Nature, and your judgment frame 

By her just standard, which is still the same. 

- Alexander Pope, An Essay on Criticism 
 

Nature is a word contrived in order to introduce as many equivocations as possible into all the 

theories, political, legal, artistic or literary into which it enters. 

- Leslie Stephen122 
 

Introduction 

The aspect of thought most resistant to assimilation to naturalism has been normativity. It 

seems essential to intentional items – thoughts, sentences, and the like – that they are subject to 

norms. Simon Blackburn provides a clear and fairly typical expression of this idea: 

Norms are thought of as rules or principles governing our activities, and in 
particular our activities of thought and speech. Norms govern what it is 
permissible to say or think, or what it is obligatory to say or think. They are 
invoked when we allow that something was right, or insist that it was wrong. 
Speaking and thinking are norm-governed activities in the minimal sense that 
sometimes we get things right, speaking and thinking correctly, and sometimes 
we get things wrong, thinking or speaking incorrectly.  We can think or say that 
there is rain on the way when there is rain on the way, in which case we are right, 
or we can say that there is rain on the way when there is none, in which case we 
are wrong. Right and wrong here do not imply praise or blame, but they do imply 
success or failure, like the contrast between missing a target and hitting it. 123 

Normativity is also a distinctive feature of teleological functions. To say that the function of a 

brake is to stop a car is to say that that is what it is supposed to do. If it doesn’t do this – either 

                                                 
122 Pope and Stephen quoted by (Willey 1968, 18 and 2, resp.) 

123 (Blackburn 2005, 29) 
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because it is broken or because it is operating in a situation for which it was not designed, then it 

is defective, it fails to do what it is supposed to do. It isn’t just different from a brake that does 

stop a car: it is defective, broken, it doesn’t meet an appropriate standard of evaluation.  

This similarity suggests a role for teleosemantics – providing a naturalistic account of 

norms of thought. If intentional items – beliefs, desires – are teleofunctional items, then perhaps 

the norms of thought can be grounded in teleological norms. A belief is supposed to be true in 

just the same way that a brake is supposed to stop a car. Inevitably, there are complications. 

Brakes, after all, are artifacts; what they are supposed to do is what we intend for them to do. 

Their functional norms derive from human purposes in creating and using them. But beliefs are 

not artifacts. They are, on this view at any rate, natural items like organs of the body. And things 

become much more problematic when we apply teleology to natural items. To say that the 

function of the immune system is to destroy dangerous invaders is to say that this is what it is 

supposed to do. If it fails, if a virus manages to escape detection, or to reproduce faster than the 

immune system can destroy its progeny, then the system has failed. It may be defective – 

weakened, for example, because a person is taking immunosuppressant drugs, or it may be 

operating under unusual conditions – say, a completely new type of virus which it was not 

designed to cope with. Similar language does not apply to molecules as such. A salt molecule – a 

salt crystal – may have impurities, but it is not defective. Molecules just are what they are and 

aren’t what they are not. Period. But organic molecules, we say, are not just what they are; they 

also either are or are not what they are supposed to be. The most popular way of accounting for 

natural norms is through history – just as the norms that apply to a brake derive from the 

intentions of its designers, so the norms that apply to biological items derive from their histories, 
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and since they were ‘designed’ by natural selection, their teleological functions, the norms they 

fall under, derive from their selective histories. 

But this does not resolve all questions about natural teleological norms. Yes, we can 

define natural teleological functions in terms of selective history, but why bother? The 

normativity of teleological functions makes them different from paradigm explanatory concepts 

in natural science. For science typically is concerned with finding out how its objects behave 

under various conditions – finding causes and effects of this behavior and describing it in the 

form of laws. Laws, that is, governing what the object will actually do under given conditions – 

not what it is supposed to do. From the fact that hearts are supposed to pump blood I can infer 

exactly nothing about what this particular heart will do; for this heart may be diseased, or 

malformed, or operating under unpropitious conditions – say, lack of oxygen. This makes an 

explanatory role for teleological concepts problematic.  At the same time, it also reinforces the 

observation that intentional concepts and teleological concepts seem to be related in some way - 

for the explanatory role of intentionality is also problematic. 

In the last two chapters we examined Dretske’s proposal for understanding the 

explanatory role of intentionality – which duly links intentionality to teleology and selective 

history. But we saw that, while Dretske shows that teleological concepts can pick out items with 

explanatory force, that explanatory force does not depend on their teleological role.  Items with 

the teleological function of supplying information explain behavior, but it is not in virtue of their 

having this role that they are explanatory. In this chapter we begin to investigate the normativity 

of teleological properties with a view to whether this normativity has a role in explaining 

behavior. 
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The Teleosemantic Reduction  

The claim we are examining is that normativity of content reduces to the normativity of 

functions, and the normativity of functions can be naturalized in terms of natural selection. For 

this strategy to be successful, we need first, to clarify the three terms: the normativity of content, 

the normativity of functions, and the relation between them; and second, to understand what 

work the resulting norms play in a science of the mind. This chapter discusses the first point; the 

next chapter will discuss the second. 

Naturalism 

Gary Hatfield provides a useful map of the issues. He classifies modern psychological 

theories124 into four types along two axes: naturalistic vs. normative and metaphysical vs. 

methodological.  Starting with naturalism, we immediately confront the problem that the terms 

“nature” and “naturalism” have been used in many different ways.125 A good starting point is 

Dewey’s definition: naturalism is  

the theory that the whole of the universe or of experience may be accounted for 
by a method like that of the physical sciences and with recourse only to the 
current conceptions of physical and natural science; more specifically, that mental 
and moral processes may be reduced to the terms or categories of the natural 
sciences.126  

                                                 
124 (Hatfield 1990), especially Chapters 2, 6  and 7. He develops the scheme initially with reference to early modern 
theorists like Descartes and Hume, and then shows how it applies to later theories, up to the present. 

125 For discussions of the different meanings of “nature” and “naturalism,” see (Hatfield 1990, 22-32), (P. Kitcher, 
The Naturalist’s Return 1994), (Danto 1967), (Krikorian 1944) 

126 Dewey, “Psychologism”  quoted by (Hatfield 1990, 15) 
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 Dewey’s definition is much stronger than I need; in this essay I am not concerned with 

naturalism as a general philosophical position, but only with naturalism as applied to the mind. 

Restricting the scope appropriately, its force depends on how the placeholders “method of the 

physical sciences” and “terms and categories of the natural sciences” are filled. For present 

purposes, this systematic vagueness has its advantages - what counts as naturalism or 

naturalization is a matter of history, depending on the state of the physical sciences at any given 

time. Applying this general idea to theories of the mind since Descartes, Hatfield develops the 

following formulation. 

… to describe the mind ‘naturalistically’ is to describe its processes, mechanisms, 
or the laws governing its states in a naturalistic vocabulary that excludes terms of 
epistemic evaluation, such as ‘true’ or ‘justified’ or ‘valid,’  from its primitive 
terms. By contrast, a ‘normative’ vocabulary includes these terms as primitives.  
To take a normative attitude toward mental states is to treat the applicability of 
epistemic standards or criteria as essential to their being mental states.127  

He then divides naturalistic approaches into two types, metaphysical and methodological. 

Metaphysical naturalists are materialists: they try to understand mental states as material states 

of organized matter, and to explain mental processes by the laws that govern the motions of 

matter. Clearly, any such view fits Dewey’s definition. Early modern versions of metaphysical 

naturalism, such as those of Hobbes or La Mettrie, generally involved a two-stage reduction – 

first thought is identified with the activities of sense and imagination, then the workings of these 

faculties are explained through physical laws (although the explanations they actually offered 

tended to be rather sketchy). Contemporary materialists, apart from employing a much more 

detailed knowledge of the operation of the nervous system, differ from their predecessors by 

reducing thought to matter directly, without first identifying thought with sense and 

                                                 
127 (Hatfield 1990, 15) 
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imagination.128 Eliminativists such as Patricia and Paul Churchland also count as metaphysical 

naturalists. 

Naturalism, however, doesn’t necessarily imply materialism;129 in fact, most naturalists 

about the mind during the early modern period were not materialists. Non-materialist naturalists 

also attempt to understand the natural laws of the mind – they attempt to explain mental 

phenomena in terms of simple elements which combine according to natural laws. These 

elements are not necessarily material. What makes this approach naturalistic is that it employs 

methods and kinds of explanations modeled on those found in natural science, especially 

Newtonian mechanics; hence the name methodological naturalism. Again, thought was typically 

reduced to the activities of sense and imagination. But what was most important was that mental 

processes were governed by “mechanistic” laws, which did not appeal to epistemic justification 

but to epistemically blind processes like habit. Hume is a paradigm methodological naturalist. He 

reduced belief to vivacity of perception. But there is no guarantee that the most vivid perceptions 

will also be true.  Laws governing the combination and sequence of ideas – laws of association – 

turn on truth-neutral characteristics of ideas such as resemblance, contiguity and cause and 

effect. He takes these to be laws of imagination, (not intellect, which gives insight into truth) 

which apply in virtue of custom and habit; beliefs are distinguished by vivacity, all of which are 

independent of truth. 

                                                 
128 Something like the strategy of reducing thought to sense and imagination is followed in some contemporary 
work on concepts. See (Prinz 2002), (Barsalou 1999) and (Mandler 2004). 

129 Compare (Danto 1967): “…naturalism is polemically defined as repudiating the view that there exists or could 
exist any entities or events which lie, in principle, beyond the scope of scientific explanation. In all other respects, 
naturalism is ontologically neutral in that it does not prescribe what specific kinds of entities there must be in the 
universe or how many distinct kinds of events we must suppose to take place.” 
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Among contemporary philosophers, standard functionalists count as methodological 

naturalists because they also reduce mental processes to truth-neutral causal interactions and 

relations between mental elements – mental states, usually thought of as representations. Fodor’s 

Formality Constraint is a contemporary way of formulating the requirement that mental laws 

should be truth-neutral.130 In Cummins’ model, transition laws are neutral with respect to 

epistemic success (or success of any kind, for that matter). 

Normative Approaches 

Non-naturalist philosophies of mind typically emphasize the idea that mental states and 

processes are subject to epistemic norms, which cannot be captured in purely natural-scientific 

concepts or methods. They tend to employ the language of judgment and inference rather than, 

or in addition to, the language of ideas, laws and associations.  

Judgmental accounts…considered the act of judgment to be primitive and 
unanalyzable, thus denying that such acts could be decomposed into more 
primitive acts or processes, associational or otherwise. Adherents of the view that 
judgement is a primitive act typically describe judgements using a special 
vocabulary, one capable of accommodating notions of sound and unsound 
judgment, good and bad grounds for judgment, and truth-delivering and error-
prone methods of judging. They regarded at least some judgments as inherently 
normative and therefore inherently inexplicable within a wholly naturalistic 
vocabulary. 131 

Normative views of the mind again divide into metaphysical and methodological varieties. 

According to the metaphysically normative view, thought is not just subject to epistemic 

evaluation but essentially involves a grasp of the truth. It is difficult to see how any natural 

                                                 

130 Fodor’s Hume Variations discusses additional connections between contemporary work and Hume. 

131 (Hatfield 1990, 6) 
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substance could fulfill this condition, hence the metaphysical appeal to the mind as a spiritual 

substance. Descartes is the model here, of course. These philosophers are aware that not all 

perceptions are accurate, that not all attempts at reasoning are valid, and that we are prone to 

error generally. Hence, Descartes distinguished between the natural light (“natural,” not in the 

sense that it conforms to natural-scientific point of view, but in the sense that it conforms to the 

nature or essence of the mind to grasp the truth through clear and distinct ideas) and the 

teachings of nature, which are subject to epistemic evaluation, but are fallible. The intellect is 

intrinsically (“naturally”) attuned to the truth. The role of naturalistic psychology is to explain 

error – how natural causes sometimes interfere with the normal operation of the intellect. 

In their pure form, metaphysically normative philosophies of mind aren’t popular these 

days, but a contemporary echo of this approach can be heard in the view that though can only be 

investigated in a priori, non-empirical ways, and that psychology is limited to investigating 

causes of error.132  

Philosophers in the methodologically normative camp – Kant is the classic example133  

– do not speculate on the underlying nature of the mind. They tend to concentrate attention on 

the activities of thinking or judging and claim that “… to call something ‘thought’ is to imply 

that it meets certain standards, not merely that it follows certain natural laws.”134 Like Kant, they 

typically do hold that thoughts follow natural laws, but they contend that what makes a thought a 

thought is the fact that it meets logical or epistemic standards, or at least that it is susceptible of 

                                                 
132 Examples include Frege, Ryle and Hamlyn. 

133 Modern versions include Putnam, Dummett and Davidson. 

134 (Hatfield 1990, 17)   
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being evaluated according to such standards, and this cannot be accounted for in naturalistic 

terms. The normativity of thought is sui generis, not reducible to the intentions or purposes of the 

thinker.   

Since normative rules for truth, validity and epistemic justification cannot be captured in 

the web of truth-neutral laws of habit, understanding thought qua thought, that is, in so far as it 

meets or fails to meet logical and epistemic standards, requires different methods than 

understanding mental processes in a naturalistic manner, according to causal laws. Kant called 

such investigation “transcendental,” although what he meant by transcendental method is, to say 

the least, controversial.135 What is important for us is Kant’s distinction between questions of 

fact – such as the causal origins of a belief, and questions of right – whether it is justified. 

Justification cannot be reduced, in principle, to causal origin. Since naturalistic psychology is 

concerned exclusively with truth-neutral properties of mental states, such as vivacity, and truth-

neutral laws such as association and habit, Kant concluded that a naturalistic psychology, like 

that of Hume, could never account for what is truly essential to thought – validity. 

Transcendental method takes the normativity of thought into account. It investigates how 

cognitive achievement – successful knowing, valid inferring, accurate perception – is possible. 

By investigating what would be required for success, we understand something about what must 

be true of any actual mental process that is successful.  

 

 

 

                                                 
135 See, for example (Hatfield 1990)  Chapter 3, (P. Kitcher, Kant’s Transcendental Psychology 1990) Chapter 1. 
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 CONTENT MODE OF 

JUSTIFICATION 

Naturalist Metaphysical Matter in motion Empirical 

Methodological Truth-neutral 

elements and laws  

Empirical 

Normative Metaphysical Immaterial intellect Intellectual intuition 

Methodological Judgments  Transcendental method 

 

Teleological Theories 

Where do teleological theories fit into this scheme? Hatfield classifies them, with some 

justification, as forms of Methodological Naturalism. Shortly, we shall see that Papineau and 

Dretske want to naturalize mental representations, and Millikan does as well: 

 [What]… turns a mathematical mapping function into a representation-
represented relation …must be some kind of special status this function has in the 
real, the natural, or the causal order rather than the logical order. Thus any 
coherent correspondence theory of truth must be part of our total theory of the 
world. That our theory of the world has to be a totally naturalist theory I am not 
prepared to argue. But I am prepared to argue that a naturalist account of … the 
mapping relation between a representation and its represented can be given – an 
account that places [it] in the realm of natural science, that is of physics, 
physiology, biology and evolutionary theory.136 

But Millikan also takes normativity seriously: 

Why do I think that ideas and beliefs and intentions are, as such, members 
of…proper-function categories? First, because we acquired the ability to have 
them through a long evolutionary process and they are useful things to have; that 
is, they have survival value. But far more important, they display the 
characteristic mark that all things defined by proper-function categories display. It 
makes sense to speak of their being defective. Nothing that can be said to be 
defective is what it is merely by virtue of what it is actually like or what it 
actually does or would do if. What is defective is just that which is not what it 

                                                 
136 (Millikan, Language, Thought and Other Biological Categories 1984, 87)  
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should be or cannot do what it should do, hence is something defined by its 
“shoulds” rather than by its “coulds” and “woulds.” And I can see no way of 
unpacking the “should” in this sort of context by reference to present structure or 
disposition.137  

Clearly, much depends on just what normativity, what “should,” amounts to here, and we will 

have to pay close attention to this question. For it raises a possibility that Kant (and Frege) didn’t 

consider – that a psychology could be naturalistic – continuous with physical science in the 

spirit, if not the letter, of Dewey’s definition of naturalism, without reducing the epistemic 

properties of thought to association and habit – that is, without identifying questions of right with 

questions of fact. In that case, it is not clear that teleosemantics fits quite as neatly into Hatfield’s 

category of methodological naturalism – it may also have something in common with the 

methodologically normative approach. A good way to begin our discussion of this possibility is 

to look at some of the objections that have been raised against it. These include challenges by 

those, such as Davies, who reject the teleological approach as a whole. But some prominent 

advocates of the teleosemantics, such as Papineau and Dretske, also reject the idea of norms of 

thought as well as teleofunctional norms in general. 

Against Teleology Because of Normativity: Davies 

Paul Davies objects to the teleological approach on two grounds: that it is impossible to 

naturalize teleological norms and that it is also unnecessary, because a version of Cummins-style 

functional analysis provides all the explanatory resources we need. I will only discuss the first 

objection; he supports it with two arguments. The first goes like this: etiological accounts of 

functions claim that past selective success determines what subsequent items are for, that it fixes 

                                                 
137 (Millikan 1984, 94) 
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an office or role, including a norm of performance that is imposed on subsequent generations. 

This leads to the following question:  

What natural features of the causal-mechanical processes that constitute a 
selective history have the power to determine that descendant tokens are for the 
performance of some task? ...No advocate of selected functions has given a 
plausible explanation of how, or by what means, the process of selection gives 
rise to such roles.”138  
 

Past selective success, he argues, may lead us to expect that later generations will carry on the 

way their ancestors did, but that is a fact about us, about how we are prone to think, not about the 

organisms themselves. But if they are to do the work teleologists expect them to, functional roles 

have to be objective properties about organisms and their parts, not merely subjective 

expectations of an observer.  Davies claims that while the selectionist account of functions 

postulates such a link between selective history and objective norms, it leaves the nature of that 

link obscure. It doesn’t seem to be causal, but neither does it seem to be constitutive.  

His second argument is that even if we can find some way of grounding a normative role 

in the present for teleological functions there wouldn’t be much point, because the norms would 

be abstract and non-causal properties of their bearers. They would be abstract because they 

would not be equivalent either to any physical properties of their bearers, or the historical 

process that produced them. They would be non-causal both because non-physical properties in 

general lack causal powers, and also because they would belong equally to healthy, functioning 

organisms and also to non-functioning organisms, which would, presumably, be unable to do 

whatever healthy organisms could do. 

Abstract, non-causal properties are disqualified for three reasons; first, they are 

explanatorily useless. Second, evolutionary explanations of the origins of adaptations do not in 

                                                 
138 Davies (2001) p. 139 
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fact appeal to abstract, non-causal normative properties. Davies appeals to a famous passage 

from Darwin’s Origin of Species in support of this claim: 

To suppose the eye, with all of its inimitable contrivances for adjusting the focus 
to different distances, for admitting different amounts of light, and for the 
correction of spherical and chromatic aberration, could have been formed by 
natural selection seems, I freely confess, absurd in the highest degree. Yet reason 
tells me, that if numerous gradations from a perfect and complex eye to one very 
imperfect and simple, each grade being useful to its possessor, can be shown to 
exist; if further, the eye does vary ever so slightly, and the variations be inherited, 
which is certainly the case; and if any variation or modification in the organ be 
ever useful to an animal under changing conditions of life, then the difficulty of 
believing that a perfect and complex eye could be formed by natural selection, 
though insuperable by our imagination, can hardly be considered real.139 

 
Darwin claims that complex adaptations, like the human eye, can be explained by providing a 

selective history, but in listing the sorts of things he expects to find in such a history, he doesn’t 

mention norms. At no point does he appeal to what an eye – or proto-eye – is supposed to do, 

only to what eyes in our ancestors actually did. Clearly, this is only a sketch for an explanation, 

but there doesn’t seem to be a plausible way of filling in the details would make such an appeal 

either. 

The third problem with abstract and non-causal properties is that they cannot be 

investigated empirically. Of course, accounts of selective history are empirical and open to tests, 

both direct and indirect. But without an explicit account of how selective history generates 

normativity, empirical support for an account of selective history does not count as empirical 

support for norms of performance.  

It is not surprising, then, that other sciences do not appeal to normative properties either. 

In fact, the historical trend has been to eliminate final causes from natural sciences. The upshot 

                                                 
139 Darwin (1859)  
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of Davies argument is that the teleosemantic reduction can’t work because natural teleology 

cannot generate norms, so it can’t underpin the normativity of thought. 

Teleology  without normativity? Papineau and Dretske 

One strategy for saving a teleological view of thought and language from arguments 

along these lines is to deny any special normativity of thought. This allows the reduction to go 

through, without normativity at either level. Dretske and Papineau, in distinct though related 

ways, have recently argued for this conclusion. 

In earlier presentations of his teleological theory of content, Papineau seemed to endorse 

the full teleological reduction of thought, recognizing normativity at both levels. Certainly his 

language suggests this, using the “supposed to” locution quite freely. For example, in Reality and 

Representation, he wrote that the truth condition of a belief “is the ‘normal’ circumstance in 

which, given the learning process, it is biologically supposed to be present” and “the satisfaction 

condition of a desire is the effect it is biologically supposed to produce … that effect of the 

desire in virtue of which it has been selected for.”140  

The “is supposed to” locution is commonly used to mark two different distinctions. One 

is between what items of a given kind are supposed to do, how they  standardly contribute to 

survival or reproduction or some other end of the organism, and how a particular instance of the 

type happens to be helping the organism, even if it is not doing this in the standard way.141 The 

standard function of a telephone is communication – its function is to enable people to converse 

at a distance. But I may also use my phone as a paperweight. The other distinction marked by 

                                                 
140 (Papineau 1984, 67) 

141 This corresponds to Wright’s distinction between an item’s function, and what it functions as. (Wright, 
Functions 1973) 
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“supposed to” is that between what an item is supposed to do, how it is supposed to help the 

organism, and what it actually does or is capable of doing. An item that is defective, or is not 

operating under the right conditions, or is just unlucky, may not perform its function, or even be 

able to perform it. The first distinction is between two ways a functional item could provide 

benefit – standardly and non-standardly or accidentally, the second is between success and 

failure.142 

In Reality and Representation, Papineau seems to use the “supposed to” locution to mark 

the second distinction, but in  The Roots of Reason143 he issues a clarification: “supposed to” is 

only an abbreviated way of referring to past selection, and past selection has no normative 

implications. Hence, it marks neither of the distinctions mentioned above. Since a selective 

history is a concrete series of events, not an abstract property, this also avoids Davies’ 

objections, discussed in the last section, to abstract properties.  

Papineau also argues against intrinsic norms of thought, so he can claim that the problem 

the teleosemantic reduction of normativity was supposed to solve wasn’t a real problem. He does 

not deny that thought and speech are subject to norms, to standards about how judgments ought 

to be made, but he claims that these norms are entirely derived from our intentions and purposes. 

The function vs. accident distinction doesn’t apply – all norms of thought are one-off because 

they derive from the moral or personal values of the thinker. There are no intrinsic norms of 

thought as such. The success vs. failure distinction doesn’t apply to thought in virtue of its 

teleological role because all norms are prescriptive and natural selection cannot generate 

                                                 
142 (Price 2001) 

143 (Papineau 2003) Chapter 1 
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prescriptions. To the extent the success vs. failure distinction does apply, it derives from the 

intentions of the thinker; it is not intrinsic to thought as such. 

Dretske now takes a similar position, explicitly stating that he has changed his mind on 

the issue. 

If then the possibility of mistake (if not mistakes themselves) is part of what we 
mean in describing an act or practice as cognitive, then cognition is norm-laden in 
the sense that nothing merits this description unless there are, somewhere in the 
background, norms relative to which states and activities can be deemed wrong, 
bad, or incorrect. If you can’t make a mistake, if what you are doing isn’t the sort 
of thing in which mistakes are possible, then what is happening might be 
described as digestive or immunological, but it isn’t cognitive. It’s not believing, 
judging, reasoning, perceiving, or inferring. At one time this line of reasoning 
seemed right to me, and I took it to show that there was a problem for naturalistic 
accounts of the mind. The problem – or what seemed to me a problem – was to 
determine the source of these cognitive norms. Where did they come from? How 
is one to get a mental OUGHT, a SUPPOSED TO BE, from a biological IS?144    

Then, he thought the teleological reduction would solve this problem. But he has come to think 

that it isn’t really a problem, after all, so the teleological reduction isn’t necessary – it is a 

solution to a non-problem. Dretske retains his teleological theory of representation, but maintains 

that the role of teleology is not to account for normativity, but intentionality (which is non-

normative). 

Papineau and Dretske reach conclusions that are similar but not identical. If there are norms 

of thought, rules about how we are supposed to think, in virtue of what do they apply? Between 

them, Papineau and Dretske identify five possible views:  

(1) Truth is intrinsically normative 

                                                 
144 (F. Dretske 2000, 246) 
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(2) Content is intrinsically normative 

(3) Concepts are intrinsically normative. 

(4) Judgment is intrinsically normative. 

(5) Judgment is subject to external norms only. (No intrinsic norms) 

Papineau rejects (1) - (4) and accepts (5); Dretske agrees in rejecting (1) – (3), but otherwise 

does not reach a definitive conclusion, hesitating between (4) and (5).  It will be convenient to 

discuss their arguments on each point together. 

1. Normativity of Truth.   Is there an intrinsic requirement to seek the truth? If so, then 

normativity is built into the very notion of truth-conditions. Papineau claims not.  

Truth is a descriptive property with nothing intrinsically normative about it. We may desire 

truth, or we may not. There may be moral imperatives to seek and speak the truth. But there 

is nothing about truth itself, apart from personal desires or moral imperatives, that mandates 

that we must follow it. And, in fact, we don’t always desire to know the truth – it depends on 

the circumstances. We may settle for something less than the truth if our need is pressing; a 

little self-deception can be valuable; and, Kant notwithstanding, it is not always imperative to 

tell the truth, whatever the consequences. If, for example, I think a positive attitude 

maximizes my chances of success, it is perfectly legitimate for me to overestimate my 

chances, even if a less optimistic assessment would be more accurate. Papineau’s point is not 

just that my desire for success overrides my need for accurate information, but that, in this 

situation, I have no interest in accurate information whatever.145 One could reply that 

accurate information is, in general, useful to have. In fact, on Papineau’s version of 

teleosemantics, the connection is even stronger than that, since he maintains that true beliefs 

                                                 
145 (Papineau 2003, 16-17) 



147 

 

 

guarantee the satisfaction of my desires.  So it seems that we always have some grounds for 

wanting true beliefs, even if these can be overridden on particular occasions. But Papineau 

rejects this conclusion for two reasons: first, it applies only to beliefs that are relevant to my 

actions, not to beliefs in general. If there is nothing I can do about my chances of contracting 

an illness, then I have no interest in undergoing tests to determine my susceptibility. And 

second, it makes the goal of true believing instrumental and external. So the norm to pursue 

truth is derived from my desires. 

Dretske also argues that the value of truth derives entirely from its role in helping me 

satisfy my desires, so intrinsic norms do not apply. 

Beliefs and judgments must be true or false, yes, but there is nothing normative 
about truth and falsity. What makes a judgment false (true) is the fact that it fails 
(or succeeds) in corresponding to the facts, and failing (or succeeding) in 
corresponding to the facts is, as far as I can see, a straightforward factual matter. 
Nothing normative about it. An arrow (on a sign, say) can point to Chicago or 
away from Chicago. There is a difference here, yes, but the difference is not 
normative. Aside from our purposes in putting the sign there or in using the sign 
as a guide, there is nothing right or wrong, nothing that is supposed-to-be or 
supposed-not-to-be, about an arrow pointing to Chicago. The same holds for 
beliefs. Aside from our purposes in forming beliefs or in using beliefs as guides to 
action, there is nothing they should or shouldn’t be.146   

Of course, we often describe beliefs in negative ways, as “mistakes” or “mis-representations” 

suggesting that something has gone wrong, but the only thing wrong with false beliefs is that 

they don’t serve our purposes. “This, though, leaves the normativity of false belief and 

fallacious reasoning in the same place as the normativity of foul weather and bad table 

                                                 
146 (F. Dretske 2000, 247) 
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manners – in the attitudes, purposes and beliefs of the people who make judgments about the 

weather and table behavior.”147  

Dretske implicitly claims that if there were intrinsic norms governing beliefs, then it 

would follow that false beliefs are not only bad in fact, but necessarily bad.148 But, as we saw 

Papineau claim, there are plenty of occasions when where holding false beliefs will not cause 

any problems; at times it can even be beneficial. As we will see shortly, Dretske does 

recognize that norms can conflict, which also seems to present a problem for this claim. 

2. Normativity of Content .   Even if there is nothing intrinsically normative about truth, it may 

be that norms are constitutive of content on other grounds. Non-naturalist theories like those 

of Dummett, Putnam and, in some respects, Davidson, claim that the content of a statement 

or a belief is constituted, in part, by what we are entitled, what it is reasonable, to assert or 

believe. And these are normative notions. Papineau doesn’t argue against such views 

directly;149 he merely points out that naturalistic theories of content that do not involve 

intrinsic norms are available, such as Fodor’s asymmetric dependency theory and 

teleosemantics theories like his own and Dretske’s, and that this shifts the burden of proof.  

Papineau is aware that some teleological theories do invoke norms, so his claim here is 

that they should not do so. Why not? Norms are prescriptive – they specify what should be 

done. But biological norms are not prescriptive. It does not follow from that fact that an 

organ was selected for operating in a certain way that it should operate that way now.  
                                                 
147 (F. Dretske 2000, 247-8) 

148 “The fact that cognition requires the possibility of error, and that errors are bad, does not mean that cognition 
requires norms – not unless errors are necessarily bad. But why should we believe this? Bad, yes, at least most of the 
time, but not necessarily bad.”   (F. Dretske 2000, 247-8) 

149 not here; he does so in Reality and Representation, (1987) but that is another story. 
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3. Normativity of concepts. Since judgment involves applying concepts, if concepts 

are constituted by norms of application,150 then those norms are essential to thought. If we 

don’t follow the appropriate norms, we are not really applying the corresponding concept. 

We only seem to be applying it. Dretske replies that this line of reasoning is fallacious:  

confusing the concepts we apply and our intentions in applying them.151 But is applying a 

concept an intentional (i.e., deliberate) act? At least some cases, such as perceptual 

judgments, seem not to be. Surely perception has the job of providing information to faculties 

that guide action; that is what perceptual organs have been selected for. So if they provide 

misinformation, they are not performing their job. 

I came close to endorsing this argument in Dretske (1995) – see especially p. 4 – 
but, as it stands, it doesn’t pass muster. Given the fact that perceptual systems 
have an evolutionary history, it may, in fact, be their job  (= biological function) 
to provide the brain (and resident control mechanisms) with information about the 
environment in and on which actions are to be performed, but that, by itself, isn’t 
enough to show that perceptual concepts are norm-laden. It isn’t enough to show 
that perceptual beliefs and experiences cannot exist without norms and the 
historical (selectional) processes that ground those norms. For we don’t yet have 
an argument that the teleofunctions that give rise to those norms are essential to 
perceptual experiences and beliefs.. … If an organ actually supplies information 
to Swampman’s brain in the usual way … and this information is actually used … 
to negotiate Swampman’s way through his environment, why should we deny that 
this is perception simply because simply because the information is being 
provided by organs that (lacking an appropriate history) lack the biological 
function of supplying it? “152 

Notice that the point is similar to the one discussed in the last chapter: in Dretske’s theory the 

real explanatory work of mental representations is performed by information they carry – by 

                                                 
150 (Peacocke 1992) 

151 (F. Dretske 2000, 250) 

152 (F. Dretske 2000, 251-2) Underlining added. 
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their corresponding to the world - not by their having the function of carrying that 

information. The result was that both their explanatory effectiveness and their teleofunctions 

derive from their selective history, but as independent consequences of that history. Since 

Swampman – the legendary creature that materialized in a swamp during a thunderstorm and 

was a perfect, molecule for molecule, replica of Donald Davidson - has no selective history, 

his organs do not have any teleofunctions. If biological organs are typed by teleofunctions, 

then he has no organs, although he has physical components that are just like human organs 

and behave in exactly the same ways. But these behaviors are not subject to norms. The same 

applies to states of his brain – they may correspond to external events and guide behavior in 

just the same way beliefs do, but they won’t count as beliefs if teleological roles and 

associated norms are essential to being a belief. But, Dretske claims, that is unbelievable. 

Better to count something as a belief if it carries the same sort of information and has the 

same causal dispositions as brain states in Donald Davidson would.  

4. Normativity of Judgment.   Maybe content is a purely descriptive property of 

mental states, but the act of judging is constituted by norms. Then the content of a belief 

would be itself norm-free, but norms would apply essentially to the act of believing. 

Papineau claims that this view leads to two problems that non-normative accounts of 

judgment can avoid. 

The first derives from Wittgenstein-Kripke worries about rule-following. Papineau’s 

version goes like this: what makes it the case that you should judge in a particular way on 

certain occasion is that judging in that way you will judge truly. As we saw above, however, 

the norm of truth is itself grounded in the value the judger ascribes to truth. Whatever end we 

may adopt, that end automatically generates hypothetical imperatives about means for 
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achieving it. Adopting an end entails becoming subject to the associated norms of behavior. 

Since we have ends other than truth, our judging is subject to norms other than the norm of 

truth. 

The second problem concerns beings such as animals or small children who have beliefs 

but do not observe truth-conducive norms of judgment. If norms are essential to thinking, 

then beings who don’t fulfill the norms can’t think.  

Conclusion: Judgmental norms are external  

Dretske raises the same issue as Papineau concerning multiple ends. Beliefs are 

necessarily true or false; this is what distinguishes beliefs from other mental states like pains 

or desires; but do we need to think of beliefs as things that are supposed to be true?  

If I deliberately deceive you, is the resulting belief supposed to be true? Aren’t 
people supposed to be deceived by a well-executed trompe l’oeil, a magician’s 
trick, or a clever disguise? My reason for saying this is the same as my reason for 
saying that anything one deliberately brings about  (e.g., a slow running clock) is 
(given one’s purposes) supposed to be the way one intends it to be. So if I design 
a device to be (or produce F), if that is my purpose, the device, given my purpose, 
is supposed to be (or produce) F. If F happens to be a false belief in you (or even 
in me), then your (my) belief is supposed to be false in the same way my ‘clock’ 
is supposed to tell the wrong time.153 

Dretske recognizes that the same thing may be subject to multiple, conflicting standards. So 

we may attempt to defend intrinsic norms of judgment by saying that my statement, qua 

statement, should be true, even though when I intend for it to be false because I am lying. 

The same applies to cases of self-deception: “…it may be objected that although the belief, 

given my intentions, is supposed to be false, it is given (merely the fact) that it is a belief, 
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supposed to be true. Perhaps, but what reason is there to think this is so?”154 The bottom line: 

given the distinction between a thing’s proper function or functions and the occasional 

functions it may be employed to serve through conscious purposes, we can preserve our 

normative intuitions – but, we are left with Dretske’s question: Why should we? 

Clarifying Normativity: Millikan 

To evaluate the force of the preceding arguments it is necessary to clarify the nature of 

teleological norms. The clearest and most fully worked out teleological account of intentionality 

is Millikan’s, so I will take her theory as a starting point.  

Scope and basis of normativity 

As discussed in Chapter One, Millikan’s account of functions is etiological. This way of 

understanding functions originated with Larry Wright, who defined the function of an item as 

that effect which it is capable of producing and which accounts for the item’s existence.155 It has 

proven quite fruitful and seems to have become the predominant approach in the literature.156 

However, Wright’s original version is too simple. For one thing, it blurs the type-token 

distinction: it is not what this individual heart does that accounts for its presence in the organism, 

but what similar hearts belonging to the organism’s ancestors did.157 Nor does Wright’s 

approach allow for malfunction – in his account the function of an organ must be something the 

organ can actually do; this means that defective hearts, which cannot actually pump blood, don’t 

                                                 
154 (F. Dretske 2000, 249) 

155 (L. Wright 1976) 

156 Other approaches include (Bigelow, Functions 1987) an account based on propensities for selection, (Davies 
2001) an extension of Cummins’ theory, (McLaughlin 2001) an account that draws on Kant’s Critique of Judgment.. 

157 I don’t think Wright is actually confused about this, but he doesn’t make the distinction explicit. 
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have functions. Millikan’s version addresses both of these issues, but to do so, it needs to be 

considerably more complex.   

Proper Functions 

A proper function is a function that an item has on its own, in virtue of being the kind of thing it 

is, rather than a function that is imposed on it by an external agent. I may use a tree as a 

sunshade, but that does not make it the proper function of trees to cause shade. A direct proper 

function is a function an item has a part of a group of similar items. A derived proper function is 

also a function that an item has as its own, but one that can be unique to that particular item. We 

start with direct functions.158  

The general idea is that an item has a direct proper function as a member of a class which 

is defined in terms of its history: the members of the class are copies of one another. More 

precisely, an item, I, has a direct function, F, because it is a member of a set whose members 

were selected for doing F. Any aspect of I which it has qua having function F is a Normal aspect 

of I. The “Normal”, with a capital ‘N,’ is the normative – any aspect of I that belongs to it in 

virtue of I’s having the direct function F is ‘supposed to’ belong to I, is a Normal aspect of it, is 

an aspect in virtue of which I, or I’s ancestors, were selected. The purpose of the next few pages 

is to get clear on what is included in the scope of the Normal.  

Direct Proper Functions are defined recursively.  

Basis Step: First-order Direct Functions 

Reproduction 

                                                 
158 Since the following discussion is almost entirely concerned with proper functions, I will usually drop the word 
“proper.”  
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The definition of direct proper function employs the concept of reproduction, so we need 

to define that first. An individual B is a reproduction or copy of another individual A with 

respect to a set of properties P iff A and B are alike with respect to P and there is a causal 

process, C, which brought this about. Specifically, C guaranties that if A has properties P, then 

so will B; if A were different with respect to those properties, B would have been different in a 

corresponding way. If B is a reproduction of A with respect to P, then A is a model for B with 

respect to P. For example, when I use a copy machine the marks on the page that comes out (O) 

are similar to the marks on the page that went in (I) in certain respects (shape, position on the 

page, shade) and not others (color, assuming I am using a black-and-white copier, perhaps size, 

if I use the magnify feature). These similarities are determined by physical laws as realized in the 

mechanism of the copier. So O is a reproduction of I with respect to the shape and position of the 

marks, and I is O’s model in those same respects.  All copies of the same original form a 

reproductively established family; so do copies of the copies, etc. 

A set of individuals reproduced from the same model, either directly or indirectly, 

comprise a reproductively established family (REF). The set of properties in which they are alike 

is the reproductively established character of the family. A member of an REF from which an 

individual is reproduced, either directly or indirectly, is an ancestor of that individual. 

Direct Proper Functions 

Now we can understand Millikan’s definition of direct proper function: 

Where m is a member of a reproductively established family R and R has the 
reproductively established … character C, m has the function F as a direct proper 
function iff:  

1. Certain ancestors of m performed F. 
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2. In part because there existed a direct causal connection between having 
the character C and performance of the function F in the case of these 
ancestors of m, C correlated positively with F over a certain set of items S 
which included these ancestors and other things not having C. 

3. One among the legitimate explanations that can be given of the fact that 
m exists makes reference to the fact that C correlated positively with F 
over S, either directly causing reproduction of m or explaining why R was 
proliferated and hence why m exists.159 

Putting this definition together with the definitions of “reproductively established family” and 

“ancestor,” it follows that an item m has the direct proper function F if m is a copy of ancestors 

which were selected for performing F.  

Millikan’s formulation preserves the spirit of the etiological approach while helping with 

the type-token distinction – m does not have F as its function because m performs F but because 

its ancestors did. It also helps with the function/accident distinction. Not everything that 

performs F has F as a direct proper function:  if an item n also performs F, but it was not copied 

from ancestors who were selected for performing F, then it does not have F as a direct proper 

function; n performs F accidentally. 

 The basis step also handles one form of malfunction: if m cannot perform F because 

circumstances are not propitious (perhaps F involves swimming and m is not currently in water), 

m still has F as its direct proper function if m was copied from ancestors who were selected for 

performing F. But the basis step cannot handle another form of malfunction – if m cannot 

perform F because m is malformed. In that case m is not part of the REF because m does not 

have the reproductively established character C which would enable it to perform F; the basis 

step only applies to correct copies.  If m can’t swim, not because it is out of the water but 

                                                 
159 (Millikan 1984, 28) 
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because it is defective, then it does not share C with its models and so isn’t a member of the 

REF). 

The basis step also cannot not handle traits of organisms, because organisms are not 

reproductions in the technical sense – a cat’s tail is not a copy of its parents tails; rather at, rather, 

the cat’s genes were copied from its parent’s genes, and the tail was produced by developmental 

system that used the genes. The recursion step takes care of these issues. 

Recursion Step: Higher-order Direct Proper Functions 

 A set of items copied from the same model forms a first-order reproductively-established 

family. A set of items, H, forms a higher-order reproductively-established family if its members 

fulfill one of the following conditions 

1. They were produced by members of the same REF, R, when it is a direct proper function 

of members of R to produce such items, and they were produced in accordance with a 

Normal process. 

2. They were produced by the same device, when it was a proper function of that device to 

make later items match earlier items, and they were produced through a Normal process. 

3. They were produced by the same device, when it was a proper function of that device to 

make later items match earlier items, and they were produced through a process which 

approximates a Normal process. 

The definition of ‘ancestor’ has to be augmented to cover higher-order REF’s. Given two 

members, a and m, of a higher-order REF, H, a is an ancestor of m iff a is temporally earlier than 

m and either 
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1. a was produced by an ancestor of the device that produced m, or 

2. the same device, d, produced both a and m and it was a proper function of d both to 

produce them and to ensure that they were similar in the relevant respects. 

Using the augmented definition of ‘ancestor’, the concept of direct proper function defined above 

will apply equally to first-order and higher order REF’s. 

In the preceding definition of “higher-order REF,” condition 1 covers phenotypic traits, 

including innate behavior. The cat Nekko’s tail belongs to a higher-order REF because it was 

produced by members of a first-order REF (Nekko’s genes), it was a direct proper function of 

those genes to produce a tail, and Nekko’s tail developed normally.160 Since Nekko’s ancestors 

were selected, in part, because their tails helped them maintain balance, the direct proper 

function of Nekko’s tail is to help Nekko maintain balance as well. 

Condition 2 covers learned behaviors. Nekko has learned that a certain sound means that 

food is ready and runs to her dish. This running to the dish is learned behavior, and each instance 

is a member of a higher-order REF because it is a proper function of Nekko’s learning 

mechanisms to cause her to respond again in the way she was rewarded for behaving in the past. 

Since the learning mechanism was selected for, the learned behavior has a direct proper function 

to generate this behavior.  

Condition 3 covers malformed and defective items. Greymalkin’s tail is roughly the same 

shape as Nekko’s, but much shorter because he was injured when he was a kitten. Nevertheless, 

                                                 
160 It would be interesting to apply this analysis to the controversy over gene selection. Ultimately, I believe 
Millikan’s approach is neutral on the question of whether we should consider the gene of the organism as the 
primary unit of selection, but I can’t pursue the issue here. 
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his tail developed in accordance with an approximately normal process, so it counts as a tail 

(although a defective one) and has the direct proper functions of a tail (although it doesn’t 

perform them very well).  

A degree of vagueness is built into Condition 3 – in order to count as a tail, how similar 

does Greymalkin’s appendage need to be to a Normal tail? How closely does the process that 

produced it need to approximate to a Normal developmental process for tails?  There doesn’t 

seem to be any way to draw precise lines here. A question to keep in mind as we examine the 

role of normativity in teleological explanations is how sharp these boundaries need to be for 

those explanations to be useful. 

The Normal 

A higher-order REF’s members must be produced in ways that are Normal, or at least 

approximately Normal. So the concept of a Normal Process is built into the definition of a 

higher-order REF and so into the definition of direct proper function. By “Normal” with a capital 

N, Millikan doesn’t mean usual or statistically normal. She means teleologically normal:  

A Normal explanation [or process] is an explanation of how a particular 
reproductively established family has historically performed a particular proper 
function.161 

It is the causal process by which ancestors of m have performed F when they did succeed in 

performing it.  So condition 1 says that whatever members of an REF, such as Nekko’s genes, 

produce in the course of performing their direct proper functions, count as members of a higher-
                                                 
161 Millikan (1984) p. 33. Millikan’s term, “Normal Explanation” has led to some confusion: since explanations are 
linguistic entities, Putnam claims that Millikan’s account is circular (see Putnam (1991). What she has in mind here 
is the way a function was performed, the process through which it occurred, that is, what in the world the linguistic 
explanation is a description of. I think the term “Normal Process” avoids this sort of misunderstanding. 
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order REF, provided that they performed their function more or less in the way it was supposed 

be performed. Nekko’s genes were selected because they caused Nekko’s ancestors to develop 

tails. But they didn’t do this any old way; there is a specific chain of events that leads from the 

fertilized egg to a mature cat with a tail. Those genes were selected not just for producing tails in 

Nekko’s ancestors but for doing so by generating that specific chain of events. So the whole 

chain of events is subject to a standard of correctness. The genes have a direct proper function to 

produce tails, because it was tails that generated the benefits that caused Nekko’s ancestors to 

thrive, but the whole developmental process was selected for as well, so the process of 

generating the tail, not just the tail itself, is Normal for cats, that is, normative. 

Furthermore, this process can be described at different levels. In fact, as a causal process 

it is susceptible to Cummins-style functional analysis. Each level of the analysis will describe 

m’s components and their interactions that realize F when F is successfully performed. So they 

fall within the scope of the ‘Normal’ for higher-order functions. This analysis describes the 

Normal Constitution of m.  

 Cummins’ own presentation covers actual dispositions of an item. Here, we are 

restricting Cummins-style functional analysis to successful cases only. So when a heart succeeds 

in pumping blood, there will be a causal account of how it does this. This account can be given at 

different levels of detail – in Cummins terminology, the pumping can be analyzed into sub 

dispositions of different parts of the heart, of the functioning of the valves, of the coordinated 

firing of the nerves that control the heart, etc. And each of these can be further analyzed into the 

component dispositions of its components.  So we need two different hierarchical analyses, one 

of the actual behavioral dispositions of the heart, which will include what happens when the 
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heart fails to pump blood effectively. Another of the Normal behavior of the heart – how it 

behaves when the heart pumps blood effectively.   

Most causal processes, especially those carried on by living organisms, are not 

completely independent of their environments. A normal explanation, then, will usually need to 

refer to the circumstances or Normal Conditions, which are needed for the process to be 

successfully completed.  

A Normal explanation is a preponderant explanation for those historical cases 
where a proper function was performed. Similarly, Normal conditions to which 
a Normal explanation makes reference are preponderant explanatory conditions 
under which that function has historically been performed. In the case of devices 
that have evolved, these are the conditions to which the device that performs the 
proper function are biologically adapted. But it is crucial to see that the Normal 
conditions for the performance of a certain function by a reproductively 
established family are not at all the same as average conditions under which 
members of that family have existed. It is for this reason that I capitalize Normal 
– to distinguish it from normal in the sense of average.162 

 

Standard form for explaining functional items 

To understand any particular functional item – an individual heart – we need descriptions of the 

following: 

1. Proper Function  

2. Normal  

a. Constitution 

b. Process 

                                                 
162 (Millikan, Language, Thought and Other Biological Categories 1984, 34), underlining added. 
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c. Conditions 

3. Actual behavioral disposition 

4. (Cummins) Functional Analysis for (3) 

5. Actual Constitution 

6. Actual environmental conditions 

The nature of the Normative 

According to Millikan’s conception, the Normal is a standard of success – what was 

common to situations when a function-item-type was selected for. It doesn’t imply that the 

standard should be followed in any given case. Papineau and Dretske’s challenges were based on 

a conception of norms as inherently prescriptive. To say that a heart is supposed to pump blood 

is to say that it should pump blood. But Millikan’s norms aren’t prescriptive. On her account, it 

doesn’t follow from the fact that the proper function of hearts is to pump blood that this 

particular heart should be pumping blood now. These norms are standards of evaluation. This is 

a perfectly good sense of norm, 163 and I think it is implicit in etiological accounts generally, 

even those that don’t emphasize normative locutions like “supposed to.” It is the standard against 

which the actual is compared. When an item fails to perform its proper function, that will 

typically be because it is defective (fails to have a Normal constitution or instantiate Normal 

process or explanation) or it is operating under conditions that are not Normal 

 The normative, then, is the Normal – the standard that is fulfilled when an item is 

Normally constituted and performs its proper function in accordance with a Normal process 

under Normal conditions. That is, when the complete picture matches historically successful 

                                                 
163  The Oxford English Dictionary lists one definition of “norm” as “A standard, model, pattern or type.” 
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precedent. The Normal process can be analyzed in terms of Cummins’ functional analysis, with 

the Normal Function of the device serving as the target disposition of I. This disposition can be 

analyzed into a network of sub-dispositions, etc. The important thing is that each level of the 

analysis falls within the scope of the Normal operator – it is not an analysis of a particular object, 

nor is it an analysis of how all objects in a class typically behave (which is how Cummins 

himself usually applies the approach). The analysis in question shows how the successful 

members of an REF operated.   

Changes in proper function 

To speak of the proper function of a biological item is always a simplification. “If the 

function accounting for reproduction of its ancestors changed over time, a device may have a 

stacked series of direct proper functions, each more historically proximate to its current tokens 

than the last. It is hard to give examples of this from biology, because the structure of an organ 

usually must change as its function changes, front legs changing into flippers or gills into 

lungs.”164  In the second sentence quoted above, I think Millikan underestimates how important 

this phenomenon is in biology. It is hard to think of examples because she is describing functions 

in a general way. But selective pressures are constantly changing, so the effects an item is 

selected for will be changing throughout the lifetime of the species. How common this seems 

will depend, to an extent, on how fine-grained our analysis is. If we describe the function of 

wings as flying, then that function won’t change much. Changes in function described in such 

general terms will tend to coincide with structural changes significant enough that we will tend 

not to call the item the same. So a change from legs to flippers as the ancestors of whales adapted 

                                                 
164 (Millikan 1984, 32) 
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to living in the ocean. We don’t say the function of the legs changed from walking to swimming, 

but that the legs evolved into flippers. But if we count different types of flying or running as 

different functions, then the structural changes will be small enough that we are more likely to 

say that the function of the wing or leg changed, rather than the wing turned into something else. 

In the Grants’ research on finches, the shape of the beak changed over time as the kinds of seeds 

available changed.165 Do we say that the function of the beak was constant (cracking seeds) or 

that it changed (from predominantly cracking x-type seeds to cracking predominantly y-type 

seeds)? Both statements are correct at different levels of specificity. 166 When a function 

changes, we have a choice to make: if the function of m has changed from F at time t to F’ at 

time t’, do we say that m has a nested series of functions, F and F’, or that F no longer has F but 

only F’? I don’t think the terminology matters. What is important that in nature we always find a 

series of functions through time. 

Derived functions 

An item has a direct proper function in so far as it belongs to a class of similar items that 

meets the additional criteria defined above. But, intuitively, items that are not similar to each 

other can have the same proper function. Millikan’s favorite example is an (idealized) 

chameleon. Chameleons have mechanisms that have the function of arranging pigment on their 

skin to match the color of whatever they are standing on. The direct proper function of this 

mechanism is relational: it isn’t to produce any particular color, it is to produce a color that 

matches the color of the surface the chameleon is standing on, whatever that is. This is its 

                                                 
165 As described in (Grant 1986) and (Weiner 1995) 

166 See (Millikan 2002); one attempt to deal with this issue is the so-called Modern History View of functions: 
(Griffiths 1998), (Godfrey-Smith 2003), (Schwartz 2002). 
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relational proper function.167 When the chameleon is standing on a brown branch, it acquires 

the conditional or adapted proper function168  of causing the chameleon’s skin to be brown. 

When the chameleon crawls on to a leaf, the relational proper function of its pigment arrangers 

remains the same – to cause it to match whatever it is standing on – but their conditional or 

adapted proper function changes – to cause it match the green of the leaf. Conceivably, the 

chameleon could crawl on to a new surface which has a color pattern that no chameleon has ever 

encountered before. In that case, its pigment arrangers would acquire a completely new adapted 

proper function – to bring about a match with the new color pattern – although their direct, 

relational, proper function would continue to be the same.  

What the chameleon’s pigment arranger is supposed to match is its adaptor – the surface 

it is standing on. What it is supposed to produce – the particular color pattern of the chameleon’s 

skin that matches the adaptor – is an adapted device. Strictly speaking, adapted devices do not 

themselves have proper functions, but they are parts of larger configurations that are members of 

higher-order REF’s that do have proper functions. A properly adapted device, then, is part of the 

Normal constitution or Normal context of those devices.  

What the chameleon is standing on is an adaptor for its pigment arranger, but it is not its 

immediate adaptor; the chameleon needs some way of finding out what the right color is, so it 

needs a mechanism to detect the color of what it is standing on. The state of this detector is the 

immediate adaptor for the color-arranger. Similarly, the proper function of the color-arranger is 

not just to produce its adapted device, the colored skin pattern, but also to bring about a further 

                                                 
167 “A device has a relational proper function if it is its function to do or to produce something that bears a specific 
relation to something else.”     (Millikan 1984, 39)  

168 “adapted” in the way we say the eye adapts to bright or dim light. Not in the way that natural selection produces 
adaptations in a lineage.  
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effect, that the chameleon should be invisible to passing predators. This further effect is its 

derived proper function. 

 At both ends, among causes and effects, there is the possibility of misalignment. If the 

chameleon’s color detector is defective, or operating under abnormal circumstances, it may 

indicate green when the chameleon is actually standing on a brown branch. In that case, if the 

color-arranger causes a green skin color, it will be operating Normally with respect to its 

immediate adaptor, the color detector, but not with respect to its ultimate adaptor, the color of 

what it is standing on. At the other end, the color arranger might be working properly and cause 

it to match the color of what it is standing on, but because of unusual light or a particularly 

sharp-sighted predator, it is detected anyway. The color arranger performed its immediate 

function of producing the right skin color, but failed in its derived function of making the 

chameleon invisible to predators. 

 Many goal-directed systems of the sort described by Nagel, satisfy this account of 

relational proper function. As discussed in Chapter 1, Nagel identified functionality with 

plasticity, so a functional device is one that can vary the way in which it achieves its goal, 

depending on the circumstances. For example, the function of the heart is to pump blood, but a 

finer-grained description would recognize what Dretske calls facets of a function – not just 

pumping blood, but how much blood, at what rate. That depends on signals the heart receives 

from the brain and other parts of the body, and those signals are supposed to reflect the level of 

activity, emotional state, oxygen needs, and other factors. For simplicity, I will focus on 

muscular activity alone. Then a given heart rate is a function, in the mathematical sense, of, for 

example, of the oxygen needs of the muscles, which are, in turn, determined by the level of 

exertion. Different heart rates have different functions – of pumping blood at different rates. But 
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they can instantiate the same function, when that function is described relationally – as a 

mathematical relation between heart rate and activity level. Run faster and your muscles need 

more oxygen, so the heart has to beat faster. In general, the heart has the function of beating at 

the rate set by a given mathematical function – call it B – of the level of exertion of the muscles. 

This relationship between activity level and heart rate is constant, so the function described 

relationally – the relational proper function, in Millikan’s terminology - does not vary. But at 

any given moment, the heart has the job – the adapted or conditional function, of beating at a 

particular rate – the rate determined by the level of muscular activity at that moment. The 

function of a particular heart rate – say, 78 beats per minute, is determined by the function of the 

heart itself, which is to realize a relational function determined by B.  

The crucial difference here is that Nagel is not concerned with normativity, so what 

counts in making a system goal-directed is its actual behavior, and its actual behavioral 

dispositions. What difference does this make? Well, not everything a system has sufficiently 

plastic dispositions to accomplish counts as a relational proper function of that system. “Every 

animal is tremendously plastic in respect of becoming dead”169 And it may be a proper function 

of a system to achieve some result that it, in fact, is not disposed to achieve. Hearts can be 

defective. 

Scope of ‘Normal’ for Derived /Conditional Functions 

A Normal explanation for how a device with a relational proper function performs its 

function must also be relational. The Normal explanation for how the pigment arranger performs 

its function does not explain how it produces, say, brown colored skin. It explains how it 

                                                 
169 Millikan (1984) p. 98-99 aptly quoting (Bennett 1976, 45). 
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produces skin that is the same color as the surface on which the chameleon is standing, whatever 

color that is. Of course, it will be possible to show how this works in particular circumstances: 

the Normal explanation for how they perform their adapted proper function, adapted to a brown 

surface, explains how they produce brown. Explanations of how they match their ultimate 

adaptor, the surface, and produce their derived proper functions, avoiding detection by predators, 

will take more or less extensive regions of the environment into account. 

 

How this account of function makes the equation of error and malfunction specific. 

A representation170 meets the following criteria: 

1. It is a member of an REF having direct proper functions. 

2. When performing its direct proper functions in accordance with a Normal explanation, a 

representation  

a. Mediates cooperation between the device which produces it and a device which 

receives or interprets it, where these devices are designed or standardized to fit 

one another, the presence and cooperation of each being a Normal condition for 

he proper performance of the other. 

b. Adapts the cooperating interpreter device to conditions so that it (the interpreter) 

can perform its proper functions. 

3. There are two basic types of representation, indicative and imperative: 

                                                 
170 I have changed Millikan’s terminology here by substituting “representation” for “intentional icon.” Millikan 
does the same in (Millikan 1994). 
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a. In the case of imperative representations, it is a proper function of the receiver 

device, as adapted by the representation, to produce conditions onto which the 

sentence will map in accordance with a specific mapping function described in 4a, 

below. 

b. In the case of indicative representations, the Normal explanation of how the 

representation adapts the interpreting device such that it can perform its proper 

functions (whatever they are) makes reference to the fact that the representation 

maps conditions in the world in accordance with a specific mapping function 

described in 4b, below. 

4. A representation is of, represents,  its real value, in accordance with the following 

mapping function: 

a. If P is an imperative representation, its real value is the last member of the 

series of things it is supposed to map onto and to produce. 

b. If P is an indicative representation, its real value is what must be mentioned in 

giving the most proximate Normal explanation for the proper performance of its 

receiver device as adapted to the representation. 

5. Representations are articulate: a representation as such belongs to a set of 

transformations, and each member of the set corresponds to one of a range of real values. 

Cooperative devices are designed to work together: in the case of bee dances, they have been 

produced by natural selection to fit one another. In the case of human language the 

standardization is produced by learning, although the learning mechanism is itself produced by 

natural selection. 
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The honey bee’s famous “dance language” is a paradigm case of a representation for 

Millikan: 

1. Each token dance is a member of a higher-order reproductively established family. Bee 

dances are produced by mechanisms within the bee that developed under the control of its 

genes and they share a common structure or syntax: When a foraging bee returns to the 

hive, having found a good source of pollen, she performs a so-called “waggle dance”  

…the forager waggles her body from side to side (about 13 times per 

second) while running in a straight line, then circles to the right back to the 

starting point, waggles again, then circles back (this time to the left), and so 

on.171 

2. Mediation. The dance mediates between cooperating devices: the producer is the 

returning forager; the interpreters are the waiting bees who observe the dance. Since 

different cycles of a dance can vary slightly, a bee typically observes around six cycles of 

a dance, and averages their direction and duration. This coordination between dancer and 

observers is innate: 

…honey bees reared in isolation from dancers can perform correctly 
oriented dances after their first foraging discovery and correctly interpret 
the dances of others from the outset. When pupae of one race are put into 
the a colony of another, they dance as adults using their own race’s 
conversion factor, having learned nothing from the dances of their foster 
sisters; bees of different races simply misunderstand each other’s dances.172 

                                                 

171 (Gould and Gould 1988, 57-8) 

172 ibid,. p. 60-61 
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Cooperation between the devices that produce the dance in one bee and the devices that 

interpret it in others is a Normal condition for each to perform its proper function; unless 

they are both tuned to the same mapping rules, neither will contribute as it should to the 

end of getting food for the hive. 

3. Imperatives and indicatives. The length and orientation of the waggle portion of the 

dance corresponds to the distance and direction of the source of pollen 

…when the waggle run in a dance is pointed up, (the dances are performed 
on a vertical sheet of comb), the feeding-station is always in line with the 
sun; when the food source is directly away from the sun as viewed from 
the hive, the dances point down; when the food is located 80º  to the left of 
the sun, the dance points 80º to the left of vertical. A bee attending a dance 
need only determine the orientation and duration of the waggle run in 
order to know the distance and direction of the food.173 

In the race of bees studied von Frisch, each waggle corresponds to about 45 meters, but in 

different races of bees the distance code can vary. 

It is a proper function of the interpreter devices in the observer bee to cause it to 

fly to the food source located in the direction and at the distance indicated by the dance, 

so bee dances are imperative representations. The Normal explanation of how the dance 

adapts the interpreter device to perform its function is that the length and orientation of 

the dance corresponds to the distance and direction of the food source, so the dance is 

also an indicative representation. It is common in relatively primitive representational 

systems, like bee dances, for a single representation to combine indicative and imperative 

functions. 
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4. Mapping function. At each moment of its flight, the behavior of the bee who observed 

the dance is behaving in a way caused by the dance, but the last thing on to which it maps 

is its arrival at the food source which is located where the dance indicated, so it is this – 

arrival at the indicated location, that the dance has the proper function to bring about, so 

this the real value of the imperative. A Normal condition of the bee’s arrival at the food 

source is the fact that the dance it observed mapped the location of the food source. This 

mapping is part of the most proximate explanation of the bee’s flight, so the bee dance is 

also an indicative representation. 

5. Articulate.  As already seen, bee dances vary in two dimensions – orientation and length 

of the central “waggle,” and differences in these two dimensions correspond to 

differences in direction and distance of the food source, so transformations of the dance 

correspond to transformations in real value. 

Unlike bee dances, beliefs and desires are not realized together. A representation that has 

only an imperative function is a desire – the function of desires is to cause their own fulfillment. 

An indicative representation that does not have an imperative function is a belief. Qua belief, a 

representation does not have any specific proper function. What makes it a belief is that whatever 

functions it does have can be performed Normally only if the representation corresponds to its 

real value in accordance with the appropriate mapping function. In a broader sense, we can say 

that it is the function of a belief to adapt its receiving devices to the circumstances on to which it 

maps, although Millikan avoids putting it this way.174 

                                                 
174 For discussion of the separation of beliefs and desires, see (Millikan 1984), Chapters , (Sterelny 1990)  



172 

 

 

Papineau compares his “output-based” semantics, which identifies the truth-condition of a 

belief with those circumstances that guarantee the success of actions based upon it, with “input-

based” theories, like pure indicator theories175 or Fodor’s asymmetric-dependency theory,176 in 

which the truth-conditions of a belief are identified with some (but not all) of its possible causes. 

By contrast, Millikan’s theory, which is based on cooperation between producers and consumers 

of a representation, takes both input and output into account in assigning content. 

Sense, Reference and Real Value 

Millikan calls the mapping function described in clauses 3 and 4 of the definition the 

representation’s sense. If the representation succeeds in corresponding to something in 

accordance with this function, what it corresponds to is its real value. If the representation fails 

to correspond to anything in accordance with its sense, then it lacks a real value. So if the bee 

dance fulfills its function, the arrival of the observing bee at the indicated food source is its real 

value qua imperative. If the observing bee gets lost and never arrives, or it responds to the dance 

of a different bee, then the first dance has no real value: nothing corresponds to it. It isn’t 

meaningless – it has a sense, there is rule that determines what would count as obeying it – but in 

fact nothing does. Similarly, the sense of the bee dance, qua indicative, is the rule that specifies 

the location of the food relative to the hive; its real value is the state of affairs that the food is at 

that location. If there isn’t any food at the location specified by applying the sense function to the 

specific orientation and length of a particular bee dance, then that particular dance lacks a real 

value. But it still has a meaning, a sense. This makes a real value different from the traditional 

                                                 
175 Such as the theory of early Dretske (1981), before he embedded indication within a selective context, as 
discussed in Chapters 2 and 3. 

176 Fodor (1992) 
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notion of reference. The real value of a representation is what, if anything, in the real world that 

it actually corresponds to. Its sense is the rule that determines what, if anything, is the real value 

of a representation. Its reference is what a representation is supposed to correspond to, which 

may or may not actually exist. 

Sentences are a special kind of representation, which involve substitution 

transformations. All representations are articulate, because, by clause 5 of the definition, every 

representation belongs to a set of representations, and transformations between members of the 

set correspond to transformations on their real values. One way these transformations can work 

is by substitution – so substituting “John” for “Fred” in the sentence “Fred ate the apple” tells us 

that John ate the apple. Furthermore, sentences have subject-predicate form and are subject to 

negation. But not all representations are this sophisticated. A bee dance can say where food is, 

but lack the resources to say where it isn’t. Another difference is that hearers are supposed to 

identify what a sentence is about. When a bee correctly interprets a dance she may fly to the 

indicated location, but it is unlikely that she can identify it in any more complex sense. 

Nevertheless, a true indicative sentence is a representation, so it has a sense – there is a rule of 

language that specifies what would have to be the case if the sentence is true, and if it is true it 

has a real value – that state of affairs. 

Misrepresentation as Malfunction 

The fact that bee dances correlate with the location of food doesn’t mean that they have 

the function of communicating that location or causing observers to fly to the location indicated. 

Perhaps the observers have some other mechanism for finding food. If bees can be induced to 

dance in a way that corresponds to the wrong location and observers go there rather than to 



174 

 

 

location of the food, that would be strong evidence that the observers are really guided by the 

dance, and that the dance fits the criteria for representation described above. James Gould found 

a way to manipulate how bees dance and observed the results. 

Dances normally take place in the darkness of the hive. If, however, the comb is 
removed from the hive and left in the open, the dances become reoriented: a 
dance that had been aimed straight up in the dark will now be oriented directly 
toward the sun. When the sun is visible, then, the bees ignore gravity and switch 
to the real thing, and an extremely bright light will do as well as the sun itself. 
As the light is moved, the dances all shift along with it….[and] recruits 
simultaneously shift their interpretation of the dances using the sun (or a bright 
light) instead of gravity.177 

By manipulating the light, and the bees’ ability to detect it, it is possible to induce bees to “lie” – 

not intentionally, of course, but to inadvertently misrepresent the direction of the pollen. 

…in addition to the two large compound eyes, insects have three simple eyes, 
called ocelli, at the top of the head. These supernumerary eyes…do not form 
images…their function is to measure general light level. 

The critical step in our conclusive experiment was to paint the ocelli of the 
foragers trained to the feeding-station. On sunny days they fly normally and 
dance as usual. Next, we set up a bright light as an artificial sun, visible through 
the glass walls of the observation hive. A sufficiently bright light will reorient 
all the dances – those of treated and untreated foragers alike – but as the 
brightness of the light is reduced there comes a point at which the ocelli-painted 
foragers can no longer see it, and their dances revert to the usual gravity 
orientation; untreated dancers continue to dance with regard to the light and, 
most important, untreated recruits continue to use the light in decoding the 
dances. At this point, then, treated foragers are using a different dialect from that 
of the potential recruits (gravity instead of light), and so the dances should 
misdirect any language-using recruits. The degree of this misdirection should 
exactly equal the angle between ‘up’ and the direction from which the light 
shines; in fact, by moving the light, it should be possible to ‘aim’ the recruits at 
any arbitrary target. On the other hand, if bees do not use the dance to 
communicate, none of this will make the slightest difference.178 

                                                 
177 (Gould and Gould 1988, 79-80) 

178 (Gould and Gould 1988, 80) 
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In fact, bees fly where the dance indicates, showing that the dance is indeed used by bees for 

communication. This isn’t definitive proof that the proper function of bee-dances is 

communication because it says nothing about selection. But it is very unlikely that bees would 

have such extraordinarily fine-tuned coordination unless it had been selected for, and, using 

indirect evidence, the selective history of bee communication can be plausibly reconstructed.179   

 This experiment also illustrates how proper functions can conflict. The dance of the 

ocelli-painted bee, as an imperative representation, has the function of causing the observing 

bees to go the location that the dance corresponds to according to the standard mapping function 

– that is, the wrong location. But the same dance also has the function of causing the observers to 

go to the location where the ocelli-painted bee previously found food. Under Normal conditions, 

these two functions correspond, but under the special conditions of the experiment, they diverge. 

The same item is subject to conflicting norms.  

 Finally, the experiment also illustrates another facet of the teleosemantic reduction: the 

assimilation of misrepresentation to malfunction. The treated bees are misrepresenting by 

performing their Normal functions under abnormal circumstances, thereby malfunctioning. 

Scope of ‘Normal’ for representations 

Norms constitute content, not truth; they are more general than belief – desires have 

norms that apply to them, and so do states of imagination or hypotheses, which are the kinds of 

things that, when properly embedded in beliefs, are supposed to be true, but are also supposed to 

function in reasoning, whether or not they are true. 

                                                 
179 (Gould and Gould 1988, Ch. 6),  (Seeley 1995, Ch. 1) 
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Justification for the teleological approach 

our ordinary classification of items under headings such as ‘heart,’ ‘kidney,’ 
‘mating display’ or ‘greeting ritual’ tends to correspond to classification in 
accordance with direct proper functions.180  

Millikan maintains that the biological sciences, including psychology and linguistics, typically 

categorize items by teleological function, rather than by constitutions or causal powers, and this 

means categorizing by type of history, by what an item is supposed to do, rather than by what it 

actually does or can do. As a factual claim about scientific practice, this is doubtful. Anatomists, 

for example, seem to favor categorization by homology.181 But this isn’t the important point for 

Millikan. According to her official account of what she is doing, she is not interested in 

conceptual analysis. Occasional asides apart, she stresses that she isn’t trying to analyze the 

meanings of terms as they are used in everyday speech or in technical discourse either, but 

theory construction.  

…the job of creating any good naturalist theory, is not of course the task of 
analysis but a task of construction, the phenomena to be explained rather than 
the concepts with which we have traditionally dealt with these phenomena 
taking center stage. Also, no proofs can be offered that will demonstrate the 
truth of a naturalist theory; naturalist answers cannot ward off Cartesian 
skepticism. Qua naturalist …my business is only to give a coherent account in 
which such items as signs, inner representations, meaning, truth and knowledge 
appear and their peculiarities are understood within the natural world. 182 

So far so good, but we need to start from our traditional understanding of those items and their 

peculiarities, and that is not perfectly clear. It always requires some analysis to set out what 

                                                 
180 (Millikan 1984, 29) 

181 See (McLaughlin 2001) 

182 (Millikan 1984, 87); Millikan’s italics 
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features of meaning, inner representations, etc., we are trying to account for. The phenomena are 

never just, uncontroversially, there to be picked up and looked at. It is not surprising, then that in 

practice, Millikan does engage in a certain amount of analysis along with construction.183  

If the main justification for Millikan lies in how her account unties the aporiai, how does 

it handle the objections to the Teleological Reduction described earlier?  Whether an indicative 

representation is true is a matter of fact, but that fact depends on what it means, and its meaning 

falls within the scope of the Normal. Whether a bee’s dance correctly indicates the direction of 

food depends on the physical configuration of the hive, the food and the sun, and that is a matter 

of physical fact; nothing normative about it. But it also depends on the mapping function 

according to which it is generated and interpreted, and that mapping function is part of the 

Normal explanation for successful foraging in the past. It constitutes the standard according to 

which the forager is supposed to dance and the observer is supposed to interpret the dance, if 

coordination between dancer and observer is to succeed. And, unlike the sign pointing to 

Chicago, there were no human intentions involved in setting this mapping function as the 

standard (I am assuming bees are not capable of conscious intentions, but even if they were, the 

dance communication would not depend on them.). I take this to show that Papineau and 

Dretske’s comments about the matter-of-factness of truth are not sufficient to rule out the 

possibility of inherent norms of thought. 

As for their arguments concerning conflicting functions, we saw above that Millikan’s 

theory involves a coherent story about these cases. What about the objection the norms are 

inherently prescriptive? Well, I have gone into so much detail concerning Millikan’s theory 

                                                 
183 (Neander 1998) is a balanced discussion of the analysis/construction issue. 
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because I think it is important to see just how extensive the scope of normativity is in a fully 

worked out theory. Usually, it is sufficient to say that if the function of X is Y, then X is 

supposed to do Y; however, the Normal includes not just the immediate effect X is supposed to 

produce, but also the Normal Circumstances in which it is supposed to do it, the Normal process 

through which it is supposed to work, the Normal constitution of X that I supposed to support 

that process. For representations, the Normal conditions include what X is supposed to 

correspond to, the rules through which it is supposed to operate, and the presence of appropriate 

cooperating devices. Clearly, this does not involve a prescriptive form of normativity - it makes 

no sense to prescribe to a functional item that it be in a Normal situation for it to operate 

effectively. It may be the function of something else to bring this about, but that is another 

matter. It is where it is. But it does make sense to see the Normal situation, along with Normal 

constitution and Normal process, as a standard to compare with what actually obtains.   

On the other hand, showing that this makes sense, i.e., can be coherently said, does not 

show that there is any point to saying it. We are still left with Dretske’s question – why should 

we speak about norms? The next chapter investigates the explanatory role of norms with a view 

to answering this question, and also to answer the objections of Davies against teleology in 

general. 
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CHAPTER 5: NORMATIVITY AND EXPLANATION 

Introduction 

The last chapter discussed the nature and scope of normativity in Millikan’s account of 

teleology, and defended that account against a number of objections. This chapter investigates 

the role such norms have in psychological explanation. The starting point is Millikan’s account 

of teleological explanation, which incorporates Pettit’s concept of normalizing explanation. This 

will lead to a discussion of Pettit’s later development, with Jackson, of the position they call 

explanatory pluralism. In conclusion, I will try to pull together the results of the dialectic and 

reach some tentative conclusions about the explanatory role of teleological properties. 

Part I: Millikan on Teleological Explanation 

“Biological” Sciences 

One role teleology plays for Millikan is in delimiting the aims and boundaries of a class 

of sciences which she calls “biological” or “teleological” (she tends to use these terms 

interchangeably). Biological categories are teleological categories: kinds defined in terms of their 

proper functions rather than in terms of their constitutions or behaviors. She maintains that 

common biological kinds, such as heart, lung, eye, etc., are defined in terms of their proper 

functions, not in terms of their structures, compositions or causal roles. The biological sciences, 

then, are those sciences which study things which fall under teleological categories. They include 

not only biology, as it is conventionally understood, but also subjects like psychology and 

linguistics. The central aim of a biological science is to identify the proper functions of the items 

it studies: 
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What a biological system does as a biological system, and not merely as a pile 
of atoms, is what its ancestors have historically done that enabled them to 
survive and reproduce. As a biological system, it does only what it is its 
biological purpose, or “proper function,” to do.184 

The scope of “biological” is thus much wider than conventional biology, but it is also narrower: 

not all of conventional biology is “biological” in Millikan’s sense. Much of physiology, for 

example, ignores the teleological functions of the organs it studies, focusing on their chemical 

properties and behavior. Nevertheless, while biologists can be interested in a wide variety of 

questions, there is a “core” of biology which is concerned with things that have proper functions 

qua having proper functions and this enterprise is, for Millikan, primary or foundational for the 

rest of the discipline. Other questions studied by biologists are secondary, presupposing the core 

discipline. The same is true of allied sciences such as psychology, cognitive science, linguistics, 

etc. - each has core biological or teleological component, and this core is foundational for the rest 

of the discipline. 

In my opinion, using “biological” in this way is suggestive, but it is also potentially 

misleading. It can suggest a reduction of other sciences to biology.185 As we saw in the last 

chapter, Millikan’s theory of proper functions is actually quite abstract: anything which results 

from the right kind of history has a proper function, and so is “biological” in her sense. And the 

right kind of history is defined in terms of successive reproductions and selections in such a way 

                                                 
184 (Millikan 1994, 149) 

185 See (Macdonald and Papineau 2006, Introduction). 
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that not only living organisms but public language elements, cultural practices, artifacts, and 

other things have proper functions.186  

More interesting than questions about terminology are those about how the study of 

teleofunctional items differs from the study of other things, what counts as understanding such 

entities, and in what sense their study is foundational. To begin with the last question, what 

makes the core disciplines foundational is that  

…what is logically first for the core life sciences is the study of proper or normal 
function. Of course, there is also abnormal physiology, abnormal psychology, and 
so forth which are studies of common aberrations, common malfunctions, of 
biological systems. But these subjects cannot even be defined except by contrast 
with proper operation of these systems. The study of biologically proper 
behaviors is prior and foundational; the study of abnormal function is a study of 
departures from this norm. As these departures become more extreme, the study 
of abnormal function merges slowly into a study of mere chemistry and 
physics.187 

A basic feature of teleological sciences is that they classify the characters and behaviors of things 

in their domain into those which are functional, those which are defective, and those which are 

neither. Classifying things in this way presupposes knowledge of proper functions, and that gives 

us at least one way in which knowledge of proper functions can be considered foundational.  

As for understanding the things so classified, things belonging to teleological categories, the 

most prominent theme in Millikan’s discussion is negative: she stresses that, whatever other roles 

they may have, teleofunctional properties cannot be used to predict behavior. We cannot move 

from 

                                                 
186 The details were discussed in Chapter Four. 

187 (Millikan 1994, 150) 
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1. The function of hearts is to pump blood. 

and 

2. X is a heart 

to  

3. X pumps blood 

or to 

4. X probably pumps blood. 

or even to  

5. X is capable of pumping blood 

for X could be defective, or it could be operating in unfavorable conditions. Millikan emphasizes 

the fact that many biological functions are not performed very reliably. Her favorite example is 

sperm: the function of a sperm cell is presumably to fertilize an egg, but the vast majority of 

sperm are wasted – they never come near a suitable egg. She maintains that this is especially true 

of psychological functions, because psychological mechanisms control behavior, and behavior 

typically involves things in the environment of the organism. If those things don’t cooperate, the 

behavior will be unsuccessful and the psychological mechanisms - including beliefs and desires 

– that caused the behavior, will fail to accomplish their ultimate goals. Organisms are almost 

always better at controlling their internal environments than controlling their external 

environments. 

She takes this point to imply that laws are not important in the biological sciences: 

…with a few rather special exceptions, the biological sciences do not typically 
traffic in laws. They seek to understand mechanisms that contribute to the cyclical 
processes that constitute development, maintenance, and reproduction for the 
various species. But the rate of failure for many of these mechanisms is 
exceedingly high, especially when heavy interaction with the environment is 
involved. These mechanisms unfold in anything but a lawlike manner. Biological 
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functions are not in general reliable functions. They quite standardly go awry. 
Were this not the case, the world would be a marvelously populous place. The 
central job of the biological sciences is to describe biological norms, normative 
norms, not necessarily statistical averages. Indeed, these norms might better be 
called “ideals.” 188 
 

Understanding a teleofunctional item involves describing its proper function and explaining how 

that function occurs when it occurs: describing the mechanism that realizes the function.  Laws 

do not distinguish between behavior that is functional and behavior that is not – both are equally 

determined by causes.  

The most prominent positive role she assigns teleofunctions is heuristic: identifying the 

function of an item can suggest promising lines of research into mechanisms. That teleology can 

be useful in this way is not controversial; it is generally recognized that forming an hypothesis 

about what a structure is for can suggest lines of inquiry into how it works. But Millikan’s 

language often suggests something stronger: 

Imagine a physiologist trying to study the liver or the eye without having any idea 
what its proper functions are – what it is supposed to do. Clearly his first job will 
be to try to find out what it is supposed to do, what it is for it to “work.” Until he 
has formed some kind of hypothesis about this there is no way of proceeding to a 
study of how it works.189  

This is another way, she claims, that the study of teleofunctions is primary or foundational. In a 

sense this is strictly true: we can’t know how an organ performs its teleofunctions without 

knowing what that function is. But we can certainly investigate structures and mechanisms 

before knowing how they might be useful to the organism. The scientist is just as likely to 

discover a conspicuous feature or behavior and then proceed to ask what it is for. Consider the 
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discovery of mirror neurons – it was first noticed that certain neurons in experimental subjects 

fired when, and only when, they saw the experimenter eat an ice cream cone. The task was then 

to figure out what such an unexpected mechanism could be for.190 Putting the point in Millikan’s 

way, I think, underestimates how opportunistic scientific research really is.  

Perhaps one reason for overstating this point derives from another role she assigns 

teleofunctions: as constituting the objects which “biological” sciences study. 

The subject of the biopsychologist’s study is the stages of an ongoing cyclical 
historical process, an ongoing event in history. As such, it is not, strictly speaking, 
even the study of a secondary substance or of a natural kind. The chunk of matter, 
the exemplar of a natural kind, that is the current specimen on the table represents, 
if it is lucky, a partial cross-section of the target event. It represents a stage in the 
historical cyclical process It is an embryo stage, an infant stage, an immature or 
mature stage, on its way to the ensuing stage. Being more precise, it represents 
cross sections from a numerous set of loosely coordinated intertwined parallel 
processes, each having strands of its own, each developing through its own inner 
logic and at its own pace in rough harmony and interchange with the others. 191 

The objects studied are processes, not things. Processes must be carried out by material 

components, of course, but study of a member of a teleofunctional category is primarily 

concerned with identifying the process itself – its temporal structure – and only secondarily 

concerned with its material basis. In some ways, organisms are more like waves than material 

objects. When physicists study waves, they are usually more interested in the structure and 

transmission of the wave, the process itself, not its physical medium. Furthermore, 

teleofunctional objects are historically constituted – they are individuated by their position in 

history, by being reproductions of their ancestors. What makes a dog a dog is the fact that it is a 
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reproduction of other dogs, not the fact that it shares any number of characteristics with other 

dogs. A process, then, is only part of a larger process; an organism is a stage in the history of its 

lineage. I think this is the central idea in Millikan’s theory, and the rest of the chapter will 

investigate some of its implications. We should note at this point that there is some tension here 

between defining the object of study as the historical process as a whole, and limiting it to only 

those parts which are successful – those segments in which the organism does what its ancestors 

did that caused them to be selected. We will have to pay some attention to this tension as well.  

The Object of Behavioral Sciences 

Behavioral sciences (psychology, ethology, cognitive science) are biological sciences that 

study behavior. Biopsychology is the subset of psychology which studies behavior. What is 

behavior?  Behaviors, the subject of “core ethology,” are functional doings: 

A behavior is…at least the following: 

1. It is an external change or activity exhibited by an organism or 
external part of an organism. 

2. It has a function in the biological sense. 
3. This function is or would be normally fulfilled via mediation of the 

environment or via resulting alterations in the organism’s relation to 
the environment.192 

Condition 1 distinguishes between behavior and purely internal, physiological processes. 

Condition 2 distinguishes behavior from mere motion. Walking, obviously, counts as behavior: it 

has a function; crunching the leaves underfoot generally does not, so it does not count as 

behavior. Condition 3 eliminates things like getting a tan, which is an externally visible change 
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which has a function (protecting the skin), but performing that function does not involve acting 

on the environment.   

Another possibility is to define an organism’s behavior as its motions or effects that fall 

under laws. But are the animal movements that fall under laws always behaviors? An insect that 

is stepped on has a regular disposition to make a crackling sound, but does making this sound 

count as an insect’s behavior? Of course, advocates of this approach are likely to exclude cases 

in which the system is damaged or destroyed. But that’s just the point: how can we justify 

excluding inputs that damage the system unless the healthy system is our primary object of 

study; how can we even say what damage to the system is unless we know what counts as its 

proper functioning? Nor, of course, do behaviors always fall under laws. Many things an 

organism does are done in unsuccessful or defective ways – someone with a sprained ankle does 

not move her limbs in accordance with the laws that describe walking, but those movements may 

still have the function of locomotion. 

According to Millikan’s definition, not everything an organism does counts as behavior, 

so not everything it does will be studied by biopsychology. 

In truth, very few things that an organism does are behaviors. “Doing” is a far 
more general notion than is “behaving.” To “do,” one need merely satisfy an 
active verb. Active verbs are for the most part noncommittal about whether or not 
what they describe is the realization of a function or purpose. In the case of a few 
verbs, for example, “fall,” “trip,” and “slip,” function or purpose is definitely 
excluded. And there are a few verbs, for example, “hunt,” “fish,” “seek,” 
“challenge,” and “threaten,” that tell only of function and not at all of form….But 
most verbs are just the opposite. They designate form or result and are 
noncommittal about function. For example, “He bumped me with his elbow” and 
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“He stepped on my toe. Are noncommittal about whether the doing was a function 
or purpose of his bodily movement or merely a result of it.193 

Millikan restricts the subject matter of behavioral sciences accordingly: 

The happenings that either folk psychology or a developed scientific psychology 
could be expected to explain are strictly limited to those that occur in accordance 
with proper functions of the body’s systems (or that occur as common aberrations 
of these functions – abnormal psychology).194 

How common does non-functional activity have to be to be of scientific interest? Clearly, there is 

no point in trying to draw a boundary here. I think a better way of looking at the issue is not to 

focus on what activity to ignore, but on the fact that psychology is interested precisely in 

distinguishing between those aspects of an organism’s activity that are functional, those that are 

defective and those that are neither: When I reach for a cup of coffee, (1) my grasping the cup is 

functional, (2) my spilling some of the coffee because the cup is too hot for me to get a firm grip 

is counter-functional; (3) the fact that my elbow moved in a northerly direction and made a faint 

sound is neither: it is strictly irrelevant. It is not that psychology is only interested in (1); it is that 

it is interested in distinguishing between (1), (2) and (3). It will ask different questions about (1) 

than it will about (2) or (3).195 

 

 

                                                 
193 (Millikan 1994, 144). By contrast, Dretske explicitly identifies “behavior” with “doing.“ See (F. Dretske 1988) 
and Chapter 2, above. 

194 (Millikan 1994, 64) 

195 Will it ask any questions about (3) at all? Probably not in this case, but if the sound were used by a predator, say, 
then it would certainly be of interest, even though from my point of view it is an accidental aspect of my behavior. 
Purposeless side-effects of biological functions can also become the raw material for natural selection: what is 
useless now may become significant, positively or negatively, when the environment changes.  
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The Boundary Between the Organism and its Environment  

Another implication of Millikan’s ontology is that the boundary of the organism can no 

longer be drawn neatly at the skin, and behaviors are not primarily movements of the organism’s 

members, but interactions with the environment.  

…because the functions of behaviors are to make specific impacts on the 
environment, behaviors cannot be isolated and described apart from the 
environment. 196 

In fact, straddling the boundary with the environment in this way is a general property of 

teleofunctions. 

What is inside the shell or skin of the organism is only half of a system; the rest, if 
the organism is lucky, is in the environment. The organismic system, especially 
(indeed, by definition) the behavioral systems, reach into the environment and are 
defined by what constitute proper, or normal, relations and interactions between 
structures in the organism and in the environment.197 

Just being inside the skin does not make something part of the organism, otherwise a virus 

infecting an organism would be part of the organism, rather than an alien invader. How else can 

we distinguish between bacterial infections that are endemic, and therefore statistically normal, 

and bacteria that benefit the host, like those which assist digestion? 

The only interesting principled distinction that can be drawn between that portion 
of the organismic system that is the organism proper and that that portion of it that 
is normal environment is not determined by a spatial boundary. It is a matter of 
degree - the degree of control that the system as a whole has over the production 
and maintenance of normal structure and normal states for its various portions.198 

                                                 
196 ibid. 136 

197 (Millikan 1994, 158) 

198 (Millikan 1994, 159) 
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However, even that distinction is only useful in a rough and ready way and it is not completely 

reliable: 

…even what is entirely beyond the system’s control is not as such outside the 
system. Why should the fact that a part of a system is neither made nor 
maintained by the rest of the system disqualify it as a part of the system? On the 
contrary, destruction of the ocean of air that the bird flies in and breathes oxygen 
from, of the seeds and berries that it eats, of the twigs and grasses from which it 
builds its nest, as well as of the nest itself or of the bird’s skin and feathers, would 
not merely cause but constitute part of the avian system. To say that a part or 
subsystem is in its “normal conditions” is just another way of saying that it is part 
of a wider intact system, that the rest of the system to which it belongs is in 
place.199 

This comes close to arguing that because two things are interrelated they are really parts of one 

thing. But, arguably, no two physical objects are causally isolated from one another. More 

plausible, I think, is the point expressed earlier that the primary object of study is not a thing but 

a process: 

…there is no clear line, but only the most arbitrary demarcation, between the 
organism considered as a process and its environment. The unity of the 
organismic process might better be compared, then, to that of a wave, say, or a 
whirlpool, than to that of an ordinary physical process.200 

Millikan here oscillates between three different views, that  

1. Organisms, and teleofunctional items in general, cannot be understood apart from their 

environments 

2. the boundary between the organism needs to be drawn in a non-standard way 

3. There is no boundary between the organism and its environment. 

                                                 
199 (Millikan 1994, 162) 

200 (Millikan 1994, 180) 
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I think this uncertainty is connected between another, more fundamental one. She also oscillates 

between two pictures of what is involved in the study of teleofunctional items. According to the 

more comprehensive picture, understanding a teleofunctional item involves understanding all of 

the following: 

1. The entire scope of the Normal, as outlined in Chapter Four, including its 

a. Proper Function  

b. Normal: 

i. Constitution 

ii.  Process (functional analysis of how its proper function is performed) 

iii.  Conditions  

2. The actual mechanisms to which the teleofunction is attributed, including its 

a. Actual behavioral disposition 

b. (Cummins) Functional Analysis 

c. Actual Constitution 

d. Actual environmental conditions  

According to the narrower picture, understanding a teleofunctional item means understanding 

what it does when it operates successfully – only (1) above. What it does when it fails, any non-

functional properties of the item, how it behaves in circumstances that are not Normal for it – all 

of these are irrelevant; they fall outside the scope of core biological science. Another way to say 

this is that, for the narrow view, the biological scientist is interested in the teleofunctional item 

qua teleofunctional; any other aspects of the item that realizes the function are irrelevant. By 

contrast, for the comprehensive view, the object is constituted, in part, by its teleofunction, but 
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its actual properties and composition are also part of the object and fall within the scope of the 

relevant sciences, even when they go beyond, or are different from, the object’s proper function. 

I think the more comprehensive view is more useful. Some reasons for preferring it have been 

mentioned already; perhaps the most important, however, is that it fits better with a view of 

evolutionary processes as consisting of the interaction of multiple forces, including natural 

selection, of course, but also forces like genetic drift and developmental constraints. If the object 

of biological science is an historical process, then biological understanding will require 

understanding how the forces driving that process interact. It will distort our view if we look at 

them in isolation from each other. When we focus on natural selection, non-functional side 

effects of a trait may be just as important for the outcome of selection as functional ones. For 

example, for many species of fish, the males face an important trade-off: bright coloration is 

more likely to attract mates, and thereby increase reproductive success, but it also attracts 

predators, increasing its chance of being eaten before it can reproduce. We can’t understand the 

coloration of those fish unless we keep both effects – the functional one of attracting mates, and 

the non-functional one of attracting predators – in mind. From now on, I will be employing the 

comprehensive view of the scope of the sciences which study teleofunctional items and the view 

that they need to be understood in connection with their environments. 
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Explanations in Core Biological Sciences 

Describing Teleofunctions 

The central aim of teleological sciences, in both the comprehensive and the narrower 

senses, is to identify and describe teleological functions – the norms according to which their 

objects are supposed to perform, according to which their ancestors performed when they were 

selected for. And this applies to behavior and its context as well.  

To explain behaviors requires explaining how functional coordination between 
body movements and features of the environment are achieved. The centipede 
walks on the floor, the chameleon turns the same color as what it sits on, Amos 
[the mouse] runs from the cat, and Rattus [the rat] presses the bar down in 
response to the bell. The behavioral scientist must explain, for example, how 
Amos’ movements coordinate with those of the cat (although not those of the 
clock) so that a distance is maintained between them. She must explain the 
principles in accordance with which the bell comes to produce, not just a 
movement of Rattus’s paws away from the nose but just that response that will 
effect the arrival of food.  

 

Especially in the case of those behaviors that are intentional actions, reference to 
mechanisms of inner representation will play a large role in this kind of 
explanation. The purpose of this reference will be to explain how intentional 
behaviors are formed and appropriately placed in the environment. An 
examination of normal (ideal) relations between the environment and coordinated 
cognitive structures in the organism, and of how these structures are put in place  
in  normal (ideal) conditions (wider developmental psychology), is a central part 
of the explanatory task. 201 

Once the proper functions of an item have been described, further understanding comes through 

reverse engineering. This will result in an understanding of at least the following: 

1. What its proper functions are 

                                                 
201 (Millikan 1994, 169) 
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2. Its Normal constitution and how it Normally operates 

3. What it actually does 

4. Its actual constitution and mechanism 

However, inquiry may start with information or hypotheses about any of these, and use that to 

guide research into the others. This exhausts the heuristic value of teleological notions. Can we 

now discard the proper functions and concentrate on mechanisms? Once we understand how an 

item is constituted and how it does what it does, what further value does teleological information 

have? One answer is that In addition to providing heuristic guidance to investigation into 

mechanisms, subsuming an item under a norm can itself count as a kind of explanation  

Intentional-attitude explanations of behaviors proceed…by subsumption of 
behaviors under biological norms rather than laws and/or by noting departures 
from these norms and perhaps causes of these departures.202 
 

Millikan takes over the term “normalizing explanation” from Pettit. She identifies four patterns 

of normalizing explanation:203 

1. A very simple form of normalizing explanation explains the occurrence 

of a phenomenon by reference to something whose function it was to 

produce that phenomenon. 

2. In order to explain a phenomenon this way it is necessary, of course, to 

classify it appropriately as the outcome of a teleofunctional process, and 

this may itself count as a simple form of explanation. 

                                                 
202 187 

203 (Millikan 1994, 187-8)  
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3. More complex normalizing explanations tell or implicitly refer to the 

place an event has in a series or interdependent pattern of functions, or 

tell where and perhaps why malfunction occurred within such a series or 

pattern. 

4. Finally, the relation between certain conditions of the functional system 

itself or of the environment and certain states of the system that normally 

adapt the system’s progress to those conditions may be targeted in a 

normalizing explanation. 

What Millikan does not explain, is why any of these count as explanations. For that, we have to 

turn to Pettit. 

Part II: Normalizing Explanation 

Pettit’s Original Argument 

Pettit develops his account of normalizing explanation in the context of an argument 

justifying the use of broad intentional states. Such states, he believes, will be fully accepted only 

if they are needed for psychological explanations. He puts it like this,  

…indispensability [in psychological explanation] is likely to be made a hallmark 
of genuinely mental intentional states. Broad intentional states may be of social or 
semantic importance, but failing explanatory indispensability, they will not be 
counted in any sober inventory of the psychological realm.204  

What would be the alternative? They could be treated as hybrid states, combinations of 

narrow states and purely relational states. The model here is knowledge, which is traditionally 
                                                 
204 (P. Pettit 1986, 19) 
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conceived as true belief which is justified (or meets some other epistemic condition). Leaving 

epistemic conditions aside, knowing x is a matter of believing x (narrow) and x being true 

(relational). The important point is that only the narrow component figures in psychological 

explanations. John’s believing that there is water in the glass (along with his thirst) is what 

causes him to drink the liquid in the glass. If it turns out to be something other than water, if the 

belief is false, that won’t stop him from drinking it, so long as he believes it is water. The 

question is whether all broad states can be treated in the same way – resolved into narrow and 

relational components, with only the narrow components explaining behavior. Pettit argues that 

this conclusion is inescapable for regularizing explanation, which subsumes explananda under 

causal laws, but it does not hold for normalizing explanation, which employs teleological norms 

instead of laws. The argument has six parts, 

1. Preliminaries: common features of both kinds of explanation 

2. Definition of regularizing explanation 

3. Argument that wide states are not needed for regularizing explanation 

4. Definition of normalizing explanation 

5. Argument that common-sense psychological explanation, and most intentional 

explanation in scientific psychology, should be understood as normalizing rather than 

regularizing. 

6. Argument that wide states are needed for normalizing explanation 

Pettit draws the broad/narrow distinction in the usual way: narrow states are states that supervene 

on how the organism is by itself, apart from its environment; broad states supervene on both the 

organism and the environment. Sources of breadth, besides truth, can include (depending on the 

theory of meaning one accepts) demonstratives, proper names, natural kind terms, causal origin 
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and teleological function, among other things. For this argument, Pettit draws the boundary 

between the organism and its environment at the skin; however, he points out that this is only 

one possible way of drawing the broad/narrow distinction. Depending on where one places the 

boundary between the organism (or the mind, or the self) and the external environment, a 

number of different forms of the broad/narrow distinction can be drawn; for example, brain in a 

vat thought experiments draw the boundary around the brain, relegating the body (including the 

spinal cord?) to the environment. Corresponding to these different ways of drawing the 

broad/narrow distinction will be different versions of Pettit’s argument: different versions of the 

argument showing that broad content is dispensable for regularizing explanation but not for 

normalizing explanation, and corresponding grounds for defending the value of normalizing 

explanation. 

Common Features of both types of explanation 

At the most general level, both types of explanation have the same goal: whenever we 

explain an event of any kind we aim to render it intelligible. Different types of explanation, 

however, presuppose different standards of intelligibility. For all explanations of actions, three 

conditions apply. When  

(A) P explains Q 

where P is the explanans, Q is the explanandum, and Q is an action, 

1. P must be a cause of Q 

2. The explanation must give a pattern connecting P and Q.  

3. P must provide a reason for Q. 

The first two conditions apply to explanations of all types of events, the third only to 

explanations of actions. The first doesn’t require any comment, but the others do. Beginning with 
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the second condition, not just any way of referring to P and Q will be explanatory; P and Q must 

be described in such a way that we can see a general connection between P-type events and Q-

type events. Such a general connection will hold because of a pattern - a “non-accidental 

regularity” - not a law, but the pattern in nature that the law represents. This means that, for any 

causally related pair of events, C and E, 

1. C must necessitate E (or at least make it more probable) 

2. This relation (1) must supervene on other general properties of C and E.  

3. There must be an “informatively characterized and independently plausible principle” 

connecting C and E. 

There are two ways of giving a pattern, enunciating it or (proleptically) providing evidence for it.  

We can conceive of that principle as enunciating, or at least as providing evidence 
for, the general pattern entailed; in either case we can say that the pattern is given. 
The reason for saying that the principle may only provide evidence for the pattern 
is that the concepts used in the explanation, and therefore in the principle, may not 
be suitable for the precise formulation of the pattern.205 
 

We can distinguish two extremes: on the one hand, there is proper explanation, which explains 

fully by “enunciating” the relevant pattern linking cause and effect; on the other hand we have 

empty explanation, which purports to explain but fails because it gives the cause and effect under 

descriptions that provide no information about the relevant pattern. To say that “the event which 

Johnny witnessed caused the branch to fall from the tree.” is to say nothing about how the two 

events were connected except that some pattern or other was exemplified. At the other extreme, 

to subsume events under fundamental physical laws is to enunciate the pattern they exemplify, to 

express it completely. A proleptic explanation falls somewhere in between – it genuinely 

explains, because it gives (or implies) a principle that gives some information about the pattern 

                                                 
205 (P. Pettit 1986, 22-3) 
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or provides evidence for the existence of the pattern, but that information is incomplete. The 

classic example is explaining that a vase broke because it was fragile. A better explanation would 

invoke the microstructure of the vase, but to invoke fragility as the explanatory property is not 

completely empty.  

Referring to fragility is referring to whatever intrinsic property it is – say, such 
and such a molecular structure – that causes things to shatter under certain 
pressures. Explaining by reference to fragility is not giving the ideal regularizing 
account, but only doing the best possible under ordinary conditions of ignorance: 
namely, indicating the form which the ideal account should take. Where the 
molecular structure account is a proper explanation, the fragility account is a 
proleptic one. 206 
 

Where a given explanation falls in this spectrum depends on the quality of the information it 

provides. The closer the principle invoked is to specifying a genuine pattern in nature, the better 

the explanation - the closer it approximates to a proper explanation. Unfortunately, we are rarely 

in a position to provide proper explanations; usually, proleptic explanations are the best we can 

do. It will turn out that intentional explanations of action are always proleptic, because the 

intentional principles they invoke are not suitable for enunciating patterns. 

For intentional explanation of action, the general principle invoked is something like the 

one given by Paul Churchland: 

Where X ranges over agents, O over states of affairs and A over actions, for all X, 
O and A, If 

1. X wants O, and 

2. X believes that A-ing is a way for him to bring about O under the 
circumstances, and 

3. There is no action believed by X to be a way for him to bring about O, 
under the circumstances, which X judges to be as preferable to him under 
the circumstances, or more preferable to him, than  A-ing, and 

                                                 
206 (P. Pettit 1986, 28) 
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4. X has no other want (or set of them) which, under the circumstances, 
overrides his want O, and 

5. X knows how to A, and 

6. X is able to A, then 

7. X A’s.207 

This pattern (and its relatives) not only gives the cause of the action but the reason for it. And 

that leads to the third major assumption about explanation: 

(3) P must provide a reason for Q. 

Action explanation is reason-giving: the intentional states (P) which it ascribes to the agent give 

a reason for the action (Q). For P to count as a reason Q it must include a pro-attitude towards a 

certain type of outcome and a belief that by performing Q the agent can bring about that 

outcome. 

In order to bring out the difference between regularizing and normalizing explanations, it 

helps to expand the form of an explanation from (A) to 

(B) P (rather than O) explains Q (rather than R), given S208 

Where P (in contrast to other possibilities O) explains Q in contrast to other possibilities R, given 

background assumptions S. A sentence of form (B) can be either regularizing or normalizing, 

depending, in part, on the how the variables O, R and S are interpreted; that is, depending on the 

background assumptions we make, in particular, assumptions about the standard of intelligibility 

that applies to the given domain, and on the ranges of properties and events by contrast to which 

we are considering the cause, P, and the effect, Q.  

                                                 
207 (P. Churchland 1970, 221-2) Pettit goes on to modify this formula, but not in ways that are important for the 
present discussion. 

208 (P. Pettit 1986, 25) 
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Regularizing Explanation 

A regularizing explanation subsumes its explanandum under a causal law. It renders an 

event intelligible by showing it as an instance of “how the world works generally.” It 

presupposes the background assumption that “the world works to a causal order, embodying 

mechanical, if sometimes only probabilistic, patterns.” And shows how the event exemplifies 

“the routine operation of a recurrent process.” 209 A regularizing explanation of an action, in 

providing its cause, will also provide a reason for it; however, the fact that the cause of the action 

is also a reason for the action does not add anything to the explanation. At best, it has heuristic 

value: assuming that people are rational is often a good basis for figuring out the desires and 

beliefs involved, but it is only because those desires and beliefs caused the action that they 

explain it. “It is because they are reasons – and because they are reasonable attitudes to ascribe – 

that we identify them as causes, though it is because they are causes that they explain.”210 This 

consideration does not make intentional content irrelevant – there could still be psychological 

laws that apply to inner states in virtue of their content. But it does mean that the rationality of 

those laws in not relevant to their explanatory power. An intentional law governing irrational 

behavior can regularize that behavior just as well as laws that show it to be rational.211 

 

                                                 
209 (P. Pettit 1986, 25) 

210 (P. Pettit 1986, 30) 

211 In other words, regularizing explanation belongs to both forms of the naturalistic approach discussed in Chapter 
Four – both metaphysical naturalism and methodological naturalism.   
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Why Regularizing Explanation Makes Wide Content Dispensable 

Pettit argues not only that wide content is dispensable - that for any regularizing 

explanation featuring wide content, a corresponding explanation which employs only narrow 

content will always be available, but also that, given the assumptions and goals of regularizing 

explanation, the narrow explanation will be preferable. The argument proceeds in three stages. 

The first stage shows that, for every wide intentional state, there will be one or more 

corresponding narrow intentional states; steps 2 and 3 show that those narrow intentional states 

will always provide better regularizing explanations than wide states. 

Stage 1: for any explanation that employs broad intentional states there will be corresponding 

explanations that employ only narrow states 

Suppose broad intentional state I of agent O causes O to perform action A.  

(1) If I then A. 

For example, suppose “I” stands for “John is thirsty and he knows that this glass contains water.” 

And “A” stands for “John drinks from this glass.” We can certainly decompose I and A into 

internal and external components, so  

(2) If I then i and w. 

Where i is a narrow intentional state whose content is something like “World willing, I” (“John 

believes this glass contains water”) and w is the required state of the external world (“This glass 

does contain water”). Similarly, A can be decomposed into narrow state a plus w (for simplicity, 

I assume the same external circumstances are needed by both I and A; nothing in the argument 

turns on this). So 

(3) If A, then a and w. 
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But there will be more than one way to decompose I and A; I corresponds not only to i, but also 

to i’, i’’, etc.  For example, i’ could be “agent O is such that if 1 + 1 = 2 then I.”  Similarly with 

A. How do we decide which explanation is best? If I is true then, necessarily so are i, i’, and so 

on. Which provides the most information about the fundamental pattern in nature? 

How ought we to decide between decompositional alternatives? If they are 
alternatives for a proper form or regularization, then we will select the one whose 
principle enunciates the pattern in nature in the theoretically most satisfactory 
way: the one whose principle counts as a law of nature, rather than a 
gerrymandered variation on the law. If the alternatives are rivals in proleptic 
regularization, then we will prefer that which seems, in the principle it deploys, to 
offer the most accurate picture of the sort of pattern in question; in other words, 
that which approximates most closely to the proper account that we envisage.212 

The kind of state that provides the best regularizing explanation is “the primary state…the true 

explanatory kind.” Clearly i’ is parasitic on I, but what about i? To complete the argument we 

need to show that it is not similarly parasitic on I but, is a genuinely explanatory state. 

Stage 2:  for any explanation that employs broad intentional states there will be corresponding 

explanations that employ only genuine narrow states 

Assumptions: 213 

1. Every action, A, is at least partly constituted by a change in the context-independent 

character of the agent, usually a piece of behavior B.214 

2. Every such change is caused by a narrow state of the agent, N. 

                                                 
212 (P. Pettit 1986, 33) 

213 (P. Pettit 1986, 34) 

214 “Behavior” in Dretske’s sense, but, of course, not Millikan’s. 
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If we reject the first assumption, it is not clear why we would attribute an action to one agent 

rather than another; as for the second, it seems clear that any change in the state of an agent, even 

one that can be described in broad terms, will also be describable in narrow terms. Certainly, any 

overt behavior can be characterized purely in terms of physical movements relative to the agent’s 

body apart from the environment. It would be awkward to describe someone’s walking across 

the street only in terms of movements of her limbs relative to each other and the rest of her body, 

ignoring the fact that they are interacting with the street, but it could be done. And such 

movements, clearly, will have internal causes like muscle contractions (assumption 2).  

Argument: 

We can now identify a narrow replacement for  

(1) If I then A. 

By the first assumption, A will have a narrow behavioral counterpart, B which, given the right 

state of the environment, W, constitutes A:  

(4) If B and W, then A 

By assumption 2, B is caused by a narrow state N 

(5) If N, then B 

So 

(6) If N and W, then A 

This means that N and W can regularize A, so we have a narrow replacement for (1). So far, 

though, we don’t know that N is intentional – it could be a purely physiological state of O. Stage 

1 gave us a narrow psychological state, but we could not be sure it wasn’t a purely relational 

state or that it wasn’t parasitic on the wide state in some other illegitimate way. Stage 2 gives us 

a narrow state that we are sure is a genuine cause, but may not be psychological. Stage 3 puts 
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these together, establishing that for any wide intentional state that figures in a regularizing 

explanation of behavior there is always be a narrow psychological counterpart that will be 

genuine. 

Stage 3: there will always be narrow intentional alternatives to any broad psychological 

explanation of behavior. 

The narrow states identified in stages 1 and 2 are related as follows: we saw in stage 2 that  

(4) If B and W, then A 

But not only if – for all we know, more than one narrow behavior could constitute wide action A. 

On the other hand, from stage 1 we know that the narrow psychological state will occur if and 

only if wide state A occurs in the right environment: 

(5) Iff W and a, then A 

It follows that  

(6) If B, then a 

By parallel reasoning 

(7) If N, then i 

The narrow psychological states identified in stage 1, i and a, supervene on the narrow 

substantial states, B and N, identified in step 2. So i “is not insubstantial, since it supervenes on 

the undoubtedly substantial N-state. This means that we can think of the explanation which 

invokes the fact that i and w as revealing the antecedents of the A-action in a more illuminating 

way than the I-account.”215 

Conclusion: 

                                                 
215 (P. Pettit 1986, 37) I have changed the variables to conform to the preceding discussion. 
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The argument shows that, given plausible assumptions, for every regularizing explanation 

employing broad intentional states, there will be at least one narrow equivalent, therefore wide 

intentional states are not necessary for regularizing explanation of action. Given the 

indispensability criterion mentioned above, that wide states will only be preferred to hybrid 

states if they are necessary for psychological explanation, it follows that we should treat all wide 

intentional states like knowledge – as combinations of narrow intentional components, which 

explain behavior, and contextual factors, which do not.   

Normalizing Explanation 

Normalizing explanations subsume the cause and effect under norms rather than causal 

laws: the principle that links cause and effect is a  

norm at which some part of the world aimed, rather than just a datum about how it 
worked. In that case the explanandum would be made intelligible, not by being 
shown to exemplify the world’s regular mode of operation, but by being depicted 
as something that had to happen if the world was to continue to satisfy the 
principle that represents its norm.216 

Both regularizing and normalizing explanation exemplify the same form: C explains E in virtue 

of being a cause of E in the light of a principle which represents a pattern in nature, that C-type 

events cause E-type events. In regularizing explanation, the principle represents a fact about the 

way the world works. In normalizing explanation, the principle represents a norm that the world 

(or the relevant part of the world, at any rate) aims to realize. The explanandum becomes 

intelligible when we see that it was required for the norm to be fulfilled. 

                                                 
216 (P. Pettit 1986, 38) 
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Pettit develops the idea of normalizing explanation with an example: we are presented 

with a set of robot gardeners. We watch their various activities, and wonder what they might be 

up to. 

The explanatory desire behind this question is a wish to be able to substantiate our 
conception of the robots as gardeners…we want to be able to see how their 
various behaviors  - other than those we come to regard as mere noise – contribute 
to the gardening task. We will scan the behavior, trying, in each case, to view the 
initiative as a gardening response to a situation of need: in particular, a 
situation which it is plausible to think the robot registers in some way.217 

The object of a normalizing explanation is constituted by a set of norms,  

Our conception of the gardener gives us a vague cluster of norms such that we 
expect any gardening agent to satisfy the antecedents of some, and, when it does, 
generally to satisfy the consequents too: generally rather than universally, because 
we can leave room for various blocks and imperfections, eve ones we don’t fully 
understand. We substantiate that conception when we see various robotic 
behaviors as occurring in order that such norms should be fulfilled. 218 

The object of investigation is something that is supposed to fulfill a need by performing a 

specific task. To subsume a piece of behavior under a norm is to identify it as fulfilling (or 

attempting to fulfill, or supposed to fulfill) that task. I said earlier that the difference between 

regularizing and normalizing explanations was a matter of the background assumptions and 

standards of intelligibility they presupposed. Regularizing explanation assumes that the world 

works according to blind causal laws and that we make an event intelligible by subsuming it 

under a causal principle in such a way that we can see it as an instance of how the world works 

in general. By contrast, normalizing explanation assumes, in addition to the operation of causal 

laws in general, a particular history, in which the object was produced in order to fulfill a certain 

                                                 
217 (P. Pettit 1986, 39)  my emphasis. 

218 (P. Pettit 1986, 40) 
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norm. This will be true when it, or its ancestors, were selected for performing part of a given task 

in order to satisfy a need. A normalizing explanation, then, assumes 

1. A historical process of the right kind 

2. A need 

3. A task which fulfills (or is supposed to fulfill) that need. 

The right kind of historical process will fulfill the requirements for proper functions,219 so the 

norm mentioned by the explanation specifies a proper function. The selective episodes which 

established that function will be characterized by performance of a task (e.g., finding and 

capturing prey) that fulfilled a need of the organism (e.g., for food). The explanandum (the cat is 

stalking a pigeon on the window sill) is explained by showing how it constitutes, or is supposed 

to constitute, part of the fulfillment of a task of a specified type (hunting), directed toward 

fulfilling a specified need (for food). A normalizing explanation renders its explanandum 

intelligible by “substantiating” our functional conception of it: by showing where it fits in 

performance of a task, against the background of a need and a selective history.  

We will look for regularizing explanations generally, since we believe that all events are 

connected by natural processes (although that does not mean that all the ways we are inclined to 

identify events will be appropriate targets of regularizing explanations.) However, normalizing 

explanations apply much less widely. 

We will look for normalizing explanations only in domains where we think that 
selection or design or whatever has been effective I ensuring that the systems 
there satisfy this or that norm. These assumptions mean that normalizing 

                                                 
219 Pettit refers to several different accounts of teleology in his paper, without choosing among them; however, 
Millikan’s account is certainly satisfied by the conditions he gives for normalizing explanation. 
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explanations can never be taken to deploy principles which enunciate, as distinct 
from providing evidence for, fundamental underlying patterns”220 

Normalizing explanations only apply to bearers of proper functions qua proper functional. Pettit 

concludes from this that all normalizing explanations are proleptic, merely standing-in for proper 

explanations, the best we can do under conditions of ignorance. He does not argue for this 

conclusion; presumably because he takes it as obvious that principles that enunciate patterns in 

nature will invoke underlying mechanisms and structures, rather than selective history. 

Why Explanation of action is best understood as normalizing rather than regularizing 

Pettit argues that psychological explanation should be understood as normalizing rather 

than regularizing. Ordinary action explanation, for instance,   

is an attempt to find such a characterization  of people’s doings as will enable us 
to substantiate our conception of them as more or less rational. This conception is 
more general in scope than that which we employed with the robots, but it plays 
the same role. There we assumed that given the ends of a gardener, the robots 
were more or less rational subjects…Here we assume that given the rather more 
varied ends of the human being, ordinary agents are also more or less rational 
Normalization in both cases comes to rationalization.221 

We said above that all action explanation must provide a cause, a principle and a reason for the 

action. The regularizing paradigm motivates the first two requirements – it aims to  show how 

the action is an instance of the general causal order of nature. But the fact that the cause is also a 

reason is not motivated on the regularizing picture. On the normalizing picture it is - 

rationalization means showing how the action is directed toward an end – it means subsuming 

the action under the means-end pattern. This pattern retains the first two characteristics – a 

                                                 
220 (P. Pettit 1986, 39) 

221 (P. Pettit 1986, 44) 
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means must be a cause which helps to bring about the end in virtues of some pattern; but it is 

also a reason for the agent to perform the action, given its ends. A normalizing explanation 

Must point us, not to any old regularizing principle, but specifically to one on 
which the agent is targeted: a principle of a kind that he is constructed to satisfy. 
..under the normalizing conception, the assumption of rationality plays a 
constitutive as well as an heuristic role.222 

The object of normalizing explanation is constituted, in part, by its rationality – that is, by its 

means-end organization - teleologically. The means-end pattern also shows how the action 

fulfills a task, or part of a task, which is directed toward meeting a need. 

The argument is that the normalizing paradigm provides a better account of action 

explanation, both in common life and in scientific psychology, than the regularizing paradigm, so 

we should consider action explanation to be normalizing. This, then, forms the basis for 

justifying broad content – unlike regularizing explanation, normalizing requires broad content, at 

least some of the time. So if action explanation is indeed normalizing it requires broad content, 

and that justifies us in taking broad content as a genuine explanatory kind.  

Why Broad Content is Needed for Normalizing Explanation  

The aim of regularizing explanation is to “present the event explained as an unsurprising 

moment in the causal unfolding of the natural world.”223 When there are alternative principles 

                                                 
222 (P. Pettit 1986, 47) 

223 (P. Pettit 1986, 49) 
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available we will prefer the one that “best reflects nature’s mechanical patterns.”224 The 

priorities of normalizing explanation are different  

Its goal is to present the event explained as something which was required of the 
relevant system, given a certain conception of that system; specifically, given a 
conception motivated by beliefs about its design or selection or whatever. 

For a normalizing explanation, we will prefer the principle that best substantiates that conception 

of the system; this may well not be the version that best meets the goals of regularizing 

explanation. And that principle is likely to incorporate reference to the environment. Referring 

back to Pettit’s example of the gardening robots, our conception of a gardener is broad. A 

gardener is an agent who cultivates some terrain to make it into a garden and continues to act so 

as to help that garden to thrive. The internal mechanisms it employs to carry out those activities 

are secondary. The same applies to our ordinary understanding of ourselves and each other: 

The norms to which each of us feels himself bound, the norms that we invoke in 
deliberation and review, are those associated with the broad-minded 
conception.225 

Our ordinary conceptions of human beings are broad. The selection processes that ground our 

ascriptions of teleological functions, the relevant tasks and needs, are all broad. Therefore, the 

explanations that best meet the goals of normalizing explanation should also be broad. 

Comments 

Now that Pettit’s conception of normalizing explanation has been described, what are we 

to think of it? First, we can see how the forms of explanation identified by Millikan, showing 

                                                 
224 (P. Pettit 1986, 48) 

225 (P. Pettit 1986, 55)  
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that an item is the result of a teleological process, setting out its place in a pattern of 

interconnected functions, and showing its relation to environmental conditions, can count as 

normalizing explanations. Secondly, Pettit’s use of normalizing explanations to support broad 

content fits with Millikan’s claims that proper functions are intrinsically related to their 

environments. But on Pettit’s account, normalizing explanations can, at best, only explain in a 

secondary, proleptic way. This doesn’t fit very well with Millikan’s overall position; it is also in 

tension with the position called Explanatory Pluralism which Pettit has since developed in 

collaboration with Jackson. 

Explanatory Pluralism: Why we shouldn’t always prefer lower-level explanations to 

higher-level ones. 

Explanations come at different levels of detail. It is often assumed that more detail is 

always better. We saw that something like this idea seemed to be at work in the discussion of 

regularizing vs. normalizing explanation. Jackson and Pettit (JP) call this principle, the fine-grain 

preference and oppose it to explanatory ecumenism or pluralism, the idea that “explanations of 

different levels of grain may be interesting in different ways.”226 This latter principle implies 

that, even if we had a complete account of the underlying mechanisms that produced an event, a 

higher-level explanation, one which invoked macro-level variables, could still be of interest; in 

some cases, it might even provide a better explanation than the more detailed account. 

  Fineness of grain can be measured in either spatial or temporal terms, so there are two 

varieties of the fine grain preference, the small-grain preference and the close-grain preference. 

                                                 
226 JP (1992) p.164. 
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The close-grain preference advises us to cite causal factors that are as close in time as possible to 

the event being explained; we should strive to eliminate, or at least reduce, temporal gaps that are 

not bridged by causal mechanisms. The small grain preference recommends substituting micro-

level mechanisms for macro-level factors wherever possible. 

One motivation for the fine grain preference derives from the principle that causality is 

local: “that a cause always acts on what is contiguous in space and time, that there is no causal 

action at a spatial or temporal distance.”227 Since the underlying causal factors are contiguous, 

the closer, in space and time, the factors cited by an explanation, the closer they come to showing 

the immediate determinants of the explanandum, so both the small-grain preference and the 

close-grain preference are immediately plausible. JP quote Jon Elster on this point: 

The twin concepts of local causality in space and local causality in time are 
related to the two aspects of mechanism I referred to as the substitution of micro-
variables for macro-variables and of short time lags for longer lags.228 

But they point out that that macro-level factors and micro-level factors are often co-extensive. 

Take the macro-explanation of a rise in crime that traces it to an increase in 
unemployment. The explanatory factor is certainly not spatially removed from the 
phenomenon explained here: they occur in the same society. And neither, indeed, 
is it removed much in time: the phenomena involved may be more or less 
simultaneous.229 

A stronger rationale is what JP call causal fundamentalism: the principle that macro-level 

properties, including causal relations, are determined by micro-level properties; the macro 

                                                 
227 (Pettit and Jackson 2004, 165) paraphrasing (Elster 1983). McGinn’s version of this principle was discussed in 
Chapters 2 and 3 in the context of Dretske’s theory. 

228 (Elster 1983), quoted by (Pettit and Jackson 2004, 166) 

229 (Pettit and Jackson 2004, 166) 
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supervenes on the micro. While accepting this principle, they are concerned to show that it does 

not imply explanatory fundamentalism, the idea that we should also prefer micro-level 

explanations to macro-level explanations – that knowing what is happening at the micro-level 

will always be more illuminating than knowing about the macro-level. 

The explanatory fundamentalism to which the fine-grain preference leads 
suggests that the best we can do in the social explanation and, more generally, in 
the special sciences – the best we can do in common sense accounting, too – is to 
offer pro tempore accounts. The best explanations we provide in these areas fail 
to reveal anything distinctive about the causal structure of reality: anything that 
would remain of interest in the event of developing micro-physical  - or indeed 
any lower level – explanations of things.230 

Of course, some higher-level explanations are at best practically convenient and we would be 

happy to give them up if we could. But are all of them like this? JP argue that they are not; that 

some higher level explanations would retain their value even if we had as much lower-level 

detail as we could wish. 

Before examining their argument, it is important to see how explanatory fundamentalism 

pervaded Pettit’s earlier argument for broad content. First, it was crucial in the way the 

distinction between enunciating a principle and merely providing evidence for it was formulated. 

Second, in the argument for the dispensability of wide content in regularizing explanation, it was 

necessary for the conclusion that regularizing explanation will always give preference to lower-

level explanations, employing the narrowest possible properties. Finally, it probably motivated 

the claim that normalizing explanation could only be proleptic – that, useful as it is, it cannot 

enunciate genuine patterns in nature (although Pettit didn’t explicitly say this).  

                                                 
230 (Putnam 1975) discussed in Chapter 1; (Pettit and Jackson 2004, 171) 
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Here is one of JP’s examples: 

(A) The flask cracked because the water in it boiled. 

Suppose it was molecule X whose impact actually triggered the cracking. If we accept the fine 

grain preference, we would always prefer  

(B) The flask broke because of the impact of molecule X at point Y. 

So if we have (B) we should give up (A).  But is this true?  A similar point can be made using 

Putnam’s well-known square peg and round hole example.231 If we wonder why the peg won’t 

go through the hole, do we really want to know which part of the peg was deflected by which 

part of to the surface surrounding the hole? Putnam argued that a higher-level explanation is 

actually superior in this case – what is important is the size and shape of the peg relative to the 

size and shape of the hole (assuming both substances are rigid). These are the causally effective 

factors. If I rotate the peg, so that a different part comes in contact with the surface, the lower-

level explanation will change, but the higher-level one won’t. 

Assuming that the general goal of causal explanation is to provide information about the 

causal history of the event to be explained,232 the fine-grain preference tells us that the lower-

level account gives us more information, so it is a superior explanation. But JP point out that 

information is also lost when we go micro. Granted that A, the boiling-water explanation, loses 

information about which molecule it was that triggered the crack, it also tells us something that 

                                                 
231 As discussed in Chapter 1; (Pettit and Jackson 2004, 173) point out the connection as well.  

232 (Pettit and Jackson 2004, 176), (Lewis 1986) 
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B, the molecular-level explanation, doesn’t tell us: that the overall temperature of the water in 

the flask was such that some molecule or other was bound to impact the surface in such a way as 

to cause it to crack. The connection between the boiling water and the cracked surface was such 

that it doesn’t matter which molecule it was that triggered the crack. 

There are two grossly different types of information that can be provided about 
something like a causal process, more generally, about the actual world that 
involves that process. One sort of information helps us to differentiate the actual 
world from other ways the world might have been: other possible worlds. The 
second sort helps us, not to differentiate the actual world from other possible 
worlds, but to relate it to them: to show how the actual world runs on patterns 
found in a variety of possible worlds. The first sort of information is modally 
contrastive, the second modally comparative.  The first focuses on differences 
between the actual world and other possible worlds; it homes in on the 
peculiarities of the actual case. The second focuses on similarities between the 
actual world and other possible worlds:; it takes us to a distance at which we can 
discern constancies across the actual way things are and the ways they might have 
been. 233  

Contrastive information about a process serves to distinguish that process from other 

processes. The more detail we have, the more differences between otherwise similar processes 

we are apt to see. Comparative information is information about causal patterns shared by 

many possible worlds; it tells us about what would have remained the same if circumstances had 

been different. One way this can happen is when there is a higher-level structure that can be 

realized in different ways at the lower level, so contrastive information that emphasizes lower-

level detail will obscure what is common to situations that differ at the lower level. Similarly, in 

Putnam’s example, the shapes and sizes of the peg and the whole dictate that, no matter how we 

hold the peg, it won’t go through the hole.  

                                                 
233 (Pettit and Jackson 2004, 179)  Notice that “pattern” here is being used in a wider sense than in Pettit’s earlier 
paper. According to both senses, a pattern is something in the world, not a mental or verbal entity, but the earlier use 
restricted the term to what are here being called lower-level patterns. The patterns discussed here would have been 
relegated to proleptic explanations in the previous paper. 
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Learning the explanation of the cracking in terms of this or that molecule 
increases our contrastive information on the causal process involved; it helps us to 
differentiate the actual world cracking from more and more other possible-world 
counterparts. Learning the boiling-water explanation increases our comparative 
information on the causal process. We may already be in possession of the 
molecular account and be sensitive to what differentiates the actual process at this 
level.  But still, in being made aware of the boiling-water explanation,  we learn 
something new: we learn that in more or less all possible worlds where the 
relevant causal process is characterized by involving boiling water, the process 
will lead to the flask cracking.234  

Getting more contrastive information by going micro generally means losing comparative 

information that is salient at the macro-level. There is a parallel argument against the close-grain 

preference. So the motivation for the fine-grain preference is the assumption that the only 

information we are interested in is contrastive information. But once this assumption is made 

explicit, it is clear that we should reject it. 

Explanatory Pluralism and Normalizing Explanation 

We saw above that the fine-grain preference was assumed in Pettit’s earlier argument. If 

we reject it, how is that argument affected? The distinction between explanations that enunciate 

principles of nature and those which are merely proleptic will remain, of course, but we will no 

longer consider all higher-level explanations proleptic. Part 2 of the argument attempted to 

demonstrate that broad content was not required for regularizing explanation because we would 

always prefer finer-grained, therefore narrow, explanations. That conclusion can no longer be 

accepted, so we have to allow for the possibility of broad-minded regularizing explanations that 

cannot be replaced by narrow-minded alternatives. Normalizing explanations are no longer 

needed, then, to save broad content. However, the grounds for treating intentional explanations 

                                                 
234 (Pettit and Jackson 2004, 179) 
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as normalizing remain: only the normalizing picture shows why intentional explanations provide 

reasons for their explananda, not just causes. And we are no longer forced to consider all 

normalizing explanations as merely proleptic; at least, not just because they operate at a higher 

level than, say, neurological explanations. But we haven’t shown that normalizing explanations 

meet the conditions set out by explanatory pluralism for higher-level explanations that retain 

their interest in the face of lower-level alternatives. We need to see how normalizing 

explanations can provide comparative information that would at least sometimes be lost if they 

were replaced by more detailed accounts of the mechanisms underlying behavior.  

Contrastive Information in Normalizing Explanations  

Normalizing explanations apply teleological norms. An item has a teleological function 

because of its history: there is something homologous items did for its ancestors that helped them 

to be selected. So to identify such a function is to identify, or at least to hypothesize, a particular 

type of causal history. In Millikan’s terms, we are studying a particular historical process. To 

understand it fully we need both comparative and contrastive information. A contrastive account 

can take the form of a narrative, following a population through time, keeping track of the way 

characteristics of individual organisms, and characteristics of the population as a whole, such as 

its geographical distribution, change over time. An ideal narrative would also identify the 

evolutionary forces responsible for these changes, both those due to natural selection and those 

due to factors like genetic drift.235 The more detail we have about the history, the better. An 

exceptionally complete example is the Grants’ study of Galapagos finches, where they kept track 

                                                 
235 Compare (P. Kitcher 2003) on Darwinian Histories. 
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of virtually every bird on a single island in the Galapagos chain over a period of years, although, 

even here, we could imagine much more detail being added.236 

A comparative account would be different: instead of differences, it would look for 

similarities across histories, both actual and possible. One type of similarity has to do with the 

kinds of characters that are selected for. Like organisms, adaptations come in families. Lots of 

organisms have eyes, because the ability to use information in reflected sunlight is useful in 

many different situations. Similar adaptations occur in unrelated species because the species face 

similar problems. We can think of adaptations as solutions to problems the organism faces. 

Lewontin provides a helpful formulation:  

The modern view of adaptation is that the external world sets certain “problems” 
that organisms need to “solve,” and that evolution by means of natural selection is 
the mechanism for creating these solutions. Adaptation is the process of 
evolutionary change by which the organism provides a better and better 
“solution” to the “problem,” and the end result is the state of being adapted.237 

One way to understand these solutions is by way of the idea of a task analysis, introduced by 

Newell and Simon.238 This is an abstract description of the kinds of activities that can perform a 

task, independent of the mechanisms that realize them. Such an analysis can give clues to the 

kinds of mechanisms we should look for, but it can also tell us something about the selective 

forces acting on the organism, and the constraints on the solutions the organism can develop. A 

task analysis describes what is needed by an organism to solve a type of problem posed by its 

                                                 
236 (Grant 1986), (Weiner 1995) 

237 (Lewontin 1978, 212)  Actually, Lewontin disagrees with this way of understanding adaptation; I shall discuss 
his objections shortly.   

238 As discussed in Chapter 1. (Newell and Simon 1972); see also (Marr 1982). 
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place in the environment. Task analyses represent comparative information. The more we know 

about the particular history of a population, the more detailed the narrative we can provide, the 

more we can differentiate that population from others. On the other hand, knowing about the 

demands of vision or hearing or photosynthesis in the abstract gives us comparative information 

about all organisms capable of performing these tasks.  The immediate object studied by a task 

analysis is the task itself, considered abstractly, but it also tells us what kinds of features any 

organism capable of performing the task must have. When we identify the proper function of a 

particular character or behavior of an individual organism, we show how that item plays a role in 

performing a task that was significant for natural selection. A task analysis, then, specifies the 

teleological functions of the items that perform that task; teleological functions are roles in 

selectively significant tasks. Normalizing explanation, then, work by assigns explananda to roles 

in tasks they are supposed to perform, and clearly that provides the kind of comparative 

information discussed by JP. 

I have been discussing tasks in very general terms: vision is a task whose purpose is to 

extract useful information from ambient light. But visual systems can be described in much more 

specific ways, depending on the kind of information that is useful for a given species, the kind of 

light is available in that species’ habitat, the sources of interference the species has to cope with, 

and so on. A general understanding of vision will show how the demands of the task vary with 

variations in these and other factors. Task analyses not only specify common solutions to 

selective problems across possible worlds, but they are themselves subject to general principles, 

and by invoking these principles, we can provide a deeper level of explanation. These general 

principles, of vision, say, also provide comparative information: they tell us about causal laws 

shared across possible worlds. To identify an item as having a teleological function is, first, to 
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identify a role it is supposed to perform in accomplishing a particular task; second, it places it in 

a particular history, which includes episodes of selection for performing that task, and third, it 

relates it to the general principles that govern the task. 

A good example of the kind of explanation I have in mind is the analysis of recognition 

systems developed by Sherman, Reeve and Plennig (SRP).239 Some instances of such systems in 

action are   

1. A liver transplant patient ‘s body rejects the new organ 

2. Before mating, male and female fireflies engage in a precisely timed 

flash dance. 

3. A male bird disregards a singing neighbor but attacks a stranger 

singing from the same spot. 

4. A hungry mouse and an iridescent green beetle ignore each other. 

5. A carnivorous tadpole engulfs a smaller sibling , but immediately 

spits it out.240 

In these examples, an organism recognizes, respectively, non-self vs. self, a mate of the same 

species, a neighbor vs. an interloper, prey vs. non-prey, and kin. These are very different events, 

but SRP claim that they can be understood according to a common framework. That framework 

includes a definition of the general task or problem that recognition systems solve, specification 

of the kinds of components they need to perform the task, and a set of principles according to 

                                                 
239 SRP (1997). Also see (Shettleworth 2010) and (Hauser 1997) for similar analyses. 

240 SRP (1997) p. 69. 
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which the characteristics of particular systems are determined by characteristics of their selective 

environment.   

The fundamental problem of recognition is to classify items which the organism 

encounters as belonging or not belonging to the category in question. But perfect accuracy is 

never possible in the real world, and different designs will be prone to different types of errors: 

Selection should favor individual organisms (and cells) whose recognition 
mechanisms classify recipients without error.  In nature, however, desirable and 
undesirable recipients often exhibit overlapping cues… In addition, undesirable 
recipients may benefit by either mimicking the cues of desirable recipients or 
scrambling cues to prevent discrimination…Consequently, the central problem 
is how to optimize the balance between acceptance errors (accepting 
undesirable recipients) and rejection errors (rejecting undesirable recipients). 
…Alternative designs for each recognition component affect the balance of errors 
differently , and the design that optimally balances these errors is predictable from 
knowledge of the organism’s environment.241 

The parameters of the task can be specified in terms of three basic kinds of components all 

recognition systems share: 

1. Production: the nature and development of labels (cues) in recipients 
that actors use to recognize them.  

2. Perception: the sensory detection of labels by actors and subsequent 
phenotype matching; i.e.,  comparison of labels to a template (inner 
representation)  of the phenotypic attributes of desirable (fitness-
enhancing) or undesirable (fitness decrementing) recipients; the 
ontogeny of labels is also part of this component. 

3. Action: the nature and determinants of actions performed, depending 
on the similarity between actors’ templates and recipients’ labels…. 

Characteristics of components (1-3) should vary according to ecological and 
social circumstances that affect the costs and benefits of discrimination.242 

                                                 
241 SRP (1997). p. 72. My emphasis. Compare (Godfrey-Smith 1996, Appendix) 

242 SRP (1997) p. 71. 
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The substance of the analysis lies in those principles. The richer and more detailed the  principles 

we can formulate, the better understanding we have of the task, hence the better the explanation 

we can give by assigning a given item to its role in the task (its proper function). The principles 

set out by SRP as governing the recognition task include the following. 

Actors should use recognition cues that maximize the separation of template 
dissimilarity distributions for desirable and undesirable recipients…Suppose there 
is a choice between “D-present” cues possessed by nearly all desirable recipients 
but also by some undesirable recipients, and “U-absent” cues possessed by some 
desirable recipients but rarely by undesirable recipients. Use of the former leads 
to few rejection errors but some acceptance errors, and vice versa for the latter. 
Accordingly, actors should use D-present cues when  

1. Interactants are most often desirable recipients; 
2. Fitness benefits  of accepting desirable recipients are high; and 
3. Costs of (mistakenly) accepting undesirable recipients are low. 

For example, in the neotropical ant Ectatoma ruidum … and the desert woodlouse 
Hemilepistus reaumeri …nestmates share a chemical label that is readily 
transferred by direct contact, enabling young colony members to acquire it 
rapidly. Sometimes foreigners also acquire the cue, enabling them to enter the 
nest to steal food. Persistent use of D-present transferable labels implies that 
benefits of always accepting colony mates outweigh costs of occasionally 
being robbed. Actors should use U-absent cues under the converse of 
circumstances (1-3). 243 

To identify a specific chemical as having the teleological function of indicating that its bearer 

belongs to the nest is to provide a normalizing explanation of the presence of that chemical and 

the organs that create and transmit it. It also situates the chemical in a design space, identifying 

what principles apply to it and its ability to perform its function adequately.  

These principles provide comparative information about similar selection processes. 

When we say that an item is an eye, we are saying that it belongs to an organism whose ancestors 

                                                 
243 SRP (1997) p. 72-74. Emphasis added. 
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were selected because they had similar organs in virtue of which they were able to see. That 

means that there were recurring problem-situations which those organisms confronted, which 

they solved by using their eyes to see. It seems to be a natural way of describing natural 

selection: the organism generates solutions to problems provided by the external environment, 

and this leads to a picture of natural selection as what Godfrey-Smith calls “externalist 

explanation.”244 

Selective problems 

In Chapter 1 I quoted Richard Lewontin’s formulation of this idea natural selection as 

problem solving. But actually Lewontin strongly disagrees with it; he was describing it only to 

refute it. He thinks this picture is misleading because it leads us to see the organism as passively 

acted on by an autonomous environment.  

The concept of adaptation implies a preexisting world that poses a problem to 
which an adaptation is the solution. A key is adapted to a lock by cutting and 
filing it; an electrical appliance is adapted to a different voltage by a 
transformer.245 

 

He thinks the very term, “adaptation,” leads us to view problems as set by the environment, 

independently of the organism. The key is cut so as to fit the lock, not vice versa. The discussion 

of recognition systems in the last section seems to be a good example of what Lewontin in 

criticizing, as when SRP claim that the characteristics of the components of the system “vary 

                                                 
244 (Godfrey-Smith 1996). He discusses Lewontin’s views helpfully on pp. 141-148, although his way of 
approaching issues is somewhat different from mine. 

245 (Lewontin 1978, 212) 
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according to ecological and social circumstances that affect the costs and benefits of 

discrimination.” If the lock-key picture accurately reflects the way evolution works, we would be 

able to describe the organism’s environment, its ecological niche, independently of the 

organism.246 

The ecological niche is a multidimensional description of the total environment 
and way of life of the organism. Its description includes physical factors, such as 
temperature and moisture; biological factors, such as the nature and quantity of 
food sources and of predators, and factors of the behavior of the organism itself, 
such as its social organization, its pattern of movement and its daily and seasonal 
activity cycles.247 

A physical environment, then, would be made up of a large number of potential niches, some of 

which are occupied by organisms at any given time, and others which are empty and waiting to 

be filled. Lewontin identifies two main ways in which the ecological niche, hence the problem 

the organism needs to solve, is not independent of the organism   

1. Ontological: niches cannot be individuated independently of the organisms that fill 

them. 

…if evolution is described as the process of adaptation of organisms to 
niches, then the niches must exist before the species that are to fit 
them. That is, there must be empty niches waiting to be filled by the 
evolution of new species. In the absence or organisms in actual 
relation to the environment, however, there is an infinity of ways the 
world can be broken up into arbitrary niches. It is trivially easy to 
describe “niches” that are unoccupied. For example, no organism 
makes a living by laying eggs, crawling along the surface of the 
ground, eating grass and living for several years. That is, there are no 
grass-eating snakes, even though snakes live in the grass. Nor are there 

                                                 
246 (Brandon 1990, Ch. 2) provides a detailed discussion of different types of environments and their relevance for 
Lewontin’s argument. 

247 (Lewontin, Adaptation 1978, 214) “The metaphor of adaptation…needs to be replaced by another. Although all 
metaphors are dangerous, the actual process of evolution seems best captured by the process of construction.”  
(Lewontin 2000, 48) 
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any warm-blooded, egg-laying animals that eat the mature leaves of 
trees, even though birds inhabit trees. Given any description of an 
ecological niche occupied by an actual organism, one can create an 
infinity of descriptions of unoccupied niches simply by adding another 
arbitrary specification. Unless there is some preferred or natural way 
to subdivide the world into niches, the concept loses all predictive and 
explanatory value.248 

2. Causal: organisms affect their environments. 

Organisms do not experience environments passively; they create and 
define the environment in which they live. Trees remake the soil in 
which they grow by dropping leaves and putting down roots. Grazing 
animals change the species composition of the herbs on which they fed 
by cropping, by dropping manure and by physically disturbing the 
ground. There is a constant interplay of the organism and the 
environment, so that although natural selection may be adapting the 
organism to a particular set of environmental circumstances, the 
evolution of the organism itself changes these circumstances.249 

The second objection complicates the picture, but does not present any fundamental problems for 

my position.250 If the organism affects the environment causally, then the environment will 

change, and the task the organism will need to perform will change as well. But any theory of 

evolution has to accommodate changing environments anyway; this just adds one more source of 

change. If organisms develop photosynthesis in order to produce energy, and this has the 

byproduct of adding oxygen to the atmosphere, then they have a new problem – coping with an 

oxygen-rich environment. Adaptation requires some stability in the environment – if the 

environment changes too quickly in too many ways, the species doesn’t adapt, it becomes 

extinct. But it does not require that the environment be completely stable. Causal effects of the 

                                                 
248 (Lewontin 1978, 214) 

249 (Lewontin, Adaptation 1978, 214) 

250 See also (Odling-Smee, Laland and Feldman 2003) and (Godfrey-Smith 1996, Ch. 5). 
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organism on the environment are not, in themselves, incompatible with the problem-solution 

picture of adaptation, although it does conflict with the lock-key metaphor. The advocates of 

niche construction, I believe, are correct in saying that it undermines a picture of evolution in 

which causality goes only one way, from the environment to the organism; but, at any moment in 

time, the organism still has to solve the problems posed by its situation in the environment, even 

if it has itself contributed to shaping those problems, and we can employ task analysis to 

understand how it does this.    

The first objection is more serious for my project: if evolutionary problems cannot be 

specified independently of the solutions offered, how can we study the demands of evolutionary 

tasks in the abstract, hence the nature of the task the organism’s organs or behaviors have the 

function of performing? As we saw, SRP seem committed to the external environment as 

independent. But is this necessary? What Lewontin’s examples show is that the ecological niche, 

to which the organism must adapt, depends both on the character of the external environment and 

on the characteristics of the organism itself. Navigation tasks, for example, depend not only on 

the kinds of landmarks and directional cues available in the physical environment, but also on 

things like the size of the organism and the kinds of activities it needs to perform. The task 

analysis for navigation by bees is fundamentally different from a similar analysis for birds, even 

when they are operating in the same physical area. In SRP’s analysis of recognition systems, the 

principles governing the production component of a system, in fact, also work this way. When 

we look at the details of their analysis, we can see that the “ecological and social circumstances” 

they invoke depend on the nature of the organism as well as the external environment. 

Furthermore, this way of understanding biological tasks fits well with Millikan’s emphasis on the 

object of life sciences as a historical process of interaction between the organism and its 
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environment. I conclude that Lewontin’s criticism of the lock-key metaphor, while well taken, 

does not undermine the problem-solution model but, in fact, helps to illuminate it.  

 

CONCLUSION 

The goal of this dissertation is to investigate the explanatory resources of teleological 

functions in general and the teleological understanding of inner representations in particular. The 

idea is that the case for a teleological account of inner representations would be strengthened if it 

could be shown that this approach enabled a better understanding of explanations employed in 

psychology and related sciences. Certainly, some types of explanation require only the resources 

of standard, causal or dispositional functionalism. Cummins’ account of functional analysis 

applies widely, not only in psychology but also in biology and even in physical sciences. The 

question is whether standard functionalism is sufficient or whether some types of explanation 

require the distinctive resources of teleology, such as the distinction between success and failure, 

between correct functioning and malfunctioning. My strategy has been to concentrate on simple 

cases of biological functions and elementary information processing, in order to bring the 

boundary between causal functions and teleological functions into focus. The following 

paragraphs summarize my conclusions. 

When we attribute a proper function to an item, typically a structure or behavior of an 

organism, we situate that item in an historical process – most proximately, the life of the 

individual organism and then the entire history of the population to which the organism belongs. 

For an item to have a proper function it must have the right kind of history – it must have been 

selected because of what it, or homologous items belonging to the organism’s ancestors, did. For 

it to have this kind of selective history, it, or its ancestral homologues, must have contributed to 



228 

 

 

performing some task that contributed, perhaps indirectly, to the ability of its ancestors to survive 

and reproduce. Briefly, it helped to solve some selective problem. To attribute a proper function 

to X is to attribute to it a particular place in the solution to a selective problem. Doing this gives 

us, broadly speaking, two kinds of information about the historical process to which it belongs: it 

tells us something about its specific causal history, about the particular selective forces that 

shaped the organism. It also gives us comparative information about that process, information 

about the general principles which govern it and similar processes. By assigning X a specific role 

in performing a selectively useful task, it enables us to explain it in terms of an analysis of that 

task. And task analyses relate X’s proper function to the evolutionary forces that shaped it. The 

normative aspects of proper functions reflect the standard by which we determine whether X is 

functioning properly, whether it is behaving in the same way, and under the same circumstances, 

as homologous items did when they operated successfully, when they contributed to the survival 

and reproduction of X’s ancestors.  

The tasks that employ inner representations, in general, solve specific versions of what 

Dretske called “coordination problems,” problems that require behavior to vary according to 

circumstances.251 These tasks can be relatively simple, like releasing acid in the stomach in 

response to food belong, or they can be very sophisticated, as when a chimpanzee determines the 

best way of creating an alliance with other chimpanzees in the same troop.252 Analyses at 

intermediate levels of generality, like that of recognition systems discussed earlier in the chapter, 

can uncover sets of principles that govern performance of more specific, although still very 

                                                 
251 Not all tasks which employ inner representations directly control behavior; some may be purely cognitive, but it 
is hard to see how such capacities could result from natural selection unless they ultimately affected behavior. 

252 Godfrey-Smith’s position, that the function of mind is to cope with environmental complexity, is similar, 
although I think there are some difficulties in the way he develops the concepts of environment and complexity. 
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general, task types. To subsume an item under these principles we need a middle term which 

links the explanandum to the task – this is done by attributing the relevant proper function to the 

item. By studying the requirements for successfully performing behavioral and cognitive tasks, 

we understand the roles inner representations fill in explaining behavior and thought.  

A final consideration involves the claim that teleological explanations are a priori. One 

ground for this claim applies to Davidson’s views that a rational constraint on explanations of 

actions is that the observer employs a principle of charity. We are constrained to interpret the 

beliefs and behaviors of others as rational by our lights, so we will attribute to them the beliefs 

and desires that make the most sense, at least to us, under the circumstances. On this account, it 

is a priori that agents’ behavior is rational because we necessarily apply the principle of charity 

when we recognize an other as an agent whose inner states can be interpreted as beliefs and 

desires.  

The theory presented here does not appeal to a principle of charity, so this precise 

argument does not apply. Of course, psychologists interpret inner states of organisms as having 

truth or, more generally, satisfaction conditions when they recognize or hypothesize these states 

as causing behavior. And they do so in order to make sense of, and sometimes to predict, that 

behavior. But whether the movements or the inner processes of organisms count as functional or 

non-functional is an empirical matter. It depends on whether they manifest capacities that were 

in fact selected for. Often, we make assumptions about the function of behavior that we are not 

in a position to test. Were hearts really selected for pumping blood? It seems obvious, but I am 

not aware of any rigorous attempts to verify this hypothesis. If such an attempt were made, it 

would have to rely on indirect evidence at best. So we are making an assumption when we use 

this as the cliché example of a teleological function. But it is an empirical assumption. It is true if 
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and only if hearts were really selected for this purpose, and I am assuming throughout that claims 

about natural selection are, in fact, empirical claims.253 

  

                                                 
253 A good discussion of a related objection, that natural selection rests on a tautology, are well discussed in Chapter 
One of  (Sober, The Nature of Selection 1984) 
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CHAPTER 6: CONCLUSION 

 

 This dissertation is an inquiry into the implications of the teleological theory of 

representation for psychological explanation. The central question it addresses is whether that 

theory provides explanatory resources that are unavailable under its chief competitor, a 

combination of causal-dispositional functionalism with informational or indicator semantics 

which I have called “standard functionalism.” Two main types of explanation have been 

identified that meet this criterion: one is historical, explaining a representational capacity in 

terms of its selective history; the other involves task analysis, which explains a representational 

capacity by identifying the task it was selected to perform and the principles governing that task. 

However, these ideas were developed dialectically, embedded in discussions of alternative 

theories. It may be helpful, therefore, to provide a positive account of my conclusions in their 

own terms. That is the purpose of this chapter. 

 I want to approach the modes of explanation mentioned above by way of an example. In 

Chapter 1, I discussed an experiment by Julian Hochberg designed to explore how our visual 

system integrates information from brief glances, or saccades, to form a perception of a single 

object. At that stage of the discussion, I used this experiment to illustrate the kind of 

psychological explanation, and the kind of inner representation, I would be focusing on: sub-

personal representations employed in unconscious inference. I now want to place it in a wider 

context, and ask about the eye movements themselves – the movements that make it necessary to 

integrate information in this way. How and why do we move our eyes?254 

                                                 
254 Most of the information in this chapter about eyes and their movements  is taken from (Land and Nilsson 2002) 
and (Rodieck 1998) 
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…most animals with good eyesight have mobile eyes and images that change 
moment by moment. They [the eyes] move either because the animal they are 
attached to moves in the world, or because the head moves on the body, or 
because the eyes move in the head. In humans and many other animals, all three 
kinds of motion contribute to eye movement, and the field of view of the eyes is 
rarely still for more than a few tenths of a second at a time. The eyes are not 
simply dragged around by the platform they are attached to. In primates 
particularly vision is a very active process; our eyes search the surroundings for 
information rather than simply absorbing it.255 

Vision, then, is active: we explore the world with our eyes. Even when the observing animal and 

the thing it is looking at are both perfectly still, the observer’s eyes are in almost constant 

motion, and, in almost all animals, their movements follow a consistent pattern. Land and 

Nilsson provide us with a good example: The upper part of Figure 24 256 records the eye 

movements made by a subject (one of the authors) while he was making tea. 

 The upper part Figure 24 shows that his eyes do not move smoothly from one item of 

interest to another; rather, they make a series of quick motions, called saccades (represented by 

lines), followed by brief periods, each lasting for about 300 ms, when the eyes are more or less 

fixed on a single point (represented by dots), although they are moving slowly even during the 

fixation periods. The graph in the lower part of Figure 24 shows how the slow eye movements 

compensate for much of the movement of the head, keeping the eyes relatively steady between 

saccades. This causes the image to remain relatively still on the retina for the duration of the 

fixation. Land and Nilsson sum up the entire pattern like this: 

Our eyes take in the scene before us in a staccato barrage of saccades. These are the 
brief fast eye movements that convey the centre of gaze from point to point with a 

                                                 
255 (Land and Nilsson 2002), p. 178. There is also a third form of eye movement which tracks a moving object; this 
is quite uncommon and I will be ignoring it. 

256 Copied from Land and Nilsson (2002) p. 180 
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frequency of up to three per second... Between saccades we have periods of nearly 
stationary viewing – fixations – that last for about 300 ms, or longer if our attention is 
caught, and this "fixate and saccade" strategy seems to be our main way of doing 
visual business with the world.257 

This pattern is not peculiar to human beings; in fact, animals with image-forming eyes almost all 

move them in this fast-slow-fast or saccade-fixate-saccade pattern.258 How are we to understand 

this pattern? In the spirit of Tinbergen and Aristotle, there are a number of different questions we 

can ask about it, the answers to each provide a different kind of understanding. 

 

                                                 
257 Land and Nilsson (2002) p. 179 

258 The exception is animals with a particular architecture, called scanning eyes. They are described by (Land and 
Nilsson 2002) pp. 193-199 
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1. Why did this eye make this particular movement? (Proximate Cause) 

 On the standard functionalist approach, a particular behavior like an eye movement is 

explained in terms of a behavioral disposition of the organism in question, along with the 

immediate stimulus. Essentially, this is a generalization of the familiar pattern employed in 

physics when we explain the fact that a glass of water placed in a freezer cracks. The water in the 

glass has a disposition to expand when it freezes and the glass is rigid, so when the stimulus, the 

cold air produced by the freezer, causes the water to freeze, it expands, cracking the glass. In 

Cummins' terminology, a behavior of the item in question (the water-filled glass, the sighted 

organism) can be described by a transition theory, which predicts its behavior as a function of its 

current state and the stimulus that impinges on it. 

 In Land and Nilsson's example, each saccade-fixation pair would be explained by the 

stimuli provided by the environment (light reflected by the tap, tea kettle, stove, etc.) and the 

goals of the subject. If, as in this case, the internal states of the system are representations and the 

transition laws reflect computational rules, then the transition is an inference. In Chapter I, I used 

the model of the practical syllogism to interpret the eye movements in successive saccades: each 

movement is a function of the information acquired in the previous fixation and the current goals 

of the organism That is, the current state of the system is specified in terms of the current goal 

(making tea) and background knowledge (knowing how to make tea, memory of the layout of the 

kitchen, etc.), the stimulus is also described in intentional terms — what is seen in the current 

glance, and the transition theory contains a set of rules for practical reasoning.. Hochberg 

suggested that such a theory takes the form of a series of questions and answers. Taking its 

current goals and background knowledge into account, the system asks what information is 

needed to perform the current task and which part of the scene is likely to provide that 
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information, and then plans the next saccade so that light from the desired part of the scene will 

fall on the foveas of the eyes. In Land and Nilsson's example, it is clear how the fixations shown 

on the right side of the diagram (the tap, the cover of the kettle, etc.) provide information needed 

to fill the kettle. 

2. Why do eyes move in this way? (Functional Analysis) 

Having explained particular eye movements by showing how they result from particular 

stimuli acting on a mechanism that is disposed to behave according to the given pattern, we can 

go on to ask how the mechanism is able to act in this way. One way to answer this question is in 

terms of a Cummins style functional analysis, which analyzes a disposition into a combination of 

interacting sub-dispositions. In this way we can see how eye movements can be caused by 

interactions among functionally defined sub-components of the visual system. The following 

diagram, reprinted from Rodieck,259 illustrates such a functional analysis for eye movements in 

humans, showing the main sub-systems and their interactions which realize the transition theory 

described informally above. 

                                                 
259 (Rodieck 1998) p. 296 
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Figure 25 

 The functional components shown in the central rectangle, which are located in the 

subcortical region of the brain, control the current direction of the gaze. They determine this 

based on the following inputs. 

• Proprioceptors provide information about the position of the head relative to the rest of the 

body. 

• Information about the position of the eyes relative to the head comes from a copy of the 

instructions sent by the brain to the eye muscles, called the efference copy. 

• The signal from the vestibular apparatus (located in the inner ear) provides information about 

the position of the head relative to the earth (that is, to the direction of gravitational force). 

• The signal from the retina provides information about the direction and velocity of motion of 

the image on the retina. 

• The box labeled synthesis calculates the current direction of the gaze based on all of this 

information. 

Using this information, they compute instructions for the muscles that move the eyes. This 

computation has three functional stages: 
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• Synthesis: the current position and velocity of the eyes is inferred using information from 

proprioceptors, the vestibular apparatus, the retina and recent instructions to the eye muscles. 

• The comparator compares the current position of the gaze with the desired position, based on 

background knowledge and the organism's current goals, and determines the direction and 

size of the shift required. 

• Motor control creates instructions for the muscles that control the eyes in order to move 

them in the way determined by the comparator. In particular, it determines whether a saccade 

or a smooth movement is required. 

In principle, each of these sub-functions can be analyzed into its own functional components, 

and so on as long as necessary. 

3. How is the functional analysis instantiated? (Material Cause) 

 The strategy of analyzing abstractly defined functions into progressively simpler sub-

functions comes to an end eventually: at some point, we want to know how the simplest 

functional components of the system are realized physically. We know that synthesis, 

comparison and the other functions described above are carried out in the subcortical brain, but 

most of the details of the neural mechanisms that carry them out are not well understood. 

However, some aspects of the process are known, at least at a high level. For example, image 

movement on the retina is detected by retinal ganglion cells and transmitted via the lateral 

geniculate nucleus to the striate portion of the neocortex, which interprets it and, presumably, 

transmits it to the relevant subcortical modules. Synthesis, comparison and motor control are 

performed by sub-cortical portions of the brain, and so on. 

 With respect to eyes generally, the function of picking up and interpreting information in 
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ambient light is realized in an amazingly diversity of structures in different species: 

[There is] an enormous range of eye types using pinholes, lenses, mirrors, and 
scanning devices in various combinations to acquire information about the 
surrounding world. Even though vertebrate eyes are the ones that first come to mind, 
they are poor examples in the sense that they are nearly all alike. Invertebrates, in 
particular the arthropods, molluscs and annelids display an inventiveness which is 
mind-boggling. In each of these three phyla both camera eyes and compound eyes 
have evolved independently. Not all eyes are paired and placed in the head: there 
are chitons with eyes spread over their dorsal shell, tube worms with eyes on their 
feeding tentacles and clams with eyes on the mantle edge. Even more surprising is 
the occurrence of eyes in creatures without a brain: box jellyfish have camera type 
eyes feeding information into a simple ring-shaped nervous system, and some 
dinoflagellates (unicellular algae) have a lens and a retina-like structure all in one 
cell. Eyes can be less than a tenth of a millimeter, as in some water fleas, and up to 
300 mm in giant squid and the ichthyosaurs (extinct marine reptiles). This 
enormous range of sizes, designs, and placement of eyes reflects the versatility 
of vision, and it gives a clear indication that eyes can evolve easily, recruiting 
whatever tissue is at hand, and become superbly optimized for the lifestyle of the 
bearer.260 

If the function of acquiring information from ambient light can be realized in such diverse 

structures and materials, this suggests that there must be common features of the function itself. 

This much is common to all forms of functionalism; what is peculiar to teleological functionalism 

is the focus on the benefits to the organism that drive natural selection to recruit these diverse 

materials for vision and to customize visual capacities to the specific needs of the species. I shall 

come back to this point below. 

 My aim has not been to explore these strategies in detail, but to give an overview of the 

territory and situate teleological explanations in relation to other types, so my accounts have been 

very sketchy. I hope they are sufficient reminders of how the answers to questions 1-3 

                                                 
260 (Land and Nilsson 2002) pp.13-15 
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correspond to varieties of functional analysis identified by Cummins.261 His account can 

easily be extended to include development. 

4. How does the pattern of movements develop in the individual organism? 

(Ontogeny) 

 Both the movements and the eyes themselves develop in very different ways in different 

organisms. When a species acquires vision it needs to modify its existing developmental program, 

and the structure of the eye and the underlying mechanisms visual mechanisms will be 

constrained by that program and the ways it can easily be modified. Those programs can be 

amazingly plastic. For example, the human eye and the eye of the octopus have very similar 

structures, in spite of the fact that the species are only very distantly related. But these similar 

structures develop very differently. 

Comparing the embryological origin of animal eyes, it is clear that they derive from 
different tissues in different animal groups. The vertebrate retina develops as an eye 
cup formed by frontal parts of the brain, but the lens is formed by the skin. In the 
nearly identical eyes of octopus and squid the lens and the retina both develop from 
the skin.262 

But they do have limits, and those limits place constraints on the ability of natural selection to 

produce organs that are optimally adapted to the needs of the organism. 

 Each of the preceding four questions can be asked in a variety of ways: if we are interested 

in an individual organism, we can ask for a description of that organism's eye movements, of the 

organs that cause those movements and for an account of how that particular organism developed 

                                                 
261 (R. Cummins 1983), Cummins’ account of functional analysis was discussed in Chapter 1 

262 (Land and Nilsson 2002) p. 10 
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its specific dispositions to move its eyes, and so on. But the answers to these questions will be 

different for different organisms, even when they belong to the same species. No two organisms 

move their eyes in exactly the same ways or have physically identical organs. We can abstract 

away from such individual differences by asking for the typical or statistically normal pattern of 

eye movements for a given population or for an entire species, and similarly for the questions 

about physical instantiation and ontogeny. For present purposes, it is important to single out one 

kind of variation: between properly functioning organs and defective ones. The teleofunction of 

an item is what it is supposed to do, and when it does not behave the way it is supposed to, it is 

not merely described by a different transition theory, it is also defective. For example, a person 

whose vestibular apparatus does not send accurate information about the position of the head is 

described by Rodieck to images recorded by a video-camera: 

Imagine the results of a sequence taken by pointing the camera straight ahead, holding 
it against the chest and walking at a normal pace down a city street. In a sequence thus 
taken and viewed on the screen, the street seems to careen crazily in all directions, 
faces of approaching persons become blurred and unrecognizable, and the viewer may 
even experience a feeling of dizziness and nausea. Our vestibular apparatus 
normally acts like the tripod and the smoothly moving carriage on which 
the professional's motion picture camera is mounted. Without these steadying 
influences, the moving picture is joggled and blurred. Similarly, when the vestibular 
influence is removed from the biological cinema system, the projection on the visual 
cortex becomes unsteady.263 

From this description, it is obvious why we consider the defective vestibular apparatus defective. 

But what is the basis, other than the fact that we find it intuitively obvious, for deciding what 

behavior is defective and what isn't? We answer questions like this in a systematic way by 

identifying the teleological function the item is supposed to perform, and rooting that function in 

the selective history of the species. In this way, teleologically individuated items are subject to 

                                                 
263 (Rodieck 1998) p. 306 
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norms, and the present claim is that these norms have explanatory value: they make possible kinds 

of explanation, and hence kinds of understanding that would be unavailable without them. 

 Each of the preceding questions, then, has a teleofunctional variant: 

1. How was this eye supposed to move (vs. how it actually did move)? 

2. How are the functional components that control the behavior supposed to be constituted by 

sub-functions, and how are those sub-functions supposed to interact? 

3. How is the system responsible for eye movement supposed to be instantiated physically? 

4. How is that system supposed to develop? 

In each case, the expression, "supposed to," is a brief way of referring to how the item operated or 

was constituted in ancestors of the current organism that were selected, at least in part, because 

they had similar items. The answers to these questions form the basis for additional kinds of 

understanding. 

5. What is it for? (Final Cause) 

 If explaining an item is answering a “why" question about it, then assigning a 

teleological function to an item itself counts as a kind of explanation. To identify a 

structure in an animal as an eye is, at a minimum, to say that it has the teleofunction of 

extracting information from the ambient light and passing it on to mechanisms that use 

that information for, among other things, guiding movement.264 It has this function 

because ancestors of this animal were selected for having similar structures. 

                                                 
264  Compare (Land and Nilsson 2002): “Eyes are devices for extracting useful information from the light emitted 
by objects in the world around us.” (p. 16) 
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 Land and Nilsson make an important distinction between the general function of 

detecting light and the more specific function of spatial vision: in their terminology, a "true" or 

"real" eye is "an organ for spatial vision."265 In order to accomplish this, an eye must not only be 

able to detect the presence or absence of light, but it must form an image and respond 

differentially to light coming from different directions. The organism must also be able to 

compare these directional intensities, either in the eye itself or in the some other organ, like the 

brain. In summary, we can say that the function of an eye is to sample the optic array and to send 

signals which represent the intensity and direction of the light it receives to further mechanisms 

that will interpret them. 

 What about eye movements? So far, I have identified the saccade-and-fixate pattern of 

eye movements in causal-dispositional terms. Its teleological function is described by Rodieck in 

this way: . 

Eye movements direct gaze and, because of changing circumstances, are often 
sophisticated; nevertheless, they have but two aims. The first is to quickly direct the 
center of the gaze to some new target in the external world, and thereby bring the 
image of that target onto the area centralis;  in effect these eye movements visually 
catch some target in the visual world. The second aim is to hold the image steady 
long enough for the photoreceptors to capture some of the light, and for the rest of the 
visual system to interpret this pattern.266  

This tells us something about why eyes move in this way – the function of the saccade-and-

fixate pattern is to catch and hold. Given how widespread this pattern is among diverse groups 

of animals, whose eyes evolved independently of each other, the catch and hold function must 

                                                 
265 (Land and Nilsson 2002) p. 5 

266 (Rodieck 1998) p. 9. The area centralis is the part of the retina with maximum sensitivity. In humans, this is the 
fovea. 
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have been selected for many times. In each case, then, to identify the teleological function of 

such an item is to connect it with its history. 

6. How did it originate in the history of the species? - Phylogeny  

...evolutionary biology is itself a historical science whose typical explanatory 
form is the narrative.267 

 To identify the teleofunction of an item is already to say something about the history 

of the species that possesses it. But more detailed answers to questions of this type require us to 

describe that history in what I will call "evolutionary narratives."268 An evolutionary narrative 

describes the history of a population (which may include an entire species, a subset of it or some 

larger grouping of species) over a period of time, describing the characteristics of the 

organisms in the population at selected times and both how those characteristics change and in 

what ways they do not change – what remains constant. This is analogous to what classical 

physicists tried to do: to understand the behavior of a set of particles in space by describing 

state of the particles at a given moment (giving the mass, velocity and position of each one) and 

how those states change, or do not change, over time. 

 As mentioned in Chapter 5, an exceptionally complete evolutionary history was provided 

by the Grants' study of Galapagos finches, in which they were able to track every bird on a 

single island in the Galapagos chain for more than thirty years, and correlate changes in the 

                                                 
267 (Richards 1989) p. 17. He continues, “Evolutionary Biologists explain the development, adaptational features, or 
extinction of species by telling a story, based on paleontological evidence and neo-Darwinian theory, of the 
circumstances in the light of which we can understand such phenomena. In biology the circumstances include the 
presumed genetic heritage of the animal group, various entrenched morphological structures, and the 
environmentally produced selective pressures.” 

268 Clearly, my account of evolutionary narratives owes much to Philip Kitcher’s concept of “Darwinian Narrative,” 
as presented in (P. Kitcher 1995) and  (P. Kitcher 2003). 
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population with changes in the climate and other factors.269 Of course, this is an ideal; any actual 

account will provide only incomplete descriptions of a population, just as physicists describe 

the states of the particles they are studying, and the forces acting on them, only approximately. 

But even incomplete accounts can be sufficient for many purposes. Astronomers can rarely give 

a complete account of all the forces acting on a system of bodies in space,270 nevertheless, they 

have done quite well in accounting for the behavior of the planets and other bodies in the Solar 

System. Similarly, partial histories can be constructed for the evolution of eyes based on fossils 

and comparisons of the eyes and genotypes of living organisms across species. As in astronomy, 

some questions will probably never be answered for lack of evidence. But a brief sketch of such a 

narrative about the evolution of vision is provided in Figure 26, (copied from Land and Nilsson). 

They summarize the narrative as follows: 

Comparing the embryological origin of animal eyes, it is clear that they 
derive from different tissues in different animal groups. ..Even the photoreceptor 
cells from different phyla display fundamental differences in their basic structure 
and biochemistry, indicating separate origins dating deep into the Precambrian, 
long before proper eyes evolved. ..The photopigment  proteins  (the opsins) tell a 
different story because they appear to come from the same origin in all animals. 
Also the master control genes (Pax-6), which turn on a downstream gene cascade 
forcing the eye to develop in the embryo, are amazingly similar in all vertebrates 
and invertebrates investigated so far. This may seem to indicate common ancestry, 
but the problem is that we do not know if the master control gene originally evolved 
to control the development of an eye with spatial vision, or a directional 
photoreceptor, or perhaps just the simplest form of light sensitivity. Taking all the 
evidence together, it seems that the photopigment molecule originated a very 
long time ago in a common ancestor to all animals, that photoreceptor cells have 
evolved independently a handful of times and that spatial vision (real eyes)  have 
evolved numerous times.271 

                                                 
269 (Grant 1986), (Weiner 1995) 

270 This is true even in classical mechanics; quantum mechanics, of course, introduces additional levels of 
uncertainty. 

271 (Land and Nilsson 2002) pp. 11-12; underlining added. 
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Since eyes evolved numerous times independently, patterns of eye movement and the 

mechanisms that control them must also have evolved multiple times. For example, insect eye 

movements are controlled by different mechanisms than those which control eye movements in 

vertebrates. Typically, insect eyes cannot move independently from the head or even from the 

entire body, so in order to move their eyes, many insect have to move their entire bodies. 

Nevertheless, they almost all follow the saccade-and fixate, or catch-and-hold pattern, even 

though the actual movements they have to make to carry it out are different 

 

 



 

 

Figure 26 

 A minimal evolutionary narrative 

attempting to explain why they were the way they were 

describe how the positions, velocities and other physical states of a set of particles changes 

minimal evolutionary narrative tells us what eyes were like at different times without 

attempting to explain why they were the way they were — just as a minimal physical narrative 

describe how the positions, velocities and other physical states of a set of particles changes 
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over time, without telling us how those changes were caused. So a minimal narrative of eye 

evolution, like the one sketched by Land and Nilsson, tells us the order in which the components 

of the visual system appeared in the history of animal life — first the master control genes, then 

the photopigment proteins, then the photoreceptor cells, and finally the eyes themselves, with 

their single-chambered or compound structures. 

 Physicists are not restricted to such minimal narratives — they also employ richer 

narratives that not only describe how the states of a set of particles change over time, but also 

explain those changes in terms of the forces acting on those particles. Similarly, biologists are 

not only interested in what happened but why it happened. The characteristics of a population at 

two different moments will be different: perhaps the population will be larger or smaller, or a 

larger percentage of individuals will be resistant to a certain disease, at the later time than at the 

earlier one. The population, as we say, has evolved. Why? Perhaps the size of the population grew 

because more food became available, or the prevalence of disease resistance increased because of 

an influx of disease-resistant organisms from a neighboring region, or disease-resistance was 

selected for and became more widespread, leading to longer average lifespans. Evolutionary 

biologists have identified a number of such forces that can operate. One of these is natural 

selection, but, as is well known, other forces can also be at work here. For example, traits can be 

linked, so that selection for one trait will also increase the prevalence of the other (the second trait 

will be selected, but not selected for). Thus, attributing a change to natural selection is a 

substantial hypothesis that needs empirical support.272 

 We need evidence to determine which evolutionary forces are responsible for an item; we 

                                                 
272 “…evolutionary biology has…developed a theory of forces. This describes the possible causes of evolution. The 
various models provided by the theory of forces describe how a population will evolve if it begins in a certain initial 
state and is subject to certain causal influences along the way.” (Sober 1984) p.27.   
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can't just assume that, because it seems useful, it is obvious that an item has a teleofunction. It 

may have been a mere by-product of other forces. Some examples of evolutionary forces other 

than natural selection are:273 

•••• Pleiotropy: one gene (or one group of genes) has multiple effects. If the gene is selected 

because of one of these effects (i.e., selected for this effect), the others follow along 

(unless other mechanisms evolve to suppress these effects). 

•••• Genetic drift: Some changes, especially at the level of individual genes, just occur by 

chance. If a genetic variant has no difference in fitness, then natural selection will not 

operate, but some variants may become more common, and others less, through random 

drift. 

•••• Founder effect: when a small group splits off from a founder group, the new 

group may not be a representative sample of earlier group; some traits, by 

chance, will be more common. If 50% of the people in a population have blue 

eyes and 50% have brown eyes, and 20 people move to a new area, there is a 

good chance that the number of colonists with blue eyes will not be exactly 10. In 

that case, the distribution of eye colors in the new population will be different 

from that in the original group, and if members of the new group are cut off from 

the original population, so that future inhabitants of the new region are 

exclusively descended from the founding group, then the distribution of eye 

colors in later generations will also be different from the distribution in the 

original region. 

                                                 
273 This list is far from complete; I am only trying to suggest the kinds of forces that a rich evolutionary narrative 
would have to include. 



250 

 

 

••••  Developmental Constraints: As mentioned above, the structure of an organ such as 

an eye will be constrained by the developmental program of the species. Some changes to 

this program will be easier than others. Land and Nilsson argue that the changes 

responsible for the evolution of vision are much easier than has been generally realized. 

This is why eyes have evolved so many times independently of each other. But this was 

only possible because the master control gene was already in place, to be recruited to eye 

development whenever the selective benefits warranted it. If developing eyes required 

fundamental changes in the way organisms developed, say, that they change from an 

invertebrate to a vertebrate developmental pattern, eyes would be much rarer. 

  

 A richer narrative of the evolution of vision would explain the origins of eyes in different 

species and their specific characteristics in terms of the selective benefits they provided, but 

would also show how their structures were constrained by the pre-existing anatomies, 

physiologies and developmental programs of those species, as well as the other relevant 

evolutionary forces. It would also account for what remains constant in all instances of vision –

the photoreceptor proteins and the genes that control for them, and what is different, such as the 

way eyes develop in different species or their different optical characteristics. 

 Answers to questions 1-4, above, all constitute traits that can be explained historically in 

this way: structure, activity, material composition and developmental process can all be selected 

for (or, alternatively, they may result from other evolutionary forces). When they are selected for, 

they become teleofunctional traits. (They fall within the supposed-to operator because either they 

are teleofunctions themselves, or they are Normal conditions for performance of a teleofunction). 

 So, to answer question 5, to give the teleofunction of an item, is to place the item in an 
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evolutionary history – to say that a rich evolutionary narrative will show that natural selection was 

the predominant force that shaped its evolution. Teleofunctions are points of application of an 

evolutionary force (natural selection); just like identifying the point of impact of one particle on 

another as the cause of changes in their trajectories. Clearly, explanations of this kind are implied 

by modern evolutionary combined with an etiological account of natural selection. Equally 

clearly, they cannot be reduced to the kind of causal-functional explanations described in the 

answers to questions 1-4. No account of current dispositions, constitution or developmental 

programs will explain how the current traits of an organism originated historically. And if natural 

selection was an important force in that history, then it will have the teleofunction to contribute to 

the ability of the organism to survive and reproduce in some specific way.  

 In the beginning of this chapter I said that two forms of explanation that went beyond 

standard functionalism would be discussed. The first was historical, and the answers to questions 

5 and 6 provide this. The second was task analysis, and that is needed to answer question 7. 

7. Why was this pattern of eye movements, and the mechanism responsible for it, selected? 

(Task Analysis) 

 In other words, what are they for? When we assign a teleofunction to an item, we are not 

just assigning it a place in a minimal evolutionary narrative; we are also situating it in a richer 

narrative. We are saying something about the historical forces that caused it: that it was produced 

by natural selection and that it was selected for bringing about some kind of effect. Being selected 

for means that that item was a better solution to some problem the population faced than other 

variants present in the same population.  

 We can also put the point this way: to know that F is the function of X in this organism O 

is to know that ancestors of O were selected because they had items similar to X that also 
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performed F. But this raises another version of the question, why O has X? Ancestors of O were 

selected because they had something that performed F, but why was it like X? If we understand 

the problem that O's ancestors faced, we can understand something about why X was the 

solution they came up with. One way of understanding X is to understand the nature of the 

problem P that X solves. If there are constraints that apply to any possible solution to that 

problem, they will explain some aspects of X. We will be able to understand why O has 

something like X – because X has certain characteristics, a, b, c... that any solution to P must 

have. This is a different kind of understanding of X than the explanations provided by answers to 

questions 1-4.  

 In order to answer questions of this kind, we need to investigate the nature of selective 

problems. In Chapter V, I suggested that Newell and Simon's concept of a task analysis could be 

adapted to help with this. Natural selection can be understood in terms of problems and solutions. 

A task analysis is an analysis of a problem which enables us to understand the principles that 

govern possible solutions: it tells us what an organism must be able to do, or what it must be like, 

if it is to be able to solve the problem. The organisms that develop the best solutions to a problem 

will be selected (other things being equal), and they will be selected precisely for deploying that 

solution. 

 Approaching natural selection in this way has a number of benefits: first, it enables us to 

subsume a particular selective episode under general principles. We can develop a general 

understanding of recurring selective tasks and the general principles that govern the items that are 

able to perform them. This, in turn, enables us to understand commonalities among different, 

sometimes widely divergent, species. When the octopus eye and the human eye are found to share 

the same overall structure, we can understand that in terms of similar tasks they need to perform 
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and the constraints that belong to that task as such — constraints that will apply to any organ that 

can successfully perform that task. By understanding the general principles of vision, we can 

understand what constraints apply, in principle, to all organs of vision. 

 Second, where eyes of different species are different, we can often understand why on the 

basis of the different visual tasks they need to perform. The constraints on vision under water are 

different from those applying in the open air, vision at night likewise presents different challenges 

from vision during the day. The principles of vision science tell us how eyes that operate in such 

different environments can be expected to differ. 

 Third, eyes in different species differ not only because of differences in the tasks they 

were selected to perform but also because of non-selective evolutionary forces that apply: while 

many insects perform the fast-slow-fast pattern of eye movements identified above, they cannot 

move their eyes independently from their heads, the way many vertebrates can, so the movements 

are carried out by moving their heads or, in some cases, by moving their entire bodies. The 

difference here does not stem from the nature of the task but from structural and developmental 

constraints. Unless we understand the constraints imposed by the nature of the task, we will not 

be able to distinguish clearly what aspects of a trait are non-selective. 

 Fourth, a task analysis gives us a basis for comparing possible alternatives and 

understanding why some were superior. Understanding the nature of the “task” imposed by 

natural selection (i.e., what an organism had to be able to do in order to be selected) provides an 

objective basis for evaluating variations that were competing (and also variations that may not 

have actually occurred but might have arisen). And provides insight into why the selected 

alternative was selected, and what it was selected for doing. In other words, it provides a deeper 

understanding of the causal forces acting on the population. 
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The General Character of Task Analysis 

 Newell and Simon defined what they call an "analysis of the task environment" like this: 

An analysis of the task environment produces a description of the constraints on 
behavior that must be satisfied to attain the problem goal at a specified level of 
intelligence or adaptivity. For a given level of intelligence, certain paths in the task 
environment are not available as paths to the goal — they are too difficult. Removing 
these paths, one can then search for the invariant features of the remaining paths that 
do lead to the goal.274 

The elements of the problem situation are: 

1 Environment: 

2 Subject (problem solver) 

3 Goal or task 

Given these conditions, we can derive constraints or Demands of the Task Environment: 

…a demand of the task environment ... is a constraint on the behavior of the  
problem solver that must be satisfied in order that the goal be attained. Thus, the 
environment per se does not make demands: rather, the problem or goal makes them 
via the problem solver's commitment to attain it. The features of the environment 
that give rise to these demands constitute the relevant structure or texture of the 
environment.... 275 

By identifying constraints that must hold for any solution of the problem, a task analysis enables 

us to understand the principles governing the solution of the task. 

Suppose it is possible to demonstrate that all paths in the environment that lead to 
attainment of the goal have a certain property. For instance, any way of 
winning tic-tac-toe involves having three-in-a-row. Or all proofs of a given 
theorem from a set of axioms involve the use of a specific axiom. Clearly the 

                                                 
274 (Newell and Simon 1972) p. 82 

275 (Newell and Simon 1972) p. 82 Underlining added. 
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behaviors corresponding to these features — making three-in-a-row or using the 
specified axiom — are demands of the task environment. These elements 
cannot depend on the nature of the problem solver, because the demands are 
invariants of the situation. Their invariance is quite independent of the amount of 
analysis that is required that is required to reveal them. In the case of tic-tac-
toe the invariance is obvious; in the case of the theorem it may require a 
difficult proof to establish it.276 

Any procedure that enables the subject to solve the problem must conform to the constraints 

imposed by the nature of the task. A procedure that attempts a proof and does not employ the 

(hypothetically) required axiom or plays tic-tac-toe without giving priority to getting three in a 

row, will not succeed. Knowing those constraints also gives us a basis for comparing subjects and 

understanding why some perform better than others. 

 Clearly, we can apply this idea to evolutionary situations: any organ that has the function 

to detect information in the ambient light that will enable its bearer to do things like finding food, 

avoiding predators and locating potential mates will be subject to constraints resulting from the 

physical nature of light (light rays follow straight lines, the laws of refraction, etc.), from the 

optical characteristics of the external environment (e.g., water or air, dense forest or open 

grassland), from the kinds of food the animal consumes (small flying insects or brightly colored 

fruit), and so on. 

 It was observed earlier that vision has evolved on earth many times, but only a limited 

number of designs for eyes have arisen. Even eyes of very different species, like the eye of the 

octopus and those of primates, can have similar structures stemming from the nature of vision 

itself. This insight opens up the possibility of employing the strategy of task analysis to 

investigate general, recurrent problems in evolution, not only vision and other perceptual 

                                                 
276 (Newell and Simon 1972) p. 81 
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modalities, but functions like running, flying, navigation, memory, and so on, analyzing each to 

determine the constraints imposed by the nature of the task in question. 

 However, Newell and Simon designed the analysis of the task environment for a specific 

domain: the study of human problem solving. They were able to make assumptions about this 

domain that do not hold in the general case; in order to apply their strategy in evolutionary theory, 

then, we need to make some modifications to their original model. In the restricted domain of 

intellectual problem solving (chess, mathematical problems and the like), Newell and Simon were 

able to set up their experiments so that the environment was transparent: that is, the subject could 

be assumed to correctly perceive all relevant factors; they can see the chess board, for example. 

Also, the experimental setup guaranteed that the subject would adopt the appropriate goals. In this 

kind of situation, what counts as rational behavior will be determined by the structure of the task 

environment, which will be identical with what the subject can perceive about its external 

environment. 

 Newell and Simon also raise the question of whether the subject was sufficiently 

motivated to perform the task given. For the most part, they could take this for granted in the 

kinds of experiments they performed. In the general case, however, it must be an open question, 

to be addresses empirically. In the study of natural selection, we need to identify the task itself as 

well as find out how it is performed. The animal's goals and environment are just as open to 

investigation as the organism's behavior. In fact, we don't know, a priori, that the organism is 

performing a selective task. The trait we begin by identifying may not be something that was 

selected for, something with a teleological function, it may be a side effect of some other 

functional trait, a holdover from evolutionary history that no longer serves a purpose. We are in 

the position of having to empirically establish both the existence of a selective task and its 
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goals and constraints at the same time we are trying to understand how the organism performs the 

task. 

 For Newell and Simon, the goals and the environment for the tasks they studied were 

known and the question was how the subjects went about performing the task. If the subject is 

rational, is motivated to accomplish the goal set by the experimenters and clearly perceives the 

environment in the way the experimenters intend, then the constraints of the task environment 

will predict the subject's behavior. If they do not, that tells us the subject departed from perfect 

rationality, and we will want to investigate why that is. Clearly, the kinds of problems 

animals face in the wild will not be so neat. Their environments are not transparent, their 

motivations are not always easy to understand, and their degree of rationality is often unknown. 

Each of these issues will have to be investigated on its own. Before investigating, say, the 

algorithm an animal uses to guide its foraging, we will want to know what features of its 

environment it is able to perceive and what its food preferences are.277 

 The most important issue, however, is the independence of the demands of the task 

environment from the nature of the subject. Concerning the definition of a demand of a task 

environment, quoted above, Newell and Simon remark: 

Difficulties arise with this definition from the question of the independence of the 
demands and task structures from the nature of the problem solver. The whole  point 
of viewing the environment as making demands is to provide a framework  outside 
the problem solver to which his behavior can then be related. If this can be done, 
it seems natural to make an analysis of the task environment before looking at 
behavior ... But if something's being a demand is only apparently independent of 
the problem solver, and in fact depends on intimate features of his program, then the 
factorization into task environment and problem solver is a mirage. The possibility 
of such interaction arises from two sources: first, that the problem solver has a 
goal; second, and most important, that a bond of necessity underlies the constraints 

                                                 
277 These issues are discussed in (Shettleworth 2010), Chapters 1 and 2. 
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upon modes of goal attainment.278 

By "a bond of necessity" they mean things like the following: 

Consider the task of crossing a deep chasm with only a single bridge across it. 
Going over the bridge would seem to be a demand that the environment places on 
any problem solver. But suppose a problem solver arrives who is provided with a 
chartered airplane, or who is equipped with wings, or is capable of teleportation, or 
whatever. For such a problem solver, the environment no longer demands going 
over the bridge. In the original statement of the problem, we have smuggled in, it 
would seem, some assumptions about the nature of the problem solvers —that 
they lack wings... Pragmatically, however, we can usually take care of the 
difficulty by drawing the boundary of the IPS [the subject] and environment a 
little closer to the center of the IPS, so that capabilities for actually altering the 
external environment are treated as properties of that environment and not of the 
problem solver.279 

As with the issues discussed previously, this pragmatic solution works for the kinds of 

experiments Newell and Simon ran, but it does not generalize. The selective tasks organisms face 

are determined as much by the pre-existing characteristics of the organism as they are by its 

external environment. 

 In the general case, the constraints belonging to the nature of the task are not imposed by 

the external environment alone, but are functions of both the environment and the characteristics 

of the subject, so I have adopted the term task analysis: an analysis of the task itself rather than 

an analysis of the task environment. The goal, then, will be to use the constraints of the task to 

help us to understand the characteristics of the organism, where the task, and its constraints, is 

determined jointly by the nature of the organism and by the character of the external environment. 

The task will not just be, say, to get a piece of ripe fruit on a high branch, but to get it by climbing 

                                                 
278 (Newell and Simon 1972) pp. 79-80 underlining added. 

279 (Newell and Simon 1972) pp. 80-81 
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(for an organism that has some ability to climb but lacks wings). 

 Concerning the saccade-and-fixate pattern of eye motion already discussed, the problem 

the organism faces is constituted by the kinds of objects in its environment, the nature of the light 

they reflect, the general principles of physical optics governing that light, the response features 

of the organism's own photoreceptors, and the nature of the organism's movements in its 

environment. If any one of these factors were different, the problem faced by the organism would 

be different. That applies just as much to the characteristics of the organism as to those of the 

external environment. Suppose the photoreceptors were able to vary their response 

instantaneously when the light reflected on them changed, or the ambient light were different (as 

it is in a forest or underwater); then the constraints would be different and the selective pressures 

would posh the organisms to evolve in quite other directions. 

 The concept of niche construction, discussed in Chapter 5, addresses precisely this issue. 

One aspect of niche construction involves the way the causal interaction between the organism 

and its environment can set up feedback loops, in which the organism affects the selective forces 

operating on it, as well as being affected by them. Its other aspect involves the constitution of a 

niche by the organism as well as its external environment, so we cannot speak about a niche only 

in terms of the physical and biotic environment but must take into account features of an 

organism like its size and perceptual abilities. 

 Taking these kinds of modifications into account, then, what will an evolutionary task 

analysis look like? A good example of the kind of reasoning it will contained is provided by 

Land and Nilsson's discussion of the constraints on eyes that can form images. As I mentioned 

above, Land and Nilsson distinguish eyes in the strict sense, organs for spatial vision, from mere 

photoreceptors, which register only the presence or absence of light. For an eye to enable 
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perception of objects in space, it must be able to discriminate light rays coming from different 

directions, i.e., it must form an image. Given the physical properties of light, this places certain 

restrictions on how an eye can be structured. 

In principle, the simplest way to produce spatial vision would be to have two light 
sensitive cells shielded so that they do not pick up light from exactly the same 
direction. This would qualify as spatial vision if the nervous system of the animal 
were able to make a comparison between the responses of the two cells. From 
such a rudimentary kind of image vision is possible to envisage a gradual 
refinement by adding more light sensitive cells, each with its own unique angular 
sensitivity. (In practice, no known eyes have only two receptors, but there are 
many with numbers as small as ten). The analogy with a printed image comes 
naturally: the more numerous and densely packed the dots that make up the 
picture are, the more spatial (pictorial) information is contained in the picture. On 
qualitative grounds we would thus group together the pit eye of the planarian with 
the eagle's eye, as organs of spatial vision, but exclude the earthworm's light 
sensitivity.280 

Simple as it is, this passage illustrates the kind of reasoning required for a science of vision. It 

draws on physical optics, physiology and psychology, explaining the possible kinds of vision 

in terms of the physical properties of light, the structure of light-sensitive organs and information 

processing algorithms. However, it is not reducible to any of the individual sciences it draws 

on. A physiologist, strictly speaking, is concerned with the internal operations of the sense 

organs, not with the behavior of light or the information processing required to infer a spatial 

layout from neural signals. Those are the concerns of physicists and psychologists, respectively. 

But we can understand how an organism succeeds in perceiving objects in space only if we see 

the physical, physiological and psychological principles involved as constraints on the task of 

spatial vision as such. The task analysis perspective looks at spatial vision per se, and asks 

what principles apply to image formation and interpretation as such, and how different 

                                                 
280 (Land and Nilsson 2002) pp. 4-5 
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types of image will be determined by different types of structures, whether they are in animals 

or artifacts. 281 

.... Both evolution and technology have to obey the same set of physical rules. 
Image-forming lenses, for example, have to be made using the principle of 
refraction by a transparent high refractive index material, whether the lens 
evolved in an octopus or fish, or was designed by Leitz or Nikon. The difference 
comes in the materials: biological lenses are generally constructed from protein 
rather than glass, and mirrors are made from guanine multilayers rather than 
silver. ...It is sensible to approach eyes in essentially the same way that an 
optical engineer might evaluate a new video camera. We can say what most of 
the components are for and how they are likely to perform, and also establish criteria 
for judging the performance of an eye as a whole.282 

A task-oriented science of vision enables us to understand in detail the selective forces that 

interacted with non-selective evolutionary forces to shape the eyes of a particular species. It also 

enables us to compare different species, relating the structures of their eyes to their behavioral 

capabilities and the characters of their external environments. That is the first benefit of task 

analysis listed at the beginning of this chapter — that it enables us to understand evolutionary 

events as instances of recurring selective tasks and the general principles that govern them. And it 

gives us a basis for comparing possible alternatives and understanding why some were superior. It 

gives us a basis for answering questions like, what makes one variant better than another? But we 

must be careful here. We can certainly formulate objective measures of "goodness": 

It is generally agreed that there are two features of an eye's function that between 
them summarize its performance, and which are independent of the eye's optical 
type. These are resolution and sensitivity. By resolution we mean the precision 

                                                 
281 In practice, of course, disciplines do not observe their boundaries so sharply. A physiology textbook will likely 
devote some attention to topics belonging to physics and psychology, and similarly for textbooks belonging to those 
other disciplines. That is because they usually employ questions about vision as such to motivate the disciplinary 
concerns they proceed to treat in depth. In other words, they presuppose a concern for the kind of task understanding 
I am discussing. 

282 (Land and Nilsson 2002) p. 33 
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with which an eye splits up light according to its direction of origin. This is a 
combination of the quality of the image provided by the optics, and the fineness of 
the mosaic of retinal detectors. Sensitivity refers to the ability of an eye to get 
enough light to the receptors for them to make full use of the eye's potential 
resolution. For animals living in dim environments, sensitivity is every bit as 
important as resolution.283 

But what matters for natural selection is not the goodness of an eye in the abstract, but which 

variant works best for the specific needs of the organism, taking account of the costs of 

developing and maintaining the trait and its side-effects and other non-selective evolutionary 

forces.284  For example, there are many invertebrates that have directional light sensitivity but 

are not able to compare the light received from different directions. Thus, their eyes are 

intermediate between mere photoreceptors and "genuine" or image-forming eyes that 

enable spatial perception. However, this intermediate capability is still useful, and probably 

gives them the best trade-off between their need for optical information and other constraints.285 

 A task or problem oriented science of vision enables us to compare eyes not only 

on the basis of the quality of the information they provide, but also in terms of the kinds 

                                                 
283 (Land and Nilsson 2002) p. 34 

284 “Eyes supply information about the nature of the light distribution in the environment. For a hawk this 
information needs to be very fine-grained, but for a flatworm it can be coarse. Although we cannot say that the 
flatworm’s simple pigment cup eye is less successful, in an evolutionary sense, than the hawk’s, we can nevertheless 
say that the hawk’s eye is better, because of the much greater quantity of information it is capable of supplying its 
bearer.” (Land and Nilsson 2002) p. 33  

285 “Large numbers of small invertebrates have eye spots consisting of a few light sensitive cells (photoreceptor 
cells) shielded from one side by dark pigment. Such an arrangement will make the photoreceptor cells directional, 
but it does not imply that there is spatial vision. It is perfectly possible, and probably useful to many invertebrates, to 
make directional light intensity readings without being able to simultaneously compare the intensity in different 
directions. Directional photoreceptors may serve important tasks such as guiding phototaxis and informing about 
bodily orientation. A well known example occurs in the larvae of flies, where a small group of receptors shielded 
from behind makes it possible for the larvae to steer away from a light source: they simply turn their heads from side 
to side, and if the current movement causes an increase in light intensity they turn further in the opposite direction… 
[to accomplish this, however, it is necessary to integrate information over time , albeit very short intervals] 
Undirectional photoreceptors may also be sufficient for other tasks such as knowing the time of day or depth in the 
sea.” (Land and Nilsson 2002) pp. 4-5  
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of information the organism needs. For example, all vertebrates have similarly structured 

eyes; among the major differences are the overall size and shape of the eye. Why do some 

species have larger eyes than others? Part of the answer is that some animals are larger 

than others. It is difficult for a small animal to have very large eyes. But the most important 

factor is lifestyle: 

There are two optical reasons for having a large eye: resolution for acute 
vision, and sensitivity for vision in dim conditions. Good resolution requires a 
large eye to provide a long focal length, so that the angle between receptors 
is as small as possible. This has to be matched by good image quality, which 
requires a large lens ... Both these conditions imply that the larger the eye the 
better the resolution, and this is why primates and birds of prey have large 
eyes. Horses, however, have large eyes, but do not have the same need for 
high resolution vision, and indeed, their resolution is not remarkable, about 
2.5 times worse than man. The other explanation must be that horses are 
partly nocturnal. The large eye is then needed to achieve a wide aperture for 
capturing photons... People familiar with horses say that they can pick their 
way through difficult terrain at light levels where the rider can barely see the 
ground.286 

Any given eye represents a set of trade-offs among the various constraints on vision. A 

structure that reflects the optimal trade-off for one species will be different from that 

which is best for another. The preceding quotation illustrates one of the goals of a task 

analysis: to understand the principles governing these trade-offs. It also enables us to 

understand trade-offs between constraints imposed by the need to form an image and other 

constraints that apply to the organism, whether structural, developmental or whatever. 

Animals that need both high resolution and high sensitivity have particularly 
large eyes. The reason for the "tubular" shape of owl eyes is that 
hemispherical eyes with such long focal lengths and wide apertures would not 
fit into the head. Owls have squeezed them in by removing much of the 
peripheral part of the globe, but there has been a price to pay; owl eyes 
cannot move more than a few degrees around any axis, despite a full set of eye 
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muscles.287 

Clearly, this reasoning goes beyond the capabilities of standard functionalism and requires 

consideration of the nature of the task owl eyes were selected to perform. 

 Having illustrated each of the benefits of employing task analysis in the case of eye 

structure and function, I would like to return to our earlier question, "Why do eyes movements 

follow the saccade-and-fixate pattern?" We can approach an answer by way of the question, What 

task are they performing when they move in this way and how is that task is to be analyzed? In 

this case, the fact that almost all animals with sufficiently good vision (whose eyes can 

form an image) perform similar eye movements, even though they may have very different 

anatomies and evolutionary histories, provides good prima facie evidence that this pattern of eye 

movements provides a specific benefit, that it was selected for performing some specific task, and 

that the demands of that task are fundamental to the nature of true or spatial vision. 

 Since the environment is always changing and most animals move around a lot, they must 

be able to detect changes in the pattern of light that reaches them over time, integrating 

information from the same object and distinguishing it from information from other parts of the 

environment. That means being able to compare the information received at different times —

being able to compare the image on the retina now to that from a moment before, and so on. 

 At the same time, the photoreceptors that transduce visual information are relatively 

slow, compared to the speed at which the visual image tends to change. So a rapidly moving 

animal will have a blurred image and will not get accurate information about its environment. 

Even a stationary animal will experience changes in its visual images, since the environment it is 
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looking at is constantly changing. The way most animals cope with this problem is to sample the 

visual array actively through relatively short bursts of vision and then to compare and integrate 

the information received. Since individual samples are short, this reduces the problem of motion 

blur. In order to catch an object, the eye moves very quickly from one target to another (saccade), 

and light received while it is moving is ignored, then it takes a brief sample (fixation). However, 

the photoreceptors react fairly slowly, so there is a limit on how brief a fixation can be, and there 

will still be some blur from movement during the fixation. The purpose of the slow eye 

movements is to compensate for this residual movement and keep the image on the retina nearly 

still during a fixation. 

A major component of the eye movement strategies of most animals is gaze 
stabilization. For example, a clockwise head movement is typically accompanied by 
an anti-clockwise eye movement, so that although the eyes are seen to move relative 
to the head, what they are really doing is keeping the image on the retina stationary, 
despite the motion of the head or body ... The principal reason for this is that the 
photoreceptors themselves are quite slow: it takes 10 milliseconds or more for a 
receptor to respond fully to a change in light intensity, and this means that changes 
in the image that occur faster than this are lost. Just as in photography, where it is 
important to avoid blur by keeping the camera still, so with eyes. Motion degrades 
images, and the various systems that stabilize the eyes are organized prevent this 
from happening.288 

Obviously, this discussion of eye movements could be extended greatly. But I have taken far 

enough, I think, to show how the pattern of reasoning involved in task analysis applies in this 

case. The task is to obtain high-quality information about the environment from the visual image 

formed by the eye. The fundamental constraints that determine the catch-and-hold pattern reflect 

the physical laws of optics interacting with basic features of the organism, like the time needed for 

photoreceptor response. Both of these features are pervasive enough to account for the fact that 

                                                 
288 (Land and Nilsson 2002) pp. 178-179 



266 

 

 

almost all animals that have spatial vision follow the catch-and-hold pattern. This pervasiveness is 

obvious for the physical behavior of light, but, recall that all animals on earth employ similar 

photoreceptor molecules that first evolved in the pre-Cambrian. So the speed of photoreceptor 

response is also universal (on Earth, at any rate). This illustrates, once again, how the nature of 

the organism interacts with the external environment to define selective problems. 

Conclusion 

 I would like to conclude with a few remarks about the limitations of the current 

investigation. First, I hope it is clear that, although I have set up the main argument as a 

competition between two theories to inner representations, the teleological approach and causal--

dispositional functionalism (combined with informational semantics), they not completely 

incompatible. The teleological approach makes a fundamental distinction between how inner 

states and processes are supposed to behave and how they actually behave, but both are 

dispositions that can be analyzed functionally and physically, as shown in the discussion of 

questions 1-4, above. Similarly, when we analyze the effectiveness of a perceptual mechanism, 

we are concerned both with what its inner states are supposed to stand for (what they represent, on 

a teleological theory) and what they actually co-vary with (what natural information they contain). 

One way in which teleological functionalism is a richer theory than its competitor (and thus has 

the burden of the proof according to Occam's razor) is that it includes elements of the competing 

approach while adding teleological concepts. The teleological theory is only incompatible with 

the version of standard functionalism that claims psychological explanation is adequately 

understood in terms of causal-dispositional functional analysis and informational co-variation 

alone. 

 Second, I have focused on simple representations low-level representations involved in 
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neural computations. Even when higher level representations such as visual perceptions are 

referred to, only their basic representational features were invoked and the added complications 

that stem from consciousness were ignored. Similarly, linguistic representations, and the 

sophisticated mental states that result from language, were also ignored. Some authors would 

refuse to call these representations mental, or even representations (Burge, for example).289 In 

Burge's case, that is because he wants to highlight the difference between the more sophisticated 

states he is concerned with and the humbler kinds of information-bearing states that I have been 

focusing on. While I don't dispute the great difference between conscious beliefs of human 

beings and the unconscious information-bearing states employed in computations in, 

say, guiding eye movements, they also have some things in common. Both kinds of internal states 

have the function of bearing contents which can be true or false, fulfilled or unfulfilled. This is 

enough to class them both under a common genus, which I have called representation. 

 I have concentrated on simple cases of biological functions and elementary information 

processing, in order to bring the boundary between causal functions and teleological functions 

into focus. The benefit of working with simple representations is that the boundary between 

representations and mere things - things that represent and those that do not — is clearer, so we 

are less likely to confuse something essential to representation in general with some feature 

peculiar to sophisticated representations, such as consciousness or self-consciousness. The goal is 

to identify what is essential to being a representation — an inner state bearing a content that may 

true or false (or fulfilled or unfulfilled); once we understand the genus, we can investigate the 

differentiae that distinguish the various species of representation. 

 Finally, I would like to briefly address the implications of these results for the status of 

                                                 
289 (Burge 2010) 



268 

 

 

philosophical naturalism. In Chapter 4, I argued that the teleological theory of representation 

undermines one way the distinction has traditionally been drawn between naturalistic and non-

naturalistic theories of mind. It does this by constructing a concept of normativity that is objective 

and applies to things that are not artifacts, However, this leaves the broader metaphysical question 

of naturalism untouched. And some advocates of the teleological approach, such as Millikan and 

Papineau, have presented it as a strong support for a generally naturalistic approach to 

philosophy.290 This dissertation, however, has a more limited scope: to inquire into the kinds of 

representations that would be adequate for cognitive science. The larger implications for 

philosophy in general depend on what additional assumptions one makes, including, crucially, 

one's the definition of "naturalism." In his book, Philosophical Naturalism, Papineau purposely 

does not define the term.291 This is not unusual; it is common to treat naturalism less as a 

specific doctrine than as an attitude or a tendency. When authors attempt to be more specific, as 

Hatfield remarks, it is difficult to find a definition that is not either circular or implausible.292 To 

take a recent example, Akeel Bilgrami recently defined the term as "the metaphysical claim that 

there is nothing in the world that is not countenanced by the methods of natural science.”293 This 

thesis is very strong, so strong that it seems to me clearly false (as it does to Bilgrami). However, 

it is compatible with the teleological theory of representation, although it is neither necessary for 

it (science could provide an incomplete view of the world, even if it included teleology) nor 

sufficient for it (a naturalist, even in this strong sense, could prefer, say, informational 
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semantics, or reject semantics for inner states entirely). In the same volume, Mario De Caro and 

David Macarthur attempt to construct a very weak form of naturalism, which they call "liberal 

naturalism." They claim that "...any form of naturalism [even their broad-minded version] will be 

opposed to Platonism about norms, where this is understood as the view that normative facts hold 

wholly independently of human practices (say, reason giving) and are, as it were, simply there 

anyway waiting to be discovered.”294 But, on the etiological view of teleological functions which 

has been adopted here, this is just what teleological norms are — facts in nature which we may, if 

we are lucky, learn about, but which obtain independently of our concerns.  

 What, then, are the implications of my discussion for the question of naturalism in 

philosophy? I think that if we accept the existence of natural norms of the kind discussed here, 

that changes the conceptual landscape in ways that affect the overall debate. In particular, they 

make it untenable to draw the distinction between naturalistic and non-naturalistic theories of 

mind in terms of normativity in the traditional way. Beyond that, implications are quite limited. If 

the arguments for teleology are successful, we have the outlines of a theory of representation that 

are adequate for psychology and related sciences. In so far as our mental states can be understood 

scientifically, then I have argued they should be understood teleologically. But in most ways this 

leaves the broader question of naturalism open. 
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APPENDIX:  McDOWELL ON REPRESENTATION 

 

It may help to clarify the results of the present investigation if I compare them with John 

McDowell’s account of mental representation. In this brief Appendix there can be no question of 

a thorough examination of his work, but it may be useful to sketch out where the two projects 

impinge on one another and to identify some possible points of connection and conflict. For 

specificity, I will focus on McDowell’s major work, Mind and World. 

In that book he develops a general view of the nature of human thought by way of an 

antinomy and its resolution. The antinomy is an apparent contradiction between two plausible 

and widely-held principles. One is Minimal Empiricism : “the idea that experience must 

constitute a tribunal, mediating the way our thinking is answerable to how things are, as it must 

be if we are to make sense of it as thinking at all.”295 Experience mediates the relation between 

at least some of our thinking and what we are thinking about, and this mediation is necessary if 

any of our thinking, not just our thinking about what we are currently perceiving, is to have 

intentional content – if it is to be able to represent the world at all. Without Minimal Empiricism, 

it is difficult to see how our thinking could be constrained by external reality; it is only in virtue 

of the causal effects of the world on our sensibility that we are in direct contact with reality.  

The second principle is the Normativity of Thought :  An episode is intentional only if it 

is subject to appropriate norms: 

To make sense of the idea of a mental state’s or episode’s being directed towards 
the world, in the way in which, say, a belief or judgement is, we need to put the 
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state or episode in a normative context. A belief or judgement to the effect that 
things are thus and so – a belief or judgement whose content (as we say) is that 
things are thus and so – must be a posture or stance that is correctly or incorrectly 
adopted according to whether or not things are indeed thus and so. …This relation 
between mind and world is normative, then, in this sense: thinking that aims at 
judgement, or at the fixation of belief, is answerable to the world – to how things 
are – for whether or not it is correctly executed.296 

As we saw in Chapter 5, this principle is controversial; nevertheless it is widely accepted. One 

common way to formulate it is in terms derived from Sellars: a concept which belongs to the 

logical space of reasons involves relations such as implication and justification which are subject 

to norms of rationality. Intentional concepts like belief and desire belong here. Concepts which 

fall outside the logical space of reasons belong to a logical space that is variously termed that of 

“empirical description” (Sellars), “nature” (Sellars), “natural science” (McDowell) or “law” 

(McDowell).  What is important is that the relations that constitute this space, whatever they are, 

are not normative: 

I think we capture the essentials of Sellars’s thinking if we take it that the logical 
space of nature is the logical space in which the natural sciences function, as we 
have been enabled to conceive them by a well-charted, and in itself admirable, 
development of modern thought. We might say that to place something in nature, 
on the relevant conception, as contrasted with placing it in the logical space of 
reasons, is to situate it in the realm of law. But what matters for Sellars’s point is 
not that or any other positive characterization, but the negative claim: whatever 
the relations are that constitute the logical space of nature, they are different in 
kind from the normative relations that constitute the logical space of reasons. The 
relations that constitute the logical space of nature, on the relevant conception, do 
not include relations such as one thing’s being warranted, or – for the general case 
– correct, in the light of another.297 
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McDowell treats Davidson’s constitutive principle of rationality as equivalent to Sellars’s 

metaphor of the logical space of reasons, both working in a parallel ways to distinguish things 

subject to rational assessment from those that are not. 

From his two principles, Minimal Empiricism and the Normativity of Thought, 

McDowell deduces a contradiction. The deduction proceeds by way of a line of thought, itself 

deriving from Sellars and Davidson (and, ultimately, Hegel), known as the critique of the Myth 

of the Given. 

… suppose we want to conceive the course of a subject’s experience as made up 
of impressions, impingements by the world on a possessor of sensory capacities. 
Surely such talk of impingements by the world is “empirical description”; or, to 
put the point in the variant terms I have introduced, the idea of receiving an 
impression is the idea of a transaction in nature. On Sellars’s principles, then, to 
identify something as an impression is to place it in a logical space other than the 
one in which talk of knowledge - or, to keep the general case in view, talk of 
world-directedness, knowledgeable or not – belongs. On these principles, the 
logical space in which talk of impressions belongs is not one in which things are 
connected by relations such as one thing’s being warranted or correct in the light 
of another. So if we conceive experience as made up of impressions, on these 
principles it cannot serve as a tribunal, something to which empirical thinking is 
answerable.298  

The antinomy, then, is that, according to Minimal Empiricism, experience must serve as a 

tribunal which judges whether our thought represents the world correctly (or at all), but, 

according to the Critique of the Given, it cannot do so. For experience to serve as a tribunal, we 

must be able to justify our judgements by relating them to experience: 

We cannot really understand the relations in virtue of which a judgement is 
warranted except as relations within the space of concepts: relations such as 
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implication and probabilification, which hold between potential exercises of 
conceptual capacities.299  

However, mere sensory impressions, “bare presences” (p. 24) are not things that can enter into 

rational relations: they are mere things, not exercises of conceptual capacities. So impressions 

cannot serve as a tribunal for our thinking; but without such a tribunal, our thinking seems to lose 

touch with reality. It really wouldn’t be thinking at all, just a play of inner states devoid of 

meaning. 

McDowell thinks that a vague apprehension of this antinomy has been very influential, 

leading to views in which the intentionality of thought has seemed problematic. As a result, the 

ability of our minds to be in contact with the world is put into question. 

Fully developed, …[the dilemma] would amount to an antinomy: experience both 
must (minimal empiricism) and cannot..[critique of the given] stand in judgment 
over our attempts to make up our minds about how things are …But consider a 
stage at which reflection is subject to such a pair of pressures, but not self-
consciously enough for it to be clear that what they generate is an antinomy. With 
an inexplicit awareness between such a pair of tendencies in one’s thinking, one 
could easily fall into an anxiety of a familiar philosophical sort, about that 
directedness of mind to world that it seemed we would have to be able to gloss in 
terms of answerability to how things are. In such a position, one would find 
oneself asking: “How is it possible for there to be thinking directed at how things 
are?” This would be a “How possible?” question of a familiar philosophical kind; 
it acquires its characteristic philosophical bite by being asked against the 
background of materials for a line of thought that, if made explicit, would purport 
to reveal that the question’s topic is actually not possible at all.300  

According to McDowell, one mistaken way of dealing with this predicament is to try to 

answer the “How possible?” question directly, looking for a basis for intentionality within the 

framework of ideas that generated the antinomy. For example, he thinks much of the literature 
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addressing the so-called Kripke-Wittgenstein paradox falls into this trap – it attempts to find a 

basis for meaning in social practices or the like.301 

Another approach McDowell rejects is to dissolve the antinomy by rejecting the principle 

that meaning is normative – he calls this “bald naturalism.” Bald naturalism rejects the idea that 

the logical space of reasons is sui generis. It tries to reconstruct the concepts that belong there in 

terms of concepts occupying the logical space of natural scientific law.  

McDowell’s own solution rests on the insight that the antinomy is only valid if we 

assume that if experience is to provide a constraint on our reasoning (which it must do if it is to 

serve as a tribunal) it must be non-conceptual (in his sense of the term “conceptual”): it must be 

completely innocent of thought. If we reject that assumption, the antinomy collapses. But 

rejecting it means that experience is an expression of the spontaneity of thought (to use Kant’s 

term). Then it becomes unclear how it can serve as an external constraint on our thinking. Only if 

experience is both passive and active (as an expression of spontaneity) can it serve as a genuine 

tribunal. Then it provides a constraint on thinking (because it passively reflects the external 

world) and, at the same time, enters into thought (because it is conceptual), serving as a rational 

justification for beliefs, rather than just as their cause. In McDowell’s words: 

We should understand what Kant calls “intuition” – experiential intake – not as a 
bare getting of an extra-conceptual Given, but as a kind of occurrence or state that 
already has conceptual content. In experience one takes in, for instance, that 
things are thus and so. This is the sort of thing one can also, for instance, 
judge.302 
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And, more fully: 

In the view I am urging, the conceptual contents that sit closest to the impact of 
external reality on one’s sensibility are not already, qua conceptual, some distance 
away from that impact. They are not the results of a first step within the space of 
reasons, a step that would be retraced by the last step in laying out justifications, 
as that activity is conceived within the dualism of scheme and Given. This 
supposed first step would be a move from an impression, conceived as the bare 
reception of a bit of the Given, to a judgement justified by the impression. But it 
is not like that: the conceptual contents that are most basic in this sense are 
already possessed by impressions themselves, impingements by the world on our 
sensibility. …When we trace out the ground for an empirical judgement, the last 
step takes us to experiences.  Experiences already have conceptual content, so this 
last step does not take us outside the space of concepts. But it takes us to 
something in which sensibility – receptivity – is operative, so we need no longer 
be unnerved by the freedom implicit in the idea that our conceptual capacities 
belong to a faculty of spontaneity. We need not worry that our picture leaves out 
the external constraint that is required if exercises of our conceptual capacities are 
to be recognizable as bearing on the world at all.303 

In veridical experience, the content of a veridical experience is “that things are thus and so.” An 

experience with this kind of conceptual content can rationally justify a belief that “things are this 

and so,” which, in turn, represents the fact that “things are thus and so.” Experience, beliefs and 

the world all have the same contents; thus our experience is “open to the world.” 

This image of openness to reality is at our disposal because of how we place the 
reality that makes its impression on a subject in experience. Although reality is 
independent of our thinking, it is not to be pictured as outside an outer boundary 
that encloses the conceptual sphere. That things are thus and so is the 
conceptual content of an experience, but if the subject of the experience is not 
misled, that very same thing, that things are thus and so, is also a perceptible 
fact, an aspect of the perceptible world.304 

So far, McDowell’s account is compatible with much of mainstream cognitive psychology. 

Palmer, in his standard textbook, Vision Science defines visual perception as “The process of 
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acquiring knowledge about environmental objects and events by extracting information from the 

light they emit or reflect.”305 He elaborates: 

The knowledge achieved by visual perception concerns objects and events in the 
environment. Perception is not merely about an observer’s subjective 
experiences…[rather,] subjective experience …is part of visual perception only 

when it signifies something about the nature of external reality.306  

Palmer clearly distinguishes the experience of the world, which is conceptual knowledge about 

the external world, from causal impacts on our senses, which at most contain information. 

Visual perception concerns the acquisition of knowledge. This means that vision 
is fundamentally a cognitive activity… distinct from purely optical processes such 
as photographic ones…There are indeed important similarities between eyes and 
cameras in terms of optical phenomena…but there are no similarities whatever in 
terms of perceptual phenomena. …Photographic images merely contain 
information, whereas sighted people and animals acquire knowledge about their 
environments. 307 

However, for a psychologist like Palmer this experience is the end-product of a complex 

cognitive process. Much of psychology could be construed as attempting to answer “How 

possible?” questions such as, “How could flesh-and-blood organisms be capable of acquiring 

knowledge of their environments through experience?”.This could appears to conflict with 

McDowell’s strictures on direct answers to “How possible?” questions. But he makes a crucial 

distinction here: 

There is a possible confusion to avoid here. Much contemporary work sets out, in 
a naturalistic spirit, to answer (not exorcise) questions that can be framed in the 
“How possible?” form, about empirical content or other aspects of mindedness. 
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The work I mean aims to give perspicuous descriptions of the material 
constitution of, say, perceivers, in such a way as to make it intelligible that things 
composed of mere matter can possess the relevant complex of capacities. A 
question to which this would be an appropriate response is not a “How possible?” 
question of the sort I am concerned with.  … a “How Possible?” question of the 
sort I am concerned with expresses a distinctive kind of puzzlement, issuing from 
an inexplicit awareness of a background to one’s reflection that, if made explicit, 
would yield an argument that  the topic of the question is not possible at all. To 
respond to a “How Possible?” question of this kind in, so to speak, engineering 
terms, with a perspicuous description of the requisite material constitution would 
be plainly unhelpful; it would be like responding to Zeno by walking across a 
room. That leaves it open that investigations of the “engineering” sort might be 
fine for other purposes. 308 

The kind of psychological explanations I have focused on in this dissertation seem to be just the 

kind that McDowell recognizes as answering legitimate “How Possible?” questions. However, 

there is another potential problem: “The process of acquiring knowledge about environmental 

objects and events by extracting information from the light they emit or reflect.” is generally 

understood in terms of sub-personal inferences over non-conceptual inner representations. 

Representation is a normative notion, and, for McDowell, that normativity is the result of 

spontaneity, which involves a very strong notion of conceptual capacities: 

It is essential to the picture I am recommending that experience has its content by 
virtue of the drawing into operation, in sensibility, of capacities that are genuine 
elements in a faculty of spontaneity. The very same capacities must also be able 
to be exercised in judgements, and that requires them to be rationally linked into a 
whole system of concepts and conceptions within which their possessor engages 
in a continuing activity of adjusting her thinking to experience….It is essential to 
conceptual capacities, in the demanding sense, that they can be exploited by 
active thinking, thinking that is open to reflection about its own rational 
credentials.309 
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McDowell’s “conceptual capacities, in the demanding sense” are expressions of spontaneity, and 

spontaneity involves at least the following: 

1. The subject must be able to rationally decide whether or not things are as her experience 

presents them as being. Since experience is passive, we cannot directly control how things 

appear to us. But, drawing on background knowledge, we can decide whether or not to accept 

that things really are thus and so when they appear to be. We can reason about whether or not 

our experience is veridical. 

2. In this way, experience is a special case of the general requirement that conceptual capacities 

are capable of self-criticism: “…it is essential to conceptual capacities that they belong to 

spontaneity, that is, to a faculty that is exercises in a actively self-critical control of what one 

thinks, in the light of the deliverances of experience.”310 

3. The subject must be able to link the contents of her experience with other judgeable contents. 

The very same concepts that occur in experience must also occur in non-experiential 

judgments. If I can see this book as rectangular, I must also be able to think about things I am 

not experiencing as rectangular. Must I also be able to think about properties of rectangles as 

such, i.e., that the area of a rectangle is its length times its width?)  

4. The subject can take responsibility for her judgements: “…judging is an active employment 

of capacities that empower us to take charge of our thinking…”311 

5. Freedom: “the idea of spontaneity is an idea of freedom…”312 
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6. Self-consciousness: “…this openness to reflection requires self-consciousness…”313 

 McDowell clearly thinks there is a close connection between this strong sense of “spontaneity” 

and the fact that conceptual capacities, which are exercises of spontaneity, belong to the logical 

space of reasons – that their employment is subject to assessment according to rational norms. 

He argues at length against Evans’s view that experience involves non-conceptual content, and 

against Davidson’s view that perception involves purely causal effects of the environment on 

thinking, rather than rational justifications of beliefs on the basis of content-bearing experiences. 

Instead, in McDowell’s picture, having intentional content is linked to spontaneity, to 

“conceptual capacities in the demanding sense.” 

 Equally clearly, the inner representations invoked by many psychological explanations do 

not meet the criteria listed above. The inferential processes that mediate vision are certainly 

subject to rational evaluation, but they are not accessible to consciousness and we cannot take 

charge of them as such. So it is a puzzle how inner states that don’t meet the standard for 

conceptual capacities in the demanding sense” can have content of any kind.  

 McDowell makes another key distinction here: 

I am not saying there is something wrong with just any notion of non-conceptual 
content. It would be dangerous to deny, from a philosophical armchair, that 
cognitive psychology is an intellectually respectable discipline, at least so long as 
it stays within its proper bounds. And it is hard to see how cognitive psychology 
could get along without attributing content to internal states and occurrences in a 
way that is not constrained by the conceptual capacities, if any, of the creatures 
whose lives it tries to make intelligible. But it is a recipe for trouble if we blur the 
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distinction between the respectable theoretical role that non-conceptual content 
has in cognitive psychology, on the one hand, and, on the other, the notion of 
content that belongs with the capacities exercised in active self-conscious thinking 
– as if the contentfulness of our thoughts and conscious experiences could be 
understood as a welling-up to the surface of some of the content that a good 
psychological theory would attribute to goings-on in our cognitive machinery.314 

So the inner representations of cognitive psychology are not all covered by McDowell’s 

strictures on non-conceptual content. However, he provides no basis for such representations: if 

they are to be genuine representations, they must be subject to norms. But he connects 

normativity to spontaneity/conceptual capacities “in the demanding sense”. So it is not obvious 

how he can leave space for them. 

This is where teleology comes in. I argued in Chapter 4 that it provides a basis for 

representations that are genuinely subject to norms but are of lower levels of sophistication than 

are required for spontaneity. In fact, it leaves room for inner processes of many different grades 

of sophistication, each with its corresponding norms. So everything seems to work out nicely 

after all: McDowell’s views are entirely compatible with cognitive psychology, just needing 

some gaps filled in. And the teleological theory of representation, I have argued, is a plausible 

way of filling those gaps.  

Unfortunately, I don’t think this harmonization can be maintained. For one thing, 

although McDowell clearly asserts that his views do not in any way conflict with psychology, it 

seems that he thinks that because he thinks that psychology is only concerned with the kinds of 

theories I have been focusing on in this dissertation – cognitive processes in animals and sub-

personal processes in human beings. But many areas of cognitive psychology study explicit, 

                                                 
314 (McDowell 1996) p. 55  
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conscious reasoning. For example, there is a flourishing sub-field involving experimental studies 

of human reasoning. The following discussion of the so-called “representativeness heuristic” is 

typical. 

The basic idea of the representativeness heuristic is that people judge probability 
by similarity. Specifically, when asked how probable it is that an object is a 
member of a category, they ask themselves how similar the object is to the typical 
member of that category. There is nothing wrong with this, by itself. The problem 
is that they stop here. They ignore other relevant attributes such as the size of the 
category. 315 

Experiments suggest natural laws governing when and how we employ the representativeness 

heuristic. But, in McDowell’s picture, there is no room for psychological laws of this kind. He 

has no problem, of course, with the fact that human reasoning is sometimes erroneous. That is 

part of the point of stressing that reasoning is subject to norms: norms are not always followed. 

But for McDowell the domain of laws and the domain of norms are mutually exclusive. A 

member of the logical space of reasons cannot also belong to the logical space of natural law. 

That the relations that constitute the logical space of reasons are not reducible to the relations 

that constitute the logical space of natural law is something I have been assuming throughout this 

dissertation. McDowell goes further, arguing that the inhabitants of the two spaces are mutually 

exclusive – that the same things, such as inner states and processes, cannot enter onto both types 

of relations. If taken naively, this would mean that a printed sentence could not both have 

physical properties (color, shape, chemical composition) and meaning. I am sure McDowell 

would find ample grounds to reject this example, but it is not clear that he has an  argument for 

why things generally cannot belong to both spaces, and, in particular, why inner states and 

processes of organisms cannot do so. He does not seem to distinguish between the two types of 

                                                 
315 (Baron 2008) p. 146. 
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reduction – that of relations and that of relata. He frames his discussion only in terms of 

reduction of the objects in one logical space to those of the other, so from the fact that one space 

cannot be reduced to the other, he concludes that they must contain different objects. Another 

aspect of the same issue is McDowell’s rejection of Davidson’s token physicalism316 

It is worth noting that McDowell’s reasoning here is not a consequence of his adoption of 

Kant’s notion of spontaneity. Kant recognized the possibility of laws governing thought that 

would explain systematic errors in our reasoning.317 He formulated this point in The Critique of 

Pure Reason terms of his distinction between Pure and Applied Logic.318 

If the same inner states of human beings cannot be subject to both natural laws and to 

norms, then it is not clear what there is for psychology to study. Even if it is only fully conscious, 

personal-level thinking that is exempt from law, the scope of psychology will be greatly reduced. 

And McDowell seems to tacitly allow for that. I am thinking, here, of his account of “second 

nature.” The way he reconciles naturalism with exclusion of human thought from the realm of 

natural law is to claim that human thought is part of our second nature – that is, the realm of 

Bildung – the social practices we learn as we mature. Second nature includes language and the 

reasoning practices we absorb as part of our education. What makes second nature – Bildung - 

natural is that it is part of our nature as human beings to acquire it – it is part of our form of life. 

However, McDowell asserts that it does not fall within the realm of natural law.  

                                                 
316 (McDowell 1996) p. 74. 

317 And, presumably, laws explaining when we reason correctly. Applying the representativeness heuristic is not 
always a mistake. A complete account of a mental capacity will tell us when it is likely to function correctly and 
when not. This is one of the goals of a task analysis of the kind I discussed in Chapter 5. 

318 (Kant 1999) pp. 194-195. The distinction is discussed in Hatfield (1990) and Kitcher (1990). 
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We can claim both that the notion of spontaneity functions in a conceptual 
framework that is alien to the structure of the realm of law, and that it is needed 
actualizations for natural powers as such. If nature had to be identified with the 
realm of law, that combination would be incoherent. But once we allow that 
natural powers can include powers of second nature, the threat of incoherence 
disappears.319 

If we do not limit our notion of nature to the realm of natural law, but include human capacities 

for learning language and reasoning as natural, then we can say that spontaneity is natural while 

excluding it from natural law. On the one hand,  

To see exercises of spontaneity as natural, we do not need to integrate 
spontaneity-related concepts into the structure of the realm of law; we need to 
stress their role in capturing patterns in a way of living. 320 

On the other,  

Second nature could not float free of potentialities that belong to a normal human 
organism. This gives human reason enough of a foothold in the realm of law to 
satisfy any proper respect for modern natural science.321 

McDowell is arguing that the realm of Bildung is autonomous – it has its own concepts and 

principles that are not reducible to those governing lower-level information processing. I agree 

with this. He also acknowledges that there is a legitimate question about how this is possible. On 

the one hand, there is our “foothold in the realm of law”: human beings are composed of 

ordinary material components – ultimately, atoms classified according to the periodic table. The 

problem is to understand how such materials could be organized in such a way as to be capable 

of participating in “spontaneity-related activities”. McDowell concedes, this is a legitimate 

                                                 
319 (McDowell 1996) p. 88 

320 (McDowell 1996) p. 87 

321 (McDowell 1996) p. 84 
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enterprise. But it is not clear how it could be carried out without assuming some form of token 

physicalism – without assuming that that content-bearing states of the organism are identical 

with, or realized by, physical states falling under natural laws. To take another example, 

McDowell rightly stresses the importance of language learning in the acquisition of second 

nature, but he doesn’t seem to leave a place for studying it empirically. If I am interpreting him 

correctly, he considers any such enterprise as a form of “bad” naturalism. And that extends to 

attempts to provide a basis for such investigations such as the teleological theory of 

representation and its competitors.322 

So, in conclusion, much that McDowell says is compatible with the conclusions of this 

dissertation. The normativity of meaning, the role of non-conceptual representations in 

psychology, the irreducibility of rational relations to lawlike relations, the distinction between 

non-conceptual representations and the representations and processes that constitute self-critical 

rationality, even the autonomy of Bildung/second nature. And, I believe, the teleological theory 

of representation can fill a gap in his theory by providing a basis for non-conceptual content. But 

it is not clear to me how we can give an account of how a physically-constituted organism can be 

capable of Bildung without employing inner states and processes that are both subject to law and 

subject to norms, and rejecting this possibility seems to be central to McDowell’s enterprise. 

This issue is not specific to the teleological theory of representation; it applies to any account of 

inner representations that is compatible mainstream psychology. 

 

                                                 
322 He says this explicitly in his reply to Putnam in (N. H. Smith 2002). When he discussed Millikan in “Naturalism 
in the Philosophy of Mind,” (reprinted in (John 2009) he was mostly concerned with her arguments against Frege’s 
notion of sense. The views he criticizes there are tangential to the concerns of this dissertation (I have my own 
doubts about them), but he clearly implies a rejection of her general views on representation. 
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